Ok real quick... before you down vote or vote to close this question... take a second and read the bold text. Also, I've re-stated the question so that it is less subjective. Keep in mind that is has been closed once and voted open again. As well, it has 5 up-votes!
I would like to build a "live coding framework".
I should explain what is meant by "live coding framework". I'll do so by comparing live coding to traditional coding.
Generally put, in traditional programming you write code, sometimes compile it, then launch an executable or open a script in some sort of interpreter. If you want to modify your application you must repeat this process. A live coding framework enables code to be updated while the application is running and reloaded on demand. Perhaps this reloading happens each time a file containing code is changed or by some other action. Changes in the code are then reflected in the application as it is running. There is no need to close the program and to recompile and relaunch it.
In this case, the application is a windowed app that has an update/draw loop, is most likely using OpenGL for graphics, an audio library for sound processing ( SuperCollider? ) and ideally a networking lib.
Of course I have preferred languages, though I'm not certain that any of them would be well suited for this kind of architecture. Ideally I would use Python, Lua, Ruby or another higher level language. However, a friend recently suggested Clojure as a possibility, so I am considering it as well.
I would like to know not only what languages would be suitable for this kind of framework but, generally, what language features would make a framework such as this possible.
Thanks for your time,
~J
The only thing that?s necessary to make this work is a form of dynamic binding, e.g., message passing in Erlang or eval in many other languages.
If you have dynamic binding, then you can change the target of a message without affecting the message, or a message without affecting the target?provided that a target is defined when you try to send a message to it, and a message is defined for the targets to which you send it, when you send it.
When changing a target, all you have to do is serve messages to the previous version until the new version is in place, then do a small locked update to transition to the new version. Similarly, when changing a message, you just serve the old version till the new one is available.
Readily hot-swappable code must still be designed as such, however?the application must be modular enough that replacing the implementation of a component does not cause an interruption, and that can only come from careful programming.
It's well and good to have 'live coding' on your dev box, but a way to directly interact with a deployed server takes it a lot closer to being 'real'. For this you need a network aware REPL.
clojure provides this nicely in the form of a socket repl. This allows you to remotely attach to the running version of your code on your deployed tomcat server (for instance). You can then attach your favorite swank-enabled development tool and hack away.
Tcl has such a thing already. For example, you can write a gui program that creates a separate window that has an interactive prompt. From there you can reload your code, type in new code, etc.
You can do this with any gui toolkit, though some will be much harder than others. It should be easy with python, though the indentation thing -- IMHO -- makes interactive use challenging. I'm reasonably certain most other dynamic languages can do this without too much trouble.
Look at it this way: if your toolkit lets you open more than one window, there's no reason why one of those windows can't be an interactive prompt. All you need is the ability to open a window, and some sort of "eval" command that runs code fed to it as a string.
Clojure has pretty much everything you are likely to want as a live coding language. Main highlights:
(future (some-function)). More importantly, Clojure's STM and emphasis on high performance immutable data structures will take care of the more subtle concurrency aspects (e.g. what happens if I update a live data structure while it is in the middle of being rendered??)A couple of links you might find interesting:
I'm looking for a good guide on how to optimize Lua code for LuaJIT 2. It should stress on LJ2 specifics, like how to detect what traces are being compiled and what are not etc.
Any pointers? Collection of links to Lua ML posts would do as an answer (bonus points for summarizing these links here.)
Update: I changed text from 'profiling' to 'optimization' guide, as this makes more sense.
I doubt you'll find much on this actually, mainly cause LJ2 is still in beta, and thus most profiles are done nievely as there are no debug hooks for LJ2 specific things like the trace recorder.
On the plus side, the new FFI module does allow direct calls to high resolution timers (or profiling api's like VTune/CodeAnalyst), you you can profile that way, but anything more requires extensions to the LJ2 JIT core, which should be too hard, as the code is clear and commented.
One the trace recorder command line params (taken from here):
The -jv and -jdump commands are extension modules written in Lua. They are mainly used for debugging the JIT compiler itself. For a description of their options and output format, please read the comment block at the start of their source. They can be found in the lib directory of the source distribution or installed under the jit directory. By default this is /usr/local/share/luajit-2.0.0-beta8/jit on POSIX systems.
which means you can use the module code from the commands to form the based of a profiling module for LuaJIT 2
with the update to the question, this becomes a little easier to answer. so lets start from the source, LuaJIT.org:
before manually optimizing code, its always a good idea to check the JIT's optimization tuning resources:
Compilation
From the Running page we can see all of the options for setting the JIT's parameters, for optimization, we focus on the -O option. immediately Mike tells us the enabling all optimizations has minimal performance impact, so make sure to run in -O3 (which is now the default), thus the only options here of real value to us are the JIT and Trace thresholds.
These options are very specific to the code your are writing, thus there aren't generic 'optimal settings' apart from the defaults, but needless to say, if you code has many loops, experiment with the loop unrolling and time the execution time (but flush the cache between each run if you are looking for cold start performance).
-jv is also useful in helping avoid the know issues/'fallbacks' that will cause the JIT to bailout.
The site itself doesn't offer mush on how to write better or more optimized code, except for some small tidbits in the FFI tutorial:
Function Caching
Caching of functions is a good performance booster in Lua, but less important to focus on in LuaJIT, as the JIT does most of these optimizations itself, it is important to note that caching of FFI C functions is bad, it is preferred to cache the namespace that they reside in.
An example from the page:
bad:
local funca, funcb = ffi.C.funcb, ffi.C.funcb -- Not helpful!
local function foo(x, n)
for i=1,n do funcb(funca(x, i), 1) end
end
good:
local C = ffi.C -- Instead use this!
local function foo(x, n)
for i=1,n do C.funcb(C.funca(x, i), 1) end
end
FFI Performance Issues
the Status section details various constructs & operations that degrade the performance of code (mainly because they aren't compiled, but use the VM fallback instead).
Now we move onto the source for all LuaJIT gems, the Lua mailing list:
Avoiding C Calls and NYI Lua calls in loops: if you want the LJ2 tracer to kick in and give useful feedback, you need to avoid the NYI(not yet implement) functions or C calls where the trace compiler cannot go. So if you have any small C calls that can be imported into lua and are used in loops, import them, at worst they might be '6% slower' than the C compiler implementation, at best its faster.
Use linear arrays over ipairs: according to Mike, pairs/next will always be slower compared to other methods (there is also a smal tidbit in there about symbol caching for the tracer).
Avoid nested loops: each nesting level takes an extra pass to trace, and will be slightly less optimized, specifically avoid inner loops with lower iterations.
You can use 0-base arrays: Mike says here that LuaJIT has no performance penalty for 0 based arrays, unlike standard Lua.
Declare locals in the most inner scope as possible: there is no real explanation why, but IIRC this has to do with SSA liveliness analysis. also contains some interesting info on how to avoid too many locals (which break's liveliness analysis).
Avoid lots of tiny loops: this messes up the unrolling heuristics and will slow down the code.
Smaller Tidbits:
Profiling tools are available for normal Lua, however, there is one newer project that is officially compatible with LuaJIT (I doubt it'll take any of the LuaJIT features in account though), luatrace. The Lua wiki also has a page on optimization tips for normal Lua, these would need to be tested for their effectiveness under LuaJIT (most of these optimizations are probably performed internally already), however, LuaJIT still uses the default GC, this leaves it as one area where manual optimization gains can still be great (until Mike adds the custom GC he's mentioned doing here and there).
LuaJIT's source contains a few settings for fiddling with the internals of the JIT, however, these would require extensive testing to tune them for one's specific code, in fact, it might just be better to avoid them entirely, especially for those who aren't familiar with the internals of the JIT.
Not quite what you're looking for, but I've managed some reverse-engineering of the jit.* tracing facilities. What follows is a bit rough, inaccurate, subject to change and very incomplete. I'll start making use of it in luatrace soon. These functions are used in several of the -j library files. dump.lua is probably a good place to start.
jit.attach
You can attach callbacks to a number of compiler events with jit.attach. The callback can be called:
Set a callback with jit.attach(callback, "event") and clear the same callback with jit.attach(callback)
The arguments passed to the callback depend on the event being reported:
callback(func). func is the function that's just been recorded.callback(what, tr, func, pc, otr, oex) what is a description of the trace event: "flush", "start", "stop", "abort". Available for all events.tr is the trace number. Not available for flush.func is the function being traced. Available for start and abort.pc is the program counter - the bytecode number of the function being recorded (if this a Lua function). Available for start and abort.otr start: the parent trace number if this is a side trace, abort: abort code (integer)?oex start: the exit number for the parent trace, abort: abort reason (string) callback(tr, func, pc, depth). The first arguments are the same as for trace start. depth is the depth of the inlining of the current bytecode.callback(tr, ex, ngpr, nfpr). tr is the trace number as beforeex is the exit numberngpr and nfpr are the number of general-purpose and floating point registers that are active at the exit.jit.util.funcinfo(func, pc)
When passed func and pc from a jit.attach callback, jit.util.funcinfo returns a table of information about the function, much like debug.getinfo.
The fields of the table are:
linedefined: as for debug.getinfolastlinedefined: as for debug.getinfoparams: the number of parameters the function takesstackslots: the number of stack slots the function's local variable useupvalues: the number of upvalues the function usesbytecodes: the number of bytecodes it the compiled functiongcconsts: ??nconsts: ??currentline: as for debug.getinfoisvararg: if the function is a vararg function`source: as for debug.getinfoloc: a string describing the source and currentline, like "<source>:<line>"ffid: the fast function id of the function (if it is one). In this case only upvalues above and addr below are validaddr: the address of the function (if it is not a Lua function). If it's a C function rather than a fast function, only upvalues above is validHow do you end a long running Lua script?
I have two threads, one runs the main program and the other controls a user supplied Lua script. I need to kill the thread that's running Lua, but first I need the script to exit.
Is there a way to force a script to exit?
I have read that the suggested approach is to return a Lua exception. However, it's not garanteed that the user's script will ever call an api function ( it could be in a tight busy loop). Further, the user could prevent errors from causing his script to exit by using a pcall.
You could set a variable somewhere in your program and call it something like forceQuitLuaScript. Then, you use a hook, described here to run every n instructions. After n instructions, it'll run your hook which just checks if forceQuitLuaScript is set, and if it is do any clean up you need to do and kill the thread.
Edit: Here's a cheap example of how it could work, only this is single threaded. This is just to illustrate how you might handle pcall and such:
#include <stdlib.h>
#include "lauxlib.h"
void hook(lua_State* L, lua_Debug *ar)
{
static int countdown = 10;
if (countdown > 0)
{
--countdown;
printf("countdown: %d!\n", countdown);
}
else
{
// From now on, as soon as a line is executed, error
// keep erroring until you're script reaches the top
lua_sethook(L, hook, LUA_MASKLINE, 0);
luaL_error(L, "");
}
}
int main(int argc, const char *argv[])
{
lua_State* L = luaL_newstate();
luaL_openlibs(L);
lua_sethook(L, hook, LUA_MASKCOUNT, 100);
// Infinitely recurse into pcalls
luaL_dostring(L, "function test() pcall(test) print 'recursing' end pcall(test)");
lua_close(L);
printf("Done!");
return 0;
}
It seems like you could terminate the thread externally (from your main thread) since the lua script is user supplied and you can't signal it to exit.
If that isn't an option, you could try the debug API. You could use lua_sethook to enable you to regain control assuming you have a way to gracefully terminate your thread in the hook.
I haven't found a way to cleanly kill a thread that is executing a long running lua script without relying on some intervention from the script itself. Here are some approaches I have taken in the past:
You could provide your own implementation of pcall that checks for a specific type of error. The script could then call error() with a custom error type that your version of pcall could watch for:
function()
local there_is_an_error = do_something()
if (there_is_an_error) then
error({code = 900, msg = "Custom error"})
end
end
You could use setjmp and longjump, just like the Lua library does internally. That will get you out of pcalls and stuff just fine without need to continuously error, preventing the script from attempting to handle your bogus errors and still getting you out of execution. (I have no idea how well this plays with threads though)
#incldue <stdio.h>
#include <setjmp.h>
#include "lua.h"
#include "lualib.h"
#include "lauxlib.h"
jmp_buf place;
void hook(lua_State* L, lua_Debug *ar)
{
static int countdown = 10;
if (countdown > 0)
{
--countdown;
printf("countdown: %d!\n", countdown);
}
else
{
longjmp(place, 1);
}
}
int main(int argc, const char *argv[])
{
lua_State* L = luaL_newstate();
luaL_openlibs(L);
lua_sethook(L, hook, LUA_MASKCOUNT, 100);
if (setjmp(place) == 0)
luaL_dostring(L, "function test() pcall(test) print 'recursing' end pcall(test)");
lua_close(L);
printf("Done!");
return 0;
}
The way to end a script is to raise an error by calling error. However, if the user has called the script via pcall then this error will be caught.
If you're using coroutines to start the threads, you could maybe use coroutine.yield() to stop it.
I'm confused what purpose Mongrel2 serves/provides that nginx doesn't already do.
(Yes, I've read the manual but I must to be too much of a noob to understand how it's fundamentally different than nginx)
My current web application stack is:
- nginx: webserver
- Lua: programming language
- FastCGI + LuaJIT: to connect nginx to Lua
- Postgres: database
If you could only name one thing then it would be that Mongrel2 is build around ZeroMQ which means that scaling your web server has never been easier.
If a request comes in, Mongrel2 receives it (nothing unusual here, same as for NginX and any other httpd). Next thing that happens is that Mongrel2 distributes the task of compiling a response to n (ZeroMQ-enabled) backends, waits for them to do the work, receives results, compiles the response and sends it off to the client.
Now, the magic is with the fact that n can be any number and, that each of n can be written in any language as supported by ZeroMQ (20 or so) plus, all goes across the network so each n can be a dedicated box, possibly in another datacenter.
In other words: with NginX and all the rest you have to do scalability in your logic tier, Mongrel2 allows you to start (from a request/response cycle point of view) this right where the request hits your infrastructure, at the httpd rather than letting complexity penetrate down to your logic tier which blows complexity upwards by at least one order of magnitude imo.
Coding in Lua, I have a triply nested loop that goes through 6000 iterations. All 6000 iterations are independent and can easily be parallelized. What threads package for Lua compiles out of the box and gets decent parallel speedups on four or more cores?
Here's what I know so far:
luaproc comes from the core Lua team, but the software bundle on luaforge is old, and the mailing list has reports of it segfaulting. Also, it's not obvious to me how to use the scalar message-passing model to get results ultimately into a parent thread.
Lua Lanes makes interesting claims but seems to be a heavyweight, complex solution. Many messages on the mailing list report trouble getting Lua Lanes to build or work for them. I myself have had trouble getting the underlying "Lua rocks" distribution mechanism to work for me.
LuaThread requires explicit locking and requires that communication between threads be mediated by global variables that are protected by locks. I could imagine worse, but I'd be happier with a higher level of abstraction.
Concurrent Lua provides an attractive message-passing model similar to Erlang, but it says that processes do not share memory. It is not clear whether spawn actually works with any Lua function or whether there are restrictions.
Russ Cox proposed an occasional threading model that works only for C threads. Not useful for me.
I will upvote all answers that report on actual experience with these or any other multithreading package, or any answer that provides new information.
For reference, here is the loop I would like to parallelize:
for tid, tests in pairs(tests) do
local results = { }
matrix[tid] = results
for i, test in pairs(tests) do
if test.valid then
results[i] = { }
local results = results[i]
for sid, bin in pairs(binaries) do
local outcome, witness = run_test(test, bin)
results[sid] = { outcome = outcome, witness = witness }
end
end
end
end
The run_test function is passed in as an argument, so a package can be useful to me only if it can run arbitrary functions in parallel. My goal is enough parallelism to get 100% CPU utilization on 6 to 8 cores.
I realize that this is not a works-out-of-the-box solution, but, maybe go oldschool and play with forks? (Assuming you're on a POSIX system.)
What I would done:
Right before your loop, put all tests in a queue, accessible between processes. (A file, a Redis LIST or anything else you like most.)
Also before the loop, spawn several forks with lua-posix (same as the number of cores or even more depending on the nature of tests). In parent fork wait until all children will quit.
In each fork in a loop, get a test from the queue, execute it, put results somewhere. (To a file, to a Redis LIST, anywhere else you like.) If there are no more tests in queue, quit.
In the parent fetch and process all test results as you do now.
This assumes that test parameters and results are serializable. But even if they are not, I think that it should be rather easy to cheat around that.
Concurrent Lua might seem like the way to go, but as I note in my updates below, it doesn't run things in parallel. The approach I tried was to spawn several processes that execute pickled closures received through the message queue.
Update
Concurrent Lua seems to handle first-class functions and closures without a hitch. See the following example program.
require 'concurrent'
local NUM_WORKERS = 4 -- number of worker threads to use
local NUM_WORKITEMS = 100 -- number of work items for processing
-- calls the received function in the local thread context
function worker(pid)
while true do
-- request new work
concurrent.send(pid, { pid = concurrent.self() })
local msg = concurrent.receive()
-- exit when instructed
if msg.exit then return end
-- otherwise, run the provided function
msg.work()
end
end
-- creates workers, produces all the work and performs shutdown
function tasker()
local pid = concurrent.self()
-- create the worker threads
for i = 1, NUM_WORKERS do concurrent.spawn(worker, pid) end
-- provide work to threads as requests are received
for i = 1, NUM_WORKITEMS do
local msg = concurrent.receive()
-- send the work as a closure
concurrent.send(msg.pid, { work = function() print(i) end, pid = pid })
end
-- shutdown the threads as they complete
for i = 1, NUM_WORKERS do
local msg = concurrent.receive()
concurrent.send(msg.pid, { exit = true })
end
end
-- create the task process
local pid = concurrent.spawn(tasker)
-- run the event loop until all threads terminate
concurrent.loop()
Update 2
Scratch all of that stuff above. Something didn't look right when I was testing this. It turns out that Concurrent Lua isn't concurrent at all. The "processes" are implemented with coroutines and all run cooperatively in the same thread context. That's what we get for not reading carefully!
So, at least I eliminated one of the options I guess. :(
This is a perfect example of MapReduce
You can use LuaRings to accomplish your parallelization needs.
I'm adding scripting with Lua to an application of ours, and I need to implement bindings for the GUI-toolkit. The toolkit we use is wxWidgets.
I'm using Lua 5.1 and luabind 0.9.1, and it has worked very well so far. However, I'm not sure how to best handle events. For example, if you want to create a button and print a string when it is clicked, you write something like this in C++
class MyClass : public wxFrame
{
MyClass (...)
{
b = new wxButton (this, -1, "Click me");
b->Bind (wxEVT_COMMAND_BUTTON_CLICKED, &MyClass::HandleButtonClick, this);
}
void HandleButtonClick (wxCommandEvent& ev)
{
wxMessageBox ("You clicked me");
}
}
My dream-API for doing the same thing in Lua would look something like this:
b = wx.Button (frm, -1, "Click me")
b.on_click = function (ev)
print ("Button clicked")
end
Or, allowing multiple event handlers:
b.on_click:add (function (ev)
print ("Button clicked again ...")
end)
If not possible, something like this which more resembles the C++ API:
b.bind (wx.EVT_COMMAND_BUTTON_CLICKED, function (ev)
print ("Yet again")
end)
However, I'm not sure how to implement this using Luabind without writing a wrapper class for every class in the wxWidgets-library that I want to use.
Any suggestions?
Could perhaps Luabind create helper classes (say "wxLuaEventPropagator") automatically in some way? So that the wxButton class has a nested wxLuaEventPropagator-class for each event ("on_click", and so on). Once again, i do not want to create wrapper classes for every class in wxWidgets that I use, since there is a ton.
(Yes, I'm aware of wxLua)
You can use luabind::object to do that.
An exemple class : class MyClass { public: void OnMouseMoved(int x, int y); void SetEventFunction(const luabind::object &fn);
private:
luabind::object m_eventFunction;
};
void MyClass::SetEventFunction(const luabind::object &fn)
{
if(luabind::type(fn) == LUA_TFUNCTION)
{
cout << "A function" << endl;
m_eventFunction = fn;
}
else
{
cout << "Not a function" << endl;
}
}
void MyClass::OnMouseMoved(int x, int y)
{
if(m_eventFunction.is_valid())
{
luabind::call_function<void>(m_eventFunction, x, y);
}
}
In lua code, it would be :
myClass = MyClass()
myClass:SetEventFunction( function (x, y)
print ("The new mouse position is", x, y)
end)
To had more than one function to an event, you can use std::vector of luabind::object
I am currently building a game server (not an engine), and I want it to be extendable, like a plugin system.
The solution I found is to use a scripting language. So far, so good.
I'm not sure if I should use Ruby or Lua. Lua is easier to embed, but Ruby has a larger library, and better syntax (in my opinion). The problem is, there is no easy way I found to use Ruby as scripting language with C++, whereas it's very easy with Lua.
Toughs about this? Suggestions for using Ruby as scripting language (I tried SWIG, but it isn't nearly as neat as using Lua)?
Thanks.
I've looked at embedding Ruby into C/C++ before, and it seemed extremely difficult. There are a lot of challenges you'll face:
I'm sure that this can be done, but it seemed extremely difficult to me, only doable if you can jump into Ruby in a minimum of entry points.
You may be interested in learning about Squirrel. I believe it was the scripting language used by Left 4 Dead 2. It is more advanced than lua (uses objects and classes) and is meant to easily be embedded in a C++ app, which sounds like exactly what you are looking for.
I've used Lua extensively in the past.
Luabind is really easy to use, there is no need for an external generator like SWIG, the doc is great. Compile times remain decent.
Biggest problem I've seen : lua is mostly ... write-only. You don't really have classes, but only associative arrays with a bit of syntaxic sugar ( object['key'] can be written object.key ), so you easily end up adding a 'member' in an obscure function, completely forget about it, and have side effects later.
For this reason, and this reason only, I'd prefer Python. Boost::Python is the basis for Luabind so both have a similar API (Luabind used to be slightly easier to build but not anymore). In terms of functionality, they are quite equivalent.
Not directly related : None of these can be reliably used in a multithreaded environment (so this depends on the complexity of your server).
Note that you can still create one environement for each thread, but they won't be able to communicate (except with a C++ machinery). This is especially easy in Lua.
Go for lua, though i'd recommend luajit, not only for speed, but for the new ffi library, boosting intercommunication to the max :). Lua also has tones of modules, and new ones are very easy to create, this makes up for the lack in its stdlib.
I would go with whatever was easiest to learn/has the most gamers using it. You want it to be as accessible to your customers as possible.
One thing Lua has going for it is its ability to shuttle data between C++ (or C) and itself very easily. Essentially you're just pushing/popping data onto a stack in order to communicate between the two. Having multiple Lua environments up and running at the same time is quite simple as well (should you need that functionality). Although Lua is a garbage collected language, it's easy to prevent it from doing so on data that needs to stick around in your C++ code. Creating an extensible plugin system should be easy with Lua once you lay the groundwork. Swapping plugins (in this case, scripts) in and out at runtime is also pretty trivial (although this may be true for Ruby as well, I'm not familiar enough with it to know).
One thing to think about is how much object-oriented stuff you want your scripts to be able to handle. Lua uses functions, tables, metatables, and prototypes to implement OO-like programming. Some people like it, some don't; personally I found it interesting to use, if a bit clunky at times. Not having used Ruby, I can't speak for it, but you may want to weigh your need for object/class support.
I think in your situation you should also consider how fast you want to get your project up and running. As you and others have noted, Ruby is hard to embed in C++, whereas Lua is not. Time is always precious and if you want to get something working ASAP, Lua is probably your best bet.
I recently read an interview with Lua co-creators Luiz H. de Figueredo and Roberto Ierusalimschy, where they discussed the design, and implementation of Lua. It was very intriguing to say the least. However, one part of the discussion brought something up in my mind. Roberto spoke of Lua as a "freestanding application" (that is, it's pure ANSI C that uses nothing from the OS.) He said, that the core of Lua was completely portable, and because of its purity has been able to be ported much more easily and to platforms never even considered (such as robots, and embedded devices.)
Now this makes me wonder. C in general is a very portable language. So, what parts of C (namely those in the the standard library) are the most unportable? and what are those that can be expected to work on most platforms? Should only a limited set of data types be used (e.g. avoiding short and maybe float)? What about the FILE and the stdio system? malloc and free? It seems that Lua avoids all of these. Is that taking things to the extreme? Or are they the root of portability issues? Beyond this, what other things can be done to make code extremely portable?
The reason I'm asking all of this, is because I'm currently writing an application in pure C89, and it's optimal that it be as portable as possible. I'm willing take a middle road in implementing it (portable enough, but no so much that I have to write everything from scratch.) Anyways, I just wanted to see what in general is key to writing the best C code.
As a final note, all of this discussion is related to C89 only.
"Freestanding" has a particular meaning in the context of C. Roughly, freestanding hosts are not required to provide any of the standard libraries, including the library functions malloc/free, printf, etc. Certain standard headers are still required, but they only define types and macros (for example stddef.h).
In the case of Lua, we don't have much to complain about the C language itself but we have found that the C standard library contains many functions that seem harmless and straight-forward to use, until you consider that they do not check their input for validity (which is fine if inconveninent). The C standard says that handling bad input is undefined behavior, allowing those functions to do whatever they want, even crash the host program. Consider, for instance, strftime. Some libc's simply ignore invalid format specifiers but other libc's (e.g., in Windows) crash! Now, strftime is not a crucial function. Why crash instead of doing something sensible? So, Lua has to do its own validation of input before calling strftime and exporting strftime to Lua programs becomes a chore. Hence, we have tried to stay clear from these problems in the Lua core by aiming at freestanding for the core. But the Lua standard libraries cannot do that, because their goal is to export facilities to Lua programs, including what is available in the C standard library.
C89 allows two types of compilers: hosted and freestanding. The basic difference is that a hosted compiler provides all of the C89 library, while a freestanding compiler need only provide <float.h>, <limits.h>, <stdarg.h>, and <stddef.h>. If you limit yourself to these headers, your code will be portable to any C89 compiler.
Anything that is a part of the C89 standard should be portable to any compiler that conforms to that standard. If you stick to pure C89, you should be able to port it fairly easily. Any portability problems would then be due to compiler bugs or places where the code invokes implementation-specific behavior.
This is a very broad question. I'm not going to give the definite answer, instead I'll raise some issues.
Note that the C standard specifies certain things as "implementation-defined"; a conforming program will always compile on and run on any conforming platform, but it may behave differently depending on the platform. Specifically, there's
sizeof(long) may be four bytes on one platform, eight on another. The sizes of short, int, long etc. each have some minimum (often relative to each other), but otherwise there are no guarantees.int a = 0xff00; int b = ((char *)&a)[0]; may assign 0 to b on one platform, -1 on another.\0 is always the null byte, but how the other characters show up depends on the OS and other factors.putchar('\n') may produce a line-feed character on one platform, a carriage return on the next, and a combination of each on yet another.char to take on negative values.Various word sizes and endiannesses are common. Character encoding issues are likely to come up in any text-processing application. Machines with 9-bit bytes are most likely to be found in museums. This is by no means an exhaustive list.
(And please don't write C89, that's an outdated standard. C99 added some pretty useful stuff for portability, such as the fixed-width integers int32_t etc.)
I'm programming a game engine in C++, which also has Lua support.
My biggest horror: Memory leaks.
It's not like my game is already infested with them, I'm rather afraid of them popping out of the ground like mushrooms, when the development is in a late phase and the project huge and complex.
I'm afraid of them because they seem extremely hard to spot for me. Especially in sophisticated systems. If my engine is almost finished, the game runs and the memory gets eaten away, what will I do? Where will I start searching?
How can one find out where a memory leak lies?
Raw pointers are only one potential cause of memory leaks.
Even if you use smart pointers, like shared_ptr, you can get a leak if you have a cycle - the cure for this is to use a weak_ptr somewhere to break the cycle. Using smart pointers is not a cure-all for memory leaks.
You can also forget a virtual destructor in a base class, and get leaks that way.
Even if there are no problems with new-ed objects not being deleted, a long-running process can grow (and appear to leak) because of address space fragmentation.
Tools like valgrind are very, very useful for finding leaks, but they won't always tell you where the fix should be (e.g. in the case of cycles or objects holding onto smart pointers)
A well defined "object lifetime" model is needed. Anytime you do a "new", you need to think about
Who owns this heap object? i.e. who is responsible for maintaining this pointer and allowing other "clients" to reference it?
Who is responsible for deleting this object? This is normally #1, but not necessarily.
Are there any clients of this object whose lifetime is longer than that of this object? If that's true, and they are actually STORING this heap pointer, it will dereference memory that no longer "exists". You may need to add some notification mechanisms or redesign your "object lifetime" model.
A lot of times you fix memory leaks, but then run into problem #3. That's why it's best to have thought out your object lifetime model before you write too much code.
You fight memory leaks by never using raw pointers. If you have code using raw pointers, refactor.
AFAIK Valgrid is only Linux.
For Windows you have tools like BoundsChecker and Purify.
If you're using Visual Studio, the C Runtime library (CRT) also provides a surprisingly simple and useful tool for finding memory leaks out of the box. Read about _CrtDumpMemoryLeaks and its related functions and macros.
It basically allows you to get an indexed dump of the memory leaks when the process exits and then allows you to set a breakpoint in the time where the leaking memory was allocated to see exactly when it happened. This is in contrast to most other tools that only give you post-mortem analysis without a way to reproduce the events that led to the memory leak.
Using these little gems from day one gives you a relative peace of mind that you're in good shape.
Is my fear of memory leaks justified?
Short answer is yes. Long answer is yes, but there are techniques of reducing them and generally making it easier. The most important of these things, in my opnion, is not to use new/delete lightly and design your program to reduce or elliminate as much dynamic allocation as you can. Instead of allocating memory, try the following and only allocate your own memory when non of these methods work for you (roughly in order of what you should prefer):
How can one find out where a memory leak lies?
Valgrind's suite of tools: Memcheck, Cachegrind, Callgrind, Massif, Helgrind...
You could also try compiling with electric fence (-lefence for gcc) or your compilers equivelent. You can also try Intels suite of tools, especially if you are writing multithreaded code or performance sensitive code (eg, Parallel Studio), though they are expensive.
Aren't there good tools which help in finding the source of memory leaks today?
Sure there are. See above.
Now, since you are writing a game, I will share some of my own game development related thoughts/experiences:
Hope that helped.
Is my fear of memory leaks justified?
If you are writing code that contains them, then absolutely.
How can one find out where a memory leak lies?
By analyzing the code.
Aren't there good tools which help in finding the source of memory leaks today?
Yes, but it's still not easy.
The good news is, it's completely unnecessary with proper design. An ounce of prevention is worth a ton of cure: the best strategy for dealing with memory leaks is to write the code in a way that guarantees that there aren't any.
At the risk of sounding like the smug jerk that I probably am, consider using any programming language developed after 1979, which don't have problems with memory leaks, heap corruption stack corruption, or even memory management. (Anyone who says something like "I need my program to be fast" has probably never heard of Donald Knuth.)
Memory leaks are not too scary - but they can be detrimental to a program's performance (so get rid of them!).
valgrind --leak-check=full -v ./YOUR_EXECUTABLE
That will give you a full leak check and verbose (-v) output on how memory is being used in your program.
Regards,
Dennis M.
At least for the Lua part you can use your own memory allocator and track all allocations and freeing and so spot any memory leaks.
There are various techniques to track memory leaks.
The simplest is to use a macro and a specific allocator that would store the function that allocated this. That way, you could track each allocation and see which aren't deleted when they should be. Then you can start writing unittest and assert that memory has been freed.
If you use pre-compiled containers all the time, this won't work as all allocations will be in containers. Then your options are:
There are probably more options than that. Testing and the use of a custom global new/delete override (that can be queried) should prove useful, if your design permits it.
Also, see the Electronic Arts STL C++ paper for some discussion on what needs to be done in STL/C++ to support proper game development. (It's probably a bit more hardcore than your engine, but it certainly contains many nuggets of inspiration and ingenuity.)
How can one find out where a memory leak lies?
Visual Leak Detector for Visual C++ 2008/2010
This comparison of programming languages shows that LuaJIT has an over tenfold improvement over the normal Lua implementation. Why is the change so big? Is there something specific about Lua that makes it benefit a lot from JIT compilation? Python is dynamically typed and compiled to bytecode as well, so why doesn't PyPy (that has JIT now, I believe) show such a large jump in performance?
Mike Pall has talked about this in a few places:
As with every performant system, the answer in the end comes down to two things: algorithms and engineering. LuaJIT uses advanced compilation techniques, and it also has a very finely engineered implementation. For example, when the fancy compilation techniques can't handle a piece of code, LuaJIT falls back to an very fast interpreter written in x86 assembly.
LuaJIT gets double points on the engineering aspect, because not only is LuaJIT itself well-engineered, but the Lua language itself has a simpler and more coherent design than Python and JavaScript. This makes it (marginally) easier for an implementation to provide consistently good performance.
I found this application on the app store: iLuaBox and I wondered if there was anything else like this for the iPhone without jailbreaking but instead for Python or Ruby?
Lua is probably similar for me to play around with the basic programming I do anyway but I thought I would just ask)
The Agreement about Apple not accepting any coding language layer has been removed not too long ago. I guess we will have to wait a little to see complex language like Python and Ruby interpreter. Since LUA is a scripting language, it is easier to port it.
What is your goal? If it is to write in a dynamic language instead of objective-C then you may want to investigate the Rhodes framework. It allows you to use Ruby in a Rails-like MVC framework and will create native iPhone and Android apps.
If you just want to be able to run ruby and python scripts, codetogo lets you do that.
http://itunes.apple.com/us/app/codetogo/id382677229?mt=8
It gets around it by sending your code to a server, running it and then sending back the result.
There is a simple native Python interpreter for IOS available now. No jailbreak needed: http://itunes.apple.com/us/app/pypad/id428928902?mt=8
there is also python math which is free but it has its modules restricted to the math stuff but it allows you to sync .py scripts from itunes so you could import any modules that you need
A Python module that allows running Lua code from Python in a sandbox. Intended to execute arbitrary, possibly unsafe code submitted by users.
Considering the following requirementes:
I like Python for its readablity. I am also have more experience with Python than other scripting languages. However CPython is not multi-threaded, and IronPython requires hosting the CLR and a compatible language (C++/CLI or C#).
Lua might be worth checking out. It can be used in a thread-safe manner, and the language supports a 'co-routine' concept which might fit your requirements.
I've been in the same dilemma an choose Lua over Python and JScript. The thing which Lua does best is the great interop with C/C++ code using libraries like luabridge and luabind. That is, you can call lua from C++ and have the script call back into C++ without a problem, access c++ data from the script and vice versa.
The problem with languages like Python and Lua is that the language is not really multi-threaded in the regular sense of the word: if one C++ thread it using the language scripting engine to run a script, you cannot use the same engine to run another script. Both languages has an engine-wide lock which can be used in those cases to make sure the engine integrity is maintained. However, both languages are multi-threaded in the sense that you can run function in the background and interact with any synchronization object you want (just like from C++). So I choose to have all threads created from C++ and scripting code only run in a dedicated threads (thread per engine) and interact with other threads in the application in the regular ways.
If you need to pass data and control from C++ to a script and vice versa, Lua is much better than Python. Beside that, I would not host the CLR in a C++ project. It's too messy.
Lua is the best choice. Python, Ruby and JavaScript are big languages and they are not designed for to embed. But Lua is different, designed to embed.
You should consider the "restriction" more than any other things for your script language. Embed scripts can use for hack (bad meaning) easily.
For example, by default Lua can not print to console. As I know, Blizzard uses the Lua because of that.
You might consider embedding a popular JavaScript engine. Not only will they be fast and well-supported, but so many people know how to program in JavaScript that it will be easily adopted and read by a large audience.
According to this answer the SpiderMonkey engine is thread-safe, while Google/Chrome's V8 may not be.
JScript is a great solution. It is already supported with Windows Script Host and emulates multithreading with events. It is easier to use than Python, I promise you. This MSDN article is a great reference.
Lua's really easy to integrate, and can work in multiple threads using something like Lua Lanes (which is cross platform Windows/ Linux/ MacOS).
One could use Guile, which is embeddable Scheme.
Im pretty sure Stackless Python is going to be the only one supporting multithreading out the box. Stackless Python was chosen by CCP for their MMO: Eve-Online specifically because the stackless nature of the code allowed them to schedule the continuations on any OS thread they needed once they'd built the necessary primitives in to make the whole thing thread safe.
Lua can be used in a multi threaded environment, but each concurrent thread would need a separate lua_State object so you'd need to build your own interthread message passing system for lua code, executing in the context of separate lua states, to communicate.
Entirely preference-based. Most languages have a way to embed in C with options for exports into the scripting environment.
If it were me, I'd go with V8 Javascript.
By "multithreaded" I'm assuming you mean "can effectively exploit multiple cores"? If your system only has a single CPU, then you're only going to be done one thing at a time regardless of the scripting language you choose.
If you do decide to go the CPython route, then there the main thing to remember is that it is only the scripting engine itself that is protected by the global interpreter lock. If the script being executed spends a lot of time calling out to non-Python code (including I/O and other system level operations) then it can exploit multiple threads quite happily.
Another factor to consider is that Python's introspection capabilities make it inherently difficult to secure properly (Google have done it for AppEngine, but they had to disallow quite a few things in the process).
Given the prevalence of Javascript engines in browsers and Lua engines in PC games, one of those is likely to be an easier way forward.
I have a working C++ function that I am able to call from Lua. To demonstrate my problem here is an example:
int PushHello(lua_State *L){
string str("Hello");
lua_pushlstring(L, str.data(), str.length());
return 1;
}
Note: I know I don't have to use string variable there, but it is there to demonstrate the problem.
Here are my two problems:
When I call this function from Lua string constructor may throw an exception. Is that a problem? Will Lua handle it and unwind the Lua stack properly? I don't think so. How can I solve that? Do I need to add try/catch around all such code and convert the exception to lua_error? Is not there a better solution?
Another problem that I have probably solved by compiling Lua as C++ is when lua_pushlstring() calls lua_error() string destructor would not be called if longjmp was used. Is the problem solved by compiling as C++ and throwing exceptions instead of using longjmp?
To clarify, possible solution I can see to problem 1 would be this:
int PushHello(lua_State *L){
string str;
try{
str.assign("Hello");
catch(exception &e){
luaL_error(L, e.what());
}
lua_pushlstring(L, str.data(), str.length());
return 1;
}
But that is very ugly and error prone as try/catch would need to be added to many places. It could be done as a macro and put around every command that can throw, but that would not be much nicer.
I have found a reasonable solution. The question is whether it is correct. Instead of exporting (or calling via lua_cpcall) the original function int PushHello(lua_State *L) a wrapper int SafeFunction<PushHello>(lua_State *L) is exported/called. The wrapper looks like:
template<lua_CFunction func>
int SafeFunction(lua_State *L){
int result = 0;
try{
result = func(L);
}
// transform exception with description into lua_error
catch(exception &e){
luaL_error(L, e.what());
}
// rethrow lua error - C++ Lua throws lua_longjmp*
catch(lua_longjmp*){
throw;
}
// any other exception as lua_error with no description
catch(...){
luaL_error(L, "Unknown error");
}
return result;
}
What do you think about it? Do you see any problems?
I wouldn't use lua_error to denote an error occuring outside of lua functionality. lua_error would be used if you are adding additional lua functions that can be invoke within the bounds of lua. Then lua_error would be appropriate if an error occurs while executing that function.
Also this is a duplicate of Stack unwinding in C++ when using Lua.
Edit
If you are worried about the string destructor being called why not do this:
try
{
string str("Hello");
lua_pushlstring(L, str.data(), str.length());
}
catch (exception& e)
{
luaL_error(L, e.what());
}
I realize this is a subtle change to what you suggested but there is a difference. If an exception is thrown anything on the stack within the try{} will destruct. Just ensure that anything you want to destruct is within that try.
Lua will not catch the C++ exception. If you do not catch it, it will be passed up the call stack until it is either caught by some other block of code or causes the program to crash (unhandled exception). If the functions you expose to Lua call functions that can throw exceptions, you should handle them in that function.
If you compile Lua as C++, then they will use C++ exceptions as errors, whereas if you compile as C then they will use longjmp/setjmp. This basically means that there's no big deal throwing such an exception.
So there are a lot of posts around here about what are the best ways to teach kids to program. I'm interested in the next step, teaching kids how to debug code that doesn't do what they want, or doesn't always work 100% of the time (I believe these are separate problems, but that could be subjective).
I ask from the point of view of a game developer who already has a working game (ROBLOX) where kids can code up a ton of crazy stuff in our embedded scripting language, which happens to be Lua.
What we are seeing is that as these scripts become more complicated they are suffering from edge cases that the kids didn't consider - ultimately limiting the scope of what they can do. Part of the solution is education and part of the solution is better debugging tools. Thus I ask a two part question:
What high quality, freely available sources of information exist on the internet that we can send aspiring script developers to with any expectation that they would get something valuable out of it? Maybe there aren't any and we need to write some?
What debugging tools do you think would be most useful to kids? I want to hit the payoff vs. complexity sweet spot.
Our target demographic here is motivated kids, mostly 12-15 years old.
IMHO: Never mind tools. Talk them through it. Teach problem-solving skills. And just as importantly, teach testing.
Well for the debugging part, my guess would be three things:
print() enough for seeing what happensFor the general information:
That's the way I learned using Lua anyway :).
I don't know about the "sources of information" part. It looks a bit too generic to me. I learned about edge cases with painful experience, and don't know any other means. I'm not sure it is a kind of knowledge that can be taught formally. It's more like an intuitive thing to me. Kind of like swimming: in order to learn, you have to get wet.
But regarding payoff-vs-complexity part, I'd say that nothing beats the good old console + print duet. It might not be as fancy as other debugging means, but its complexity asymptotically approaches 0. And it's something they will be able to use in nearly any environment and any language they encounter in the future (unless something really big happens).
I would use Netbeans after stripping it down a bit. It has some very nice code hinting and comprehensible error checking and hinting.
Kids can have restricted access to tools like debuggers as an individual may not be registered as a programmer or (game) software developer in the state or at the national level. Lua can be run in debug or trace mode and there is something to be gained by reading through the program script or code and using a pen and paper with test input values to note the variables and their contents with logic jumps separately noted with any return expectation and assess the output data values created at relevant points. This is sometimes called dryrunning and is used normally prior to first full test in the development process. This can help in coping with sometimes complex logic progress and with stack element contents written from bottom to top or from left to right on the paper.
There's been some discussion on the cap-talk mailing list around whether Lua and Javascript support the object-capability model, with the conclusion that because of support for restricting the environment to called functions through setfenv, and the possibility of unforgeable references to immutable objects, the OCM could be implemented.
Have we seen how this works out? I'm interested in removing exploits from an existing application with very useful, generous scripting support in Lua that unfortunately allows full shell access in all kinds of cases. Some shell access is needed: the object-capability model seems like a good way to manage things. But I worry about how convincing a case I can make that this approach will actually be verifiably secure in the sure-to-be messy practice.
Some links:
setfenv in action; shows basic idea behind tables that can, under the right circumstances, be made read onlyI can't speak to Lua but for Javascript, Caja has tooling to create a proper sandbox, limiting access to only certain functions. It was originally created to build a sandbox for HTML/JS widgets (like those used on iGoogle).
http://code.google.com/p/google-caja/
Here's a description of the project from their homepage:
Caja (pronounced "KA-ha"), is a Spanish word that means box, bank, cash register, vault; a container for valuables. A web developer uses traditional tools like HTML, JavaScript, and CSS; and Caja provides a compiler (a "cajoler") that takes the web application and produces a "cajoled" HTML web application. The cajoler tries to verify security properties by doing static analysis, and where it cannot it rewrites the input to add runtime checks.
Since web applications make common use of browser APIs, e.g. the DOM APIs, that give a huge amount of control over the web page, Caja provides tamed APIs that virtualize portions of the DOM. A containing page can set up the embedding application's environment so that the embedded application thinks it is interacting with the DOM of a full page, but is in fact only manipulating a bounded portion of the containing page via a mechanism called virtual iframes.
The JavaScript that a Caja application uses is written in a fail stop subset of JavaScript (actually EcmaScript5). This subset, called "Valija", includes almost the entire JavaScript language, but removes a few error-prone constructs such as with and restricts how eval may be used.
I am getting random crashes on my C++ application, it may not crash for a month, and then crash 10 times in a hour, and sometimes it may crash on launch, while sometimes it may crash after several hours of operation (or not crash at all).
I use GCC on GNU/Linux and MingW on Windows, thus I can't use the Visual Studio JIT Debug...
I have no idea on how to proceed, looking randomly on the code would not work, the code is HUGE (and good part was not my work, also it has some good amount of legacy stuff on it), and I also don't have a clue on how to reproduce the crash.
EDIT: Lots of people mentioned that... how I make a core dump, minidump or whateverdump? This is the first time I need postmortem debugging.
EDIT2: Actually, DrMingw captured a call stack, no memory info... Unfortunately, the call stack don't helped me much, because near the end suddenly it go into some library (or something) that I don't have debug info, resulting only into some hexadecimal numbers... So I still need some decent dump that give more information (specially about what was in the memory... specifically, what was in the place that gave the "access violation" error)
Also, my application use Lua and Luabind, maybe the error is being caused by a .lua script, but I have no idea on how to debug that.
Try Valgrind (it's free, open-source):
The Valgrind distribution currently includes six production-quality tools: a memory error detector, two thread error detectors, a cache and branch-prediction profiler, a call-graph generating cache profiler, and a heap profiler. It also includes two experimental tools: a heap/stack/global array overrun detector, and a SimPoint basic block vector generator. It runs on the following platforms: X86/Linux, AMD64/Linux, PPC32/Linux, PPC64/Linux, and X86/Darwin (Mac OS X).
Valgrind Frequently Asked Questions
The Memcheck part of the package is probably the place to start:
Memcheck is a memory error detector. It can detect the following problems that are common in C and C++ programs.
Accessing memory you shouldn't, e.g. overrunning and underrunning heap blocks, overrunning the top of the stack, and accessing memory after it has been freed.
Using undefined values, i.e. values that have not been initialised, or that have been derived from other undefined values.
Incorrect freeing of heap memory, such as double-freeing heap blocks, or mismatched use of malloc/new/new[] versus free/delete/delete[]
Overlapping src and dst pointers in memcpy and related functions.
Memory leaks.
If all else fails (particularly if performance under the debugger is unacceptable), extensive logging. Start with the entry points -- is the app transactional? Log each transaction as it comes in. Log all the constructor calls for your key objects. Since the crash is so intermittent, log calls to all the functions that might not get called every day.
You'll at least start narrowing down where the crash could be.
First, you are lucky that your process crashes multiple times in a short time-period. That should make it easy to proceed.
This is how you proceed.
Get a crash dump
First, you really need to get a crash dump.
If you don't get crash dumps when it crashes, start with writing a test that produces reliable crash dumps.
Re-compile the binary with debug symbols or make sure that you can analyze the crash dump with debug symbols.
Find suspicious functions
Given that you have a crash dump, look at it in gdb or your favorite debugger and remember to show all threads! It might not be the thread you see in gdb that is buggy.
Looking at where gdb says your binary crashed, isolate some set of functions you think might cause the problem.
Looking at multiple crashes and isolating code sections that are commonly active in all of the crashes is a real time-saver.
Tighten up state checking
A crash usually happens because some inconsistent state. The best way to proceed is often to tighten the state requirements. You do this the following way.
For each function you think might cause the problem, document what legal state the input or the object must have on entry to the function. (Do the same for what legal state it must have on exit from the function, but that's not too important).
If the function contains a loop, document the legal state it needs to have at the beginning of each loop iteration.
Add asserts for all such expressions of legal state.
Repeat
Then repeat the process. If it still crashes outside of your asserts, tighten the asserts further. At some point the process will crash on an assert and not because of some random crash. At this point you can concentrate on trying to figure out what made your program go from a legal state on entry to the function, to an illegal state at the point where the assert happened.
If you pair the asserts with verbose logging it should be easier to follow what the program does.
Start the program under debugger (I'm sure there is a debugger together with GCC and MingW) and wait until it crashes under debugger. At the point of crash you will be able to see what specific action is failing, look into assembly code, registers, memory state - this will often help you find the cause of the problem.
Where I work, crashing programs usually generates a core dump file that can be loaded in windbg.
We then have an image of the memory at the time the program crashed. There's nothing much you can do with it, but a least it gives you the last call stack. Once you know the function which crashed, you might then be able to track down the problem are at least you might reduce the problem to a more reproductible test-case.
These sorts of bugs are always tricky - unless you can reproduce the error then your only option is to make changes to your application so that extra information is logged, and then wait until the error happens again in the wild.
There is an excellent tool called Process Dumper that you can use to obtain a crash dump of a process that experiences an exception or exits unexpectedly - you could ask users to install that and configure rules for your application.
Alternatively if you don't want to ask users to install other applications you could have your application monitor for exceptions and create a dump itself by calling MiniDumpWriteDump.
The other option is to improve the logging, however figuring out what information to log (without just logging everything) can be tricky, and so it can take several iterations of crash - change logging to hunt down the problem.
As I said, these sorts of bugs are always tricky to diagnose - in my experience it generally involves hours and hours of peering through logs and crash dumps until suddenly you get that eureka moment where everything makes sense - the key is collecting the right information.
It sounds like your program is suffering from memory corruption. As already said your best option on Linux is probably valgrind. But here are two other options:
First of all use a debug malloc. Nearly all C libraries offer a debug malloc implementation that initialize memory (normal malloc keeps "old" contents in memory), check the boundaries of an allocated block for corruption and so on. And if that's not enough there is a wide choice of 3rd party implementations.
You might want to have a look at VMWare Workstation. I have not set it up that way, but from their marketing materials they support a rather interesting way of debugging: Run the debugee in a "recording" virtual machine. When memory corruption occurs set a memory breakpoint at the corrupted address an then turn back time in the VM to exactly that moment when that piece of memory was overwritten. See this PDF on how to setup replay debugging with Linux/gdb. I believe there is a 15 or 30 days demo for Workstation 7, that might be enough to shake out those bugs from your code.
Run the application on Linux under valgrind to look for memory errors. Random crashes are usually down to corrupting memory.
Fix every error you find with valgrind's memcheck tool, and then hopefully the crash will go away.
If the whole program takes too long to run under valgrind, then split off functionality into unit tests, and run those under valgrind, hopefully you'll find the memory errors that are causing the problems.
If it doesn't then make sure coredumps are enabled (ulimit -a) and then when it crashes you'll be able to find out where with gdb.
That sounds like something tricky like a race condition.
I'd suggest you create a debug build and use that. You should also make sure that a core dump is created when the program crashes.
The next time the program crashes, you can launch gdb on the coredump and see where the problem lies. It'll probably be a consecutive fault, but this should get you started.
The first thing I would do is debug the core dump with gdb (both Windows and Linux). The second would be be running a program like Lint, Prefast (Windows), Clang Analyzer or some other static analysis program (be prepared for a lot of false positives). Third thing would be some kind of runtime check, like Valgrind (or its close variants), Microsoft Application Verifier, or Google Perftools.
And logging. Which doesn't have to go to disk. You could, for instance, log to a global std::list<std::string> which would be pruned to the last 100 entries. When an exception is caught display the contents of that list.
You've already heard how to handle this under linux: inspect core dumps and run your code under valgrind. So your first step could be to find the errors under Linux and then check if they vanish under mingw. Since nobody did mention mudflap here, I'll be doing it: Use mudflap if your Linux distribution supplies it. mudflap helps you to catch pointer misuse and buffer overflows by tracking the information where a pointer is actually allowed to point to:
And for Windows: There is a JIT debugger for mingw, called DrMingw:
Start Logging. Put logging statements in places where you think the code flaky. focus on testing the code, and repeat until you narrow down the problem to a module or a function.
Put asserts everywhere!
While you are at it, Only put one expression in an assert.
Write a unit test for the code you think is failing. That way you can exercise the code in isolation from the rest of your runtime environment.
Write more automated tests that exercise the problematic code.
Do not add more code on top of the bad code that is failing. That's just a dumb idea.
Learn how to write out mini-dumps and do post-mortem debugging. It looks like others here have explained that quite well.
Exercise the bad code from as many different possible ways as you can to make you can isolate the bug.
Use a debug build. Run the debug build under the debugger if possible.
Trim down your application by removing binaries, modules etc... if possible so that you can have an easier time attempting to reproduce the bug.
Another basic check: Make sure you do a full rebuild of your project. If you've been tweaking various files (especially header files) and doing partial builds then things can get messy if your build dependencies aren't perfect. A full rebuild just removes that possibility.
Also for Windows check out Microsoft's Debugging tools for Windows, and particularly their gflags tool.
You have probably made a memory error where you put some values to not allocated space somehow, it is a good reason for random crashes, for a long time noone tries to use that memory so there will be no errors, you can take a look the places where you allocate memory and check where you extensively use pointers. Other than this, as others pointed out you should use extensive logging, in both screen and files.
Two more pointers/ideas (besides core dump and valgrind on Linux):
1) Try Nokia's "Qt Creator". It supports mingw and can act as post-mortem debugger.
2) If it's feasible, maybe just run the application in in gdb constantly?
If your application is not Windows specific, you may try compiling and running your program on other platforms such as Linux (different distribution, 32/64 bits, ... if you've the luxury). That may help trigger the bugs of your program. Of course you should use the tools mentioned in other posts such as gdb, valgrind, etc.
I'm confronted with the task of making a C++ app scriptable by users. The app has been in development for several years with no one wasting a thought on this before. It contains all sorts of niceties like multithreading, template wizardry and multiple inheritance. As the scripting language, Python is preferred, but Lua might be accepted if it is significantly easier to implement.
From what I have learned so far, there are broadly speaking two ways to integrate Python/Lua with C++ : "extending" and "embedding".
In this case, it looks like I need both. The scripting language need access to objects, methods and data from the app but needs to be called by the app once the user has written the script - without restarting anything.
How is this usually done in the real world?
There seems to be a bewildering array of of manual solutions and binding generators out there, all of them less than perfect.
Most commments on these found on the web are a little out of date. For example, swig is said to be difficult in non-trivial cases and to generate incomprehensible code. OTOH, it has recently gone to v2.0.
Some of the above use pygccxml to let gcc analyze the C++ code and then genarate the binding. I find this idea appealing, as gcc probably understands the code better than i do :-). Does this work well?
Testing them all might easily cost me half of the time allocated for the whole project.
So, which ones do you recommend?
I wouldn't recommend swig as it's hard to get it to generate satisfactory binding in complex situations: been there, done that. I had to write a horrible script that "parsed" the original C++ code to generate some acceptable C++ code that swig could chew and generate acceptable bindings. So, in general: avoid ANY solution that relies on parsing the original C++ program.
Between Lua and Python: I have found Lua MUCH, MUCH better documented and more cleanly implemented. Python has a GIL (global lock), whereas with Lua, you can have an interpreter instance in each thread, for example. So, if you can choose, I'd recommend Lua. It is smaller language, easier to comprehend, easier to embed (much cleaner and smaller API, with excellent documentation). I have used luabind for a small project of mine and found it easy to use.
Some of the above use pygccxml to let gcc analyze the C++ code and then genarate the binding. I find this idea appealing, as gcc probably understands the code better than i do :-). Does this work well?
A similar approach is used in the Lua Qt binding - lqt. It uses cpptoxml to generate an XML file containing all classes and methods with parameters, and generated binding C++ code according to that.
It works really well, the generator is able to bind almost all Qt classes and methods, including virtual methods, overloaded operators, selected template classes, signal/slot mechanism etc.
Although it was created specially for Qt, it has a "noqt" mode, in which it can serve as a generic binder, unfortunately I have no experience with it, so I cannot tell how much work it would be to bind your code.
My experience may not be much, but I figure it's at least worth what you paid for it ;)
I've done some basic "hello world" python modules, and I couldn't really get into swig - it seemed like a lot of overhead for what I was doing. Of course it's also possible that it's just the right amount for your needs.
Regarding Question 1 - yes, you need to do both.
You would expose your applications scripting interface to an embedded interpreter, which then runs the user script in question.
The Python manuals section on embedding includes a section Extending Embedded Python and there are tutorials for similar things for Lua, see e.g. this article. Of course there are probably easier ways to be found when you have decided with what scripting language and binding mechanism you want to go.
Try Boost::Python, it has somewhat of a learning curve associated with it but it is the best tool for the job in my view, we have a huge real time system and developed the scripting library for the QA in Boost::Python.
Does anybody here have a experience with Common Lisp as a embedded language (using ECL)? If so, how good is ECL compared to Lua?
I haven't embedded CL before, but I've done it with both Lua and two particular Scheme implementations (Gambit-C and GNU Guile).
Scheme makes a great embedded language in my opinion, because it is flexible and not too bloated. Gambit-C is particularly awesome for this because it allows you to both run interpreted scripts, and also compile your code down to C. In my tests, Gambit-C's generated C code was only a little slower than handwritten C (for example, a particular test that ran 0.030s in C was 0.040 in Gambit!). Gambit also has a really nice FFI (foreign function interface), which is essentially just Scheme with special syntax for writing bindings to C libraries (ObjC and C++ are directly supported also). Gambit also has a very nice repl with some debugging capabilities.
Guile is also pretty nice, and it actually runs faster than Lua (fastest interpreted language that I currently know of -- Guile has made great progress in recent years). But since Gambit-C can compile to really fast code, I generally don't use Guile as much unless I intend to use interpreted code in the final version.
Lua has closures, but you won't get continuations like in Scheme, and you also won't get the macros. It's still possible to do a reasonable amount of functional stuff though. It won't have a fully featured object system (like CLOS in CL), but it does have tables and they can be used to implement both class-based inheritance and prototype-based inheritance quite easily. Also, Lua has an excellent C API that is really a pleasure to work with. It's stack-based, and designed in a way that you don't have to worry about the Lua side of memory management at all. The API is very clear and well organized, and there is a lot of great documentation and example code out there. Lua can't compile down, but it does use byte-code (always -- when you send code to the Lua VM, it always compiles that code down the byte-code first and then runs it).
Now, as for Common Lisp, I think that it would probably not make a very good language for embedding. The reason for this is just that CL is huge. Generally, it's desirable to embed a lightweight language because it's going to be using the platform/libs that you provide to it, and not so much external stuff.
So, I think you can't go wrong with either Gambit-C, Guile or Lua. They'll all really nice. CL is powerful, but I just think it's too big for embedding.
I've been playing around with node.js (nodejs) for the past few day and it is fantastic. As far as I can tell, lua doesn't have a similar integration of libev and libio which let's one avoid almost any blocking calls and interact with the network and the filesystem in an asynchronous manner.
I'm slowly porting my java implementation to nodejs, but I'm shocked that luajit is much faster than v8 JavaScript AND uses far less memory!
I imagine writing my server in such an environment (very fast and responsive, very low memory usage, very expressive) will improve my project immensly.
Being new to lua, I'm just not sure if such a thing exists. I'll appreciate any pointers.
Thanks
Looks like the following is exactly what I was looking for: LuaNode https://github.com/ignacio/LuaNode
See lualibevent and lua-ev and also Lua Gem #27
You can get node.js style non-blocking IO with lua-handlers.
It even has an async. HTTP Client, which makes it really easy to start parallel HTTP requests. See the test_http_client.lua file as a example of the HTTP client interface.
if i understood the question right, take a look at http://openresty.com/
The Wikipedia article on Continuation says:
"In any language which supports closures, it is possible to write programs in continuation passing style and manually implement call/cc."
Either that is true and I need to know how to do it or it is not true and that statement needs to be corrected.
If this is true, please show me how to implement call/cc in Lua because I can't see how.
I think I'd be able to implement call/cc manually if Lua had the coroutine.clone function as explained here.
If closures are not enough to implement call/cc then what else is needed?
The text below is optional reading.
P.S.: Lua has one-shot continuations with its coroutine table. A coroutine.clone function would allow me to clone it to call it multiple times, thus effectively making call/cc possible (unless I misunderstand call/cc). However that cloning function doesn't exist in Lua. Someone on the Lua IRC channel suggested that I use the Pluto library (it implements serialization) to marshal a coroutine, copy it and then unmarshal it and use it again. While that would probably work, I am more interested in the theoretical implementation of call/cc and in finding what is the actual minimum set of features that a language needs to have in order to allow for its manual implementation.
EDIT 1: Ok people, help me out here, this took me a long time because I don't know any Scheme, but I came up with something that should help us out. Please look at the codes below. The first one is a program in Scheme, the second one is the same program but in Lua.
Hopefully this will help us out. I believe we are very close.
P.S.: These examples are taken from the first example on the Wikipedia article on CallCC. Scheme version
(define call/cc call-with-current-continuation)
; callcc CPS-transformed (thanks to the people from the #scheme channel at freenode.net)
(define cpscallcc
(lambda (consumer k)
(let ((cc (lambda (result) (k result))))
(consumer cc k))))
; this is the continuation we will use to display the "returned" values
(define main-continuation
(lambda (result)
(display "--> ")
(display result)
(newline)))
; define f function non-CPS
(define (f return)
(return 2)
3)
; these are my past attempts at defining a CPS f function
;(define (cps-f return k)
; (k (return 2)) 3)
;(define (cps-f return k)
; (k (lambda ()
; (return 2)
; 3)))
; this is what I came up with - I'm not sure if this is correctly CPS-transformed but I believe so
(define (cps-f return k)
(return 2)
(k 3))
; call the non-CPS f function
(display (f (lambda (x) x))) ; displays 3
(newline)
; call the non-CPS f function with call/cc (I don't understand what this does)
(display (call/cc f)) ; displays 2
(newline)
; now call the CPS version of the f function
(cps-f (lambda (x) x) main-continuation) ; displays --> 3
; now call the CPS version of the f function with the CPS version of call/cc
(cpscallcc cps-f main-continuation) ; displays --> 2 but then it also displays --> 3 afterwards -> I'm not sure why it displays the 3 afterwards, as it should only display the 2 just like the non-CPS versions above
Lua version
-- callcc CPS-version
cpscallcc = function(consumer, k)
local cc = function(result)
return k(result) -- ?or k(result)
end
return consumer(cc, k) -- ?or return consumer(cc,k)
end
-- define f function non-CPS
f = function(ret)
ret(2)
return 3
end
-- define f function CPS-version (again, not sure this is correct)
cps_f = function(ret, k)
ret(2)
k(3)
end
-- call the non-CPS f function
print(f(function(x) return x end))
-- we cant call the non-CPS f function with callcc because
-- Lua doesnt have callcc, but the line below displays the correct expected output (maybe by accident)
--cpscallcc(f, print)
-- now call the CPS version of the f function
cps_f( function(x) return x end, print ) -- displays 3
; now call the CPS version of the f function with the CPS version of call/cc
cpscallcc( cps_f, print) -- displays 2 and then 3 just like the Scheme version!!
-- so apparently the translation from Scheme to Lua is correct...
I'm using DrScheme and Lua for Windows - for anyone that wants to help up out those are two easy to download and install tools that just work.
I guess you forgot the part about writing your program in continuation passing style. Once you do that, call/cc is trivial (in Lua or in any other language), as the continuation will be an explicit parameter to all functions (call/cc included).
PS: besides closures, you also need proper tail calls to program in continuation passing style.
There are two prerequisites to manually implement call/cc per the Wikipedia quote:
I suspect you will not like #2.
To write your program in continuation passing style:
So, using k as the name of the continuation argument, a function would look like:
function multiplyadd(k, x, y, z) return k(x * y + z) end
The toplevel might use print as its continuation, so invoking multiplyadd at top level would look like:
multiplyadd(print, 2, 4, 1)
With that scaffolding we could define call/cc as
function callcc(k,f) return f(k,k) end
Note that the above multiplyadd actually cheats since * and + are not in CPS. It is very tedious to add all the operators in CPS form, replace all the Lua library functions with CPS equivalents, and translate/generate all your code to CPS; see details here.
The key phrase is
It is possible to implement programs in continuation-passing style
(Emphasis mine.) You do this by taking regular "direct-style" programs and converting them to continuation-passing style (CPS) by a program transformation called the CPS transform. The key is that the CPS transform of call/cc is a simple function.
This is not practical for programmers. The CPS transform has two uses:
You don't want to go anywhere near doing CPS transforms on Lua code, especially not by hand.
Answering the question about plans for call/cc in Lua: There are no plans for call/cc in Lua. Capturing a continuation is either too expensive or require some code analsis well beyond what the Lua compiler can do. There is also the problem that Lua continuations may include parts in C.
With coroutines, however, we can already implement call/cc1 in Lua (one-shot continuations). That is good enough for many uses of continuations.
Here's my cps-convert in scheme, just pass it every function you want to convert.
(define (cps-convert function . functions)
# Since "help" is called at 2 different places...
(define (help) (error "syntax: (cps-convert f1 f2 ...)"))
# Single function converter
(define (convert func)
# "name" contains the function's name prefixed with "cps-"
(let ([name (string->symbol
(string-append "cps-" (symbol->string func)))])
# Dirty hack to define "cps-*" in the global environment
`(eval '(begin
# Necessary to prevent the function from being evaluated
(define ,name #f)
# Magic
(set! ,name (lambda (k . args) (k (func args)))))
# Global environment
(interaction-environment))))
# Prerequisite... Call help if condition not met
(if (symbol? function)
# function is a symbol
(cond
# If there is only one function to convert
[(null? functions) (convert function)]
# Else ensure every other "functions" are symbols and convert each
[(every symbol? functions) (apply convert function functions)]
# Oops! Condition not met!
[else (help)])
# Else clause from previous "if"
(help)))
I have just learnt about iPhone-Wax (thanks to SO). Now the documentation is rather sparse for what I am trying to do.
I want to embed it into an Objective-C app. I don't want it to be the main app. Has anyone done it and how can I achieve it?
I would like to use it in the same way LuaObjectiveCBridge is used.
If I understand correctly, you want to create an ad-hoc Lua class?! It is as simple as this:
you have a Lua script (script.lua):
waxClass{"LuaClass"}
function myMethod(self, object)
object:doSomething()
end
and in your obj-c code:
...
luaL_dofile(wax_currentLuaState(), "script.lua");
MyClass *o = [[MyClass alloc] init];
Class LuaClass = NSClassFromString(@"LuaClass");
id luaObject = [[LuaClass alloc] init];
[luaObject performSelector:@selector(myMethod:) withObject:o];
...
Check this gist wrote by Corey.
I'm currently learning lua. regarding pattern-matching in lua I found the following sentence in the lua documentation on lua.org:
Nevertheless, pattern matching in Lua is a powerful tool and includes some features that are difficult to match with standard POSIX implementations.
As I'm familiar with posix regular expressions I would like to know if there are any common samples where lua pattern matching is "better" compared to regular expression -- or did I misinterpret the sentence? and if there are any common examples: why is any of pattern-matching vs. regular expressions better suited?
Thanks very much,
harald
Are any common samples where lua pattern matching is "better" compared to regular expression?
It is not so much particular examples as that Lua patterns have a higher signal-to-noise ratio than POSIX regular expressions. It is the overall design that is often preferable, not particular examples.
Here are some factors that contribute to the good design:
Very lightweight syntax for matching common character types including uppercase letters (%u), decimal digits (%x), space characters (%s) and so on. Any character type can be complemented by using the corresponding capital letter, so pattern %S matches any nonspace character.
Quoting is extremely simple and regular. The quoting character is %, so it is always distinct from the string-quoting character \, which makes Lua patterns much easier to read than POSIX regular expressions (when quoting is necessary). It is always safe to quote symbols, and it is never necessary to quote letters, so you can just go by that rule of thumb instead of memorizing what symbols are special metacharacters.
Lua offers "captures" and can return multiple captures as the result of a match call. This interface is much, much better than capturing substrings through side effects or having some hidden state that has to be interrogated to find captures. Capture syntax is simple: just use parentheses.
Lua has a "shortest match" - modifier to go along with the "longest match" * operator. So for example s:find '%s(%S-)%.' finds the shortest sequence of nonspace characters that is preceded by space and followed by a dot.
The expressive power of Lua patterns is comparable to POSIX "basic" regular expressions, without the alternation operator |. What you are giving up is "extended" regular expressions with |. If you need that much expressive power I recommend going all the way to LPEG which gives you essentially the power of context-free grammars at quite reasonable cost.
http://lua-users.org/wiki/LibrariesAndBindings contains a listing of functionality including regex libraries if you wish to continue using them.
To answer the question (and note that I'm by no means a Lua guru), the language has a strong tradition of being used in embedded applications, where a full regex engine would unduly increase the size of the code being used on the platform, sometimes much larger than just all of the Lua library itself.
[Edit] I just found in the online version of Programming in Lua (an excellent resource for learning the language) where this is described by one of the principles of the language: see the comments below [/Edit]
I find personally that the default pattern matching Lua provides satisfies most of my regex-y needs. Your mileage may vary.
Call main.lua script at each game loop iteration - is it good or bad design? How does it affect on the performance (relatively)?
Maintain game state from a. C++ host-program or b. from Lua scripts or c. from both and synchronise them?
(Previous question on the topic: http://stackoverflow.com/questions/2674462/lua-and-c-separation-of-duties)
(I vote for every answer. The best answer will be accepted.)
My basic rule for lua is - or any script language in a game -
Basically, any code thats called at >33-100Hz (depending on frame rate) is C++ I try to invoke the script engine <10Hz.
Based on any kind of actual metric? not really. but it does put a dividing line in the design, with c++ and lua tasks clearly delineated - without the up front delineation the per frame lua tasks will grow until they are bogging processing per frame - and then theres no clear guideline on what to prune.
IMHO Lua scripts are for specific behaviours, it's definitely going to hurt performance if you are calling a Lua script 60 times per second.
Lua scripts are often to separate stuff like Behaviour, and specific events from your Game Engine logic (GUI, Items, Dialogs, game engine events, etc...). A good usage of Lua for example would be when triggering an explosion ( particle FX ), if the Game Character walks somewhere, hard-coding the output of that event in your engine would be a very ugly choice. Though, making the engine trigger the correct script would be a better choice, decoupling that specific behavior off your engine.
I would recommend, to try to keep your Game State in one part, instead of upscaling the level of complexity of keeping states synchronized in two places ( Lua and Engine ), add threading to that, and you will end up having a very ugly mess. Keep it simple. ( In my Designs I mostly keep Game State in C++ )
I think this, could be a very good read for you too.
Good luck with your Game!
I don't like C++. But I do like games.
My approach might be a bit atypical: I do everything I can in Lua, and only the absolute minimum in C++. The game loop, the entities, etc are all done in Lua. I even have a QuadTree implementation done in Lua. C++ handles graphical and filesystem stuff, as well as interfacing with external libraries.
This is not a machine-based decision, but a programmer-based one; I output code much faster in Lua than In C++. So I spend my programmer cycles on new features rather than on saving computer cycles. My target machines (any laptop from the last 3 years) are able to cope with this amount of Lua very easily.
Lua is surprisingly low-footprint (take a look to luaJIT if you don't know it).
This said, if I ever find a bottleneck (I haven't yet) I'll profile the game in order to find the slow part, and I'll translate that part to C++ ... only if I can't find a way around it using Lua.
I am using Lua for the first time in a game I've been working on. The C++ side of my application actually holds pointers to instances of each game state. Some of the game states are implemented in C++ and some are implemented in Lua (such as the "game play" state).
The update and main application loop live on the C++ side of things. I have exposed functions that allow the Lua VM to add new game states to the application at runtime.
I have not yet had any problems with slowness, even running on hardware with limited resources (Atom processor with integrated video). Lua functions are called every frame. The most expensive (in terms of time) operation in my application is rendering.
The ability to create new states completely in Lua was one of the best decisions I made on the project, since it allows me to freely add portions of the game without recompiling the whole thing.
Edit: I'm using Luabind, which I have read performs slower in general than other binding frameworks and of course the Lua C API.
Most of the performance will be lost through the binding between Lua and C++. A function call will actually need to be wrapped, and re-wrapped, and like that a couple of time usually. Pure Lua or pure C++ code is usually faster than mixed code (for small operations).
Having said that, I personally didn't see any strong performance hit running a Lua script every frame.
Usually scripting is good at high level. Lua has been used in famous games for the Bots (Quake 3) and for the User Interface (World of Warcraft). Used at high level Lua micro-threads come handy: The coroutines can save a lot (compared to real threads). For example to run some Lua code only once in a while.
About the performance of 1: if main.lua does not change, load it once with lua_loadfile or loadfile, save a reference to the returned function, and then call it when needed.
The best thing about lua is that it has a lightweight VM, and after the chunks get precompiled running them in the VM is actually quite fast, but still not as fast as a C++ code would be, and I don't think calling lua every rendered frame would be a good idea.
I'd put the game state in C++, and add functions in lua that can reach, and modify the state. An event based approach is almost better, where event registering should be done in lua (preferably only at the start of the game or at specific game events, but no more than a few times per minute), but the actual events should be fired by C++ code. User inputs are events too, and they don't usually happen every frame (except for maybe MouseMove but which should be used carefully because of this). The way you handle user input events (whether you handle everything (like which key was pressed, etc) in lua, or whether there are for example separate events for each keys on the keyboard (in an extreme case) depends on the game you're trying to make (a turn based game might have only one event handler for all events, an RTS should have more events, and an FPS should be dealt with care (mainly because moving the mouse will happen every frame)). Generally the more separate kinds of events you have, the less you have to code in lua (which will increase performance), but the more difficult it gets if a "real event" you need to handle is actually triggered by more separate "programming level events" (which might actually decrease performance, because the lua code needs to be more complex).
Alternatively if performance is really important you can actually improve the lua VM by adding new opcodes to it (I've seen some of the companies to do this, but mainly to make decompilation of the compiled lua chunks more harder), which is actually not a hard thing to do. If you have something that the lua code needs to do a lot of times (like event registering, event running, or changing the state of the game) you might want to implement them in the lua VM, so instead of multiple getglobal and setglobal opcodes they would only take one or two (for example you could make a SETSTATE opcode with a 0-255 and a 0-65535 parameter, where the first parameter descibes which state to modify, and the second desribes the new value of the state. Of course this only works if you have a maximum of 255 events, with a maximum of 2^16 values, but it might be enough in some cases. And the fact that this only takes one opcode means that the code will run faster). This would also make decompilation more harder if you intend to obscure your lua code (although not much to someone who knows the inner workings of lua). Running a few opcodes per frame (around 30-40 tops) won't hit your performance that badly. But 30-40 opcodes in the lua VM won't get you far if you need to do really complex things (a simple if-then-else can take up to 10-20 or more opcodes depending on the expression).
You probably don't want to execute the entire Lua script on every frame iteration, because any sufficiently complex game will have multiple game objects with their own behaviors. In other words, the advantages of Lua are lost unless you have multiple tiny scripts that handle a specific part of the behavior of a larger game. You can use the lua_call function to call any appropriate lua routine in your script, not just the entire file.
There's no ideal answer here, but the vast majority of your game state is traditionally stored in the game engine (i.e. C++). You reveal to Lua just enough for Lua to do the decision making that you've assigned to Lua.
You need to consider which language is appropriate for which behaviors. Lua is useful for high level controls and decisions, and C++ is useful for performance oriented code. Lua is particularly useful for the parts of your game that you need to tweak without recompiling. All magic constants and variables could go into Lua, for example. Don't try to shoehorn Lua where it does not belong, i.e. graphics or audio rendering.
According to the computer language benchmark game, the LuaJIT implementation seems to beat every other JIT-ed dynamic language (V8, Tracemonkey, PLT Scheme, Erlang HIPE) by an order of magnitude.
I know that these benchmarks are not representative (as they say: "Which programming language implementations have the fastest benchmark programs?"), but this is still really impressive.
In practice, is it really the case? Someone have tested that Lua implementation?
There's a good discussion at Lambda the Ultimate. LuaJIT is very good.
Many people have reported impressive speedups on lua-l. The speedups are most impressive for pure Lua code; the trace compiler is not as effective when there are lots of calls to C functions in loadable library modules.
I made an experiment with the lesson learned here: http://www.sampalib.org/luajit2.0_tunning.html Some data are not that valid anymore ( maxmcode=1024 is enough ), but luajit brings a robust improvement on a 600 lines of code pure Lua script (no C call to hit perfs...) that is not a large scale application nor an embedded use case but much more than the benchmarks.
In my case (a game prototype development), I observed no performance improvement at all. I use lua for embedding, so there are lots of calls to C++ library functions. Even though main loop is in a lua script and all of the important logic is implemented in lua, the overall performance was determined by rendering engines and physics engines implemented in C++. The original lua is already fast enough for such applications.
Has anyone used Lua for web development?
If so, what was your experience of Lua vs using Perl/Ruby/Python/PHP/etc
There are quite a few web development topics at the Lua User's Wiki, see specifically the Network section of the Libraries and Bindings page for a list of low level and high level projects.
For a general web framework in Lua, Kepler is the usual advice. It stands between any of several web servers (including Apache) and the application-specific code. The Kepler Project is also the source of a number of bindings to interesting libraries that were needed to make Kepler work.
For a MVC framework on Kepler, there is Orbit.
For an example of a complete wiki and document management system based on Kepler, see Sputnik which can be customized and extended into a number of content management domains.
I used Kepler to provide remote access, monitor, and control of a PC-based embedded system, and had very little trouble getting it to do what was needed. That system has been sitting in a rack doing its thing for a couple of years now, without much further attention.
There are also several complete web servers implemented in Lua, falling back to C only for bindings to the platform-specific socket implementation.
I've heard good things about the Kepler Project as a Lua web framework ... though I've never used it nor Lua personally.
I've used it as a scripting language for certain parts of a website before. I usually use ASP.NET/C# which is obviously a compiled language (as in, there's a separate compilation step) and using Lua for certain things allowed me to update bits of logic without having to recompile the whole site.
It doesn't make sense to do the entire website in Lua, though. Not because of any deficiency in the language itself, but simply because there's really no framework that would make it worthwhile.
Also, I'm not sure that there would be much benefit in using Lua in a PHP/Python/etc website where update a .php (or whatever) file would be just as easy to update as a .lua file.
Don't know if you're still looking for an answer, but this can be useful for others too.
I have created a ISAPI module for IIS that used LUA for script processing. Yes, I created this from scratch. Basically, I created a stripped down version of PHP with my own filosofy in mind, but then in LUA. The ISAPI module could accept multiple requests and started separate threads to handle the requests. I think I had 8 concurrent threads but I'm not sure. IIS then started up to 4 of those ISAPI modules.
The speed was fenomenal. I had much better results than with PHP. But when you start using databases (I implemented MySQL), the difference flats out. Web requests on PHP that take up to 300ms mostly take 290ms for database and 10ms for the rest. With my LUA system, I had < 291ms = 290ms for database and < 1ms for the rest with a similar request (I timed with microseconds :)). Of course, these timings are just an example.
This LUA engine was created for another project that never got used as an end product sadly and I stopped working on it.
Basically, I think that if you are looking for speed improvements, I don't think switching to any other scripting language will help much, I think optimizing things like database access is much more important. You can for example (that's what I also did then) create a shared component that caches database data in the way that it uses the most. Such a component is of course very project specific and should be ready to process a heavy load of data-requests.
is LuaJava a must for this? or can I embed lua into java without it?
LuaJ is easy to embed in Java. I did have to change a few lines of their source to get it to work how I expected (it didn't require the IO library automatically).
There is http://www.keplerproject.org/luajava/manual.html, but essentially lua is more suitable for integration with C. There are a bunch of other scripting languages with good java integration around though. Consider groovy, jruby or jython for starters.
Lua is a C library, you can embed it in Java but you'll have to interface the java virtual machine and Lua with some C code.
The LuaJava authors have already done that work - you're better off using that than writing your own.
Lua occupies a good place in the space of languages that can be embedded. Is this a result of interesting new ideas the implementors had, or is it a result of good execution of well-established ideas?
Comparison of properties and features of Lua to other PLs are particularly appropriate.
Is Lua interesting, from a programming language design perspective?
Yes! My day job is to study programming languages, and Lua will repay careful study. I would say that about very few other languages (perhaps Icon and CLU). Please note that it is the language as a whole, not the individual features, which makes Lua so worthy of study.
Is this a result of interesting new ideas the implementors had, or is it a result of good execution of well-established ideas?
Both. For the details, your best source for an answer to this question is the paper The Evolution of Lua, which appeared at the Third ACM Symposium on the History of Programming Languages. But I will add a few comments.
The use of Lua tables as the only mutable, non-atomic type of data was invented by the Lua team. They were inspired by developments in CLU, and I believe they were aware of similar work in Awk and Icon, but the refinement to this degree is an important contribution of the Lua team.
Tables also have a very efficient implementation, which was invented by the Lua team.
The functional features of Lua have the same semantics as Scheme, but Lua has a unique implementation of first-class functions, which I think they ought to submit for publication in the Journal of Functional Programming.
The API for embedding has been greatly refined over the years. Its main distinguishing characteristic is that user-defined abstract types can participate fully in the embedding. This is the property that makes the Lua API superior to the Tcl API, for example. The Lua API has undergone a great deal of refinement over the years, including since its first publication at version 2.5. The Lua designers deserve a great deal of credit here.
The garbage-collection technology is standard.
Lua coroutines represent a new take on some very old ideas. The new take was considered worthy of publication in ACM Transactions on Programming Languages and Systems, so again I think the Lua team get credit for originality.
Lua metatables are related to the Common Lisp metaobject protocol.
I think that Lua's success result from a unique combination of strengths of the Lua team:
If you read the HOPL paper, you'll see that the Lua team were well aware of many developments in programming languages and were able to choose from among the best ideas. Most designers of popular scripting languages have been amateurs and have not been nearly so well informed.
Lua is superbly designed so that the pieces fit together very nicely, with an excellent power-to-weight ratio. This is the result of a lot of refinement over time, and PUC-Rio was willing for the Lua team to work on the language design and implementation instead of grinding out a huge number of papers. This work could not have been done at a North American university.
Lua is superbly engineered. The implementation is just staggeringly good. That's partly great work by great engineers and partly the opportunity to keep revising the design over a 15-year period.
I'll close by asking readers not to underestimate the difficulty of choosing and refining well-established ideas to form a coherent whole. This is extremely difficult work and is seldom recognized as it should be.
Lua is small, the total code is only tens of thousands lines in ANSI C. (Python has ten times mores lines of code).
Lua is very stable, or say, the language is fixed now.
Lua has good engineering. Its code is easy to read and hack. (also because small)
Its license permits you do whatever you want.
Writing C extensions in Lua is easier than other languages, say Python.
I think this is because Lua is relatively simple and pragmatic. It doesn't try to be the language to build the next operating system, Crysis 3 or a SAP clone, but what it does, it does well, i.e. serving as a scripting language.
Lua supports functional programming and it's based on Prototype-based programming style, which is flexible and powerful.
IMO it's an interesting language.
If you want to read some thoughts about prototype inheritance, I suggest you to
read Steve Yegge's The Universal Design Pattern blog post.
There's a Lambda the Ultimate story, Small is Beautiful: the design of Lua, discussing Robert Ierusalimschy's recent talk at Stanford of the same name. The discussion currently focusses on the merits of having tables as the only container data structure; so far, little has been said on the other part of the talk, dealing with Lua's C interface.
For a number of web-applications I need something like Capistrano to automate deployment. I know Capistrano can be used to deploy non-ruby applications but I'm not familiar with Ruby, so I expect writing deployment configurations can be a bit of a pain.
So I was wondering, are there any alternatives to Capistrano written in either Perl of Lua?
Also, forgot to mention, the platform running the deployments is Windows (XP). So Capistrano is already more or less out of the question. Although I found out it can run with the MINGW32 Bash shell that comes with Git for Windows.
Not sure there is an exact Perl "clone" of Capistrano.
However on CPAN there are these Make / Rake like tools:
App::PPBuild (see update)PakeAnd these SSH tools:
So combination of these should fit the bill.
/I3az/
PS. Regarding your update - Net::SSH::Perl maybe useful if you don't have SSH installed on machine (this is pure Perl SSH implementation).
Update - App::PPBuild is no longer on CPAN. Instead it can be found on BackPan in EXODIST folder
I read something about Lua this day, and I was wondering what it was.
I did a Google and Wikipedia (I understood it until they begun talking about a C API) search bit I still don't understand it.
What is Lua? Are there any tutorials for beginners?
Lua is a lightweight interpreted programming language developed in Brazil with a focus on embedding.
It is written in Pure ANSI C which means high portability, even as C++ code.
Here is an example:
print("Hello World!")
Lua is a scripting language for C and C++. It allows to use the simpler syntax of Lua and execute these scripts in your C/C++ application. Therefore you don't have to compile the program on each change, but simply deliver a new script version.
For tutorials just use google, you'll find enough to keep you busy the next days.
I'm surprised everyone is getting this one wrong. Lua is the Hawaiian word for "toilet".
Lua is a scripting language. Link is to lua.org. It is heavily used in game development, most notably (to me) World of Warcraft.
Lua is a lightweight, embeddable scripting language. It's garnered a lot of popularity partly due to it's use in many popular games. A good example of this is World of Warcraft which uses an embedded version of lua to drive the behavior of the UI elements in the game.
A good intro to the language can be found here: http://computer-programming-languages.suite101.com/article.cfm/a_brief_introduction_to_lua_scripting
And the official online reference for the language can be found here: http://www.lua.org/manual/5.1/
It's a scripting language that is designed to work with C (and C++). It is designed to be embedded into C/C++ programs. Which means unlike a lot of other scripting languages, it makes no use of global variables and such, this means you can easily thread lua scripting engines.
It also makes claims about being the fastest dynamic scripting language.
I've made use of it in PC based C++ application for creating a plugin scripting interface, and also used it as a embedded scripting language. Its quite versitile, nice and small.
as a general purpose scripting language? Its not quite in the same league as your ruby/python/perl type stuff. It doesn't have as many libraries and the user community is pretty small.
But for extending C++/C apps? its awesome.
Lua is a simple lightweight highly portable dynamically typed embeddable and extendable multi-paradigm scripting language. The "vanilla" (some would say official) implementation of it is made purely on ANSI C and has an awesome (simple yet powerful) C API that you can use to both embed Lua on your app or extend the behavior of the language itself. It is developed at the Informatics Department of the Pontifical Catholic University of Rio de Janeiro (PUC-Rio).
Thought it was not primarily designed for that, Lua found a big niche in game scripting, with big names such as "Grim Fandango" and "World of Warcraft". Nonetheless, because of its speed, simplicity and portability, it is also heavily used in embedded systems (see, for example, eLua project) and graphic computing.
Its philosophy is to be minimalistic, i.e its core libraries are very small with only minimum functionality (quite like C's standard libraries), though through the C API it is very simple to add features that wouldn't be possible through the pure core library, such as sockets, GUIs etc. In fact, Lua is so minimalistic that its main -and only- structured data type are 'tables', that could be described as associative arrays on 'roids.
Lua is procedural in its essence, but also supports multiple paradigms such as functional programming and object orientation.
Though Lua is not the fastest scripting language around (probably javascript's V8 project wins the prize) it is very fast (faster than vanilla Python or Ruby, for instance) and also features a non-official just-in-time implementation called LuaJIT.
In the end, Lua is actually no more than a fun language to play with, which I recommend!. =)
About tutorials, I'd recommend the article about that on the lua-users wiki[1].
[1] http://lua-users.org/wiki/LearningLua
I hope I helped! =)
PS: I couldn't post all the links because I'm new on stack overflow, but it shouldn't be hard to find everything on Google. Sorry. =(
LUA is a SCRIPTING language written in c and is commonly used in game development because of its power and flexibility. LUA is also cross platform so it can be used anywhere on any platform. LUA can also be used as a programming language with a handy program i use called AutoPlay Media Studio which allows you to create fully fledged applications for the windows platform. I hope this clears things up for you.
Website: http://www.lua.org.
AutoPlay Media Studio: http://www.indigorose.com.
What's the most efficient way to determine if a table is empty (that is, currently contains neither array-style values nor dict-style values)?
Currently, I'm using next():
if not next(myTable) then
-- Table is empty
end
Is there a more efficient way?
Note: The # operator does not suffice here, as it only operates on the array-style values in the table - thus #{test=2} is indistinguishable from #{} because both return 0. Also note that checking if the table variable is nil does not suffice as I am not looking for nil values, but rather tables with 0 entries (i.e. {}).
Your code is efficient but wrong. (Consider {[false]=0}.) The correct code is
if next(myTable) == nil then
-- myTable is empty
end
For maximum efficiency you'll want to bind next to a local variable, e.g.,
...
local next = next
...
... if next(...) ...
One possibility would be to count the number of elements, by using the metatable "newindex" key. When assigning something not nil, increment the counter (the counter could live in the metatable as well) and when assigning nil, decrement the counter.
Testing for empty table would be to test the counter with 0.
Here's a pointer to metatable documentation
I do like your solution though, and I honestly can't assume that my solution is faster overall.
So Lua seems ideal for implementing secure "user scripts" inside my application.
However, most examples of embedding lua seem to include loading all the standard libraries, including "io" and "package".
So I can exclude those libs from my interpreter, but even the base library includes the functions "dofile" and "loadfile" which access the filesystem.
How can I remove/block any unsafe functions like these, without just ending up with an interpreter that doesn't even have basic stuff like the "ipairs" function?
You can set the function environment that you run the untrusted code in via setfenv(). Here's an outline:
local env = {ipairs}
setfenv(user_script, env)
pcall(user_script)
The user_script function can only access what is in its environment. So you can then explicitly add in the functions that you want the untrusted code to have access to (whitelist). In this case the user script only has access to ipairs but nothing else (dofile, loadfile, etc).
See Lua Sandboxes for an example and more information on lua sandboxing.
The Lua live demo contains a (specialized) sandbox. The source is freely available.
You can use the lua_setglobal function provided by the Lua API to set those values in the global namespace to nil which will effectively prevent any user scripts from being able to access them.
lua_pushnil(state_pointer);
lua_setglobal(state_pointer, "io");
lua_pushnil(state_pointer);
lua_setglobal(state_pointer, "loadfile");
...etc...
One of the easiest ways to clear out undesirables is to first load a Lua script of your own devising, that does things like:
load = nil
loadfile = nil
dofile = nil
Alternatively, you can use setfenv to create a restricted environment that you can insert specific safe functions into.
Totally safe sandboxing is a little harder. If you load code from anywhere, be aware that precompiled code can crash Lua. Even completely restricted code can go into an infinite loop and block indefinitely if you don't have system for shutting it down.
This question may be helpful:
http://stackoverflow.com/questions/966162/best-way-to-omit-lua-standard-libraries
You can override (disable) any Lua function you want and also you can use metatables for more control.
Here's a solution for Lua 5.2 (including a sample environment that would also work in 5.1):
-- save a pointer to globals that would be unreachable in sandbox
local e=_ENV
-- sample sandbox environment
sandbox_env = {
ipairs = ipairs,
next = next,
pairs = pairs,
pcall = pcall,
tonumber = tonumber,
tostring = tostring,
type = type,
unpack = unpack,
coroutine = { create = coroutine.create, resume = coroutine.resume,
running = coroutine.running, status = coroutine.status,
wrap = coroutine.wrap },
string = { byte = string.byte, char = string.char, find = string.find,
format = string.format, gmatch = string.gmatch, gsub = string.gsub,
len = string.len, lower = string.lower, match = string.match,
rep = string.rep, reverse = string.reverse, sub = string.sub,
upper = string.upper },
table = { insert = table.insert, maxn = table.maxn, remove = table.remove,
sort = table.sort },
math = { abs = math.abs, acos = math.acos, asin = math.asin,
atan = math.atan, atan2 = math.atan2, ceil = math.ceil, cos = math.cos,
cosh = math.cosh, deg = math.deg, exp = math.exp, floor = math.floor,
fmod = math.fmod, frexp = math.frexp, huge = math.huge,
ldexp = math.ldexp, log = math.log, log10 = math.log10, max = math.max,
min = math.min, modf = math.modf, pi = math.pi, pow = math.pow,
rad = math.rad, random = math.random, sin = math.sin, sinh = math.sinh,
sqrt = math.sqrt, tan = math.tan, tanh = math.tanh },
os = { clock = os.clock, difftime = os.difftime, time = os.time },
}
function run_sandbox(sb_env, sb_func, ...)
local sb_orig_env=_ENV
if (not sb_func) then return nil end
_ENV=sb_env
local sb_ret={e.pcall(sb_func, ...)}
_ENV=sb_orig_env
return e.table.unpack(sb_ret)
end
Then to use it, you would call your function (my_func) like the following:
pcall_rc, result_or_err_msg = run_sandbox(sandbox_env, my_func, arg1, arg2)
What web server (and why) should I use for Lua web development?
There are a few Lua-based webservers around:
We've been working on the ngx_lua module for nginx, which supports 100% non-blocking network traffic to mysql, PostgreSQL, memcached, other http services, and more, hence outstanding concurrency level and over-all performance :)
http://github.com/chaoslawful/lua-nginx-module
and we're using it in production :)
For development, it can be handy to run a small test server. A good candidate in particular for Lua web development is the Xavante server which is part of the Kepler project. Aside from some of the supporting Kepler modules , Xavante itself is written in pure Lua.
For production, the new mod_lua (which had been known as mod_wombat before the Apache team accepted it into the core set of modules) running on Apache would seem to be a well-respected choice.
What: Apache with mod_lua
Why : Because apache is a very good webserver
there is as well the LuCI project [1]. which is the LuaConfigurationInterface, the web based mangement frontend for OpenWRT (embedded Linux).
The LuCI guys wrote also a very small webserver, called lucittpd. LuCI is an MVC as well. And in production state ;)
The best web server I can think for lua web development is mongrel2. Take a look on TIR framework, which, IMHO, is the best lua use for web development these days.
i simply love javascript ... it's so elegant (imagine the quiet sound of lovestruck fanboy sighing in the background).
so, recently i have played with Lua via the löve2d framework (nice!) - and i think Lua is also great. they way i see it, those two languages are very similar.
there are obvious differences, like
but which are the more subtle ones? is there anything a javascript coder would take for granted that works in Lua just slightly different? are there any pitfalls that may not be obvious to the experienced coder of one language trying the other one?
for example: in Lua, arrays and hashes are not separate (there are only tables) - in javascript, they are numerical Arrays and hashed Objects. well, this is one of the more obvious differences.
but are there differences in variable scope, immutability or something like this?
Some more differences:
if foo ~= 20 then ... end) (technically syntax but it's a subtle point that still catches me occasionally sometimes)not/or/and keywords are used in place of !/||/&&. (also syntax but sometimes forget about this too)To be honest it would be easier to list the things which are common to Javascript and Lua than to list the differences. They are both dynamically-typed scripting languages, but that's about as far as you can go really. They have totally different syntax, different original design goals, different modes of operation (Lua is always compiled to bytecode and run on the Lua VM, Javascript varies), the list goes on and on.
JavaScript arrays and objects are closer than you might think. You can use array notation to get at the elements of either of them, and you can add non-numeric indices to arrays. Individual array elements can hold anything, and the array can be sparse. They are nearly identical cousins.
A couple of subtle differences that will catch you out at least once:
~= in Lua. In JS it is !=a:foo() instead of a.foo() †† you can use a period if you want, but have to pass the self variable explicitly. a.foo(a) looks a bit cumbersome. See Programming in Lua for details.
Off the top of my head
Lua ...
Lua and JavaScript are both prototype base languages.
I am trying to use Lua on the iphone. On Mac OSX, in a normal Cocoa application (not iPhone), I used the following code:
I downloaded Lua 5.1.4 from lua.org/ftp and I compiled it for Mac OSX. In the Xcode project, I have used "add existing framework" to add liblua.a and I have used "add existing files" to add the include directory.
This works as expected, and prints the string: "hi from LUA". When I try the same thing in a iPhone project, it gives the errors:
It seems that the .a file is not linked into the iPhone app. Does anybody know how to make this work?
By the way, I do not really care that Apple might not accept my app if it has Lua in it.
You'll need to compile the Lua .a for ARM, not Intel. If the Lua library uses autoconf, you can use my favorite iphone/autoconf builder: build_for_iphoneos. If it's not autoconf, then you can use that script to get an idea of how to attack it. Sometimes you can just build a Static Library Xcode project, dump all the files into it and hit build. If the build is simple enough, it'll do most of the work for you.
I know it doesn't matter for your use, but Lua-based tools are generally shippable on the app store. You just can't download arbitrary code at run time and interpret it.
You might want to check out iPhone Wax. It is a lua/iPhone bridge that lets you write native iPhone apps in pure lua! Here is a pretty good tutorial about it.
I wonder why a lot of programmers claim that Lua is faster then any other scripting language?
What did they do that is more efficient then other languages?
Is there something completely different in their approach?
What makes their code run faster then Python for example?
They're really good engineers and have been doing this for a long time. The two big wins seem to be their register-based VM and good memory management.
I think it was Roberto Ierusalimschy and David Gregg who did a very careful sequence of experiments comparing register-based VMs with stack-based VMs. Register-based VMs turn out to express similar programs with fewer VM instructions and so less decoding overhead.
The memory management is a serious incremental garbage collector, and it's completely accurate, not conservative. No mucking about with reference counting. To make this possible, the C API is very carefully crafted not to expose heap-allocated Lua objects directly to C code. You can see this in the evolution from Lua 2.5 to Lua 5.
A couple of other things that contribute to speed:
They have an extremely clever implementation of first-class functions which makes exactly the right tradeoffs for a scripting language in which it is rare for a function to return a function. As a result they typically get screamingly fast access to local variables.
They've put in a lot of effort on their implementation of tables (dictionaries, hashes, associative arrays, whatever you wish to call them) so that they are very efficient whether used as lists, sets, arrays, or general-purpose data structures. A good example of how to succeed by doing only one thing and doing it very well—the Lua table is the only mutable data structure in the language.
It was designed for very light-weight embedding. Lua as an executable is about 50k and comes with almost no libraries. It's design to be a scripting language to sit on top of C so it doesn't bother with a full regex parser or even a socket library. It's faster than other interpreted languages because it was optimised for speed rather than convenience.
This is not to say it's necessarily the FASTEST interpreted language either. There are other lesser-known languages like IO and angelscript that can give lua a run for its money in speed benchmarks.
About the claim: it seems that some benchmarks like the Computer Language Benchmarks Game shows that, for most programs, it is faster than most interpreted languages.
Why? I am not a specialist, but I know the language have been designed by a small number of people (but hearing remarks and suggestions from users), using a carefully hand-tuned parser and VM, with a garbage collector designed for speed (to be usable in games), etc.
From Wikipedia:
Lua programs are not interpreted directly from the textual Lua file, but are compiled into bytecode which is then run on the Lua virtual machine. The compilation process is typically transparent to the user and is performed during run-time, but it can be done offline in order to increase loading performance or reduce the memory footprint of the host environment by leaving out the compiler.
Like most CPUs, and unlike most virtual machines (which are stack-based), the Lua VM is register-based, and therefore more closely resembles an actual hardware design. The register architecture both avoids excessive copying of values and reduces the total number of instructions per function. The virtual machine of Lua 5 is the first register-based VM to have a wide use.[4] Parrot (currently in development) is an another well-known register-based VM.
Lua also seems to be a smaller language than e.g. Python which has to take care of much more situations (metaprogramming).
Lua has some very nice language features which allow implementers to compose higher level language features from these core features:
This means that if a particular programming methodology (functinoal, OO, or dynamic) is proves best for your situation, then you can use it.
On the other hand, if you want to make a small benchmark you're not really burdened by these features. Clearly python isn't a deficient language, and pypy's stackless API has some features I find very compelling that Lua doesn't yet have (tho with coroutines it could be implemented in a library).
First and foremost: where did you see this claim about speed?
Anyway, a wild guess: a simpler and smaller language, with cleaner semantics and a small number of orthogonal mechanisms eliminates many special cases that a larger language, such as Python, must handle.
If you find Lua hard to pick up, or prefer a more procedural syntax, try Agena. It's author says,
Agena is based on the ANSI C source code of Lua, a popular and widely used OpenSource programming language.
I'm lead dev for Bitfighter, and we're working with a mix of Lua and C++, using Lunar (a variant of Luna, available here) to bind them together.
I know this environment does not have good support for object orientation and inheritance, but I'd like to find some way to at least partially work around these limitations.
Here's what I have:
C++ Class Structure
Robot implements a method called getFiringSolution(GameItem item) that looks at the position and speed of item, and returns the angle at which the robot would need to fire to hit item.
-- This is in Lua
angle = robot:getFiringSolution(rock)
if(angle != nil) then
robot:fire(angle)
end
So my problem is that I want to pass rocks, stones, or rockyStones to the getFiringSolution method, and I'm not sure how to do it.
This works for Rocks only:
// C++ code
S32 Robot::getFiringSolution(lua_State *L)
{
Rock *target = Lunar<Rock>::check(L, 1);
return returnFloat(L, getFireAngle(target)); // returnFloat() is my func
}
Ideally, what I want to do is something like this:
// This is C++, doesn't work
S32 Robot::getFiringSolution(lua_State *L)
{
GameItem *target = Lunar<GameItem>::check(L, 1);
return returnFloat(L, getFireAngle(target));
}
This potential solution does not work because Lunar's check function wants the object on the stack to have a className that matches that defined for GameItem. (For each object type you register with Lunar, you provide a name in the form of a string which Lunar uses to ensure that objects are of the correct type.)
I would settle for something like this, where I have to check every possible subclass:
// Also C++, also doesn't work
S32 Robot::getFiringSolution(lua_State *L)
{
GameItem *target = Lunar<Rock>::check(L, 1);
if(!target)
target = Lunar<Stone>::check(L, 1);
if(!target)
target = Lunar<RockyStone>::check(L, 1);
return returnFloat(L, getFireAngle(target));
}
The problem with this solution is that the check function generates an error if the item on the stack is not of the correct type, and, I believe, removes the object of interest from the stack so I only have one attempt to grab it.
I'm thinking I need to get a pointer to the Rock/Stone/RockyStone object from the stack, figure out what type it is, then cast it to the correct thing before working with it.
The key bit of Lunar which does the type checking is this:
// from Lunar.h
// get userdata from Lua stack and return pointer to T object
static T *check(lua_State *L, int narg) {
userdataType *ud =
static_cast<userdataType*>(luaL_checkudata(L, narg, T::className));
if(!ud) luaL_typerror(L, narg, T::className);
return ud->pT; // pointer to T object
}
If I call it thusly:
GameItem *target = Lunar<Rock>::check(L, 1);
then the luaL_checkudata() checks to see if the item on the stack is a Rock. If so, everything is peachy, and it returns a pointer to my Rock object, which gets passed back to the getFiringSolution() method. If there is a non-Rock item on the stack, the cast returns null, and luaL_typerror() gets called, which sends the app off into lala land (where the error handling prints a diagnostic and terminates the robot with extreme prejudice).
Any ideas on how to move forward with this?
Many thanks!!
Best solution I've come up with... ugly, but works
Based on the suggestions below, I came up with this:
template <class T>
T *checkItem(lua_State *L)
{
luaL_getmetatable(L, T::className);
if(lua_rawequal(L, -1, -2)) // Lua object on stack is of class <T>
{
lua_pop(L, 2); // Remove both metatables
return Lunar<T>::check(L, 1); // Return our object
}
else // Object on stack is something else
{
lua_pop(L, 1); // Remove <T>'s metatable, leave the other in place
// for further comparison
return NULL;
}
}
Then, later...
S32 Robot::getFiringSolution(lua_State *L)
{
GameItem *target;
lua_getmetatable(L, 1); // Get metatable for first item on the stack
target = checkItem<Rock>(L);
if(!target)
target = checkItem<Stone>(L);
if(!target)
target = checkItem<RockyStone>(L);
if(!target) // Ultimately failed to figure out what this object is.
{
lua_pop(L, 1); // Clean up
luaL_typerror(L, 1, "GameItem"); // Raise an error
return returnNil(L); // Return nil, but I don't think this
// statement will ever get run
}
return returnFloat(L, getFireAngle(target));
}
There are probably further optimizations I can do with this... I'd really like to figure out how to collapse this into a loop because, in reality, I will have a lot more than three classes to deal with, and this process is a bit cumbersome.
Slight improvement on the above solution
C++:
GameItem *LuaObject::getItem(lua_State *L, S32 index, U32 type)
{
switch(type)
{
case RockType:
return Lunar<Rock>::check(L, index);
case StoneType:
return Lunar<Stone>::check(L, index);
case RockyStoneType:
return Lunar<RockyStone>::check(L, index);
default:
displayError();
}
}
Then, later...
S32 Robot::getFiringSolution(lua_State *L)
{
S32 type = getInteger(L, 1); // My fn to pop int from stack
GameItem *target = getItem(L, 2, type);
return returnFloat(L, getFireAngle(target)); // My fn to push float to stack
}
Lua helper function, included as a separate file to avoid user needing to add this manually to their code:
function getFiringSolution( item )
type = item:getClassID() -- Returns an integer id unique to each class
if( type == nil ) then
return nil
end
return bot:getFiringSolution( type, item )
end
User calls this way from Lua:
angle = getFiringSolution( item )
I think you're trying to do the method dispatch in the wrong place. (This problem is symptomatic of a difficulty with all of these "automated" ways of making Lua interact with C or C++: with each of them, there's some magic going on behind the scenes, and it's not always obvious how to make it work. I don't understand why more people don't just use Lua's C API.)
I had a look at the Lunar web pages, and it looks to me as if you need to create a methods table on type T and then call the Luna<T>::Register method. There's a simple example on the web. If I'm reading the code correctly, none of the glue code in your question is actually the recommended way of doing things with Lunar. (I'm also assuming that you can implement these methods entirely as C++ calls.)
This is all pretty dodgy because the documentation on Lunar is thin. A sensible alternative would be to do all the work yourself, and just associate each C++ type with a Lua table containing its methods. Then you have the Lua __index metamethod consult that table, and Bob's your uncle. Lunar is doing something close to these, but it's sufficiently dressed up with C++ templates that other goo that I'm not sure how to make it work.
The template stuff is very clever. You might want either to take the time to understand deeply how it works, or to reconsider if and how you want to use it.
Summary: for each class, make an explicit methods table, and register each class using the Lunar Register method. Or roll your own.
I suggest that you define an object oriented system in pure lua, and then write a custom binding to C++ for that aspect of the API.
Lua is well suited for prototype OO implementations, where tables are used for emulating classes, in which one entry has a function called new, which when called returns an appropriate table of the same 'type'.
From C++, however, make a LuaClass that has a .invoke method, accepting a C string (ie, a null-terminated const char array) to specify the name of the member function you want to call, and depending on how you want to handle variable arguments, have several templated versions of this .invoke method for zero, one, two, ... N arguments as neccessary, or define a method of passing a variable number of arguments into it, and there are many ways to do that.
For Lua, I suggest making two .invoke methods, one which expects an std::vector, and another that expects an std::map, but I'll leave that up to you. :)
In my last Lua/C++ project, I used only null-terminated arrays of C-strings, requiring lua to convert the string to an appropriate value.
Enjoy.
You should tell us what exactly does not work in your code. I suppose that it is Lunar<Rock>::check(L, 1) that fails for all non-Rocks. Am I correct?
Also it would be fine if you specified which version of Lunar you use (a link to it would be great).
If it is this one, then class type is stored in the Lua object metatable (one may say that this metatable is the type).
Looks like the simplest way to check if object is a Rock without patching Lunar is to call luaL_getmetatable(L, Rock::className) to get class metatable and to compare it with lua_getmetatable(L, 1) of your first argument (note lua**L** in the first function name). This is a bit hackish, but should work.
If you fine with patching Lunar, one of possible ways is to add some __lunarClassName field to the metatable and store T::name there. Provide lunar_typename() C++ function (outside of the Lunar template class -- as we do not need T there) then, and return from it the value of that __lunarClassName field of argument's metatable. (Do not forget to check if object has metatable and that metatable has such field.) You may check Lua object type by calling lunar_typename() then.
A bit of advice from personal experience: the more of business logic you push to Lua, the better. Unless you're pressed by severe performance constraints, you probably should consider to move all that hierarchy to Lua -- your life would become much simpler.
If I may help you further, please say so.
Update: The solution you've updated your post with, looks correct.
To do the metatable-based dispatch in C, you may use, for example, a map of integral lua_topointer() value of the luaL_getmetatable() for a type to a function object/pointer which knows how to deal with that type.
But, again, I suggest to move this part to Lua instead. For example: Export type-specific functions getFiringSolutionForRock(), getFiringSolutionForStone() and getFiringSolutionForRockyStone() from C++ to Lua. In Lua, store table of methods by metatable:
dispatch =
{
[Rock] = Robot.getFiringSolutionForRock;
[Stone] = Robot.getFiringSolutionForStone;
[RockyStone] = Robot.getFiringSolutionForRockyStone;
}
If I'm right, the next line should call the correct specialized method of robot object.
dispatch[getmetatable(rock)](robot, rock)
How do you debug lua code embedded in a c++ application?
From what I gather, either I need to buy a special IDE and link in their special lua runtime (ugh). Or I need to build a debug console in to the game engine, using the lua debug API calls.
I am leaning toward writing my own debug console, but it seems like a lot of work. Time that I could better spend polishing the other portions of the game.
There are several tools floating around that can do at least parts of what you want. I have seen references to a VS plugin, there is a SciTE debugger extension in Lua for Windows, and there is the Kepler project's RemDebug, as well as their LuaEclipse.
RemDebug may be on the track of what you need, as it was built to allow for debugging CGI scripts written in Lua. It does require access to the LuaSocket module to provide a communications channel between the target script and a controller as well as a couple of other modules.
A bigger issue might be the ability to load arbitrary modules from within whatever sandbox the game engine has put around your scripts. If you have some control over the engine, then that won't be as big an issue.
This isn't currently possible for developers of Adobe Lightroom plugins, for example, because Lightroom does not expose require inside the plugin's sandbox.
A surprise to me has been how rarely I have felt a need for a debugger when working with Lua. I've built several small applications in it for various projects and have been surprised at how well a combination of complete stack backtraces and the occasional print call works to locate the bugs that require "strict" didn't prevent in the first place.
How about Decoda?? there is a video that explains how to use it, and it works pretty darn well for embedded lua source. (i am a happy customer). and it's pretty cheap.
I don't see how calling DebuggerBreak should work, since that is .NET specific. I would assume that only works with the forked Lua targeting the CLR.
If you are using standard Lua you have some rudementary debugging facilities through the lua function call debug.debug(). That will throw Lua into your console, so if you are running lua from a console, you should be able issue lua commands interactively to inspect your current state. debug.debug() wont put you into the current stack frame, so you have to use debug.getlocal() to read the values of your variables.
I haven't tried it myself yet, but I actually don't think making your own workable debug console is that much work. Remember Lua is not as complicated language as C++, so doing this is a lot easier than making a real C++ debugger like say gdb.
I think there are a lot of people who have done similar things already, whos code you could look at. Here is CLI debugger written in only lua. Just one lua file. Shouldn't be to hard use and modify for your needs.
You can use my debugger: GRLD (graphical remote lua debugger). Like RemDebug it uses a socket connection, but unlike RemDebug it has a nice graphical interface. The source code is provided, so you can make it work on any platform. It works with the standard lua runtime. Free of charge for non-commercial use.
If you are building a GUI and using LUA you can look at Crank Software's Stortboard Suite
It uses LUA for it's script engine and in it's 1.1 version comes with an integrated eclipse based LUA debugger
If you are using windows and VS - Can you use the trick we use?
Copy the lua code in a file. Then in the lua code make a call to the Debugger api (in C++ this is DebuggerBreak() I think - see here). then when the lua code executes the debugger will fire up and you should be able to specify the file. Then debug as normal?
myTable = {}
myTable["foo"] = 12
myTable["bar"] = "blah"
print(#myTable) -- this prints 0
Do I actually have to iterate through the items in the table to get the number of keys?
numItems = 0
for k,v in pairs(myTable) do
numItems = numItems + 1
end
print(numItems) -- this prints 2
I experimented with both the # operator and table.getn(). I thought table.getn() would do what you wanted but as it turns out it's returning the same value as #, namely 0. It appears that dictionaries insert nil placeholders as necessary.
Looping over the keys and counting them seems like the only way to get the dictionary size.
The length of a table t is defined to be any integer index n such that t[n] is not nil and t[n+1] is nil; moreover, if t[1] is nil, n can be zero. For a regular array, with non-nil values from 1 to a given n, its length is exactly that n, the index of its last value. If the array has "holes" (that is, nil values between other non-nil values), then #t can be any of the indices that directly precedes a nil value (that is, it may consider any such nil value as the end of the array). so only way to get length is iterate over it.
Anything helpful here? http://lua-users.org/wiki/TablesTutorial
I have the same issue and doing a loop to get the count is not acceptable in my circumstance. This is what I'm currently doing, which I still consider inelegant, but for my situation is better than a loop within a loop:
local t = {}
for i=1,10 do
t["k"..i] = "v"..i
t.count = (t.count or 0) + 1
end
print("t.count = " .. t.count)
assertEquals(t.count,10)
I would love if someone could show us a better way
I'm at a stage where I am forced to learn Lua, so do you have any suggestions on how I do this? I don't have a lot of experience with any other scripting languages than PHP.
So, some suggestions on "head start lua"-pages?
EDIT
As an addition to the wonderful tutorial pages, could you plaese suggest any "programs" I could make that will help me learn Lua? Imagine I would want to learn Pointers in C++, I'd make a Linked List. I want to touch the bassics in LUA but meanwhile be open to pretty advance stuff.
First of all work your way through the Programming in Lua, it should take you a day or two to get the gist of Lua.
However I can tell you right away on your first time through ignore coroutines and metatables, they are very powerful, but take a while to grasp. First learn the syntax, scoping (same as PHP luckily for you) and the standard libraries.
After that go back to coroutines and metatables, read them try them and by the third time through you might get it. Unless you have a very good CS background these are complex topics
Edit: The book is free online == website. Besides it is the best tutorial out there on Lua, everyone learns Lua with it.
Also: If you're purpose is Lua for World of Warcraft (probably not but just in case) you can check out this tutorial
And: Here is a tips and tricks thread on StackOverflow, might help give you some ideas of what to expect from Lua
Suggested Programs/Exercises:
Since you're initially looking at Lua for web development try to understand and improve the Data Description example in PIL. It'll give you a few good ideas and a nice feel for the power or Lua.
Then you might want to try out playing with the Data Structures chapter, although Lua has a single complex data-type, the Table, that chapter will show you Lua-like ways to make a table do anything you need.
Finally once you begin to grok metatables you should design a class system (yes with Lua you decide how your class system works). I'm sure everyone that knows Lua has made a dozen class systems, a good chapter to get you started on a class system is Object-Oriented Programming
And if you got time and know C or something like that (C# and Java included) try extending an application with Lua, but that'll take a week or two to do
There is also a large body of projects related to Lua at LuaForge.
If you happen to use Windows as your day-to-day platform, then I would recommend getting the Lua for Windows package as a nice starting point. It includes a wide array of useful modules all prebuilt and installed together with the Lua interpreter.
After your first pass through PiL and the reference manual, you will want to read Lua Programming Gems which is currently only available in a paper edition.
<plug> Do consider buying the books through the associate links at Lua's books page or LuaForge to support the projects. </plug>
Edit: As for ideas for programming projects where Lua is suited, look for problems where the table provides leverage. Tables are central to Lua, since even the global variables are just fields in a table. Tables can be indexed by values of any data type except nil, but have an especially efficient implementation if used as arrays.
One quirk that trips up people coming from a C-like background is that all things in Lua are naturally indexed starting from 1. Strings are indexed from 1, arrays start at 1, etc. Don't worry about it too much, there is nothing wrong with using a[0], but the length of the array given by #a is defined assuming that the array began with a[1].
Another quirk is that functions don't really have names. They are first class values that are usually stored in some variable that has a name. Syntax sugar makes it look like they have names, but that is just a convenience.
Metatables are a particularly Lua-ish feature of tables (and other types, but that is a really advanced topic) that are the basis for most of the schemes for doing object-oriented things in Lua.
Closures and true tail calls are other features of Lua that aren't often found in small scripting languages that can really make some idioms easy to implement.
In addition to the suggestions above, there's also the Lua wiki which is well worth a browse. There are a tremendous number of code snippets and small recipes there which can be useful.
Funny to see all these elaborate lists (though they are certainly correct). Back in 2002, I read about the first 20+ pages of the Lua reference manual, and started using it. It really is that simple. Lua (and ANSI C) are of the few languages that really fit in one's mind all at once - and stay there. For the others, at least I need to constantly do some relearning.
Be aware that getting to think in Lua will take time. I think mine was 6 months or so. When coming from C/C++, we tend to solve problems in certain ways. Lua might offer better means (i.e. via use of tables) but it takes a while to start seeing those. This transition to a higher abstraction level is similar to the Assembler->C shift in the 1980's. Many people still coded a while in C as if it only were a portable assembler.
You could install World of Warcraft and make a mod for that (it uses LUA). Actually that's probably a bad idea.
Maybe try to integrate LUA into a .NET application (assuming you are a C# programmer) and do something 'fun' with it:
Or just browse lua.org
I wrote a short quick-start guide to Lua for people using it on a project I was working on. If you are familiar with other scripting languages it may get you up and running quickly. The docs on Lua.org are very good and should cover most everything else you need. Lua is a pretty small language and can be learned fairly quickly.
This is a pretty general recommendation, but if you want to get started in a new programming language as a software engineer, it's fun to start doing the problems found at Project Euler in your new programming language. I've been doing this with Python recently and found it to be inspiring and bring a lot of enthusiasm to the coding.
The only thing I know about Lua is that it is used to develop Ion (which is a tiling tabbed window manager designed with keyboard users in mind.)
Since I'm on SO, I can see some question about Lua, about 80 question with this tag, so I was wondering if someone could tell me briefly what this language is about and what are the advantages and drawback of it.
Everyone is pointing out that Lua is good in the gaming space. It is. However I personally don't place its limits there.
As others have said, Lua is small, fast, and completely cross-platform (wherever there is an ANSI C compiler, anyway [they're everywhere]).
It also benefits from several clever enhancements which affect performance. Its "table" type mechanism automatically detects whether to handle a particular table as an array, a hash table, or both.
Lua has incremental garbage collection, which means that pauses to find and collect now unused data are kept to a minimum. This is completely configurable at runtime too (eg. you can pause the garbage collector during time-critical code sections).
When efficiency or system-interfacing tasks are required, Lua has a clean stack-based C API, which allows you to both embed it inside larger applications, or to extend it, through writing modules.
The fact that Lua manages at once to be so advanced, and small, and appear so simple to the user really is what I admire about it. Most people can pick it up in less than a day, the reference manual is short, the online guide and book simple to follow, and the community is wide and is experienced in a range of fields (not just games, thankfully).
Lua is therefore my choice of language for nearly all projects (mixing with C when necessary). I use it daily for this reason :)
Great things about Lua for me are:
One field where Lua is often used is game scripting. I can think of the following advantages:
I personally think the main advantage is that it's easy to embed in other applications.
It's also a very nice language, but most other nice languages are more painful to embed.
It compiles on almost every platform, it is small and unintrusive and has a great C api making data passing and native function implementations easy.
I'm sure there are many technical advantages, but for me it's just fun. It reminds me a bit of my early experiences with Perl.
I like the way tables work and that functions are first-class values. I like how clean and compact working code can be. I like metatables and metamethods.
I don't like that variables are global by default.
Lua is small, clean, and relatively friendly to non-programmers. It's designed to be embedded, with a more "native" language such as C or C++ making up the majority of the functionality. The marquee data type in Lua is a dictionary, much like other high-level interpreted languages.
Lua has gained a significant following in games, where it's often used to implement high level gameplay behaviors while calling into native code for performance-intensive tasks. Anecdotally, I've heard of Lua being used in this capacity on all current generation console platforms, including the Nintendo DS (if I recall correctly).
Lua can also be used to create applications to be run on TVs or Set-top-boxes under the ISDB-T International Digital TV system. This is a very interesting use of the language, distinct from its common use as scripting language.
Lua is so simple that you can understand the entire language (from a scripting side; not necessarily embedding) in just a few days. The syntax is simple and predictable. This leads to slightly verbose code in a few places (things like no ++ or even foo += 1), but it is easy to learn.
Calling a Lua function from C is fairly straight forward but is there a way to store a Lua function somewhere for later use? I want to store user defined Lua functions passed to my C function for use on events, similar to how the Connect function works in wxLua.
check the registry (luaL_ref()). it manages a simple table that lets you store any Lua value (like the function), and refer to it from C by a simple integer.
Building on Javier's answer, Lua has a special universally-accessible table called the registry, accessible through the C API using the pseudo-index LUA_REGISTRYINDEX. You can use the luaL_ref function to store any Lua value you like in the registry (including Lua functions) and receive back an integer that can be used to refer to it from C:
// Assumes that the function you want to store is on the top of stack L
int function_index = luaL_ref(L, LUA_REGISTRYINDEX);
The easiest way to do this is for your function to take a "name" and the lua function text. Then you create a table in the interpreter (if it doesn't exist) and then store the function in the table using the named parameter.
In your app just keep hold of a list of function names tied to each event. When the event fires just call all the functions from your table whose key matches the names in the list.
another Lua question: Is there a common way to get the current time in or with milliseconds? There is os.time(), but it only provides full seconds.
I use LuaSocket to get more precision.
require "socket"
print("Milliseconds: " .. socket.gettime()*1000)
This adds a dependency of course, but works fine for personal use (in benchmarking scripts for example).
In standard C lua, no. You will have to settle for seconds, unless you are willing to modify the lua interpreter yourself to have os.time use the resolution you want. That may be unacceptable, however, if you are writing code for other people to run on their own and not something like a web application where you have full control of the environment.
Edit: another option is to write your own small DLL in C that extends lua with a new function that would give you the values you want, and require that dll be distributed with your code to whomever is going to be using it.
If you want to benchmark, you can use os.clock as shown by the doc:
local x = os.clock()
local s = 0
for i=1,100000 do s = s + i end
print(string.format("elapsed time: %.2f\n", os.clock() - x))
Kevlar is correct.
An alternative to a custom DLL is Lua Alien
You can use C function gettimeofday : http://www.opengroup.org/onlinepubs/000095399/functions/gettimeofday.html
Here C library 'ul_time', function sec_usec resides in 'time' global table and returns seconds, useconds. Copy DLL to Lua folder, open it with require 'ul_time'.
I have to program a game engine starting very soon for a 3rd year Games technology project. As a part of our project we have to integrate a scripting language for scripting our NPCs and other elements of the game.
I know that Lua has been very popular in recent years and Python has horrible white space issues, however it is making a comeback in the industry.
From a game developer's perspective, what are the merit's of each and which would you prefer for game scripting?
The quoted essay is misleading on the relative stability of Python and Lua. Lua is not updated annually and has in fact grown very stable with the passage of time. (There's a very nice timeline in the team's paper on the history and evolution of Lua.)
Both languages are reasonably well designed and provide all the trappings (memory management, objects, first-class functions, string processing) of civilized programming languages. Here are how I perceive the main points of difference:
Python has significant whitespace. Apparently you either love it or you hate it. The people who love it find that it streamlines their programs, and people who teach it report that students are more successful because there is less syntactic clutter to distract them from the code. At the beginning, Lua was designed to be usable by non-programmers, and I find the syntax cluttered and heavyweight. I think the other reasons for using Lua outweigh this disadvantage, but I would love to have a version of Lua with lightweight syntax.
Python forces objects down your throat, while Lua lets you take objects or leave them. Not everybody loves (or needs) objects.
Python is about to undergo major revision. I don't know if or when Python 3 will stabilize. Lua is stable. Morever, if Lua changes and you don't like it, Lua's implementation is simple enough that you can clone it and maintain it forever. I have a major application which since 1996 has been built on top of a customized version of Lua version 2.5. The old code has never been a problem.
Connected to the previous point: the Lua team are great engineers. This manifests in all sorts of ways: the implementation is the smallest, fastest, and easiest to understand; the design is coherent; it's obvious how to extend things. If you had to maintain the code, you could. Guido is just a good engineer. I'm not sure even Guido understands all of Python 2.5.
Integrating Lua with C is so easy a child could do it. Lua was designed for this also, from the beginning, and it shows. This means that with a few hours' work, any C or C++ library can become a Lua library. For example, last night, I wrote the code needed to make Posix named semaphores a Lua library. Then in Lua I wrote an atomic queue abstraction that I used to balance workloads across a server farm. Elapsed time from the idea to working code was less than four hours.
Python ships with more libraries. If you want lots of libraries for Lua, you have to search web sites (luaforge.net) or maybe even convert a C library. The bitwise operators mentioned by another poster are a good example; Reuben Thomas wrote a very nice bitlib for Lua several years ago now, but it is not so easy to find unless you know where to look (or ask on the mailing list).
The entire Lua system, with libraries, is sufficiently small, simple, and well designed that you can master the entire system completely. In part this is true thanks to Roberto's excellent book. Python is too complex to master completely and is going to get more complex. Lua's C implementation, including libraries, is under 14,000 lines of code. Python's is 370,000 lines.
I would choose Lua because of its rock-solid engineering. It's over 20 times smaller than Python, does essenetially the same job, performs better, and I know that if my game outlives the current version of the language, I can maintain the current version of Lua forever.
Until I finished this post, I hadn't realized what a Lua partisan I was!
If you plan to embed that scripting language in another language like c++, I think that lua is better.
If you plan to write your game entirely with one language, I think that Python is better.
Quoted from this interesting article by Introversion's Chris Delay:
Python is a strong contender. Python has been around for a while, is extremely well supported and documented, and is essentially a fully functioning modern programming language. You could write an entire modern game in python, by writing your core engine in C++ and calling it from within Python. Numerous games make extensive use of Python, including Eve Online and Civ IV. In my experience over the last few days, Python is not particularly easy to embed, and essentially requires additional libraries such as Boost before it becomes genuinely useful to the C++ programmer as an embedded language. Johnny also believes Python to be quite slow, even by scripting standards. It does however have excellent built-in support for Objects, Classes, and all those modern programming features we computer scientists love so much.
Here?s an example Python script, so you can see what the syntax looks like. I?ve never been wild about Python?s style, to be honest. http://www.amk.ca/python/simple/letters.html
Lua is the next contender. Lua is also used by some fairly impressive commercial games, including SimCity 4, World of Warcraft, FarCry, Psychonauts and a ton more. Lua is relatively new compared to Python, and this does cause it some problems. The API is still changing and being rewritten yearly, meaning a lot of the documentation and examples on the internet are already out of date and refuse to work. In my experiments Lua has proved to be much simpler to embed in C++, however it is much more down to the wire ? Lua requires the C++ programmer to directly manipulate a shared stack to communicate with your scripts, which is analogous to programming while sitting on a pile of volatile explosives while spiders crawl over your body. Fundamentally Lua is designed to be embedded and controlled by C++, whereas Python wants to embed and control C++ in itself. Lua also falls over itself when you start thinking about classes and Object Oriented programming ? it can do it, but only through some tricks and hacks. When combined with a couple of extra libraries ? Boost and LuaBind, Lua starts to become much more interesting, and takes on much of the power of Python.
Here?s an example Lua script, so you can compare. I find it to be more ?readable? than Python, but that?s just a subjective opinion I think. http://lua-users.org/wiki/SciteCleanDocWhitespace
Ultimately there isn?t much between the languages, and it comes down to requirements and gut feeling as much as anything. Right now I?m going to keep working on prototypes using both languages until one of them does something so stupid that it makes my mind up for me.
I personally can't confirm this, but it is well reasoned and I thought it might help inform your decision.
I can say that in the Game Industry (as opposed to any other software industry out there) Lua means more than Python on your resume. So if you want to become a professional game developer mastering Lua is a big plus, unless you go work on on EvE or CIV (they use Python), however if you plan to go to another industry knowing Python will be more useful to you in the long run.
Now as a programmer, Lua is more portable than Python (as in you can run Lua on practically anything, like an Xbox360 or a GameBoyAdvance, not just the big OSes out there), Lua is smaller and faster than Python, at the instruction level (of course Python will make your programming life more productive if you need lots of libraries). Lua has less primitive than Python, so its easier to learn, but harder to master (you need serious Meta-programming skills to get all the juice out of Lua), etc, etc...
Conclusion, as a game developer myself I'd recommend Lua.
Both are good, but Lua C API is more pleasant to work with, and Lua is faster (see http://shootout.alioth.debian.org/u32/benchmark.php?test=all&lang=all).
Lua is a better designed language, faster VM, smaller in codesize and easier to integrate with C
Python has lots of libraries, and bigger audience.
(Responding to old post, but still...)
The lack of full coroutines (generators and lambdas are NOT coroutines) is what decided me. A game scripting language often has to do AI in a per-frame loop, where you make PART of each decision each time a frame "ticks." The cleanest, best paradigm for doing this (IMO, and in the opinion of most on AIGameDev.Net) is the Behavior Tree pattern.
Behavior trees depend upon coroutines for cleanest implementation. You can definitely write a functional behavior tree using nothing but generators (and, I've done this in both C# and Python), but the overhead of remembering where you can and can't yield is unpleasant and forces you to think more about the language than about the behavior you're representing. Lua's coroutine.yield() -- which works ANYWHERE, not just in a generator -- produces a full symmetric coroutine implementation that makes behavior trees a joy to work with.
Thus Lua is better for use in game situations where you can't just run forever, but have to carefully parcel up your work per time-slice (e.g., per frame), and resume where you left off on the next frame.
Note: I know that you can design around these limitations through the use of things like blackboard objects, and I know that generators can produce an implementation of behavior trees. My point is that this design pattern comes naturally and almost without cost in Lua, whereas in other first-order embeddable languages (Python, C#), you have to do a fair amount of work in the game scripts to support it. That transparency is what decided me to choose Lua over Python (and I'd wager what is leading other big game shops like Blizzard to make the same choice).
As a standalone app language, I'd take Python ANY DAY for its rich library support and out-of-the-box object model. As an embedded game language, Lua wins -- hands down.
Years and years ago Lua was the embedded language of choice for embedding in game engines, but started to lose market share to Python simply because it was easier for 3d modelers to write Python code.
In other words, your so-called "horrible white space issues" were a good thing for artist types.
That said, I know that attempts at embedding Python into main event loops in the types of games that needed 3d modelers have generally not worked as well as Lua.
I don't know where things stand now, but I would guess Lua is back to where it was in market share, especially as Python focused more on general applications (as opposed to being embeddable).
Personally, I'd choose Tcl. It was designed from the ground up to be an embedded scripting language, and it excels at that. One of its great strengths (beside being dead simple to learn for non-programmers) is that you can easily extend the language. You can create new commands in C or Tcl, and even create new control structures in C or Tcl. Domain specific languages are easy to write.
Tcl is mature, modern, stable, and is being actively developed. It's biggest drawback is it doesn't have "mindshare" and isn't "hot". So, if you're looking at picking a language based on those merits Python is probably the better choice. If you want a language designed from the ground up exactly for what you are trying to do, consider Tcl.
Python has more "batteries included". Indeed, some of things for which Lua doesn't "have the batteries" might surprise you. For instance, Lua lacks bitwise operators; if you need to do bit fiddling, you'll have to drop down into C/C++. This may not be an issue anyway, since it will be embedded, but its something to take into consideration.
Of course, there is no answer to the question, because there is no "better" language.
As demonstrated above, both languages have pros and cons, and are basically on par. If you need to keep binary small (rarely needed in games, resources are often heavier than binary), Lua is a must. If you need to use lot of libraries, Python can be better.
I don't know for Python, but Lua makes easy to sandbox scripts to prevent them from doing too much... Power can be dangerous, even more if you allow end users to write their scripts (like in WoW).
Beside, it is obviously a very subjective topic, particularly for the syntax: you seem to dislike structure by indenting, some people dislike Lua "verbosity" (as opposed to, say, JavaScript syntax).
If that's a personal project, the choice is your, and shouldn't be driven by trends (although it might count for recruiting).
Just for future reference there is a nice script language which I have embedded a couple of times that have a small footprint and executes relatively fast called AngelScript.
http://www.angelcode.com/angelscript/
It has a C/C++ like syntax and is designed to be easy to integrate with your C/C++ code. My experience with it is that it is extremely lightweight and fairly straight forward.
LUA because it's easier to embed in C/C++ plus it's faster to execute, consumes less memory and it's more lightweight than python.
Lua's most direct competitor in the scripting arena is Python. So it commonly gets compared with Python, however I've heard many times that Lua is very much like Lisp(Scheme) in terms of expressive power and flexibility.
Now I'm a Lua power-user, and know its intricacies in and out, but I've only tried Lisp once or twice, so obviously I'm by no means an expert, so I was wondering what kind of features does Lisp have that Lua is missing, if any?
Edit: Some findings:
Reading Greg Hewgill's suggested article and the Wikipedia article I've found the following points:
Some shared points:
-In Lisp Code you have Lambda, same with Lua
-In Lisp Code and Data are the same, same with Lua (See code example below).
-In Lisp functions are not special, same with Lua.
-In Lisp Everything is stored in a tree fashion, same with Lua (not as obvious but its the case)
-In Lisp you have S-expressions, in Lua the entire enviroment is a table, and tables have the power of S-expressions, so it's probably the same, not sure.
-Both Languages have true tail-calling semantics
-Lisp has only Atoms and Lists, Lua has only Variables and Tables, the end result, and power is the same (I think)
Lisp can do, but require advanced techniques, or can't be done in Lua
-In Lisp you can make operators be anything, this is somewhat possible with Lua, however it requires metatables, and so the operators can be anything for certain closures and objects, but not globally.
-In Lisp you have Macros, In Lua you don't, but you have metatables. I can't think of a trick you could do with Macros that can't be done with Lua's regular syntax, but its a point. (See MetaLua below for an example of a true Macro extension and how this can actually be done in Lua)
-Lisp has prefix notation (+ 1 2 3 4), Lua doesn't have this
-in Lisp, you can freely mix Function parameters "required, optional, keyword, and rest parameters", in Lua there is no distinction between parameters, so you need to check by hand
Lua can do, and I have no idea if Lisp can do it
-In Lua you can swap closures and enviroments (global included) in and out at runtime, can Lisp do this?
-In Lua you can swap metatables (similar to C++ virtual tables, but more powerful) on objects and modify them at any time, during compilation or runtime, can Lisp do this?
-In Lua you have fully functional closures, does Lisp have this?
-In Lua tables can become functors, can Lisps lists do this? (I think the S-expressions allow for this, but not sure)
Lisp-like Macros also has been implemented in Lua as such with MetaLua library:
----------------------------------------------------
-- Lambda-Calculus evaluator (weak head normal form)
----------------------------------------------------
-{ extension "match" }
function replace(var, newval, term)
match term with
| `Var{ v } if v==var -> return newval
| `Var{ _ } -> return term
| `Apply{ f, x } ->
return `Apply{ replace(var, newval, f), replace(var, newval, x) }
| `Lambda{ v, _ } if v==var -> return term
| `Lambda{ v, b } ->
return Lambda{ v, replace(var, newval, b) }
end
end
function reduce_whnf(term)
match term with
| `Apply{ `Lambda { param, body }, arg } ->
local x = replace (param, arg, body)
return reduce_whnf(x)
| _ -> return term
end
end
There are those skeptical that Lua is in fact code and data, so I'll pull an example and quote from the manual:
This below is Code or Data depending on how you look at it, because entry may be anything, it can easily process the data bellow, but that data bellow could also be something more code-like. Anyways I haven't seen any example of Lisp doing something code-data related that Lua can't do just as easily. If an example of Lisp is available I'll try to match it with Lua, if I'm not totally wrong.
entry{
title = "Tecgraf",
org = "Computer Graphics Technology Group, PUC-Rio",
url = "http://www.tecgraf.puc-rio.br/",
contact = "Waldemar Celes",
description = [[
TeCGraf is the result of a partnership between PUC-Rio,
the Pontifical Catholic University of Rio de Janeiro,
and <A HREF="http://www.petrobras.com.br/">PETROBRAS</A>,
the Brazilian Oil Company.
TeCGraf is Lua's birthplace,
and the language has been used there since 1993.
Currently, more than thirty programmers in TeCGraf use
Lua regularly; they have written more than two hundred
thousand lines of code, distributed among dozens of
final products.]]
}
And quoting the book it says:
The interesting thing about this representation is that a file with a sequence of such entries is a Lua program
Also here is a wikibook in which the author duplicates the code samples (in Lua) featured in Paul Graham's "On Lisp". As proof that Lua can do anything Lisp can in the functional programming area. (Disclaimer, remember I'm not a Lisper so I can't back this statement personally)
Here is an SO link to some other cool things Lua can do, that I don't know if Lisp can
Scheme (a LISP dialect) has first class continuations, even if Lua has continuations I don't think they are first class. Whether you want first class continuations or not that's another question.
Also the statement that environments as tables is as powerful as s-expressions is quite pointless. A lot of things are equally powerful, that doesn't make them equally usable. The fact is that the S-expressions and the lisp version of 'code as data' makes writing programs that write programs (macros in this case) very easy. You can do that in other languages (the equally powerful ones) but it isn't as natural, easy or elegant.
As far as I have seen no other language has an equally usable 'code as data' feature that s-expressions give lisp. What you want is not the fact that code could be stored as data, it's the fact that you operate on code with the same ease an on data, and S-expressions is the key to that. If you have infix notation you have to parse and operate on the AST which isn't that natural.
I think your own question highlights one of the important differences: "-In Lua tables can become functors, can Lisps lists do this? (I think the S-expressions allow for this, but not sure)". In lisp there isn't really a become (well you can compile, but that's another matter). S-expressions are, and you evaluate them.
Also lisp is traditionally a compiled language, and compilation (often) means faster.
BUT none of this really matters that much. While lisp is (as of yet) my ideal language, from what I have seen of lua, which one you choose for a particular project is not dependent on language power, but other circumstances.
I have done a fair amount of programming in Lua and have tried to play around with scheme occasionally. At the moment I can't see how you can treat code as data in Lua while it is quite obvious to me that you can do this in scheme.
I don't think your
entry{
title = "Tecgraf",
org = "Computer Graphics Technology Group, PUC-Rio",
url = "http://www.tecgraf.puc-rio.br/"
}
example really shows data lua can treat code as data unless I miss something.
In lua this is a bunch of code called in sequence:
a()
b()
c()
How do I manipulate this list of code? In scheme this sequence of code would be
((a) (b) (c))
Which is a regular scheme list. And Scheme list can be manipulated. I can take this list of code as an argument to a function and shuffle around the code. How can you do the same in Lua? You can't take a chunk of Lua code and rearrange the statements.
Lua code is not expressed as hashtable entries so I don't see that lua hash table as as flexible as the Scheme ones.
The problem with Lua and any other language that tries to mimic the power of LISP is essentially that they try to come up with a nice and more human readable syntax. But the power of LISP comes from its horrible syntax. You can't recreate that power without having and equally horrible syntax to LISP. By horrible I don't mean in the perl kind of way. In that it is all a mess. LISP syntax is extremely regular and simple. That is what makes it both powerful and hard to read for humans.
On the positive side, this horrible syntax makes it possible to add macros to the language without adding almost any complexity. Which makes the syntax for macros in LISP easier than anywhere else. Language with more readable syntax like C++. which have added macros have ended up with an extremely complicated macro syntax.
A really good article on this topic is The Nature of Lisp. The key point about Lisp and its dialects is that code and data have the exact same representation as a data structure. Therefore, you can write code that creates more code (as Lisp macros do). Also, you can write code to read code as a data structure and manipulate it.
I know about as much about Lua as you do about Lisp, but from what I've read about Lua this sort of fully flexible macro capability is not available.
I don't know anything about Lua's metaprogramming facilities, but comparing raw capability isn't of much use when comparing programming languages. What makes Lisp macros special isn't the fact that they exist. That's more of a compiler feature than a language feature, anyway. In principle, you can add a macro system to most languages. The important thing about Lisp macros is that (1) they're incredibly simple and (2) they integrate well with the rest of the system. If you want (1), there's practically no way around a syntax as simple as Lisp's.
The key difference between Lua and Lisp dialects is that Lisp macros let you do stuff at compile-time, i.e. without run-time penalties (if you do it correctly). Thus, many things which would bear an impractical run-time cost in other languages make sense in Lisp. Moreover, they give you arbitrary control on your code's syntax, thus letting you keep things readable (again, if you do it correctly).
For examples, look at Common Lisp's CLOS object system, or the LOOP macro: may Lispers consider those overkills, but they nicely show what macros bring you.
Now the key difference between Metalua and Lisp dialects is the "now it's worth it" threshold for macros: they're a bit more complex to write in Metalua, largely because macros have to adapt to the language's syntax rather than the other way around. It's OK, within reasonable limits: what really matters is ease of use of already-written macros. And anyway, people who can't cope with the parser combinator which handles Metalua's syntax probably can't write a semantically sound macro either :)
A couple of secondary points:
it's extremely misleading to talk about "Lisp" as a generic language: there's probably more difference between Scheme, Common Lisp and Clojure than between Lua, Python and Ruby.
Python and Lua are almost diametrically opposed in their canonical usages. Python's main asset is its "batteries included" standard library: most of the time, 80% of the program you're about to write already exists as Python mature libraries, and that's why you should use Python most of the time. Lua is intended for when you have the core features (a game engine, an image manipulation lib...), and you "just" need glue to make it easy to exploit: you already have the batteries, and you need something to make them easy to handle.
I only know about Lua from skimming the tutorials, and it seems that it has comparable power to Lisp, but I am a bit unconvinced of some syntactic issues:
Apart from that, I have not yet found a system comparable to Lisp macros, but Lua advertises as being an "extensible extension language", so there has to be something like that, is there?
edit: Picking on a different question, Common Lisp has seamless integration (with automatic conversion) for fixnums, bignums, ratios, floats, and complex numbers. Mostly, it will do exactly the right thing.
just wanted to point out that this is a typical starting question of a turing complete discussion leading to an endless debate where parties try to articulate objective differences where there's none...
obviously there are a lot of subjective answers, but they are all worth as much as they do.
that's why i give my meta answer instead... :)
I'm only vaguely familiar with Lua, but there are a few couple of aspects Lisp that I think are worth highlighting.
Lisp is a family of languages, not a single language, and within that family of languages, there are often multiple different implementations of the same language. The three most commonly used Lisp dialects are probably Scheme, Common Lisp and Emacs Lisp, and they all have very different goals.
You suggest that in Lisp "everything is an atom or a list", but the Lisp dialects people actually use today are never limited to just lists as data types. Common Lisp, which I use most frequently, offers vectors, multidimensional arrays, strings and hash tables, as well as user-defined classes. The situation is not so different in Scheme and Emacs Lisp.
The key to Lisp macros is that, if they did not exist, the could be written using nothing but the existing Lisp. This is quite possible in Lua.
In Lisp, source (after reading it) is S-expressions, and Lisp works on S-expressions.
In Lua, source is text, and Lua works on text.
I rather dislike Lua Macros, because they require a hacked Lua. I rather dislike MetaLua, because it isn't very Lua-like.
I prefer my system, where a chunk can be called out at compile-time, itself compiled and executed, and the result spliced back into the source code. It's rather simple string substitution, really.
I found more similar javascript to lisp family than lua..
you mention some shared point..but the true is than many those point are valid for javascript, ruby and even python...they've functional characterist too..but THEY ARE NOT functionals...the same happen with lua..than isn't functional but shared with lisp family than they aren't OOP neither...
you can have 2 languages with similar features and they can be very different..when you use functional languages like clisp,haskell,f#, clojure, you need think different than when you use python, lua, ruby..the only way you can know it is try theses and no comparing its features...
When I see Lua, the only thing I ever read is "great for embedding", "fast", "lightweight" and more often than anything else: "World of Warcraft" or in short "WoW".
Why is it limited to embedding the whole thing into another application? Why not write general-purpose scripts like you do with Python or Perl?
Lua seems to be doing great in aspects like speed and memory-usage (The fastest scripting language afaik) so why is it that I never see Lua being used as a "Desktop scripting-language" to automate tasks? For example:
Is it the lack of the standard library?
Lua is a cool language, light-weight and extremely fast!
But the point is: Is performance so important for those tasks you mentioned?
You write those programs once, and run them once, too maybe. Why do you care about performance so much for a run-once program?
For example:
If you choose the first, you save the time to run the program, but you cost your time to develop the program.
On the other hand, if you choose the second, you waste time to run the program, but you can do other things when the program is running. How about play World of Warcraft, kill monsters with your warlock? Eat my D.O.T! :P
That's it! Although Lua is not so difficult to write, everything about Lua is designed to be efficient.And what's more, there are little modules for Lua, but there are so many modules for Python. You don't want to port a C library for Lua just for a run-once program, do you? Instead, choose Python and use those module to achieve your task easily might be a better idea.
FYI: Actually, I have tried to use Lua to do webscraping, but finally, I realized I do not have to care so much about language performance. The bottleneck of webscraping is not on the performance of the language. The bottleneck is on network I/O, HTML parsing and multitasking. All I have to do is make sure the program works and find the bottleneck. Finally, I chose Python rather than Lua. There is so many excellent Python modules; I have no reason to build my own.
According to my experience about webscraping, I chose Twisted for network I/O and lxml for html parsing as the backend of my webscraping program. I have wrote an article for an introduction to this technology.
The best choice to grab data from websites: Python + Twisted + lxml
Hope this is helpful.
Lua has fewer libraries than Python. But be sure to have a look at LuaForge. It has a lot of interesting libs, like LuaCURL, wxLua or getopt.
Then, visit LuaRocks, the package management system for Lua. With it, you can search and install most mature Lua modules with dependencies. It feels like RubyGems or aptitude.
The site lua-users.org has a lot of interesting resources too, like tutorials or the Lua Wiki.
What I like about Lua is not its speed, it's its minimal core language, flexibility and extensibility.
That said, I would probably use Python for the tasks you mentionned because of the larger community doing such things in Python.
Just because it is "marketed" (in some general sense) as a special-purpose language for embedded script engines, does not mean that it is limited to that. In fact, WoW could probably just as well have chosen Python as their embedded scripting language.
It's probably because Lua was designed as a scripting and extension language. On the official site it's described as a powerful, fast, light-weight, embeddable scripting language. There's nothing stopping you from writing general purpose programs for it (if I recall correctly it ships with an interpreter and compiler), but the language designers intended it to be used mainly as an embedded language (hence being light-weight and all)
Definitely a lack of standard libraries. It's also lesser known than Python, Perl or Ruby.
This is a sociological question, not a programming question.
I use Lua for general-purpose scripting almost exclusively. But I had to write a few hundred lines of code so that Lua would play better with the shell. This included such tricks as
(For those who may be interested, I've left the code in my Lua drop box, which also contains some other stuff. The interesting stuff is probably in osutil in os.quote, os.runf, os.capture, and maybe os.execve. The globbing is in posixutil.lua. They both use Luiz Henrique de Figuereido's Lua Posix library.)
To me, the extra effort is worth it because I can deal with simple syntax and great data structures. To others, a more direct connection with the shell might be preferred.
Lack of standard library. Period. Even listing all the files in a directory require a non-standard module.
There are good reasons for that (keeping strict ANSI portability, not requiring POSIX) but the result is that, for general programming, I prefer Python.
There has been a recent push to create a batteries included installation for Lua on Windows. The result can be found at the Lua for Windows project at LuaForge. It includes the interpreter and a large collection of extra modules allowing useful scripts and applications to be written and used out of the box.
I know that various Linux distros are including Lua and some modules now, and more to come.
There are also a couple of proposed module libraries under discussion in the mailing list, but the community hasn't yet settled on one as the "official" mechanism.
I use Lua both as a scripting language and as the "main" loop of my typical application, supported by one or more DLLs containing code that was better implemented in C, or wrapping existing libraries or API functions that are needed by a particular project. Used with a GUI toolkit such as IUP or wxLua (a Lua binding for wxWindows), Lua makes writing small to mid-sized GUI applications quite pleasant.
I think the answer about it being a "marketing" thing is probably correct, along with the lack of a large set of libraries to choose from. I would like to point out another case of this: Ruby. Ruby is meant to be a general purpose scripting language. The problem is that since Ruby on Rails has risen to be so popular, it is becoming hard to find something that is unrelated to Rails. I'm afraid Lua will suffer this as well, being popular because of a few major things using it, but never able to break free of that stigma.
In order for Lua to be easy to embed it has to have few dependencies and be small. That makes it poorly suited as a general purpose scripting language. Because using it as a general purpose script language would require a lot of standard libraries. But if Lua had a lot of standard libraries it would be harder to embed (due to dependencies and memory footprint.)
Lua is used in LuaTeX, a TeX extension, as an embedded language, and has gained popularity rapidly among TeX developers because of that. It is used as a scripting language for some utilities in the TeX Live distribution, be it only because now there is a luatex binary, available on all platforms, that can also be used as a Lua interpreter (with some vital modules added ? slnunicode, luafilesystem, etc.) That's very important for Windows installations, that relied on additional Unix scripting tools earlier (ActivePerl, etc.) The ConTeXt macro language uses Lua scripts extensively nowadays.
That's admittedly a very special field :-) But completely unrelated to games!
Is there an easy way to create standalone .exe files from Lua scripts? Basically this would involve linking the Lua interpreter and the scripts.
I believe it is possible (PLT Scheme allows the creation of standalone executables in the same way), but how, exactly?
Check out for srlua. It does what you need.
It's from one of the Lua authors. On this address there is also pre-compiled Windows binaries, so that would be even easier for you I think.
Besides the above suggestions, you can take a look at L-Bia.
It can make standalone executables including lua scripts and the needed dynamic libraries.
Since you say '.exe' I'll assume you're looking for a Windows solution. One idea is to just append scripts to a prebuilt interpreter executable. It may or may not qualify as 'easy' in your book.
The interpreter needs to be able to read itself, parse its header to determine where the regular .exe data ends (ie. where the script begins) and then hand off the remainder of the file to Lua.
Other solutions don't require the interpreter to work as hard but do require more involved linking, whereas with this method, exeifying a script can be as simple as
copy interpreter.exe+script.lua script.exe
To make executable from script use bin2c utility such way:
luac script.lua -o script.luac
bin2c script.luac > code.c
Then create in text editor file main.c and compile/link it with your favorite compiler. That's it. (Note - executable also supports command line args)
Example with MSVC:
cl /I "./" /I "$(LUA_DIR)\include" /D "_CRT_SECURE_NO_DEPRECATE" /D "_MBCS" /GF /FD /EHsc /MD /Gy /TC /c main.c
ld /SUBSYSTEM:CONSOLE /RELEASE /ENTRY:"mainCRTStartup" /MACHINE:X86 /MANIFEST $(LUA_DIR)\lib\lua5.1.lib main.obj /out:script.exe
mt -manifest $script.manifest -outputresource:script.exe;1
Use /SUBSYSTEM:WINDOWS for GUI executable. All that isn't easy just for the 1st time, you can create batch file to automate the process once you successfuly try it.
main.c:
#include <stdlib.h>
#include <stdio.h>
#include "lua.h"
#include "lauxlib.h"
#include "lualib.h"
int main(int argc, char *argv[]) {
int i;
lua_State *L = luaL_newstate();
luaL_openlibs(L);
lua_newtable(L);
for (i = 0; i < argc; i++) {
lua_pushnumber(L, i);
lua_pushstring(L, argv[i]);
lua_rawset(L, -3);
}
lua_setglobal(L, "arg");
#include "code.c"
lua_close(L);
return 0;
}
I have an single threaded, embedded application that allocates and deallocates lots and lots of small blocks (32-64b). The perfect scenario for a cache based allocator. And although I could TRY to write one it'll likely be a waste of time, and not as well tested and tuned as some solution that's already been on the front lines.
So what would be the best allocator I could use for this scenario?
Note: I'm using a Lua Virtual Machine in the system (which is the culprit of 80+% of the allocations), so I can't trivially refactor my code to use stack allocations to increase allocation performance.
I did some research on this very topic recently, as we had an issue with memory fragmentation. In the end we decided to stay with GNU libc's implementation, and add some application-level memory pools where necessary. There were other allocators which had better fragmentation behavior, but we weren't comfortable enough with them replace malloc globally. GNU's has the benefit of a long history behind it.
In your case it seems justified; assuming you can't fix the VM, those tiny allocations are very wasteful. I don't know what your whole environment is, but you might consider wrapping the calls to malloc/realloc/free on just the VM so that you can pass it off to a handler designed for small pools.
In a past project in C I worked on, we went down the road of implementing our own memory management routines for a library ran on a wide range of platforms including embedded systems. The library also allocated and freed a large number of small buffers. It ran relatively well and didn't take a large amount of code to implement. I can give you a bit of background on that implementation in case you want to develop something yourself.
The basic implementation included a set of routines that managed buffers of a set size. The routines were used as wrappers around malloc() and free(). We used these routines to manage allocation of structures that we frequently used and also to manage generic buffers of set sizes. A structure was used to describe each type of buffer being managed. When a buffer of a specific type was allocated, we'd malloc() the memory in blocks (if a list of free buffers was empty). IE, if we were managing 10 byte buffers, we might make a single malloc() that contained space for 100 of these buffers to reduce fragmentation and the number of underlying mallocs needed.
At the front of each buffer would be a pointer that would be used to chain the buffers in a free list. When the 100 buffers were allocated, each buffer would be chained together in the free list. When the buffer was in use, the pointer would be set to null. We also maintained a list of the "blocks" of buffers, so that we could do a simple cleanup by calling free() on each of the actual malloc'd buffers.
For management of dynamic buffer sizes, we also added a size_t variable at the beginning of each buffer telling the size of the buffer. This was then used to identify which buffer block to put the buffer back into when it was freed. We had replacement routines for malloc() and free() that did pointer arithmetic to get the buffer size and then to put the buffer into the free list. We also had a limit on how large of buffers we managed. Buffers larger than this limit were simply malloc'd and passed to the user. For structures that we managed, we created wrapper routines for allocation and freeing of the specific structures.
Eventually we also evolved the system to include garbage collection when requested by the user to clean up unused memory. Since we had control over the whole system, there were various optimizations we were able to make over time to increase performance of the system. As I mentioned, it did work quite well.
Steve
Although its been some time since I asked this, my final solution was to use LoKi's SmallObjectAllocator it work great. Got rid off all the OS calls and improved the performance of my Lua engine for embedded devices. Very nice and simple, and just about 5 minutes worth of work!
Since version 5.1, Lua has allowed a custom allocator to be set when creating new states.
I'd just also like to add to this even though it's an old thread. In an embedded application if you can analyze your memory usage for your application and come up with a max number of memory allocation of the varying sizes usually the fastest type of allocator is one using memory pools. In our embedded apps we can determine all allocation sizes that will ever be needed during run time. If you can do this you can completely eliminate heap fragmentation and have very fast allocations. Most these implementations have an overflow pool which will do a regular malloc for the special cases which will hopefully be far and few between if you did your analysis right.
I have used the 'binary buddy' system to good effect under vxworks. Basically, you portion out your heap by cutting blocks in half to get the smallest power of two sized block to hold your request, and when blocks are freed, you can make a pass up the tree to merge blocks back together to mitigate fragmentation. A google search should turn up all the info you need.
I've got things minimally working in Scite... and a quick browse tells me that there is an Eclipse plugin and several other standalone editors, in addition to other general purpose editors with Lua capability.
Out of that, what do people recommend? Particularly, what do people who program primarily in Lua like to use?
Edit: Thanks for all the answers!
Most Lua users seem to use $TEXT_EDITOR_OF_CHOICE. There's a particularly nice Emacs mode, with all the typical Emacs goodies: REPL, documentation lookup, jump-to-error, etc.
There do appear to be a couple Lua-focused IDEs if you're on the Windows side of things: LuaEdit, LuaIDE. Also, Zeus is scriptable in Lua, which may help reduce mental context-switching.
Vim is great for any language and platform.
For Windows, there's a package named LuaForWindows which includes a version of SciTE that's optimized for developing in Lua and even provides a built in debugger.
I did a lot of programs for projecteuler with it.
I use LuaEclipse. It is a bit underdeveloped at the moment, but I've just got used to Eclipse. My colleagues use KDevelop (we're on Linux).
If you're on Windows, try Lua for Windows package (SciTE-based). There is also commercial editor called Decoda.
Lua for IntelliJ IDEA. https://bitbucket.org/sylvanaar2/lua-for-idea/wiki/Home
Features:

Lua Studio is actually nice: http://lua-studio.luaforge.net/.
I would like to see a good lua plugin for Visual Studio, most of them (if not all) doesn't work on Visual Studio 2008, that's pity.
Visual Studio - Lua Language Support http://vslua.codeplex.com/

Lua Development Tools is an Eclipse plug-in which provides syntax-coloring, error markers, outline, code folding... and a real debugger!
It is an Eclipse Technology project. It is Open Source (EPL license).
Ideone online compiler supports Lua. This is certainly not a tool for big projects development but the advantage is that you can use ideone just with a browser.
I've been surprised by the lack of good Lua IDE. At the same time, I've been surprised by the lack of the need for an IDE.
In other words, you will come long with just a syntax highlighting editor and your own app / command line.
This applies to debugger support, as well. Getting full stack traces takes most need of a debugger away.
wxLua comes with an IDE which is based on scintilla - (wxStyledTextCtrl) and the best part is it is written in Lua and you can look at the source.
Decoda is awesome if you're building using VC++ because it allows you to select the PDB of your program and then can launch your C++ program itself (with command line arguments and the working directory set to whatever) and then let you set break points and do stuff from within Lua code, as well as inspect variables.
I bought it awhile back and have been really satisfied with it; the only thing that would be more convenient is if it was integrated with Visual Studio.
Also take a look at textadept, an editor using scintilla, aiming for a maximum of possiblities for customization in Lua.
So whatever ability you want extra in this editor, you can just code it in the language you're coding in!
Bah. I just use SciTE, like I do for most other programming tasks.
Then again, I rarely do big Lua programs, so I haven't used a true debugger yet (only simple traces).
There aren't so much debuggers for Lua anyway, even though there were severals tentatives in the field (including for remote debugging).
You can also do searches in the Lua mailing list, it is an excellent source of information. I recall a couple of IDE and debugging tools announced there.
I'd like to point out your attention at the excellent small editor named CodeMAX, I am not pointing you at the editor's website (http://codemax.luaforge.net/) because it seems that it is a little bit behind on the versions. Although the core is written in Delphi, it uses Lua for most things. Plugins, macros you name it. It comes loaded with the following plugins that have been created by the author:
Currently it is at version 1.1.9 and runs really lightweight and stable. I definately recommend using it for Lua coding. If you encounter any problem at all the author has always been really polite and strives to solve any problems that may arise.
I use a hacked version of LuaEclipse 1.3 at work, which is proprietary. But I recommend you to take a look at LuaEclipse 2.0. There are some very interesting things coming out there.
BTW, when I first started programming Lua I was very disappointed by the lack of a good IDE, and by the lack of interest in a IDE by people in the community. Now I realize this might be due to the nature of most Lua projects: small scripts to be embedded somewhere else.
This is a Tips & Tricks question with the purpose of letting people accumulate their patterns, tips and tricks for Lua.
Lua is a great scripting language, however there is a lack of documented patterns, and I'm sure everyone has their favorites, so newcomers and people wondering if they should use it or not can actually appreciate the language's beauty.
Swap variables:
a, b = b, a
If a is nil, copy b's value:
a = a or b
Metatables are sexy, but depending on the language you're coming from they may take a while to wrap your head around.
The first thing you need to realize is that Lua has one data structure - the table - and everything is an entry in a table. Functions, strings, everything.
So when you call a function, or look something up in an array, or whatever, you're actually telling Lua to look up a key value pair in a table. The neat thing is that with metatables you can tell Lua what to do if the key isn't found. You can either point it at a different table or alternatively a function.
This opens up all sorts of neat tricks. You can create a lookup table of English to German translations - and if you ever try to translate something that isn't in the table it can print an apology, display the untranslated string, and/or log an error to let the developers know they're missing a translation. Sure you can DO that in other languages, but you end up with messy branching conditionals. With Lua it's transparent.
Say you've got a table of translations called tranMsgs:
setmetatable(tranMsgs,tranFail)
tranFail.__index = function(t,k)
-- code goes here
end
Now whenever anyone tries to lookup a missing translation the above code will run. Very simple, very understandable.
You can also use metatables to cache complex calculations.
cachedResults = {}
setmetatable(cachedResults, expensiveFunction)
expensiveFunction.__index = function(t,k)
cachedResults.k = sqrt(sqrt(k^k))
return cachedResults.k
end
Now calling print(cachedResults[50]) will be much faster after the first time. And sure you can do that in any language, but it's brief, elegant, and easy to understand in Lua. :-)
If you're coming from a language like C or Java, getting your head around metatables will open the door to a lot of fun tricks.
The Lua compiler optimizes tail calls into something resembling a goto. This allows for an interesting way to express a Finite State Machine where the individual states are written as functions and state transitions are performed by tail-calling the next state.
Coming from a background where tail calls are not optimized it looks a bit like recursion gone wild, of course.
-- Define State A
function A()
dosomething"in state A"
if somecondition() then return B() end
if done() then return end
return A()
end
-- Define State B
function B()
dosomething"in state B"
if othercondition() then return A() end
return B()
end
-- Run the FSM, starting in State A
A()
The example above is more than a little contrived, but it shows the key features. State transitions take the form "return NewState() end" and exiting the FSM completely is done by returning anything other than a tail call from any state.
Just make sure that you really are using tail calls, or you will get recursion gone wild after all... in particular
-- bad example!
function C()
D() -- note no return keyword here
end
does not tail call D. Instead, C explicitly returns nothing after calling D, which required a stack frame. In effect,
-- bad example!
function E()
E()
end
will eventually overflow the stack, but
-- infinite loop hiding in the tail call
function F()
return F()
end
will loop forever.
The 'metafib' example by Cody Hatch is not quite correct (or, at least, the comment explaining it is not). There is no recursion going on, in fact, the code given is very inefficient: whenever a fibonacci number is requested that is not yet known, the entire sequence is recomputed from the start.
A version that does use recursion (not using __call but __index, so you get the n-th number by using [n] instead of (n)):
fibotable = {[1] = 0, [2] = 1}
setmetatable(fibotable, {
__index = function (t, i)
t[i] = t[i-1]+t[i-2]
return t[i]
end
})
print(fibotable[11])
If you try to get number '11' from the table, and it is not yet there, the __index metamethod will be executed. This method will calculate the requested number by adding the 10th and 9th numbers together (for which, potentially, __index will be called again), and then store it in the array. If you were to print the entire table after the last print statement, you would see it contained all the fibonacci numbers up to and including 11.
Here is a little class module I wrote with the purpose of looking nice (syntactic sugar). It's not a full feature system, but does serve as an interesting paradigm for making a user-friendly class system in Lua:
mt_class ={}
function mt_class:inherit(...)
local parents = {...}
self.__parents = self.__parents or {}
local k,parentname
for k,parentname in ipairs(parents) do
table.insert(self.__parents,getfenv(1)[parentname])
end
return self
end
function class(name)
local env = getfenv(1)
local __classname = name
local builder = {}
local define= function(builder,proto)
env[__classname]=proto
local __parents = builder.__parents
local find =function(self,key)
local result = proto[key]
if not result and __parents then
local k,parent
for k,parent in ipairs(__parents) do
result = parent[key]
if result then break end
end
end
return result
end
function proto.new(instance)
assert(instance~=proto)
local instance = instance or {}
return setmetatable(instance,{__index = find})
end
end
return setmetatable(builder,{__index=mt_class,__call=define})
end
And it's usage is quite elegant:
class "Dog" {
say="Bowow"
}
class "Rover":inherit "Dog" {
middle ="Rover"
}
r = Rover.new{likes="slippers"}
print(r.say)
print(r.name)
print(r.likes)
So there you go, defining classes is easy with an API like this.
It is a good thing to stimulate Stack Overflow community to share their favorite Lua snippets, but, in my opinion, the lack of documented patterns is overemphasized.
For example, please see most excellent books "Lua Programming Gems" and "Programming in Lua". Also do not forget Lua wiki
Following is a list of pages with sample code. Types of code include standalone reusable functions/classes, reusable modules, example code illustrating the use of other modules, tutorials on using other modules, full programs, and design patterns.
One of the biggest pain when debugging is the lack of function for printing a table. Here is a function I use to do that :
function dump(o)
local s = ''
if type(o) == 'table' then
s = '{ '
for i = 1, #o do
s = s .. dump(o[i])
if i ~= #o then s = s .. ', ' end
end
s = s .. ' }'
else
s = tostring(o)
end
return s
end
Of course you can enhance it, but I find it very useful.
Seemingly little-known syntactic sugar:
foo = {a=1, b=2}
function foo:test(c)
print(self.a, c)
end
foo:test(3) --prints: 1 3
Declaring it as foo:test instead of foo.test adds an implicit first parameter named self. Calling foo:test(3) is the same as calling foo.test(foo,3). You can use this for OOP, creating new instances of foo like so:
myFoo = {}
for k,v in pairs(foo) do myFoo[k] = v end
myFoo.a = 27
myFoo:test(8) --prints: 27 8
Note that simply myFoo = foo won't work as you'll be creating a reference rather than a copy.
Beware if using this with libraries such as LuaGnome; if you did myWidget:connect("clicked", myFoo.test, myFoo), you'd end up getting the event as self and myFoo as a. In this case you have to declare test as function foo.test(a, self) since GTK is not aware of the self parameter.
Short if-else:
C
int var = condition ? 1 : 2;
Lua
local var = condition and 1 or 2
Example
print(nil and 'true' or 'false') -- prints false
print(1 and 'true' or 'false') -- prints true
(Disclaimer: Shameless self-plug ahead)
MiddleClass is a small (124 LOC) library that you can use for object orientation in Lua.
require('MiddleClass')
local MyClass = class('MyClass')
function MyClass:initialize(x,y,z)
super.initialize(self)
self.x, self.y, self.z = x,y,z
end
function MyClass:foo(x,y,z)
return self.x+x, self.y+y, self.z+z
end
MiddleClass supports single inheritance and (a rudimentary form of) mix-ins.
There's also a middleclass-extras project with some utility tables implementing stateful classes, callback handling and signaling, among others.
Here's an elegant way to compute a Fibonacci series with metatables, which I suspect is what Thomas was thinking of:
fibotable = {[1] = 0, [2] = 1}
setmetatable(fibotable, {
__index = function (t, i)
t[i] = t[i-1]+t[i-2]
return t[i]
end
})
print(fibotable[11])
(Stolen from Jan De Vos's post)
What's happening here is that when you try to check the 11th number in the series it checks to see if it's been calculated. If not it tries to do so by adding the 10th and 9th numbers - which requires checking to see if they've been calculated yet. If either or both of them haven't been calculated yet it recurses until it hits something which has been calculated, then it calculates all the needed numbers, storing them as it goes so that they'll be cached for future lookups and calculations. It's conceptually very elegant, I think.
This is a global metatable trick I use to define useful aliases when using Lua, the cool thing is the aliases are actually getting the results from functions not from static data, my favorite is "now" as an alias to get the current system time.
system_mt = { --this table cannot be local, because the __index goes on recursively
now = function()
return os.time()
end,
homepath = function()
return os.getenv("HOMEPATH")
end,
hostname = function()
local socket = socket or require"socket"
if socket then
return socket.dns.gethostname()
else
return "LOCALHOST"
end
end,
source = function()
local t = debug.getinfo(3,'S')
return t.source
end,
__index = function(t,k)
if system_mt[k] then --Global variables
return system_mt[k]()
end
end,
}
setmetatable(_G,system_mt)
stamp = now
print(now)
print(source)
print(localhost)
dofile(homepath.."/myscripts/test.lua")
print(now-stamp)
Here's a small Lua based unittest framework defined in Lua:
unittest = {
test= {
equal = function(a,b)
return a == b
end,
notequal = function(a,b)
return a ~= b
end,
exception = function(a,...)
--//do a protected call kinda like Lua's try/catch
local ok, err = pcall(a,...)
if not ok then
return true
end
return false
end,
noexception = function(a,...)
--//do a protected call kinda like Lua's try/catch
local ok, err = pcall(a,...)
if not ok then
return false
end
return true
end,
},--//end of tests
--//start unit testing environment
start = function()
--//store the calling environment (=closure)
ut = { oldenv = getfenv(2) }
--//allow new environment to index the global environment
setmetatable (ut,{__index = _G})
setfenv(2, ut)
end,
stop = function()
--//Return the environment to what it used to be, unscratched
setfenv(2, getfenv(2).oldenv)
end
}
--//declare some global variable
a = 25
--//the code I want to test in a protected enviroment
do --//if you run this from the commandline you "do" to create a closure
unittest.start()
a = 1 --//oops! someone redefined my global variable!!!
print(unittest.test.equal(a,1))
print(unittest.test.notequal(a,2))
print(unittest.test.exception(aFunctionThatDoesntExist,10))
print(unittest.test.noexception(math.sin,19))
print(a) --// 1
unittest.stop()
end
--//luckily the test enviroment contained all damage to the global table!
print(a) --//25
I use this for unit-testing but you can also use this to define safe environments to avoid having user code redefine your applications base code
Here is a Y combinator in Lua:
function Y(f)
local function recurse(...)
return f(recurse, ...)
end
return recurse
end
factorial = Y(function(factorial, n)
if n == 1 then
return 1
else
return factorial(n - 1) * n
end
end)
print(factorial(5)) --> 120
One can have any function call an arbitrary metatable function like so:
function toclass(obj)
if getmetatable(obj).__toclass then
return getmetatable(ob).__toclass(obj)
else
--fancy to class logic here...
end
end
Here is a benign technique for deprecating functions from a larger code base:
--// Useful wrapper function for printf
function printf(s,...)
print(string.format(s,...))
end
--//deprecated metatable
deprecate_mt = {
__index = function(t,k)
printd(t.__deprecate_msg)
return t.__deprecate_table[k]
end,
__newindex = function(t,k,v)
printd(t.__deprecate_msg)
t.__deprecate_table[k] = v
end,
}
--//Use functional programming to redefine the function
--//or table as a new one that wraps the old one in a deprecated metatable
function deprecate(o,msg)
local msg = msg or "deprecated call" --//Using Lua's closure abilities to store msg
if type(o) == "function" then --//functions are first class citizens in Lua
return function(...)
--//returning a function that wraps the deprecated function, this is functional programming at it's best
printf("deprecated[%s]",msg)
return o(...)
end
else
local dmt = getmetatable(o) or {}
dmt.__index = function(t,k)
printf(t.__deprecate_msg)
return t.__deprecate_table[k]
end
dmt.__newindex = function(t,k,v)
printf("deprecated[%s]",t.__deprecate_msg)
t.__deprecate_table[k] = v
end
dt = {
__deprecate_msg = msg,
__deprecate_table = o,
}
setmetatable(dt,dmt)
return dt
end
end
function foo()
print("foo")
end
function bar()
print("bar")
end
foo()
foo = deprecate(foo,"foo has been deprecated use bar instead")
foo() --//"foo has been deprecated use bar instead" \n "foo"
oldtable={"hello"}
oldtable = deprecate(oldtable, "oldtable has been deprecated use newtable instead")
print(oldtable[1]) --// "oldtable has been deprecated use newtable instead" \n "hello"
I just whipped up a set of code for a simple "iowriter" class that can help in writing data to files. You need the LOOP (Lua Object Oriented Programming) library, but you already have it if you use the default install of Lua.
require 'loop.simple'
class = loop.simple.class
classof = loop.simple.classof
initclass = loop.simple.initclass
instanceof = loop.simple.instanceof
isclass = loop.simple.isclass
memberof = loop.simple.memberof
members = loop.simple.members
new = loop.simple.new
rawnew = loop.simple.rawnew
subclassof = loop.simple.subclassof
superclass = loop.simple.superclass
local open = {}
ioWriter = class{
stream = false
}
ioWriter[open] = false
function ioWriter:open(name)
if not self[open] then
self.stream = io.open(name, "w")
self[open] = true
else
error("attempted to open an already open writer")
end
end
function ioWriter:write(str)
self.stream:write(str)
end
function ioWriter:writeLine(str)
self.stream:write(str .. '\n')
end
function ioWriter:close(self)
if self[open] then
self.stream:flush()
self.stream:close()
self.stream = false
self[open] = false
else
error("attempted to close an already closed writer")
end
end
Example script:
require 'ioWriter.lua'
local writer = iowriter()
writer:open("test.txt")
writer:write("this is a test, ")
writer:writeLine("this is the second test")
writer:close()
The most useful part about this is that it provides enough simplification to wrap your own more specialized implementation around this, like an HTML or XML writing class.
Suggestions for improvement are welcome!
A table merging and a table copying function:
-- thanks to http://stackoverflow.com/questions/1283388/lua-merge-tables/1283608#1283608 and
-- http://stackoverflow.com/questions/1397816/changing-one-table-seems-to-change-the-other/1400485#1400485
-- tableMerge:
-- merges two tables, with the data in table 2 overwriting the data in table 1
function tableMerge(t1, t2)
for k,v in pairs(t2) do
if type(v) == "table" then
if type(t1[k]) ~= "table" then -- if t1[k] is not a table, make it one
t1[k] = {}
end
tableMerge(t1[k], t2[k])
else
t1[k] = v
end
end
return t1
end
-- tableCopy:
-- takes a table and returns a complete copy including subtables.
function tableCopy(t)
return tableMerge({}, t)
end
clean.seeall is an alternative to package.seeall
You normally use it with module this way when declaring modules:
module(..., clean.seeall)
<rest of module code>
...
With package.seeall, there is a big drawback: The module now mirrors the global environment, (for example yourmodule.print == print) (Lua Module Function Critiqued)
With clean.seeall, the module environment inherits the global environment, but it does not expose it to the outside.
local clean = {}
_G[(...) or "clean"] = clean
-- Called as module(..., clean.seeall)
-- Use a private proxy environment for the module,
-- so that the module can access global variables.
-- + Global assignments inside module get placed in the module
-- + Lookups in the private module environment query first the module,
-- then the global namespace.
function clean.seeall(_M)
local priv = {} -- private environment for module
local privmt = {}
privmt.__index = function(priv, k)
-- debug the "global" namespaces: print(_M._NAME .. "." .. k)
return _M[k] or _G[k]
end
privmt.__newindex = _M
setmetatable(priv, privmt)
setfenv(3, priv)
end
If you want to protect a metatable but still have it readable (for say being able to access and call metamethods) you can do something like this:
local mt = {}
local t = { string = "foo"}
mt.__tostring = function(self) return self.string end
mt.__metatable = mt
setmetatable(t, mt)
local bar = gemetatable(t).__tostring(t) -- should work
setmetatable(t, mt) -- won't work
A simple function wrapper to execute as a coroutine:
function cororun (func)
local f = coroutine.wrap (func)
f (f)
end
With this wrapper, you can call an asynchronous function as if it's a synchronous function. Use this like so:
cororun (
function (f)
some_asynchronous_function (f) -- pass wrapped function as a callback
local val = coroutine.yield ()
another_asynchronous_function (f)
local another_val = coroutine.yield ()
end)
Note that f always points the function itself.
Elegant and simple string lambda expression generator:
-- file: lambda.lua //inspired by MetaLua
local function lambda_from_str(f)
if f:find '^%s*[a-zA-Z_][a-zA-Z0-9_]*|.*' then
local name,rest = f:match '^%s*([a-zA-Z_][a-zA-Z0-9_]*)(|.*)'
if not name then return nil, 'bad string lambda (rest ='.. rest ..')'end
local args,body = rest:match '%s*|%s*([^|]*)%s*|%s*(.+)%s*'
if not args then return nil, 'bad string lambda (body ='.. body ..')'end
return 'local ' .. name .. ';'
.. name .. '= function(' .. args:gsub('%s*', '') ..')'
.. lambda_from_str(body) .. ' end; return ' .. name
elseif f:find '^%s*|' then
local args,body = f:match '%s*|%s*([^|]*)%s*|%s*(.+)%s*'
if not args then return nil, 'bad string lambda (body ='.. body ..')'end
return 'return function(' .. args:gsub('%s*','') .. ')'
.. lambda_from_str(body) .. ' end'
elseif f:find '^%s*{.+}%s*$' then
local body = f:match '^%s*{%s*(.+)%s*}%s*$'
if not body then return nil, ('bad lambda string ("'.. f ..'")') end
return body
else return 'return ' .. f end
end
local cache = {}
return function (str_fun)
local str_fun_ok = lambda_from_str(str_fun)
if cache[str_fun_ok] then return cache[str_fun_ok]
else
local y = loadstring(str_fun_ok)()
cache[str_fun_ok] = y
return y
end
end
Usage:
L = require 'lambda'
local sum = L'|a, b| a + b'
print( ' 2 + 3 = ' .. sum(2, 3) )
-- 2 + 3 = 5
local sum_curried = L'|a| |b| a + b'
print( ' 3 + 4 = ' .. sum_curried(3)(4) )
-- 3 + 4 = 7
local add1 = sum_curried(1)
local add_one = (L'|a| |b| a + b')(1)
print( add1(2) .. ' = ' .. add_one(1+1) )
-- 3 = 3
local factorial = L'f|n|n == 0 and 1 or n*f(n-1)'
local fibonacci = L'f|n|n<2 and n or f(n-1)+f(n-2)'
print( 'fact(170) == '.. factorial(170) ..', fib(33) == '.. fibonacci(33) ..'\n')
-- fact(170) == 7.257415615308e+306, fib(33) == 3524578
printf = L'|f,...|print(string.format(f, ...))'
now = L'||os.time()'
now_stop = L'|beg| printf("Time diff: %s seconds\\n", now() - beg)'
start = now()
num = factorial(333)
num1 = fibonacci(36)
now_stop(start)
-- Time diff: 3 seconds
Another simple trick that's not commonly seen in code, but totally awesome is:
=("foo"):upper() ->output: FOO
However this actually is very dangerous if you run unsafe code because you can access the global string module from any string, so malicious code could do something like:
getmetatable("foo").__index.upper = function() print("bye bye sucker");os.exit() end
=("foo"):upper() >output: bye bye sucker (application quits)
The difference between else if and elseif. If you have
if foo then
--do something...
elseif bar then
--do something else...
end
it's roughly equivalent to
if foo then
--do something
else
if bar then
--do something else
end
end
Fine, unless you have multiple else if statements (where do the extra elses go?). Plus, there's not enough end's.
A function that rounds whole numbers and a function that rounds numbers to the specified number of decimal places:
-- round:
-- takes a number and returns a rounded up or down version
-- if number is 0.5, it rounds up
function round(num)
local floor = math.floor(num)
local ceiling = math.ceil(num)
if (num - floor) >= 0.5 then
return ceiling
end
return floor
end
-- decRound:
-- takes a number and the number of places to round to and returns a suitably rounded number
function decRound(num, placesToRound)
local multipler = tonumber("1" .. string.rep("0", placesToRound), 10)
num = num * multipler
num = round(num)
num = num / multipler
return num
end
they could probably be compressed into one function, but i'll leave that as an exercise to the reader.
A function to truncate a number and to truncate a number to the specified number of decimal places:
-- truncate:
-- given a number, returns a number with X max digits
function truncate(num, count)
local numString = tostring(num)
numString = string.sub(numString, 0, count)
return 0 + numString -- forces conversion to number
end
-- decTruncate:
-- given a number with a decimal place and the number of decimal places to truncate to, returns a number truncated to the specified number of decimal places.
function decTruncate(num, decimalPlaces)
local wholeNumString = tostring(math.floor(num))
return truncate(num, decimalPlaces + string.len(wholeNumString) + 1)
-- we're adding 1 because we have to take the decimal point into account in truncation
end
Not a super tricky item, but one that I use over and over:
If you miss the compactness of C's conditional operator: '?', for example:
printf("The operation %s", status ? "succeeded":"failed");
Then in Lua you might like to use a function I defined as 'iif' (for inline-if) so that you can in Lua do this:
print "The operation "..iif(status,"succeeded","failed")
Nice and compact. The iif() function is simply:
function iif(cond,tru,fls) --inline if, instead of C's (cond ? tru:fls)
if cond then
return tru
else
return fls
end
end
Why is Lua considered a game language?
I have been learning about Lua in the past month and I'm absolutely in love with the language, but all I see around that is built with Lua are games. I mean, the syntax is very simple, there is no fuss, no special meaning characters that makes code look like regular expressions, has all the good things about a script language and integrates so painlessly with other languages like C, Java, etc. The only down-side I saw so far is the prototype based object orientation that some people do not like (or lack of OO built-in).
I do not see how Ruby or Python are better, surely not in performance ( http://shootout.alioth.debian.org/gp4/benchmark.php?test=all&lang=lua&lang2=python ). I was planning on writting a web application using Lua with the Kepler framework and JavaScript, but the lack of other projects that use Lua as a web language makes me feel a bit uneasy since this is my first try with web development. Lua is considered a kids language, most of you on Stack Overflow probably only know the language because of the WoW addons. I can't really see why that is...
http://lua-users.org/wiki/LuaVersusPython provides some insights on Lua against Python, but this is clearly biased.
Speaking as a game developer, the games industry loves Lua because it's so lightweight. The size of Lua's runtime, its performance and memory usage, are an incredible combination compared to other languages. Game developers are highly paranoid (whether or not justifiably) about these things, which partly explains why Python, Ruby etc haven't been used much as game scripting languages.
It's also trivial to embed, and highly portable (with all the different console platforms around, this is extremely important).
As a result, Lua is the choice of the games industry, but that doesn't necessarily mean that's all it's good for.
I would also say WoW used it because it was already popular among game developers, not the other way around. However, because WoW uses Lua to allow extensibility or customisation, rather than just as an internal technology, it certainly raised Lua's profile outside the game development community.
Languages rarely become popular simply on the merits of their technical features. Ruby languished for a decade, more or less, before people noticed it because of Rails. Lua would be a complete unknown without WoW's programming APIs. Lua is no more a "gaming" language than Ruby is a "web" language.
Lua is a great scripting language: it is extensible, it is simple to learn, and provides the basic primitives such that programmers can use OOP or functional programming (in the same league as Scheme and Javascript). It is one of the few scripting languages with support for coroutines, which help a lot when doing multi-threading programming.
In my tests (and I am an addict when it comes to programming languages) ... Lua is the fastest dynamic language I ever worked with. It is also very small, and can be embedded easily in a C/C++ application.
I think that Lua has all the qualities of a scripting language used for coding game logic. And game shops experiment with all kinds of technologies, from Lisp to Haskel, and Lua just happens to be a good compromise between flexibility and speed.
Lua is also not appropriate for web applications for a number of reasons ... lack of libraries, and (most annoying for me) a total lack of unicode support (although Ruby has this same flaw, and few people are complaining ... but still, it matters).
I'm surprised that no one has mentioned the Big Three of network security yet. Lua is used as an embedded language in nmap, snort, and wireshark. Writing a Wireshark packet dissector is an exercise in concision. A carelessly written dissector will really slow you down when you have a few hundred thousand packets to load. Lua is fast, as many have said already.
Last time I looked at Lua (just before falling in love with Python), this was version 4.0, 5.0 there too, there were a ton of Lua distributions around: Each with its own set of libraries.
What makes Lua a game language? Without a standard library that can actually do stuff I would want to do, it is limited to areas where this isn't much of a problem: Embedded scripting languages. You're not supposed to be able to do stuff to anything but your embedding application (game, editor/IDE, etc.), and a lack of standard library is a plus here!
Just to correct David Locke's post, in which he wrote:
Python is distributed under the GPL. This means that embedding the Lua interpreter in you game won't require you to distribute the source code to the game.
Python is distributed under it's own license and even clarifies:
There is no GPL-like "copyleft" restriction. Distributing binary-only versions of Python, modified or not, is allowed. There is no requirement to release any of your source code.
Lua was used in games LONG before WoW, and had a good reputation in the industry in those times as well. The reason why Lua is picked for games is because it's very lightweight, and simple to learn. Ruby and Python are more powerful languages, but to achieve that they lost speed and a bit of simplicity.
It's not a question of which language is "better". It's a question of which language best suits you needs. Ruby became a web language because of Rails, but it's a more than decent general purpose language as well. It would just never be useful in games because it's dog slow.
Python is used in some big games, but not as often as Lua.
It's just a matter of asking yourself which language you would like to use most, although I think that Lua will require a lot of scaffolding code to get a web application properly working.
Adobe also chose Lua for writing Lightroom plug-ins.
I haven't done anything complicated with it yet, but so far, so good...
and as I have since been told/discovered, most of Lightroom is written in Lua.
From your link:
Python has a nice simple syntax and behaves "as you would expect". ie. no gotchas for scripters like undeclared local variables default to global.
[...]
Lua programs are much more error prone, due to automatic coercion, accessing of unset variables without an exception, and having to check most functions for nil values, rather than just catching the exceptions.
[...]
Lua handles only one type of numbers, usually C doubles or floats, which can lead to overwhelming processing.
In short, Lua is designed to be a small simple language for the scripting of applications. There's nothing wrong with this, and it's an excellent language for its intended purpose. But for writing applications entirely in Lua, it's a nightmare.
I just want to underscore a point that's been made here already. The three things that make Lua more attractive to a game developer than other interpreted languages are:
I've been fond of Lua since 2002 - 6 years now. It's foremost publicity comes via games, but they are in no way the "the" thing of the language. Lua wasn't even created with games in mind.
However, games do benefit from all the goodies of Lua; high performance, good productivity, small footprint, very high portability. One reason why Lua's been big there is that unlike desktop world, game scripts don't traditionally need to be backwards compatible.
To me personally, Lua is about the merger of Lua and C(++). It's about two languages working together, and bringing more onto the table than any single language does. Objective-C is like two languages baked in one (bad, because brain needs to jump line-by-line instead of by source file). C++ and C# will by definition not gain the dynamicity benefits of dynamic languages.
I know some people behind the Kepler effort; they sure are using it and there's support. You won't be alone. :) Welcome.
Think about what is required to actually make a game; I think it's actually a compliment to the language. Graphics programming (lots of heavy 3D math), interface programming, physics simulation (again, hardcore math), AI, and all running at 60 Hz. And on a console, you pretty much have to pack your own OS; there's no 'malloc' or 'fopen', you need to provide memory allocation, IPC, sometimes even a scheduler. And your own scripting environment, including all the interface between the core and the VM (you're not just running scripts on top of a framework that somebody else ships, you have to build your own). And Lua is perfect for this, because of the reasons mentioned before.
So unless you're some kind of badass kernel hacker, you don't get to call game development a task for "kids" :)
Although a little off-topic, it's interesting to make the comparison with the (lastest) upcoming replacement to TeX called "LuaTeX", which will have a Lua interpreter built-in. It was chosen for all the same reasons quoted above that the game industry (apparently) like it for: lightweight and flexible, so it's not dragging a huge swathe of code into a program that is mainly looking for "just a scripting language" in which to implement algorithms and perform calculations.
Lua works great as an embedded language in a larger project and it's a lot easier to teach to non-programmers. This makes it a good tool in game development, as you can have game designers with close to no knowledge of general programming techniques testing and modifying AI and quest scripts and the like.
Add to this its performance profile (both memory and speed-wise) and its permissive license (you can basically do whatever you want with the interpreter) and you'll see why it's such a hit.
To Till and Tanoku: Lua is not an acronym, it just means moon in Portuguese (coming from Brasil).
Lua is used in many applications beside games. For example in SciTE, a lightweight text editor. It is also used a lot in embedded platforms. A number of applications using Lua are listed in the Lua wiki and Wikipedia. Indeed, the fact it is very portable (runs on nearly all platforms, including game consoles from Xbox to NDS), lightweight yet powerful, fast and easy to integrate to C or C++ code (and other languages as well), and with a user-friendly syntax (important to be used by game designers or other non IT professionals) makes it a first choice as scripting language.
To add to the amount of applications embedding Lua you can now add VLC.
Lua is popular because is it very quick to achieve simple tasks. I've been looking at LOVE, which is game framework built using Lua, and you really can get up and running with just a few lines of code. You don't need any special IDE (any text editor will do), and your code is not bogged down with a whole bunch of package, class and import declarations. Best of all your game will run on Windows, MacOS and Linux without any changes.

Lua is a scripting language, I've actually only seen/used it in the lighttpd and MySQL (MySQL Proxy) areas. I've personally played with it when experimenting with the MySQL proxy.
I never heard of it as a game language. I think Lua was primarily written to be embedded in other languages and to still offer great performance. Due to its nature (compiled bytecode), it's also platform independent which is sometimes a huge advantage.
Some people also think of Lua as a configuration language since its syntax is pretty elegant and simple and suitable for configuration files.
As for stand-alone, I wouldn't know how to get started. I'd have to research this as well. If you are just doing it for the sake of research and learning, then it's great - but I wouldn't do it just because it's possible.
Actually, LUA was widely used for game scripting way before Blizzard used it for World of Warcraft GUI modding.
One of the best graphical adventures of all times, Grim Fandango, was fully scripted in LUA.
On a related note, the newly released MMORPG Warhammer Online also uses a mixture of XML and LUA for it's graphical user interface.
A non-game example of the use of Lua : rewriting DNS answers with the PowerDNS name server.
The Python Software Foundation License (PSFL) is a BSD-style, permissive free software license which is compatible with the GNU General Public License (GPL). Its primary use is for distribution of the Python project software. Unlike the GPL the Python license is not a copyleft license, and allows modifications to the source code, as well as the construction of derivative works, without making the code open-source. The PSFL is listed as approved on both FSF's approved licenses list, and OSI's approved licenses list.
tl;dr PSFL != GPL
As the others had said, Lua is chosen primarily because of how lightweight it is. The popularity of World of Warcraft has certainly helped Lua become more known to the general public, but it has been in use for a long time. Other prominent games that uses Lua are Neverwinter Nights, Everquest 2, and most recently, Crysis.
Check out the Squeezebox Duet and Harmony 1100 from Logitech. Both use Lua, and with the Duet you can even write your own plugins in Lua.
Having used Lua extensively, I see why it's not used more often in non-game projects. Its dynamic nature and default global scoping doesn't play well for writing large applications. It can be done, but you'll have to be aware of those 2 issues and program around them (your own typing scheme and global guards).
For some background on the history of Lua in game development check out the slides from the GDC 2010 tutorial "Lua in Game Dev": http://kore.net/company/luagamedev.html.
Lua is not used for game engines, games have always been made with C++ simply because its fast. Even with the evolution of programing C++ still remains the industry leader, its because programmers can create far more sophisticated game centric algorithms.
Lua is used only as a form of scripting to make mod makers lives easier, though some recent game titles do utilize Lua but not completely the core of the game engine still remains C++. It is because its a corporate world and nothing runs directx faster than C++ just try creating an example dx code in another non MS language your guaranteed to run into trouble.
Personally hate Lua its a dirty code to work with, it maybe simple but simple doesn't mean better result and if you have modded any games made with Lua you would quickly realize how messy it is. With Lua the simple things will always seem simple.
It is also one of the easiest programming languages to hack you can practically copy paste physical actions within games into a text editor and see its code. Thus anyone can write injection code that can screw stuff up if you catch the drift. No mmo's don't use lua the companies would be screwed in the rear end. Game UI has almost always been done in XML.
As for still other uses: there's also the Kepler Project for developing webapps, working with any webserver that supports (F)CGI, and even has it's own webserver written entirely in Lua. An example project using kepler is the Sputnik wiki engine. Another free-standing web project is the Nanoki wiki engine (which in fact only needs Lua and luasocket to be present).
As such a claim as "Lua is not apt for web programming" is untrue.
There are a few unique technical advantages of LUA as mentioned by others. 1. Easy embedding. : C++ or C functions doesn't have to be in a shared library! This is extremely useful for fast prototyping.
Lightweight and fast. Lua itself is one of the fastest interpreted language. Also, interfacing between C++ and Lua is fast too.
Allows multiple interpreters at the same time. Also is thread-safe. Launching/unlaunching interpreter is extremely fast.
Unique table data structure : really easy to learn. Lua table can be used like XML, array, list, hash-map or anything.
These advantages make LUA a very decent choice for configuration and prototyping (and thus game programming).
As a long time World of Warcraft player, and a passionate developer I have decided that I would like to combine the two and set about developing some addins. Not only to improve my gameplay experience but as a great opportunity to learn something new.
Does anyone have any advice on how to go about starting out?
Is there an IDE one can use? How does one go about testing? Are there any ready made libraries available? Or would I get a better learning experience by ignoring the libraries and building from scratch? How do I oneshot Hogger?
Would love to hear your advice, experiences and views.
Thanks
This article explains how to start pretty well.
Your first bookmark is possibly the US Interface Forum, especially the Stickies for that:
http://forums.worldofwarcraft.com/board.html?forumId=11114&sid=1
Then, grab some simple addons to learn how XML and LUA interacts. The WoWWiki HOWTO List is a good point here as well.
One important thing to keep in mind: World of Warcraft is available in many languages. If you have a EU Account, you got an excellent testing bed by simply downloading the language Packs for Spanish, German and French. If you're an US Guy, check if you can get the Latin America version. That way, you can test it against another language version.
Once you made 1 or 2 really small and simple addons just to learn how to use it, have a look at the various frameworks. WowAce is a popular one, but there are others.
Just keep one thing in mind: Making an Addon is work. Maintaining one is even more work. With each new Patch, there may be breaking changes, and the next Addon will surely cause a big Exodus of Addons, just like Patch 2.0.1 did.
Another useful tools you might like is WarcraftAddOnStudio which lets you make plugins in the visual studio environment.
I learned the art of add-ons primarily by looking at the code of Blizzard's UI. You can see that code by extracting the default UI or finding a copy of the default UI online. Add-on developers sometimes like to over-engineer their pet projects (who doesn't?), while Blizzard's code is usually pretty no-nonsense and straightforward. In addition, Programming in Lua is a pretty useful (if slightly out-of-date) reference for the actual Lua language.
The best way to start is with the book World of Warcraft Programming. It covers LUA, XML, WarcraftAddOnStudio and the WoW API. The book also has sections on best practices and avoiding common mistakes.