Currently I am using VisualSVN and it's only accessible on my home network. Eventually there will be others accessing it, but for now it's just me and I would like to be able to go down to the coffee shop (or wherever) and be able to work away from the house.
After doing a few web searches on the matter I decided it might be wise of me to ask for advice here so I don't waste too much time. Currently I'm accessing the server as "http://user-pc:xx/svn/Projects/". When I setup my router to forward port xx to my server, what steps should I take to protect myself?
Keep in mind that I am doing this on Windows and while I use the regular command prompt extensively, I haven't been on SVN very long and haven't used anything other than TortoiseSVN to work with it up to this point.
Edit: I see two votes to close this question already in just a few minutes. Clearly there must be something wrong with my question, but I haven't gotten any feedback as to what. I believe that Stack Overflow encourages you to give that feedback just as much as it encourages you to close poor questions. Please be helpful.
Edit 2: The only harmful thing an attacker could do, that I'm aware of, is to guess my port number, username, and password to get into the repository. However as the saying goes, I don't know what I don't know. So I'm not necessarily asking for step by step instructions (although I would certainly like to have that too) as much as what things I need to keep in consideration for any kind of attack that could be made once the port is open.
.dproj files are essential for Delphi projects, so they have to be under version control.
These files are controlled by the IDE and also contain some information that is frequently changed, but totally irrelevant for version control.
For example: I change the start parameters of the application frequently (several times a day), but don't want to accidently commit the project file if only the part dealing with the start parameters has changed.
So how to deal with this situation?
A clean solution would be to take the file apart, but that isn't possible with the Delphi IDE AFAIK.
Can you ignore a specific part of a file?
We're using Subversion at the moment, but may migrate to Git soon.
In our case, it's rare for a developer to make a meaningful change to the .bdsproj, .dpr, .res files. So we reject the commit (pre-commit hook in subversion) unless special tags: [add project file] or [add res file] are present in the commit comment. This prevents "frivilous" changes to those files.
For the specific case of startparameters: the DDevExtentions plugin of the well known Andreas Hausladen allow for the start parameters be stored separetely of dproj file. See more details about DDevExtensions on his site.
EDIT: If I remember correctly, this feature was created just because he had that exact problem with start parameters and version control.
SVN/git cannot "know" which bits of the file are important, and translating what is important for you to commit or not into file "bits" would be difficult (especially when you don't know exactly how the information is structured within it). The most practical solution is to check the changes that have been made to the file and decide whether to commit them or not to the repository.
You can decide which bits of the file you want to commit with git. This is not, however, the automated process you seem to be looking for.
I would not save the .dproj files directly in version control, but rather provide a default file which should be renamed by the user to get the flawed Delphi working.
Use the --assume-unchanged option on git update-index <file> as described here and stackoverflow/what-is-assume-unchanged.
You could make simple aliases for the those who need it made simple.
In past I've used SVN Monitor and was very happy with it. Now it looks like SVN Monitor is paid.
I tried CommitMonitor, but don't like it as much as SVN Monitor.
What I don't like about Commit Manager is it's GUI:
I read about alternatives here, but it's passed almost 3 years from then.
What are're using for SVN monitoring (Windows)?
You can install Trac along with your SVN server, and get RSS feeds of repository changes with your favorite RSS desktop notifier, like Feed Notifier. Trac and Feed Notifier are both free.
After you've configured Trac by adding your repository with trac-admin, you can subscribe to the RSS feed provided at the bottom of the timeline page.
At each commit the RSS feeds a new entry:
Changeset in repo [<RevNumber>]: <commit-message>
The feed link leads you directly to the changeset page, which gives which file changed and the diffs if they're text files.
See examples for the Trac project: RSS feed, RSS entry
Or, in the same manner of Trac, you can use WebSVN, which also provides RSS feed. Maybe more lightweight...
What is your purpose to track SVN changes? If you are monitoring code to initiate some soft of Code Reviews, I would suggest using a tool that encapsulates the review process (besides alerting code changes). I use the Atlassian (Crucible for code reviews and FishEye to monitor/alert on commits) and it works great.
TeamCity is good to fire CI builds on commits to source... not the best way to find out what changed in the source.
Cheers, Savinder
Free one: http://svnnotifier.tigris.org/
Using TeamCity
You can use TeamCity - continuous integration server. It is very powerful tool and can be used for monitoring needs. In case you are using java and IntelliJ IDEA - IDEA has integration with TeamCity.
TeamCity has free version and works on Windows.
Using IDE like IntelliJ IDEA
The IDEA has Changes list - the list of local changes (to commit), the list changes on server (to update), and history list (all commits).
IDEA has free version and works on Windows.
I actually use the combo TortoiseSVN & AnkhSVN and it works very well.
I don't really know svn monitor but the tuple Tortoise/AnkhSVN seems to do all the things you mentionned.
Tortoise : http://tortoisesvn.net/
AnkhSvn : http://ankhsvn.open.collab.net/
CommitMonitor still the best tool to monitor svn changes in windows. very light and do the work. [that's based on my current exp.]
What files should I tell Tortoise SVN to ignore when committing to a repository?
In particular I am interested in practical information such as whether to include such files as *.dproj.2007 etc that seem to appear but may not be needed.
I use these in D2007, which seem to still work fine in XE and XE2:
*.dcu *.~* *.ddp *.exe *.map *.bak *.obj *.dsk
*.err *.log *.tmp *.identcache *.tvsconfig __history *.todo
ModelSupport* *.local
I don't include ModelSupport because I don't use the IDE's modeling stuff, so there's no point in versioning it if it's created by mistake. I also don't version anything in the __history folder, as that's just temporary versioning between checkins; once the checkin to SVN is made, it's not necessary any longer.
(I disagree with Chris about *.res, BTW, especially when it comes to XE2. Resource files can be created now using Project|Resources and Images, and those go directly into a resource file. Since the resource\image may be actually coming from somewhere else not in the current folder, and the image file might accidentally not be checked in, I keep the .res file now. I also keep the project file; it has all the paths and compiler options set. If something happens where that needs to change, it's easy to just remove the project file and let the IDE recreate it as needed.)
Using Delphi2005, our team has long ago adopted this:
*.bdsproj *.scc *.suo *.user .~ *.local *.identcache *.dsk obj bin testing __history *.o *.lo *.la *.al .libs *.so .so.[0-9] *.a *.pyc *.pyo *.rej ~ ## .#* .*.swp .DS_Store
Not sure if they're all needed or not, or what some of them are. I didn't come up with it, just following our internal wiki....
Along those lines, you should look at server-side pre-commit hooks. We've got a pre-commit trigger that dis-allows check of .bdsproj, .dpr, and .res files unless a specific tag is included in the comment: [Add Project File] [Add Res File]. If you try to commit a .bdsproj, .res, or .dpr without those tags, the commit will fail the audit and be rejected, and an embarrassing e-mail will be sent to the whole dev team. This is because these files rarely have any legitimate changes. If you need to add a unit to a project, fine, do it and include the tag with the checkin, and it'll be fine. The tag says "I know what I'm doing, and I have a good reason to change this file". Otherwise, you've got all sorts of crap being checked in - rev numbers, path changes, packages coming and going, etc..
We've also got some grep filters in the pre-commit, looking for certain things being added. Like unwanted "skins" units from DevExpress, because some developer has all of the skins installed and the IDE decided to add them. Or MadExcept, because someone left it turned on after debugging something (we don't allow MadExcept in production on this particular project, for a variety of reasons). Stuff like that.
Update: because our environment is non-typical, I removed *.res from the list above.
I recently upgraded my Xcode to 4.2. Since then my Organizer-Repository stopped working. Initially it said "Host is unreachable" and placed red dot every where.
In the same Mac 10.6.8, i do have SvnX and it works with same SVN location without any problem. I also tested this in Safari and found it is working (Server supports VisualSVN). Only Xcode is finding problem with this location.
I even appended my private/etc/host files with svn.ip.address my-svn-pet-name and used that in my xcode following this post. Doesn't work.
My repository is connected over a specific port 8080. I gave ip-address in svn url as http://my-svn-pet-name:8080/...
Any help is highly appreciated.
UPDATE: To isolate the issue, i tried to connect http://gdata-objectivec-client.googlecode.com/svn/trunk/ from xcode organizer and it works without any problem. I didn't supply any user-name and password for this location. However, my repository requires authentication, in my recent tries when i select the short-cut on left pane, the dot-icon next to trunk, branches and tag glows green. However, when i click 'root' and tried to expand 'trunk' it says 'Unable to load revisions'
UPDATE 9/9/11: Uninstalled xcode using command sudo /Developer/Library/uninstall-devtools --mode=all and Restarted the mac and Re-installed Xcode 4.2.
When i open Organizer, contrary to my expectation, all svn shortcuts are intact and the issue still persists.
The problems are only with the latest XCode 4 (build 4C177 ? iOS 5 beta 7).
A slightly earlier version of XCode 4 (build 4C104 ? iOS 5 beta 5) works fine.
Like Saran, I tried the suggestions from majkelx and OMH and they did not work for me.
When I launch build 4C177, and immediately open the Organizer, the repositories initially show green (as Saran noted) and histories are available. Any other operation turns them red. But the comparison view in the text editor successfully shows diffs against the repository, with revision number.
So, I conclude that the repositories are set up OK and authentication is actually working, but various source-control functionality in build 4C177 is buggy. I'd advise installing an earlier XCode 4 and waiting for the next release. I filed a bug report with Apple.
Checkout project from the command line (Terminal.app) (to be sure, I use svn which goes with Xcode in the example below, may be You have installed another svn command line from macports or sth?)
/Developer/usr/bin/svn co http://my-svn-pet-name:8080/... tmp-dir
Provide users and passes when svn asks for them.
I have been having the same issues, starting with beta_7 (previous betas of 4.2 did not exhibit the issue). I upgraded to the GM of 4.2, and still the same.
I discovered what was happening in my situation. The URL endpoints I've been used are SSL (https://my-svn/etc/etc). When I logged in via Safari to test, I was being presented with the "cert might not be valid" warning, then I continued past this and was able to enter my creds and could see the repository structure (as expected).
I initially thought that the cert being used on the server had expired, and Xcode was honoring the warning behind the scenes. Next time I tried with Safari, I chose the "View Certificate" in the warning, and saw that the cert was still fresh (2018 expiration date), but that our self-signed cert was not pointing to a Certificate Authority, and Safari was reporting that my Mac did not trust that cert. So, I chose the "Always trust" options that are presented by the dialog, and the warnings went away in Safari. The "forced trust" is established in the Mac's Keychain, so then I launched Xcode and viola, all of the associated repository entries in Organizer glowed green.
Tried everything, "Host is unreachable" all the way.
The following fixed it instantly for ME (using a https connection(!)):
Enter your repo address in Safari (only server address might work, as well).
When Safari warns you about trusting the server, "always accept" the certificate.
Restart Xcode. Done. Works.
After upgrading to Xcode 4.2, I had the same problems, red dots, and "host unreachable".
I tried the recipe from majkelx, but those dots where still red.
But then I just tried to check out the repository with the Xcode organizer instead of the command line. And suddenly it all worked!
(It may not have worked without fiddling with the Keychain, like majkelx described)
EDIT: When searching for Subversion entries in keychain, also seach for "sub", not just "svn". My passwords where in "subversion". Only my web subversion password was in "svn". Just one more hint for others who are struggling with this. I wasted more than an hour on this today. :-)
Try remove the "https://login@" from your svn address Works for me.
for http://my-svn-pet-name:8080/ try something like my-svn-pet-name:8080/
Xcode 4.2's SVN is well and truly broken.
svn from the command line works just fine, so I don't see how it can be an authentication issue -- it's just a straight bug and a demonstration of how much testing Xcode releases receive these days... The Xcode 4 series has been a lot of backwards :-(
SVN in Xcode 4.1 was almost working properly.... And now it doesn't work at all. Whee!
When you use any IP to access SVN, XCode sends local user's credentials and SVN cannot authorize user;
You just need to create an alias for your IP in hosts and use that alias in URL instead of IP. A comprehensive manual of how to make aliases you can find here. At the end my URL looked like http://svnserver:8080/svn/....
Had the same problem. The dots are green in the list of repositories but it just refuses to commit changes or update status, though compare works fine.
I opened Repositories, then on the left pane selected the project under the repository item. In the bottom-left of the window you'll have two buttons, Update and Commit. I pressed Commit there and it worked fine. However, after that it still wouldn't commit through the project (Alt+Cmd+C or through File menu). Not sure exactly what's going on.
I had the same problem using VisualSVN.
I could connect to is over HTTPS://mysvnserver:8443/ where I then was requested for a user/pass combo.
In Xcode the connection always failed. Sometimes Xcode would complain about the certificate not being issued by a trusted authority, which in my case would be correct.
The certificate is in my keychain as always trust but that didn't solve the issue.
My solution:
svn co https://mysvnserver:8443I have this same issue, with Xcode 4.2 (Build 4D199) being able to connect initially (green lights) then losing connection shortly after (red lights). But this only happens when I am connected to the same LAN as the SVN repository using a cable. If I switch to a wireless connection, Xcode is able to connect again (green lights). In all cases I am able to ping and connect to SVN using the terminal and other SVN tools. It is just Xcode that struggles. You could try going wireless or through VPN to bypass this problem.
After updating to Mac OSX Lion I find that I m unable to use Subclipse. I keep getting this error "Unable to load default SVN client"
Any ideas on how to resolve this issue?
I m using Eclipse Indigo.
Have you tried downloading SVNKit from the update site of subclipse? Go to install new software and select the subclipse update site. Select the JNA and SVNKit library. After, change the interface from javaHL to SVNkit in the Preferences->Team->SVN->SVN Interface.
For anyone receiving the error:
Incompatible JavaHL library loaded. 1.7.x or later required.
Using the latest Eclipse Indigo standard 3.7.1 and the latest Subclipse plugin from CollabNet (Collabnet Desktop 3.1.0 for Eclipse 3.5-3.7) for OS X, the problem is not the version of the Subclipse plugin files, it is the actual version of Subversion you have installed. Collabnet does not yet offer the 1.7 SVN package for OS X, you need to get it from WanDisco. This messed me up for hours.
I ran into a similar problem when I tried to re-install subclipse after installing Lion. The subversion client that subclipse uses relies on a javahl bridge which you can normally get as a community release from collab.net. The problem is that the latest version only supports 10.6 and no version yet exists for 10.7.
I solved my need to interface with a subversion repository through eclipse by switching from the subclipse plugin to the subversive plugin which does have a supported bridge. I know this doesn't exactly answer how to get subclipse working but it was an alternative that worked for me and as far as I know might be the only solution until a javahl package supporting 10.7 is available.
Open this file : sudo pico /System/Library/Core?Services/SystemVersi?on.plist change version to 10.6 wherever you see 10.7 install subversion change back to 10.7
Ilias
if you have subclipse version 1.8.x installed, you can also downgrade to 1.6.x that solved the problem for me
In the past, I have been developing in a very amateurish fashion, meaning I had a local machine where I developed and tested code and a production machine to which I copied the code when I was done. Recently I modified this slightly to where I developed locally, checked the code into SVN and then updated the production machine through SVN.
Now I would like to start a new project and improve my workflow. Ideally I had the following in mind:
Since I am not very familiar with this process, I am looking for suggestions on how to best set this idea up and the tools to use, especially when it comes to the build tools. I was looking into Ant and Phing (possibly make), but I am so new to this that I would really like to get some guidance. Are there any good tutorials or books about PHP deployment, especially for beginners? What I am especially interested in are the following topics:
I know my question might sound quite confused... I admit, I am new to this and might be a little off the target in what I really need. That's why any help is greatly appreciated.
I would suggest making your testing deployment strategy a production-ready install-script -- since you're going to need one of those anyway eventually.
A few tips that may seem obvious to some, but are worth pointing out:
config-dist.php or config-sample.conf or sample/config-mysql.php or something along those lines. Otherwise you will end up accidentally checking in a server-specific configuration file over your template.ALTER TABLE functions in sequence.Whether the files are deployed via SVN or through FTP, the install/update mechanism should be the same: get the latest files, run the update script. The updater uses the version listed in the PHP script and the version listed in the DB, and uses that knowledge to apply the appropriate DB patches in order. As for how to generate those patches, there are other questions here that you can refer to for more info.
As for the "Maintenance" page, just use the version trick mentioned above to trigger it (compare the version in the DB against the version in the PHP code). It's also useful to be able to mark a site as "down" to the public but make it visible to admins (like Joomla does), which you can trigger through database or filesystem flags.
As for automatically pulling code from SVN, I'd say you're better off with either a cron script or with commit triggers than working that into your application, since it wouldn't be relevant to end users.
This isn't exactly part of your question, but it's relevant:
If you go into distributing code intended for a wide audience, I would advise you to go with building and distributing OpenSSL-signed PHAR packages. You can distribute them over HTTP without a problem, and because they're OpenSSL-signed, you're also mitigating the risk of man-in-the-middle attacks and protecting end-users/customers/clients from someone injecting code if you want to setup an automatic or one-click update.
There's a set of tools I've contributed to in the past that work great for this, but you'll either need PHP 5.3, or you'll need PHP 5.2 with PHAR installed via PECL. https://github.com/koto/phar-util
As far as testing goes, PHPUnit is the de facto standard.
If you are interested in using Git then you should check out this build system from CodeMeme. From what you described it sounds like it would be a good fit. You can add it to any project as a submodule and with the included code you can tailor a build script that will deploy to different multiple servers in multiple environments. It uses Git to build the code for deployment but unfortunately SVN is not supported.
This is a great question with some great answers. However none of them show a simple example where merging in git works better than svn.
On the chance this question will be closed as a dup, can someone please post a short answer that just shows
A few points:
From a practical perspective, merging has traditionally been "hard" because of what I call the "big bang merge" problem. Suppose a developer has been working away on some code for a while and hasn't committed their work yet (maybe the developer is accustomed to working in Subversion against trunk, and doesn't commit unfinished code). When the developer finally commits, there is going to be a lot of changes all rolled up into one commit. For the other developers who want to merge their work with this "big bang" commit, the VCS tool isn't going to have enough information about how the first developer got to the point they committed, so you just get "here's a giant conflict in this whole function, go fix it".
On the other hand, the usual style of working with Git and other DVCS that have cheap local branches, is to commit regularly. Once you've done one bit of work that pretty much makes sense, you commit it. It doesn't have to be perfect but it should be a coherent unit of work. When you come back to merge, you still have that history of smaller commits that shows how you got from the original state to the current state. When the DVCS goes to merge this with the work of others, it has a lot more information about what changes were made when, and you end up getting smaller and fewer commits.
The point is that you can still make merging a hard problem with Git by making a single big bang commit only after you've finished something. Git encourages you to make smaller commits (by making them as painless as possible), which makes future merging easier.
I don't have concrete examples, but any kind of repeated merge is difficult, in particular so called criss-cross merge.
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Keeping the answer short - In DVCS , since you have a local source control, if something get screwed up in the merge process (which will probably happen in large merges), you can always rollback to a previous local version which has the changes you've made before merging, and then try again.
So basically you can do merge without the fear that your local changes might get damaged during the process.
We have this workflow: Development is done on dev.example.com Changes are committed to SVN, then exported to live site. Live site is at www.example.com
I want to password protect dev.example.com, but if I do it with .htaccess, we will be using the same .htaccess at live site and it will get password protected too.
We are using Dreamhost shared hosting, I have SSH access, but I can not edit Apache's configuration .conf files.
We don't want to have separate .htaccess files for dev&live and ignore .htaccess in SVN because updates are done to .htaccess as well.
So what should I do?
If mod_setenvif is enabled on the server, you could add this to your .htaccess file:
SetEnvIfNoCase ^HOST$ .+ unauthenticated
SetEnvIfNoCase ^HOST$ ^dev\.example\.com$ !unauthenticated
AuthType Basic
AuthName "Secured"
AuthUserFile /path/to/.htpasswd
Require valid-user
Order allow,deny
Allow from env=unauthenticated
Satisfy any
What this basically does is it sets an environment variable called "unauthenticated" but unsets it if the HOST (the host requested by the browser) is exactly "dev.example.com". In the Directory directive, the "satisfy any" tell Apache to allow the request if any one of the conditions are met. This means that on "dev.example.com", the environment variable won't be set and as such, you'll be required a password. For any other hosts, the variable will be set so Apache won't ask for credentials.
You could ignore .htaccess, keeping it out of your repository entirely. Then just have two different .htaccess files on each server. Because they're ignored, they won't get overwritten in the SVN update.
Do it in the Apache virtualhost configuration rather than a .htaccess file (which will usually be in /etc/apache or /etc/apache2.)
I put everything that would go into my .htaccess here instead. These settings usually need to differ per-deployment, so it makes sense to keep them outside the repo. It also makes your app a little faster if Apache can load the directives when it starts up, rather than from an .htacess file on every request.
I also usually put a directive like this in there: SetEnv APP_ENV production
Which will get passed through to your app and allow you to detect whether you're in a dev vs. production environment and adjust your settings accordingly.
I also keep a copy of this conf file checked into the assets folder of my repo for easy access.
Put two files in your repository:
Make a script which takes take care of the deploy by first doing an export of all files to the target server and then renames the correct htaccess file depending on which server it is exported to. The script should be simple to invoke and to the entire deploy in one step, including handling host names for the server etc:
deploy dev or deploy live are two good command lines to aim at.
For the ssh logon you will either have to prompt the user for the password from the script, or better, use key-based authentication so that logon is automatic.
Instead of developing on a remote server, why not develop on your local machines? You could create branches in your repo for each dev, and merge their changes with the trunk when they're ready to be pushed to the live site.
You should really keep your development and production environments as separated as possible. I would recommend you reevaluate your original desire to use a shared .htaccess file. In my experience, server files like .htaccess typically aren't updated all that often, so it won't pose a risk to productivity.
If you are using virtual hosts, you can put the authorization code in that file (httpd or vhosts configuration file), which will allow you to still use a shared .htaccess file.
@formicin,
I'm assuming that the major goal is to keep prying eyes away from your dev content.
If the logic is to be implemented in the code (and not through Apache configuration), you could use the hostname specified in the HTTP request itself.
$dev_server = "dev.mysite.com";
$hostname_used_to_access_site = $_SERVER['SERVER_NAME'];
if (strcasecmp($hostname_used_to_access_site, $dev_server) == 0) {
// The server name sent by the browser matches the name
// of the dev server, so check for a valid session. If
// the user hasn't already logged in, redirect to a
// login page.
}
This could be put into a common include file, or at the top of each page. Note that the code would be the same between dev and production, but the value of $_SERVER['SERVER_NAME'] would cause the login code to be executed only on the dev server.
Please comment if I've missed the mark, or if you'd like clarification about how to handle the login.
Thanks!
Do an import in the header of your file to pull in a file include("permission.php")
on dev.example.com: permission.php
<?PHP
// Do a password check
?>
on www.example.com: permission.php
<?PHP
// Just an empty file
?>
on the dev site it will do what needs to be done for passwording, but on the live site it will do nothing at all.
Two simple suggestions - neither require .htaccess or server configuration.
1) If you're building on a CMS framework such as Wordpress, you can simply set the privacy settings for the site (dashboard > settings) to be password protected on dev site, and since all those settings are database managed, you can just set the live site to be public.
...OR...
2) Develop locally and push to a separate password protected install.
My team is developing a new application (C#, .Net 4) that involves a repository for shared users content. We need to decide where to store it. The requirements are as follows:
I'm not sure what's best, so:
Edit
The application enables users to write validation tests that they later execute. Those tests are shared among many groups on different sites. We need versioning for the regular reasons - undo changes, sudden deletions etc. This calls for SVN.
The thing is, we also want to add the option to find all the tests that are tagged "urgent" and were executed by now, for tracking purposes.
I hope I made myself more clear now :)
Edit II
I ran into SvnQuery and it looks good, but does it have an API I can use? I'd rather use their mechanism with my own GUI.
EDIT III
My colleague strongly supports using only a database and forget file based storage. He claims it is better for persistence (which is needed - a test is more than the list of commands to execute). I'd appreciate inputs on this issue, as I think it should be possible to do it this way or the other.
Thanks!
Firstly, consider using GIT rather than SVN. It's much faster, and I suspect it's more appropriate in your use-case: it's designed to be distributed, meaning your users will be able to use it without an internet access, and you won't have any overhead related to communicating with the server when saving documents.
Other than that, I'm not making full sense of your question but it seems like the gist of it might be better rephrased like so: "Can I do tag-based searches/access restriction onto my version control system, or do I need to create a layer on top to do so?"
If so, the answer is that you need a layer on top. Some exist already, both web-based (e.g., Trac) and desktop-based (e.g. GitX). They won't necessarily implement exactly what you need but they can be a good starting point to do what you're seeking.
You could use SVN.
There's some great APIs for working with SVN, probably the most accessible is SharpSVN which gives you a .net assembly, but there's Python and C and all sorts available.
As mentioned, there are web tools which sit on top of SVN to provide a view into it, there's Trac, and Redmine and several repo-viewers like webSVN, so there's plenty of sample code to use to cook up your own.
Would you use a DVCS like git or mercurial? I woulnd't. Though these have good mechanisms in themselves, it doesn't sound like they're what tyou're after. These allow people to work on their own and share with others on a peer-to-peer basis (though you can set a 'central' repo and work with that as everyone's peer). They do not work in a centralised, shared way. For example, if you and I both edit a test case locally andthen push to the central repo, we might have issues merging. We will have issues merging if the file is a binary or otherwise non-mergable file. In this case you have a problem with losing one person's changes. That's one, main reason for not using a DVCS in your case.
If you're trying to get shared tests together, have you looked at some apps that already do this. I noticed TestRail recently that sounds like what you're trying to do. It's not free (alas) but it's cheap.
I use Cornerstone for managing my Subversion repositories, so I don't need Xcode's integration, and I'm noticing Xcode is dumping loads of SVN-related output into my console (it recognises that my project is a local SVN copy)...
In particular, there are loads of ERROR: Your working copy returned an SVN status of "external" that we don't handle (yet) messages due to my svn:externals.
This has to be slowing the IDE down - does anyone know of any way to disable the SVN integration in Xcode 4?
Right! This seems to stop it for good - simply rename the extension on following package to something other than .ideplugin:
/Developer/Library/Xcode/PrivatePlugIns/IDESubversion.ideplugin
Tip o' the hat to: Remove git from project in Xcode 4
Try this:
Unfortunately, it seems that you have to do this every time you restart Xcode.
As a workaround you can block outgoing connections to your svn host with Little Snitch.
I'm not in front of my XCode IDE, but try this:
This should, at the very least, get rid of your console statements.
xCode 4 started to hang on any project under svn control. I use a remote repository which is accessible and works just fine from a command line. The only work around I was able to find is to kill local svn and checkout the whole project again. That seems to work for a bit but then the same problem shows up: xCode just hangs solid a few seconds after I start it. I would really appreciate any help to resolve this... Can't do anything :(
Please and thanks.
Log shows the following:
3/22/11 9:53:22 AM Xcode[3295] [?T] ASSERTION FAILURE in /SourceCache/IDEFoundation/IDEFoundation-284/Framework/Classes/Model/SourceControl/IDESourceControlTree.m:2548
Details: (addedItem) should not be nil.
Object: <IDESourceControlWorkingTree: 0x201bf59a0>
Method: -mergeStatusOperationResults:forLocalStatusOnly:
Thread: <NSThread: 0x201bbb320>{name = (null), num = 13}
Hints: None
3/22/11 9:53:22 AM Xcode[3295] [?T]
Backtrace:
0 0x0000000100949843 -[IDEAssertionHandler handleFailureInMethod:object:fileName:lineNumber:messageFormat:arguments:] (in IDEKit)
1 0x000000010006d484 _DVTAssertionFailureHandler (in DVTFoundation)
2 0x000000010055f071 __78-[IDESourceControlWorkingTree mergeStatusOperationResults:forLocalStatusOnly:]_block_invoke_0 (in IDEFoundation)
3 0x00000001000060cc __38-[DVTDispatchLock performLockedBlock:]_block_invoke_0 (in DVTFoundation)
4 0x00007fff87da14db dispatch_barrier_sync_f (in libSystem.B.dylib)
5 0x0000000100006073 -[DVTDispatchLock performLockedBlock:] (in DVTFoundation)
6 0x000000010055db83 -[IDESourceControlWorkingTree mergeStatusOperationResults:forLocalStatusOnly:] (in IDEFoundation)
7 0x00000001005dcd0c __77-[IDESourceControlWorkingTree updateLocalStatusForDirectory:completionBlock:]_block_invoke_01137 (in IDEFoundation)
8 0x00007fff87da8284 _dispatch_call_block_and_release (in libSystem.B.dylib)
9 0x00007fff87d86df2 _dispatch_queue_drain (in libSystem.B.dylib)
10 0x00007fff87d86c54 _dispatch_queue_invoke (in libSystem.B.dylib)
11 0x00007fff87d867fe _dispatch_worker_thread2 (in libSystem.B.dylib)
12 0x00007fff87d86128 _pthread_wqthread (in libSystem.B.dylib)
13 0x00007fff87d85fc5 start_wqthread (in libSystem.B.dylib)
Deleting if from "Organizer -> Repositories" does help.
Renaming my working directory also worked for me. It is a pain but i just rename it back when I need to do a check-in. Also note, that I updated to xcode 4.0.2 this morning and it has the same problem.
I do have the same problem and can workaround temporarily by renaming the local working directory on my MAC.
I had the same problem. Every time I tried to open a project in XCode 4.0.2 GA, I'd get the beach ball and eventually the stack trace above. My subversion repository is on a remote host that I am connecting to over ssh. When I looked at the repositories under Window > Organizer the repository in question was in 'yellow' status. XCode seemed to be stuck trying to check out the code.
I did two things
1) Set up key authorization instead of password. This didn't do much.
2) I removed the svn repository on the remote host. On my local host I found all of the the .svn directories
find . -name '.svn' -print
and deleted them. Then I updated the global ignore list in the ~./subversion/config directory to look like
global-ignores = *.o *.lo .la ## .*.rej .rej .~ ~ .# .DS_Store *.mode1v3 *.pbxuser build xcuserdata
It was freezing on the xcuserdata directory.
Then I recreated the subversion repository on the remote host and reimported the project from my local host.
Now it seems to work!
I am not sure the impact this will have on multiple users editing the project. I am using svn to keep the project sync'd among my own machines.
Hope this helps, rdp
I had multiple checkouts from same repo, deleting duplicates solved my problem.
Try reverting to the GM version of XCode 4, if you have a copy of it.
I have reverted and my projects seem to be working 100%.
I'm trying to use git on top of an older subversion repository. We have multiple users working on the new git remote (origin/master) which is a git svn clone of the older repo. The problem is when we do a git svn dcommit to push changes from the new git repo to the old subversion repo, the commiter's username is lost and instead is replaced by the git svn clone'd user's information. Is there a way to preserve the commiter's info into the subversion upon a dcommit?
You can use git-svn with --add-author-from and --use-log-author. The former represents the git author in a From: line in the commit message, the latter does the reverse transformation.
That said, repository formats matter, and the subversion repository format is poorer than the git one. It doesn't support merging well, or committers vs authors or commit times distinct from push times. git-svn is OK to get the git ui locally, but it can't do much about the data model. Hopefully you'll be able to migrate to a git repository, possibly with an svn frontend (right now there is git-svnserver and github's closed source option).
Require everyone to use a "signed-off-by" or some other way of including their username in the message of every commit. It's a pretty ugly solution, but AFAIK the only thing you can do without hacking the git-svn source.
Github to the rescue as usual! Their quick overview of git svn goes into user mapping: http://help.github.com/svn-importing/
Basically, you create a file that contains the mappings you want.
You've created a recipe for frustration, but if I change the requirement a little bit:
You can go for Github entirely (if your organization allows it). Github provides an svn interface too. Maintaining two repositories one of which is svn is definitely not the way to go; git-svn is a workaround, not a solution.
Hey guys, I've been trying to connect to an https assembla svn repository with the new xcode 4 IDE for an iPhone project I'm working on. I was able to connect just fine with the last version of xcode (3?), and with other svn apps. I'm using the same repo address and credentials, so I'm baffled as to why this doesn't work.
I also tried loading in a working copy of the repo, and it cannot connect either.
The one error message that comes up is "Unable to load revisions"
Any tips?
There are a lot of links, but no solution posted directly here, so I'll do it.
The reason Xcode4 does this is that it tries to log you into the SVN server with your mac credentials. When that fails, it basically just hangs and fails. The best solution I've seen so far is this:
open a terminal
If you don't have the project out do this:
>svn checkout SERVER_PATH FOLDER_PATH_TO_PUT_THE_PROJECT
It will then ask you for password for the mac username, you just write anything or nothing and press enter.
it will then fail and ask you for a username. Enter the correct one and then the password when it asks.
The project will be checked out, but you can just close the terminal window and delete the folder again if you want. Xcode4 will now connect without a hitch. :)
This helps me with same issue
See this post: xcode 4 with subversion SVN server?Tips TYVM InteractiveWebs! Xcode4 and SVN are playing nicely together once again.
Solution found! I followed the instructions on the page, and it cleared up all my issues: http://plainoldstan.blogspot.com/2011/03/xcode-4svn-could-not-authenticate-to.html
Essentially, it seems that Subversion or Xcode was caching a wrong username/password combo.
I experienced the same problem when opening a project I had previously checked out using another SVN client (Versions). So I fired up Wireshark to look at the SVN traffic and saw that it was an HTTP authentication problem.
I opened up the Xcode Organizer window (Shift-?-2) and deleted the autogenerated repository bookmarks. Then I added my own fresh bookmark. That fixed it.
You could also try deleting the repository bookmark in the organizer and just reopen the project. That seemed to work for another of my projects. It asked me for my password and everything started working.
And don't forget to tell the organizer the paths to trunk, branches and tags. It can't guess those from a local checkout, and setting them up will enable you to do branching, merging and tagging from within Xcode 4.
It is probably worth noting that Xcode 4 crashed on me about 5 times during this process. I think it is still early days for the new and improved SCM integration. So good luck!
I resolved this issue simply replacing the IP address with the NetBios name. Hope it helps!
Gratz
I had a similar problem; was working in XCode 3 blah blah...
I followed all the instructions here and here but still it was hanging.
The problem was that my svn username and my mac OS username and password were the same. Once I'd changed the name of my svn user it worked!
Hope this prevents anyone else spending a day's work on this
There is another change in xcode 4 that can contribute to svn connectivity problems and that is that the name lookup for host names only uses a dns lookup and will not see any hosts in the /etc/host file. This impacts more than svn connectivity. An example is in the iphone simulator if you are attempting to connect to a local (not in dns but in the /etc/host file) system you will not be able to see it. This would imply that issues around name lookup would impact other areas like git ? The workaround is very gross you must use ip addresses in the URI. Unfortunately the xcode team decided it would be unimportant to surface this information either in the docs or in some type of error log or message. A simple test is if you can ping the host but nslookup cannot find it then xcode will also not be able to see it.
I am currently deep into Git before ever mastering SVN. Its my first serious source control management system learning experience. I wonder about the opportunity-cost of not learning (or even de-learning what little I learned about) SVN. Is there something that I need to watch out for ? Are there things that are just not doable or prohibitively hard in git as compared to SVN ?
Git can not svn lock documents, so that someone could prevent others from editing a non-auto-mergeable entity (such as Word or Excel file).
Git can't check out a subtree and use that as though it was a complete repository.
For example, with Subversion you can check out the directory "trunk" and use that as if it was a repository. You can also check out "branches/feature1" and use that. With Git it's only possible to check out the root directory (although with recent versions you can do a sparse checkout which doesn't download all files, you still have to check out the root though). In Git you would use branches instead of checking out subtrees.
I think that one of the few use cases where you might prefer to use Subversion instead of git is if you're trying to manage a very large repository of binary media where people mostly only want the most recent version. e.g. say you're developing a game, and the artists need to track revisions of all the artwork, but the entire history of the repository would be huge (100s of gigabytes)
To be fair to git, this is a use case that's very far from what it was designed to do (manage source code repositories) and there are various workarounds or extensions that might help if you really want to use git for that, e.g.:
... but it's still an area where one would probably prefer SVN. There's an brief presentation on this subject from a GitTogether a couple of years ago.
I would say that you can do almost everything that matters in git and even more than subversion enables you to do. That should not be your worry. However both are popular and deserve your attention especially if you are in opensource programming.
I would however consider git to be harder to learn but once you got the hang of it people are usually addicted and find other SCMs inferior. The distributed support for git is excellent (there are others as well, but git is probably the most widespread) which happens to be useful for a bunch of other tasks than managing source code alone. git can be considered a ZIP-utility on steroids and can be quickly deployed to track general filesystem changes and to replicate changes between hosts in an efficient manner.
On windows there are some issues with git:
But I would consider things that git has and SVN does not. Not having excplicit support for branches in SVN is a major issue - the git implementation is very nice and lets you branch without even thinking of branches. Being able to work offline is a major treat as well.
For us the most important feature of SVN ist the ability to repositoy-wide lock files. Since we work with binyary and unmergeable CAD files the merge-based workflow of any DVCS doesn't work here.
This Wiki has a nice comparison: https://git.wiki.kernel.org/index.php/GitSvnComparison
Summarized
Git can't store empty directories. Arguably, this is an advantage, but it is one thing that git can't do but svn can.
With Git's distributed nature, there is no single place (server) where you/sysadmin can backup the entire code base. Each node must take their own backups or merge daily to a node which takes daily backups.
The need to push local changes to a backed up remote is exactly equal to the need for a Subversion user to commit their changes. The only difference is the terminology. Git actually is superior to Subversion as, if needed, you can rebuild the "remote" from one or more local copies very easily.
Before it comes up, I've already looked at several threads on this topic, including these:
I'm looking at switching to Mercurial (from Subversion) for our development group. Before I do so I'm doing the usual pros / cons list.
One of my "pros" is that merging is superior in Mercurial, but so far I'm failing to find compelling evidence of that. Namely, there is a statement made on HgInit.com that I've been unable to verify:
For example, if I change a function a little bit, and then move it somewhere else, Subversion doesn?t really remember those steps, so when it comes time to merge, it might think that a new function just showed up out of the blue. Whereas Mercurial will remember those things separately: function changed, function moved, which means that if you also changed that function a little bit, it is much more likely that Mercurial will successfully merge our changes.
This would be extremely compelling functionality, but as far as I can tell, it's just hot air. I've been unable to verify the above statement.
I created a Mercurial repository, did a Hello World and then cloned it. In one I modified the function, committed it and then moved it, and then committed it. In the other I simply added another output line in the function and committed.
When I merge, I get basically the same merge conflict I would get using Subversion.
I get that mercurial can track file renames better and that there are other advantages to DVCS besides merging, but I'm interested in this example. Is Joel Spolsky off-base here, or am I missing something?
I'm not experienced in this area, but it does seem like since Mercurial keeps more information that it could, in theory, do better at merging (if developers also did frequent checkins). For example, I see it as feasible for Mercurial to get contextual changes from comparing multiple changes, e.g., I modify a function, check in, move the function, check in, and Mercurial associates those two pieces.
However, Mercurial's merging doesn't seem to actually take advantage of the added information, and appears to be operate the same way as Subversion. Is this correct?
As far as I know, anyone who says Mercurial tracks moving code around in less than file-sized chunks is just wrong. It does track file renames independently from code changes, so if Dave renames a file and Helen changes something in the file, it can automerge that, but as far as I know, Subversion can do that too! (CVS can't.)
But there is a way in which Mercurial's merge logic is dramatically better than Subversion's: it remembers conflict resolutions. Consider this history graph:
base ---> HELEN1 ---> merge1 --> HELEN2 -> merge2
\--> DAVE1 ---/ /
\--> DAVE2 ---------/
Helen and Dave made changes independently. Helen pulled Dave's tree and merged, then made another change on top of that. Meantime, Dave went on coding without bothering to pull from Helen. Then Helen pulled Dave's tree again. (Maybe Dave is working on the main development trunk, and Helen's off on a feature branch, but she wants to sync up with trunk changes periodically.) When constructing "merge2", Mercurial would remember all of the conflict resolutions done in "merge1" and only show Helen new conflicts, but Subversion would make Helen do the merge all over again from scratch. (There are ways you can avoid having to do that with Subversion, but they all involve extra manual steps. Mercurial handles it for you.)
For more information, read about the mark-merge algorithm which was developed for Monotone and AFAIK is now used by both Mercurial and Git.
AFAIK, SVN does all its merging internally - the merge tools are there only for cases where there's a conflict as (obviously) it needs to tell you about it and get you to fix it.
The non-conflicting cases are based around applying patches - ie, svn will take the changes you made in a revision, and will apply those to the target. Recent versions of SVN (since 1.5) remember the merges you did previously, storing this information in a property associated with the directory. 1.6 does a much better job of handling these properties compared to 1.5.
SVN does not merge by comparing 2 trees and diffing them - see the book - except when the trees to merge are not related, only then it'll perform a diff-type merge operation (or you specify the --ignore-ancestry option). Here's a brief description of what happens. You can see this when you merge past conflicts - once you've resolved a tricky revision merge, svn remembers which revisions were merged and will apply those changes again. you can prove this by trying it - branch, edit 2 files, merge to get a conflict. Edit the branched file only on the same line, then merge - it'll pop a conflict even though the target file hasn't changed, but because the merge is applying a change to a line that's been changed from what the branched file expected (ie just like patch which shows what it thinks the line its going to change should have been). In practice you don't see this as you don't tend to repeatedly reject your merge changes.
However, SVN does a poor job with renamed files as it tracks them as delete+add operations. Other SCMs do a better job - but even they cannot really tell if a file is renamed, or is deleted and added, especially when that file is modified as well. Git uses some heuristics to try and determine this, but I can't see it guarantees success. Until we have a SCM that hooks into the filesystem, I think this will remain the case.
Two things:
Mercurial does have internal code to do merges and it will only call out to an external merge tool if the internal "pre-merge" fails.
You link to the HG Book and it says that there is no built-in tool for handling conflicts (not the same as no built-in merge) and the Mercurial wiki where it is stated that Mercurial will try to do merges internally before calling external programs.
You link to a question where my answer gives an explicit case where Mercurials succeeds and Subversion fails in a merge. This is an out-of-the-box comparison using the internal merge code in both Mercurial and Subversion.
mark@mark-ubuntu:~/myproject$ svn stat
? runserver.sh
? media/images/icons
? apps/autocomplete
mark@mark-ubuntu:~/myproject$ svn add apps/autocomplete
svn: warning: 'apps/autocomplete' is already under version control
svn stat says its not under version control, so I try to add it, and then it tells me it is. When I do an svn ci, it doesn't get comitted, and doesn't show up when I try to browse to repository online.
How do I get it to commit?
Copy problematic folder into some backup directory and remove it from your SVN working directory. Remember to delete all .svn hidden directories from the copied folder.
Now update your project, clean-up and commit what has left. Now move your folder back to working directory, add it and commit. Most of the time this workaround works, it seems that basically SVN got confused...
Have you tried performing an svn cleanup?
Check for a directory 'apps/autocomplete/.svn'. Move it somewhere safe (in case you need to restore it because this did not work) and see if that fixes the problem.
I had a similar-looking problem after adding a directory tree which contained .svn directories (because it was an svn:external in its source environment): svn status told me "?", but when trying to add it, it was "already under version control".
Since no other versioned directories were present, I did
find . -mindepth 2 -name '.svn' -exec rm -rf '{}' \;
to remove the wrong .svn directories; after doing this, I was able to add the new directory.
Note:
Mark's .svn delete worked for me:
rm -rf troublesome_folder/.svn
svn add troublesome_folder
svn commit
Before Mark's solution I tried jwir3's (no joy):
svn cleanup
svn cleanup *
svn cleanup troublesome_folder
svn add --force troublesome_folder
svn commit
I have been developing with magento for a while now and hints are starting to make sense and become much more deliberate Nd organised. One aspect though still seems quite messy - moving a site from development to production.
Can anyone offer some good processes for this - up to now I have simply been exporting/importing the the development database, copying source files over, clearing out test orders, customers etc then changing base urls, htaccess files etc.
It all seems a bit messy and error prone. Do any of the more experienced magento developers have a good process in place for this task that they could share.
My process is usually managed around a source control repository (SVN in my case), which makes things much easier (or possible, really...). The idea is to keep everything possible in the repo and use SVN updates and tags to publish changes.
local.xml: I move this file in SVN to local.xml.dist and ignore the actual local.xml file in the repo. This lets you use different database credentials and hosts on your installations without polluting the codebase.
other ignores: Check out this question for more files that should be ignored in the database. Basically, anything unique to the environment should be kept out of version control and handled on the actual host. Your .htaccess files will be relevant here.
host setup: My staging environment and dev environments are set to run off of /trunk from the repository. Development occurs here, and can be pushed to stage periodically (or on demand) via svn up to show new features to the client and do UAT. The production environment needs some protection from the Wild West of trunk, though, so that environment runs off of tags. Whenever a feature set is ready to go out, I create a new tag from trunk and do an svn switch to move to the new code set. Doing things this way also gives me an easy undo for production (switch back to the last tag). Thus I have removed all manual file pushes from my life, which is good.
An even better system (which I've had no need for yet) would be to use svn export to create a complete copy of the code tree on the production system, and use ln to switch between them. Something like this:
> cd /home/apacheuser
> ls -l
www -> /home/apacheuser/tag_1.0.1
tag_1.0.1
> svn export /url/for/repo/tags/1.0.2 tag_1.0.2
... svn exports here ...
> rm www; ln -s /home/apacheuser/tag_1.0.2 www
That way, version changes are instantaneous.
db sync back from production: To allow me to work on production-ish data, I have a cron-job set up to dump the production database and import it into staging. While this is happening, the script will remove sensitive customer data (and change customer email addresses so that all emails go to me). It will also change credit card gateway settings to a test gateway and change the base_url parameters so that the staging site URLs work properly.
new development: You may notice here that different environments run off of roughly the same codebase (minus any new changes), which may seem troublesome to you from what you've noted about database changes etc.
The only way to manage this complexity (and the right way, at the same time!) is to make sure that the code itself keeps track of necessary changes to the environment. Magento supports automatic module version upgrades, including database scripts, which you should use to make schema changes, etc. This means that, as you deploy new code to staging/production (or as you get it from another developer in your dev environment), all database patches are applied automatically.
This also means that you need to write new functionality to be as non-destructive as possible. Magento themes, disabled modules and such can be used to make this a reality. For example, when creating a new theme for the site, make sure not to modify any of the core behavior, and keep all new assets in a theme that will be inert on production until deployed.
more developers: This setup is based around a relatively small number of developers on a project. There is an implicit assumption that, when you want to tag a new release, you can get trunk into a working state to do so. With more developers, this will be the case less and less, so a more complex repo setup is necessary. If I run into that, my plan is to move over to using git instead of SVN and to use feature branches for new development.
Let me know if any of that was unclear. Hope that helps!
Thanks, Joe
Now that I'm using NuGet to add/update my required references, is it possible to only add packages.config to source control and have the .dlls added at build time?
Normally, like described in this related question, I store third party dependencies in a folder under the solution root and check them in to source control.
We're currently not using any custom build tools or scripts: just VisualStudio's default build with the .sln file.
You can't right now but we're looking into it. See http://nuget.codeplex.com/workitem/165
You can using the latest Nuget.exe version, more on that in this post: http://blog.davidebbo.com/2011/03/using-nuget-without-committing-packages.html
I'm trying to install SVN client on Eclipse Helios, I've installed all SVN modules from Collaboration node (in updates), now after restart I can choose a connector 'Subversive Connector Discovery' form appears. but whatever i choose and press 'finish', i've got 'Problems occurred, while performing operation: Operation Details See error log for details'
What happened? where is the log for this operation ?
I found that the version tied with the Helios release broke with the December 3rd release of the connectors that are separately released due to licensing. If you turn on the Early Access update site in your "available software sites", it should update the main Subversive to at least 0.7.9.I20101203-1700 which will solve the problems.
If you want to manually add the update site, the URL for http://download.eclipse.org/technology/subversive/0.7/update-site/
It should already be in your site list but disabled. Just enable it, run an update and update the main subversive package and connectors package. Upon restart, you should be able to update the JavaHL and/or SVNkit component.
I've found log in
!ENTRY org.eclipse.team.svn.core.svnnature 4 0 2010-12-14 23:58:47.156 (...) Contains: Missing requirement: SVNKit 1.3.3 Implementation (Optional) 2.2.2.I20101203-1700 (org.polarion.eclipse.team.svn.connector.svnkit16.feature.group 2.2.2.I20101203-1700) requires 'org.eclipse.team.svn.feature.group [0.7.9.I20101001-1700,1.0.0)' but it could not be found
I've updated this component (from incubation branch in updating service (that's why it wasn't updated automatically). then, eclipse stopped working (it just won't start, i had to update jdk from 1.6.0_17 to 1.6.0_21 and now everything is working ;)
Rather than try to figure out why Subversive and its 2-step installation process doesn't work, I recommend just using Subclipse. It's simpler to setup and provides the same functionality.
If you are attached to using Subversive, since its connectory discovery is clearly not working - just add the polarion update site (details here) for the svn connectors and install them that way.
Did what Aaron D (#2) suggested, but problems still persisted.
Now I got Subclipse installed. I don't think I will be bothered with subversive again.
As Aaron in #2 suggested you have to update the subversive plugin.
I tried to
"If you want to manually add the update site, the URL for http://download.eclipse.org/technology/subversive/0.7/update-site/"
but eclipse complained that this was a duplicate of a site. So I checked the Available Sites and way down in the list I found the entry -> put a tick in the box and enable it.
Afterwards click on Check for Updates and it will find an updated version of the subversive plugin. Update and afterwards you should be able to install the new svn connectors. (The new screen only presented about 4 connectors compared to the usual 8-10 I saw in earlier versions)
That's how I could solve the problem with the connector not installing.
this link http://www.dingobytes.com/tutorial/subversion-install-for-eclipse-helios-3-6 has the ultimate answer.
in brief:
In order to resolve this you need to enable a subversive repository. Go to Help > Install New Software and then click the ?Available Software Sites? link. In the window, you will get a list of available software. Scrolldown the list and look for http://download.eclipse.org/technology/subversive/0.7/update-site/. Select it and then click the ?Enable? button and the click ?OK?.
PLEASE NOTE: enable the site, not simply add it!!!
when i do a ?svn status .?, i get this:
! C auto-complete-config.elc
> local edit, incoming delete upon update
! + C auto-complete.elc
> local edit, incoming delete upon update
! + C popup.elc
> local edit, incoming delete upon update
! + C fuzzy.elc
> local edit, incoming delete upon update
basically, these files shouldn't be in the repository. A developer has removed them. Then, i think i did a ?svn rm ...? after the fact by mistake (should've done ?svn update .? instead).
So now, when i do ?svn status .?, i get these tree conflict messages.
I found the doc here http://tortoisesvn.net/docs/release/TortoiseSVN_en/tsvn-dug-conflicts.html but not sure how to ?merge? it according to the doc.
how to get rid of them?
i think my working copy is in sync with the repository. Don't know why these messages shows. These files should be removed and are removed as far as i know everywhere. I tried ?svn update .? and ?svn revert .? but i still get this message when i do ?svn status .?.
Short version:
$ svn st
! + C foo
> local edit, incoming delete upon update
! + C bar
> local edit, incoming delete upon update
$ touch foo bar
$ svn revert foo bar
$ rm foo bar
Long version:
This happens when you edit a file, while someone else deleted the file and commited first. Now you have a conflict. Realising that deleting the file is the right thing to do, you delete the file from your working copy. Instead of being content, svn now complains that the local files are missing, in addition to the conflicting update which ultimately wants to see the files deleted. Good work, svn.
Should svn resolve not work, for whatever reason, you can do the following:
Initial situation: Local files are missing, update is conflicting.
$ svn st
! + C foo
> local edit, incoming delete upon update
! + C bar
> local edit, incoming delete upon update
Recreate the conflicting files:
$ touch foo bar
New situation: Local files to be added to the repository (yeah right, svn, whatever you say), update still conflicting.
$ svn st
A + C foo
> local edit, incoming delete upon update
A + C bar
> local edit, incoming delete upon update
Revert the files to the state svn likes them (that means deleted):
$ svn revert foo bar
New situation: Local files not known to svn, update no longer conflicting.
$ svn st
? foo
? bar
Now we can delete the files:
$ rm foo bar
svn no longer complains:
$ svn st
Done.
Note: the same procedure also work for the following situation:
$ svn st
! C foo
> local delete, incoming delete upon update
! C bar
> local delete, incoming delete upon update
Try to resolve the conflict using
svn resolve --accept=working PATH
I just got this same issue and I found that
$ svn revert foo bar
solved the problem.
svn resolve did not work for me:
$ svn st
! + C foo
> local edit, incoming delete upon update
! + C bar
> local edit, incoming delete upon update
$ svn resolve --accept working
svn: Try 'svn help' for more info
svn: Not enough arguments provided
$ svn resolve --accept working .
$ svn st
! + C foo
> local edit, incoming delete upon update
! + C bar
> local edit, incoming delete upon update
$ svn resolve --accept working foo
Resolved conflicted state of 'foo'
$ svn st
! + foo
! + C bar
> local edit, incoming delete upon update
If you haven't made any changes inside the conflicted directory, you can also rm -rf conflicts_in_here/ and then svn up. This worked for me at least.
I'm looking to hear some best practices...
Assuming a web application that interacts with a few different production servers (databases, etc.)... should the configuration files that include database passwords be stored in source control (e.g., git, svn)?
If not, what's the best way to keep track of server database (or other related) passwords that your application needs access to?
Edit: added a bounty to encourage more discussion and to hear what more people consider best practice.
Leaving aside the point that passwords should never be stored anywhere (other than someone's cranium or a locked vault accessible only to the CEO, CFO and CIO (and needing all three keys at once)), you should store everything into source control that's required to build your product.
That means not just your source, but even the specifications for the build machines, compiler options, the compilers themselves and so on.
If we could find a way to check in the physical hardware, we'd do that too :-)
Everything that can be reproduced by the build process itself does not necessarily have to go under source control but some shops will do that for their executables, generated docs and so on, just so that they can quickly get a specific release out for installation.
Passwords should not be stored in source control. At all. Ever. See How to keep secrets secret
Passwords, servernames, etc. are part of the deployment configuration as performed by the server administrator. It is essential to document this procedure and place the documented procedure under control.
Alternatively the deployment configuration could be performed by a script that the sysadmin would run to perform the configuration, and during the script execution it would ask the sysadmin to provide the required information. Again this script must be kept in version control.
Everything else, apart from server configuration must be in source control.
Storing server configuration in source control is generally a bad idea because it gets in the way of deployments and can cause small disasters (e.g. when someone doesn't realise that their test version deployed from source control is communicating with a live service).
Always keep these configuration files outside of the webroot.
Trusted connections may be an option, allowing known IP addresses to connect to services by configuration of that service..
In general, I agree with paxdiablo: put everything you possibly can under source control. That includes production configuration files with database credentials.
Think about the situation where your server crashes, the backups turn out to be bad and you need to get that server back up. I think you and your customer (or boss) would definitely agree that having everything needed to deploy the site in source control is a big plus.
If you want to build easily deployable packages from your sources using continuous integration (another best practice) you'll have to put the configuration files under source control.
Also consider that in most cases the devs that have source control access cannot access the production database server directly. The production passwords are useless to them.
If the wrong people gained access to your sources, they still need to gain access to the production server in order to do harm with the passwords. So, if your production environment is properly protected, the security risks of passwords in source control are very limited.
There's no single "silver bullet" answer here and it would all greatly depend on details.
First of all, I consider best practice to separate all source code from configuration in separate repository. So, source code remains source code, but it's installation or deployment (with configuration, passwords, etc) is the whole other thing. This way you'll firmly separate developers' tasks from sysadmins' tasks and can ultimately build 2 distinct teams doing what's they're good at.
When you have separate source code repository + deployment repository, your best next bet is considering deployment options. Best way I see here is using deployment procedures typical for a chosen OS (i.e. building autonomous packages for a chosen OS the way that OS's maintainers do).
For example, Red Hat or Debian packaging procedures usually mean grabbing a tarball of software from external site (that would be exporting sources from your source code VCS), unpacking it, compiling and preparing packages ready for deployment. Deployment itself should ideally mean just doing a quick & simple command that would install the packages, such as rpm -U package.rpm, dpkg --install package.deb or apt-get dist-upgrade (given that your built packages go to a repository where apt-get would be able to find them).
Obviously, to get it working this way, you'll have to supply all configuration files for all components of a system in a fully working state, including all addresses and credentials.
To get more concise, let's consider a typical "small service" situation: one PHP application deployed across n application servers running apache / mod_php, accessing m MySQL servers. All these servers (or virtual containers, that doesn't really matter) reside in a protected private network. To make this example easier, let's assume that all real internet connectivity is fronted by a cluster of k http accelerators / reverse proxies (such as nginx / lighttpd / apache) which have very easy configuration (just internal IPs to forward to).
What do we have for them to be connected and fully working?
Note that there are 2 different "types" of information here: IPs/hostnames is something fixed, you'd likely want to assign them once and for all. Logins & passwords (and even database names), on the other hand, are purely for connectivity purposes here - to make sure for MySQL that it's really our PHP application connecting to it. So, my recommendations here would be splitting these 2 "types":
The last and the toughest question remains here: how to create deployment packages? There are multiple techniques available, 2 main ways are:
For an example above, I'd create packages like:
my-application-php - which would depend on mod_php, apache and would include generated file like /etc/my-php-application/config.inc.php that will include MySQL database IPs/hostnames and login / password generated as md5(current source code revision + salt). This package would be installed on every of n application servers. Ideally, it should be able install on a cleanly installed OS and make a fully working application cluster node without any manual activity.my-application-mysql - which would depend on MySQL-server and would include post-install script that: /etc/my-php-application/config.inc.php, using md5 algorithm)Ultimately, it should bring the benefit of upgrading your deployment using single command like generate-packages && ssh-all apt-get dist-upgrade. Also, you do not store inter-applications passwords anywhere and they get regenerated on every update.
This fairly simple example illustrates a lot of methods you can employ here - but, ultimately, it's up to you to decide which solution is better here and which one is overkill. If you'll put more details here or as a separate question, I'll gladly try to get into details.
I think this question is more about information ownership, trust and organization. You should ask yourself, what part of your organization would you trust to keep your system passwords safe from disclosure and misuse?
I've been in organizations where they were kept by the people responsible for the business. In others they've been delegated to the operations team that also owned the processes around creation and usage etc.
The most important thing is that it is clearly defined in your organization who should have access to system passwords. After that you can decide on appropriate technical solutions for protecting the passwords.
No. Production password should be configured directly on the server. You should create a deployment instructions for the deployment team/person to change the right properties file during deployment.
I found that using a build script (Phing in my case) was the best way to input passwords.
In my Subversion repos for PHP, configuration files that contain passwords are checked in as config.php.sample with hints to what has to be provided and scripts relying require a config.php to be present at the same location.
The repository is configured to ignore config.php for that directory to avoid "accidental" adds or check-ins.
Sample configurations file, sure, I would put them under version control. But usually not with realworld access data such as server addresses or passwords. More somethinglike
I would always exclude vital config files that contain passwords or other access details (like for databases), it's purely best practice. Plus on top of that source- and version-control serves usually more than one user and not all of them work with the same database details or even with the same server config (domains etc) and for this purpose config files should stay excluded fromt he whole lot.
Problems with passwords in source code:
What I have found works the best is having a config checked in that uses mixture sane defaults and placeholders for deployment specific data. Our apps always look for a system config which allows the override of any variable. This allows the production machine to have a config appropriate for it's deployment.
Note: When I function as an admin I always manage configs separately from code (for good reason).
I've read through many of the questions here on SO relating to this issue, but I can't really find any good advice that fits our situation. I inherited this work flow, and I'm trying to make it better.
Our setup
Our Work flow
svn log calls to look for upstream dependencies). Our problems
svn status -u will show us which files are not up to date, but that's generally not a clear picture of features.What I know
Upstream Dependency Example
svn update file1 file2 file3.Multi-site Structure Information
I'm sure there are some other people out there that have struggled with similar issues, and I'm hoping to get some insight from you smart people on the Internet. Please feel free to ask questions if something I said seems clear as mud!
OK, a couple of thoughts:
For this kind of workflow, you would do MUCH better with an SCM with a stream model, like Accurev or ClearCase. In a stream model, the work flows from each developer's streams to integration streams, then to QA streams, then to release streams (or whatever works best). Only the work ready to advance to the next stage gets moved up, and integration can be done with those bundles of work alone.
As deceze said, you need to break things up more modularly, but you also need to combine it with a localization system where client-specific functionality can override specific parts of the code. One way I've done that in PHP is by implementing a PHP file import wrapper that first looks for a client-specific version of a PHP file, and if it doesn't exist, load the generic one instead.
function importModule($module, $clientId){
if(is_file("${clientRootDir}/${clientId}/${module}.php")) {
import("${clientRootDir}/${clientId}/${module}.php");
} else {
import("${defaultRootDir}/${module}.php");
}
}
Using that technique, you can gracefully overwrite parts of the way the website works for just that client, and the person working on that functionality for that client is working in a completely different file so they don't bump into each other. I'm not sure if you're already doing this and that's what you call your "Location model"
Lastly, with this many different "virtual websites" to test, you would benefit immensely with adding automated unit testing (a la PHPUnit) combined with continuous integration to automatically kick off tests when software works its way up to the integration stage.
Your workflow can be improved, here is a list of my advice:
There's an SVN open-source project which I have read-only access to, and I'd like to create a GIT mirror of that project up to date on GitHub.
I know how to set up the initial mirror and then keep it up to date with git svn rebase, but that still requires having a server set up somewhere with a cron job running to handle the syncing, setting up monitoring to make sure the server is up and the cron job is running, periodically upgrading to the latest git release, etc.
Before I reinvent the same wheel that every other SVN->GIT mirror has had to, I was wondering if there are any services (free or paid) which will automate SVN->GIT mirroring for me. Know of any?
Obviously an automated service can't merge my changes-- all my changes are happening in a separate repo (or perhaps a separate branch in the same repo). I'm just looking for a way to automate the SVN interaction and create an exact mirror that others can clone.
I think the responsibility for this should fall into the hands of the people maintaining the project. See for instance how Apache support their projects with Git mirrors.
On the other hand, there isn't that much "invention" to do here, I think. If you have a server that can poll continuously to the SVN repository for changes, doing a git-svn rebase and push to github is fairly straight forward. I doubt any companies specialize in setting up this (at least, I haven't seen any).
On a side-note, when you want to share your changes, you ought to not push to the Git-mirror. It's better to either do git-svn dcommit back to SVN, or send a patch to the developers. If you push to the SVN fetching repo, it'll mess up git-svn, I believe. Like you say, bi-directional Git-SVN syncing can't be automated.
You can use post-commit hooks in svn server to tell git-svn that it's time to rebase.
You should just use tailor. It is able to repeatedly convert about any VCS to any other VCS. And it does it incrementally, meaning that if you first convert your SVN repo to Git, then commits are made to SVN, and you convert again, it will only convert the new revisions, properly adding them as history to the existing Git history.
You could automate the process in two ways: either you just run tailor on a time basis, with something like cron or anacron, or you use, as previously suggested, post-commit hooks in SVN, thus triggering conversion immediately after anything is committed to SVN.
I have beem using git for quite some time now, mainly git-svn. Now I want to convince my colleagues to switch from svn to git. But unfortunaly the precondition is that the svn repository keeps on living quite some time. So I searched for an solution and came up with the book:
Jon Loeliger's "Version Control with Git". I bought it and it is really good but I don't fully understand the guide to set up a git svn gatekeeper repo.
In Chapter 16, he describes a situation in which there is a Subversion repository, and at least a couple users that want to be using Git. He proposes a single "gatekeeper" git repository which is the only interface to subversion. After git svn cloneing the subversion repo (with --prefix=svn/), all the branches are then pushed to a bare repository (git push ../svn-bare.git 'refs/remotes/svn/:refs/heads/svn/', and other git users are told to clone this repo, which now contains local branches of all the svn remotes.
This part works and I think I fully understand it. But I don't get the next part:
If a developer that clones the bare repository pushes changes back from his repo to the bare repository and then I dcommit this in the bare repo to svn, the commits the user pushed are lost for good reason because of the replaced commits git-svn creates. Or am I wrong? How does this work?
The book says
Then, to merge back to subversion, in the gatekeeper repo, you do
git checkout svn/trunk (or other branch - this is checking out a detached head as svn/trunk is a remote) git merge --no-ff new-feature git svn dcommit
How can I checkout a branch in a bare repository? I don't think this works
This results in a merge commit on a detached head, and then the modified commit (after the git-svn-id line is added) is put on the real svn/trunk branch.
What is meant by real svn/trunk ?
The commit on the detached head is "worse than redundant. Using it for anything else eventually results in conflicts. So, just forget about that commit. If you haven't put it on a branch in the first place, it's that much easier to forget" (Jon Loeliger).
I'm a little confused. Has someone a better explanation for creating a git svn gatekeeper repo? I have searched the web and this site but I haven't found anything that seems suitable for me.
I'm so tired of wasting so many time with svn branching and merging, when collaborating with my colleagues.
How can I checkout a branch in bare repository? I don't think this works
Yes it does: you simply clone the bare repo locally, making a non-bare repo in the process, where you can checkout/create (again locally) as many branch as you want.
A bare repo is needed as an upstream repo where to push to. (see "git push only for bare repositories?")
But in order to push anything to it, i.e for the other developers to push their changes in non-svn branches back to the gatekeeper repo, said other developer has to clone that bare repo first, make all the relevant modifications to the local copy, and push back to the bare repo.
Plus, you can setup some hook on that bare repo in order to validate your push: see "Hooks for git-svn".
Then to dcommit, the gatekeeper also clone that gatekeeper repo, from which he/she will:
svn' being the name of a remote repo), like 'svn/trunk' for instancegit-svn dcommitSo to recap:
I don't think you should ever push changes back to the bare repo. I've got an example setup here that you could try out:
http://blog.tfnico.com/2010/10/gitsvn-5-centralized-git-svn-mirror.html
In my setup (which I've been employing for 3-4 months without any problems), changes should always "flow" through the SVN repository. I don't really understand this gatekeeper technique..
I installed SVN on a Ubuntu machine and I can't get my head around something.
Whenever I checkout something from the terminal I get this error about saving a non-encrypted password:
-----------------------------------------------------------------------
ATTENTION! Your password for authentication realm:
<[...]> Subversion Repository
can only be stored to disk
unencrypted! You are advised to
configure your system so that
Subversion can store passwords
encrypted, if possible. See the
documentation for details.
You can avoid future appearances of
this warning by setting the value of
the 'store-plaintext-passwords' option
to either 'yes' or 'no' in
'/home/[...]/.subversion/servers'.
-----------------------------------------------------------------------
I goggled it a bit but I couldn't find anything useful. I found one topic where it said this was a client issue, not a server one, but I'm still not convinced.
It says "configure your system"; what exactly does it mean by that? The server or the client? If I'm the server, is there anything I can do about it? besides hiding the warning (like it says)...
Thanks!
It is a client issue, it warns you that the credentials used for the different servers are being stored in plain text, you can hide that warning or use an encrypted storage to cache the passwords.
See: http://blogs.collab.net/subversion/2009/07/subversion-16-security-improvements/
By encrypting the password, you will not be able to achieve non-repudiation (other users could use your hash as you) due to OS file permissions. However, most companies have subversion setup using their domain password or some form of SSO password. By encrypting the password, you would at least mask someone from accessing a users other accounts.
I would still be concerned about the encryption strength. If the subversion password is linked to other important accounts, someone might test the encryption strength to crack the password out.
The best bet is to setup the subversion client to turn off stored passwords and force lazy Dev's to authenticate each time.
Are there any good alternatives for Github Enterprise Edition for a private network? have about 30 dev's and a ton of projects. Moving away from Subversion as well so any methods to keep the history as well would be nice. Maybe archive in git somehow and start a fresh branch going forward.
You can try http://gitorious.org/, their software is OS. You can clone their sources from git://gitorious.org/gitorious/mainline.git.
We use a combination of gitosis and various other tools. I would probably use gitolite if I were doing it afresh. We use gitweb for viewing, and OpenGrok for searching; I also just added gitstats. We also use FishEye+Crucible from Atlassian, and JIRA, but there are good open source alternatives such as gerrit for code review. (Note that gerrit may also be useful for hosting your code.)
Added: I forgot to mention Hudson, for continuous integration; we actually use Pulse, which is a commercial product, but Hudson is really good.
Indefero is a google-code clone.
It IS Open source.
I've had a good experience with Redmine
Overview
- Multiple projects support
- Flexible role based access control
- Flexible issue tracking system
- Gantt chart and calendar
- News, documents & files management
- Feeds & email notifications
- Per project wiki
- Per project forums
- Time tracking
- Custom fields for issues, time-entries, projects and users
- SCM integration (SVN, CVS, Git, Mercurial, Bazaar and Darcs)
- Issue creation via email
- Multiple LDAP authentication support
- User self-registration support
- Multilanguage support
- Multiple databases support
The Atlassian toolsuite is reported to work nice with Git.
JIRA kickass issuetracking (disclaimer : I am a raving fan)
Confluence : Wiki/Dashboard/Project spaces/Activity logs etc...
FishEye : source code browsing
Crucible : code reviews
Bamboo : Continuous integration
Crowd : Single Sign On and user management
With 30 dev's this will set you back a bundle, though.
On the one hand, SVN integration (with IDE, frameworks, wikis, ...) is very mature, as well as its GUIs and code browsers (even though DVCS like Git and Mercurial progress every day).
On the other hand, introducing a DVCS in an Enterprise environment is still not a trivial task:
Just to be clear, using a DVCS can be a very valid choice:
StackOverflow (not an open source project) is using Mercurial (see HgInit, written by Joel Spolsky).
They migrated from SVN to a DVCS:
and also because the merge facilities of a DVCS are much more advanced than in SVN.
(which they need to maintain many parallel slightly different versions of their code base, between SO sites, StackExchange sites V1 and V2, Area 51, ...)
See "differences between DVCS and CVCS", or "What are the benefits of Mercurial or git over svn for branching/merging?".
For a corporate environment (where I am), any transition of any kind is not trivial, because it need to be:
So DVCS can also be very useful in a corporate environment:
(See "Corporate adoption rate of Git?" or "Git-Based Source Control in the Enterprise: Suggested Tools and Practices?".)
It is (even for new projects) simply not as easily put in place than in a smaller structure or in open-source environments.
Is it considered better for a single developer?
If anything, Subversion is worse for a single developer (more troublesome to setup).
But a good reason to keep using SVN is inertia. If SVN works fine for your project (or in your company), there is no need to go through the pains of switching over. There might be some training costs involved in teaching everyone the new tools (and new workflows), with no real benefits.
I can see reasons where you might continue to use SVN if you had been using it for a long time. Especially in a small company or coding circle, the transition from SVN to either git or Mercurial, when you might not be using any of the more powerful features of them, might make you adverse to making the switch. As pointed out by Thilo, a large company using SVN is going to find that change monumental.
Also, I think SVN still has is places, particularly when it comes to teaching revision control. But that's taking from my own personal experience of learning SVN in university versus teaching myself git, so my opinions won't be objective on that.
That being said, if you were starting a repository from scratch, I can't think of any conditions where you might decide SVN is absolutely necessary. Perhaps when dealing with legacy systems.
or legacy users ;)
I think Subversion still works better than Mercurial and Git for large files like media assets, Photoshop files, After Effects composites, etc. I remember Linus Torvalds mentioning big files as one of the very few potential problems with Git in this Google Tech Talk. Mercurial has a few extensions for storing large files outside a repository. So it seems they both suffer some performance degradation and/or other issues in that scenario.
Subversion, on the other hand, is being used by the current Blender Open Movie Project. I don't think they use it to store the rendered frames, since that would be at least a few gigabytes of data for each render pass. But still, with all the 3d scenes, objects, rigs, textures, and scripts, that's still one big repository with many large files.
I don't know of any intrinsic reasons to prefer centralized vcs, there are plenty of extrinsic factors like legacy systems, managerial inertia, learning curve, etc.
DVCS is pretty much demonstrating itself to be the "better mousetrap".
We use subversion as storage for data, which is non trivial to merge (we do hardware development, and the design files are a undocumented binary format). SVN has the advantage that you can set locks on files, so only one developer can work on a file, and is also forced to check out the newest file before editing.
The real question isn't SVN vs. Git/Mercurial, it's distributed vs. centralized. Centralized can be better in some situations such as a corporate environment where you need tight control and thorough logging.
Subversion is ideal when the centralized paradigm is ideal.
One such situation is when working on papers. It makes much more sense just to keep one master copy that everyone pulls from. We don't want to create branches or tags. We just want to keep track of who makes a change and then propagate to all authors.
Subversion integrates very well with Apache!
You can use both Git and Hg as SVN clients. That means you can have the best of both worlds.
You cannot however use SVN as a client for either Git or Hg.
In many ways the ideal case is a central SVN repository with users using whichever DVCS they like as a client.
SVN is much easier to learn and use for many people, and its tooling is far more mature.
My answer is based on a few assumptions:
Secondly, that a DVCS is considered a better, more powerful tool than Subversion. It has been discussed a lot on Stack Overflow in the past, and other answers have chimed in that most people agree that DVCS is "the better mousetrap." I don't feel it's necessary to prove this point; you can peruse the linked/similar questions already posted here. Of course, not every single DVCS will be better than Subversion in every aspect, but I believe that leading DVCS's like Mercurial, git, etc are better than Subversion is nearly every aspect.
So by my logic, if you are going to choose the best tool for the job, and Subversion is an inferior tool, Subversion should no longer be used. That doesn't mean we'll see instant, worldwide adoption, but it is my contention that--if you believe in using the best tool for the job--all organizations should plan to move to a DVCS. Of course, many will not, and I expect people will continue to use Subversion for a long time.
Per this old thread, using svn 1.5, reintegrating a branch multiple times is problematic, and should be avoided.
There has been some rumbling to the effect that, "This is a known issue, and should be fixed in svn 1.6." Does anyone know whether that was the case? Is it fixed? Can I reintegrate multiple times?
To merge a branch topic into the trunk repeatedly: Do the following on every merge.
svn merge --reintegrate <topic> <trunk>, as you would normally. (=> rM)svn merge --record-only -c M ^/<trunk> <topic>. Note the record-only option.Step 2 essentially tells the topic branch to consider the merge commit (revision M, from step 1) part of its history. This merge-revision is the one that usually causes problems during reintegration; svn tries to undo rM when integrating topic a second time.
So, repeated reintegration works, just not automatically. :)
I eventually found this solution through an enlightening commit message to the svn source and the matching test (search for "def multiple_reintegrates"). This is a "clever trick" discovered and used by svn-devs with the current releases. It's even been added to more recent documentation. The result is still not as good as a DVCS's merging properties, but it's at least functional.
The only broad downside (as per an open issue as of June 2, 2010) is that apparently the svn log -g output is messy. I guess this is the risk.
While 1.6 did indeed fix issues with merge tracking, I don't think you can re-use an integrated branch.
But this is not an issue. Since the branch got fully integrated into the trunk, just delete it and create a new branch (with the same name) in its place.
I would like to use a pre-commit hook that prevents developers from setting svn:mergeinfo on non-root directories. That is, I want to enforce that svn:mergeinfo can only be set on directories like "trunk" or "branches/branchName". Developers sometimes need to be "reminded" that it's not good practice to use a subdirectory of the root as a merge target (per the best practices listed here). Does anyone have such a hook script or know where I could find one? I am in a windows environment, so batch or powershell would be preferable, but anything would certainly be helpful.
First of all, I'd recommend using perl or python to do the task, windows batch leaves much to be desired.
You can use some example script from http://svn.apache.org/repos/asf/subversion/trunk/tools/hook-scripts/ to start from. For example, verify-po.py script checks file encodings and commit-access-control.pl.in checks whether author has permissions to commit. You'd probably employ svnlook diff in your script (as in the latter one) to get changed properties for directories and go through the corresponding paths whether they're branches or tags using regular expression.
Update
Found enforcer pre-commit hook script which seems to be what you're looking for.
What this script does is it uses svnlook to peek into the transaction is progress. As it sifts through the transaction, it calls out to a set of hooks which allow the repository administrator to examine what is going on and decide whether it is acceptable.
It contains several methods and verify_property_line_added() among them, since it's called for each line that is added to a property on a file.
I have a source code 95% the same for all customers. Some customers ask something specific. How can I manage this, if it possible with VisualSVN/Subversion ? Could you tell me how manage this kind request ?
Thanks,
Update1: Some precision about the applicatio , it's a web ASP.NET MVC with NHibernate. The appliucation has several projets : the web part, the repo part (where we use NHibernate to access database) and a service project. The service projet use the repo projet and the service projet is the projet with business rules.
I can think of two approaches that might work.
The first involves branching the code for each customer. Any edit you make in the main line can then be integrated into the specific customer's branch when it's needed. Similarly if something in the core product is fixed in a branch it can be merged back into the main line for subsequent propagation to the other customers' branches. While this might seem the best approach it can be hard to maintain and keeping track of which branch has which edits will get fraught.
The second, and perhaps better approach, involves refactoring your code so that the customer specific code is in a single assembly - one per customer. This is then configured, perhaps by using dependency injection, when the product is installed. This way you only have one code line and no merging between branches. Though it does rely on the customer specific code being easily separated out.
Place the customer specific code in separate projects/assemblies. Something like the strategy pattern or plug-ins might be the way to go.
The other less attractive way (IMO) would be to create separate branches for each customer but this can quickly become hard to maintain.
The approach we have taken is:
Save action is called the first thing that happens inside is a call to OnSaveHandler).BehaviourModuleBehaviourModule by overriding the default 'don't do anything behavior'. The return code of this modified handler can be: ContinueNormalExecution, SkipNormalExecution, TerminateExecution, etc ...In other cases we insert hooks based on interfaces. In the BehaviourModule we will have more handlers implementing this interface, e.g. DoStuffInterface, the BehaviourModule is parsed at load time using reflection and all handlers implementing DoStuffInterface will be register in the system. Then in the original application we will have something like: If GetDoStuffInterfaceHandler(handlerID) isnot Nothing then GetDoStuffInterfaceHandler(handlerID).DoStuff(). Defining which handlerId to use is configurable (could be through a db table, xml file ,etc).
We end up having multiple handlers implementing DoStuffInterface with different IDs and calling them at different times.
With this approach we have:
The challenge with this approach is finding the "sweet points" - behaviours that the client might want to customize and inserting hooks there.
Hope I was clear in my description, if not... leave a comment :)
If it is no big deal, i would go with appp setting and factory pattern. Or specific assemblies per customer.
But from tags it looks you want to solve it via version control. But this will put a big hit on merging etc. You will have to create branch for each customer and merge changes from trunk to them.
A useful adjunct to #ifdef ACME/#endif etc. is to define macros for ACME_ONLY(), NON_ACME(), FROBOZCO_ONLY(), NON_FROBOZCO(), etc. macros. Stuff can still get messy if new versions come into play (in which cases should the new version behave like Acme, FrobozCo, etc.) but if there's only one line of difference between the Acme and non-Acme version, this approach avoids surrounding that line by two lines of #directives.
The difference of 5% is that only UI based or also business logic? If UI based than you should sperate the UI layer and ship/compile the appropiate UI file with the application. If business logic, this is more complicated. Maybe branching (via SVN) could help out. But still a hassle with current development to the application, therefore not advised.
Using version control to solve this problem is probably going to cause more problems than it solves.
Suggestions by others to separate the client specific code into separate assemblies and/or use dependency injection is one way.
Another option is to use #if ... #endif.
#if CustomerA
... do x ...
#else
... do y ...
#endif
You'll need to adjust your build scripts to build the specific customer binaries. eg:
msbuild mysolution.sln /property:DefineConstants="CustomerA"
msbuild mysolution.sln /property:DefineConstants="CustomerB"
I am looking for an encrypted version control system . Basically I would like to
Have all files encrypted locally before sending to the server. The server should never receive any file or data unencrypted.
Every other feature should work pretty much the same way as SVN or CVS does today.
Can anyone recommend something like this? I did a lot of searches but I cant find anything.
You should encrypt the data pipe (ssl/ssh) instead, and secure the access to the server. Encrypting the data would force SVN to essentially treat everything as a binary file. It can't do any diff, so it can't store deltas. This defeats the purpose of a delta-based approach.
Your repository would get huge, very quickly. If you upload a file that's 100kb and then change 1 byte and checkin again, do that 8 more times (10 revs total), the repository would be storing 10 * 100kb, instead of 100kb + 9 little deltas (let's call it 101kb).
Update: @TheRook explains that it is possible to do deltas with encrypted repository. So it may be possible to do this. However, my initial advice stands: it's not worth the hassle, and you're better off with encrypting the ssl/ssh pipe and securing the server. i.e. "best practices".
Why not set up your repo (subversion, mercurial, whatever) on an encrypted filesystem, and use ssh only to connect?
It is possible to create a version control system of cipher text. It would be ideal to use a stream cipher such as RC4-drop1024 or AES-OFB mode. As long as the same key+iv is used for each revision. This will mean that the same PRNG stream will be generated each time and then XOR'ed with the code. If any individual byte is different, then you have a mismatch and the cipher text its self will be merged normally.
A block cipher in ECB mode could also be used, where the smallest mismatch would be 1 block in size, so it would be ideal to use small blocks. CBC mode on the other hand can produce widely different cipher text for each revision and thus is undesirable.
I recognize that this isn't very secure, OFB and ECB modes shouldn't normally be used as they are weaker than CBC mode. The sacrifice of the IV is also undesirable. Further more it isn't clear what attack is being defended against. Where as using something like SVN+HTTPS is very common and also secure. My post is merely stating that it is possible to do this efficiently.
SVN have built-in support for transferring data securely. If you use svnserve, then you can access it securely using ssh. Alternatively you can access it through the apache server using https. This is detailed in the svn documentation.
What specifically are you trying to guard against?
Use Subversion ssh or https for the repo access. Use an encrypted filesystem on the clients.
Use rsyncrypto to encrypt files from your plaintext directory to your encrypted directory, and decrypt files from your encrypted directory and your plaintext directory, using keys that you keep locally.
Use your favorite version control system (or any other version control system -- svn, git, mercurial, whatever) to synchronize between your encrypted directory and the remote host.
The rsyncrypto implementation you can download now from Sourceforge not only handles changes in bytes, but also insertions and deletions. It implements an approach very similar to the approach that that "The Rook" mentions.
Single-byte insertions, deletions, and changes in a plaintext file typically cause rsyncrypto to make a few K of completely different encrypted text around the corresponding point in the encrypted version of that file.
Chris Thornton points out that ssh is one good solution; rsyncrypto is a very different solution. The tradeoff is:
Have a look at GIT. It supports various hooks that might do the job. See, http://stackoverflow.com/questions/2456954/git-encrypt-decrypt-remote-repository-files-while-push-pull.
You could use a Tahoe-LAFS grid to store your files. Since Tahoe is designed as a distributed file system, not a versioning system, you'd probably need to use another versioning scheme on top of the file system.
Edit: Here's a prototype extension to use Tahoe-LAFS as the backend storage for Mecurial.
Use a distributed VCS and transport changes direct between different clients over encrypted links. In this scenario is no attackable central server.
For example with mercurial you can use the internal web server, and connect the clients via VPN. Or you can bundle the change sets and distribute them with encrypted mails.
You can export an encrypted hard drive partition over the network and mount it on the client side, and run the VCS on the client side. But this approach has lot's of problems, like:
There might be also other problems with variant B, so forget variant B.
Like @Commodore Jaeger wrote, use a VCS on top of an encryption-aware network file system like AFS.
Have you thought of using Duplicity? It's like rdiff-backup (delta backups) but encrypted? Not really version control - but maybe you want all the cool diff stuff but don't want to work with anyone else. Or, just push/pull from a local Truecrypt archive and rsync it to a remote location. rsync.net has a nice description of both - http://www.rsync.net/resources/howto/duplicity.html http://www.rsync.net/products/encrypted.html - apparently Truecrypt containers still rsync well.
Source safe stores data in Encrypted files. Wait, I take that back. They're obfuscated. And there's no other security other than a front door to the obfuscation.
C'mon, it's monday.
Based on my understanding this cannot be done, because in SVN and other versioning systems, the server needs access to the plaintext in order to perform versioning.
Similar to some comments above, a useful workaround may be to encrypt&zip the whole repository locally and synchronize it with the remote box. E.g. when using git, the whole repository is stored in directory '.git' within the project dir.
This can be done with a simple shell line script more comfortable.
pro: You can use whatever encryption is appropriate as well as every VCS which supports local repositories.
cons: lacks obviously some VCS features when several people want to upload their code base (the merge situation) - although, perhaps, this could be fixed by avoiding overwrite remotely and merging locally (which introduces locking, this is where the nightmare starts)
Nevertheless, this solution is a hack, not a proper solution.
We have a large base of code that contains several shared projects, solution files, etc in one directory in SVN. We're migrating to Mercurial. I would like to take this opportunity to reorganize our code into several repositories to make cloning for branching have less overhead. I've already successfully converted our repo from SVN to Mercurial while preserving history. My question: how do I break all the different projects into separate repositories while preserving their history?
Here is an example of what our single repository (OurPlatform) currently looks like:
/OurPlatform
---- Core
---- Core.Tests
---- Database
---- Database.Tests
---- CMS
---- CMS.Tests
---- Product1.Domain
---- Product1.Stresstester
---- Product1.Web
---- Product1.Web.Tests
---- Product2.Domain
---- Product2.Stresstester
---- Product2.Web
---- Product2.Web.Tests
==== Product1.sln
==== Product2.sln
All of those are folders containing VS Projects except for the solution files. Product1.sln and Product2.sln both reference all of the other projects. Ideally, I'd like to take each of those folders, and turn them into separate Hg repos, and also add new repos for each project (they would act as parent repos). Then, If someone was going to work on Product1, they would clone the Product1 repo, which contained Product1.sln and subrepo references to ReferenceAssemblies, Core, Core.Tests, Database, Database.Tests, CMS, and CMS.Tests.
So, it's easy to do this by just hg init'ing in the project directories. But can it be done while preserving history? Or is there a better way to arrange this?
EDIT::::
Thanks to Ry4an's answer, I was able to accomplish my goal. I wanted to share how I did it here for others.
Since we had a lot of separate projects, I wrote a small bash script to automate creating the filemaps and to create the final bat script to actually do the conversion. What wasn't completely apparent from the answer, is that the convert command needs to be run once for each filemap, to produce a separate repository for each project. This script would be placed in the directory above a svn working copy that you have previously converted. I used the working copy since it's file structure best matched what I wanted the final new hg repos to be.
#!/bin/bash
# this requires you to be in: /path/to/svn/working/copy/, and issue: ../filemaplister.sh ./
for filename in *
do
extension=${filename##*.} #$filename|awk -F . '{print $NF}'
if [ "$extension" == "sln" -o "$extension" == "suo" -o "$extension" == "vsmdi" ]; then
base=${filename%.*}
echo "#$base.filemap" >> "$base.filemap"
echo "include $filename" >> "$base.filemap"
echo "C:\Applications\TortoiseHgPortable\hg.exe convert --filemap $base.filemap ../hg-datesort-converted ../hg-separated/$base > $base.convert.output.txt" >> "MASTERGO.convert.bat"
else
echo "#$filename.filemap" >> "$filename.filemap"
echo "include $filename" >> "$filename.filemap"
echo "rename $filename ." >> "$filename.filemap"
echo "C:\Applications\TortoiseHgPortable\hg.exe convert --filemap $filename.filemap ../hg-datesort-converted ../hg-separated/$filename > $filename.convert.output.txt" >> "MASTERGO.convert.bat"
fi
done;
mv *.filemap ../hg-conversion-filemaps/
mv *.convert.bat ../hg-conversion-filemaps/
This script looks at every file in an svn working copy, and depending on the type either creates a new filemap file or appends to an existing one. The if is really just to catch misc visual studio files, and place them into a separate repo. This is meant to be run on bash (cygwin in my case), but running the actual convert command is accomplished through the version of hg shipped with TortoiseHg due to forking/process issues on Windows (gah, I know...).
So you run the MASTERGO.convert.bat file, which looks at your converted hg repo, and creates separate repos using the supplied filemap. After it is complete, there is a folder called hg-separated that contains a folder/repo for each project, as well as a folder/repo for each solution. You then have to manually clone all the projects into a solution repo, and add the clones to the .hgsub file. After committing, an .hgsubstate file is created and you're set to go!
With the example given above, my .hgsub file looks like this for "Product1":
Product1.Domain = /absolute/path/to/Product1.Domain
Product1.Stresstester = /absolute/path/to/Product1.Stresstester
Product1.Web = /absolute/path/to/Product1.Web
Product1.Web.Tests = /absolute/path/to/Product1.Web.Tests
Once I transfer these repos to a central server, I'll be manually changing the paths to be urls.
Also, there is no analog to the initial OurPlatform svn repo, since everything is separated now.
Thanks again!
This can absolutely be done. You'll want to use the hg convert command. Here's the process I'd use:
hg convert with a source type of svn and a dest type of hg (it sounds like you've already done this step)filemap files for use with hg convert's --filemap optionhg convert with source type hg and dest type hg and the source being the mercurial repo created in step one -- and do it for each of the filemaps you created in step two.The filemap syntax is shown in the hg help convert output, but here's the gist:
The filemap is a file that allows filtering and remapping of files and
directories. Comment lines start with '#'. Each line can contain one of
the following directives:
include path/to/file
exclude path/to/file
rename from/file to/file
So in your example your filemaps would look like this:
# this is Core.filemap
include Core
rename Core .
Note that if you have an include that the exclusion of everything else is implied. Also that rename line ends in a dot and moves everything up one level.
# this is Core.Tests
include Core.Tests
rename Core.Tests .
and so on.
Once you've created the broken-out repositories for each of the new repos, you can delete the has-everything initial repo created in step one and start setting up your subrepo configuration in .hgsub files.
I was just talking to another developer (more senior than I) and trying to convince him that we should implement continuous integration via Cruise Control. He told me that this will not work because he commits code that does not compile to the repository all the time for the purposes of backing it up. And that automated builds notifying us of failures would be just noise.
Committing garbage to the repo sounds bad to me. But I was at a loss of words and didn't know what to say. What is the alternative? What's the best practice for backing up your code on another machine without adding a bunch of pointless revisions?
BTW, our version control system is SVN and that probably won't change any time soon.
Develop in branches and commit ready to test and hopefully working branches into the main line. Let the continuous integration server depend on the main line (in svn most times called trunk) for new revisions to build and validate.
How exactly does everyone else on your team compile if he's checking in code that doesn't compile?
In general, I think it's a faux-pas to check in code to your main branch that does not compile; it's really inconsiderate to anyone else who's counting on being able to get latest from source control and build.
TFS has some nice features to help out this issue (shelve/unshelve); not sure if SVN does or not. Most of the time when someone is working on a huge change and they need to be able to check-in broken code, it's better to branch, and have them merge changes to the main line.
If you're checking in broken code to a branch that other developers are expected to be using, and not maintaining a line of communication about that and doing it for some good reason... well, your coworker isn't following best practices.
A mutually-acceptable best practice may be to require "break the build" type "backup" checkins to happen on a developer-private branch of the code, and whenever code is in a state that won't break the build or unit tests, it gets merged to a trunk branch that Cruise Control is watching.
Unless he is the only developer on the branch (which sounds like it isn't the case) then he should not be committing back breaking code. There exist dozens of solutions for 'backing up' code in development, including just creating a private branch of the current line or writing a small script that backs up the working directory to a fileserver.
Use git for local backups/history, and git-svn tools to check in only the working versions.
I have Tortoise svn installed on my desktop. I want to perform some tasks using commandline svn.exe? But I am not able to find svn.exe on my machine.
Do we have to install something else to get the svn.exe commands?
The subversion program code is linked into the TortioseSVN binary. There is no separate svn.exe. You can install a compatible discrete version if you need to access the respository from the command line.
TortoiseSVN doesn't use svn.exe it has SVN library compiled in. If you need to run your own tasks you would have to install stand alone subversion client. You either from Cygwin [http://cygwin.com ] or get a native version from http://subversion.apache.org/packages.html#windows
If you'd like to use SVN.EXE, there are several companies that compile official binaries that are available for free download. For example, Collabnet:
If you are using Silk installation, try:
"\Program Files\SlikSvn\bin"
First off, if subversion installed on your machine? if not look at what server your tortoisesvn is setup to connect to.
the default location when subversion is installed is c:\program files\subversion you can find svn.exe in c:\program files\subversion\bin where you can run your cmd line actions.
Depending on what you need to do, automating TortoiseSVN may be a good solution. For example, the following will update a repository and close the TortoiseSVN window if there were no errors or conflicts:
TortoiseProc.exe /command:update /path:"c:\path\to\repo\" /closeonend:2
TortoiseSVN 1.7 has an option for installing the command line tools.
Some complex subversion merges are coming up in my project: big branches that have been apart for a long time. Svn gives too many conflicts - and some of them seem spurious.
Given that git is praised for a superiour merge experience, Would it be any good to use git-svn just for the benefit of making the merge more manageable?
Can you recommend other alternatives (eg. svk, hgsvn) to lessen the merge pain?
Some conflicts are easy enough to resolve (e.g java imports, whitespaces) - so I'm also wondering if there is any automated solutions for those.
A full switch to DVCS might happen in the future (some of us would love that), but not right now.
Thanks in advance.
PS: there are posts that seem to be related (eg. http://stackoverflow.com/questions/2693771/git-svn-merge-2-svn-branches) but they don't fully answer this question.
Update: see my -novice- answer after going down (and up:) this road.
Trying to answer my question: using git for svn merges seems promising.
Update: it's not just promising, it's a great success. In short, Linus was right.
Just completed a huge merge of 2 svn branches that have been apart for 1.5 years; 3k files were changed, got tons of conflicts in svn (~800 I think).
I found git & git-svn a life saver:
git-log (and the underlying git-rev-parse options), nothing can be more powerful than this. It's handy as well: -p gives you diffs in one go; in svn you get a log, then find the diff for that "revision-1:revision", or use clumsy UIs. Find when a string was added/removed into the repo, search multiple branches simultaneouslygitk: hugely useful for visualising branch histories, combined with great search capabilities. Haven't seen anything like this in other tools, especially not as fast as this. Nevermind it's in Tk, it's just brilliantgit gui: works fine even if not the sexiest - great help for the novice to discover thingsblame: a miracle. Yes, it detects where the original segment comes from (copy&paste etc)mergetool: much more pleasant experience than kicking off the big svn merge which then stops everytime (ie. every 5 minutes) it runs into a conflict, press '(p)ostpone', than manually hunt for conflicted files later. Preferred a flavour of this integrated in git gui (needed a tiny patch for that). Found integrating external diff tools better configurable than in svn.rebase allowed to filter out messier parts of the svn historySo, this really can make the difference from a nightmare to joy - especially if you enjoy learning (which does take some effort in this case - I guess like learning a motorbike after a bicycle).
Even though I can't force everyone in the company to switch immediately - I really didn't intend to actually. Again, git-svn saves us by 'dipping the toe first' approach.. But seeing colleagues' reactions the switch might happen much before anyone expected:)
I'd say- even if we forget about merges & commits, this stuff is already great as a read-only frontend for queries, visualisation, backups, etc..
Caveat:
"Do not dcommit Git merge commits to the Subversion repository. Subversion doesn?t handle merges in the same way as Git, and this will cause problems. This means you should keep your Git development history linear (i.e., no merging from other branches, just rebasing)." (last paragraph of http://learn.github.com/p/git-svn.html )
Another excellent source is the Pro Git book, section 'Switching Active Branches' basically says that the merge does work, but dcommit will only store the content of the merge, but the history will be compromised (which breaks subsequent merges), so you should drop the work branch after merge. Anyway it makes sense after all, and in practice it's easy to avoid traps here.. in svn, I found people do not usually re-merge anyway so this could only be seen as a step back if you come from git world in the first place.
Anyhow, the dcommit just worked for me. I did it onto my own svn workbranch that I kept for this only, so avoided any extra conflicts that time. However, I decided to do the final merge from this workbranch to the svn trunk in svn (after syncing up everything in git); --ignore-ancestry gave the best results there.
Update: as I found out later, the last few steps above (extra svn branch and merge--ignore-ancestry) is easily avoided by just keeping the branch you're dcomitting from linear. As Gabe says below, merge --squash just creates a simple stupid svn-friendly commit. Just when ready with huge merge(s) on the my local branch (which might take days/weeks), I would now just:
git checkout -b dcommit_helper_for_svnbranch svnbranch
git merge --squash huge_merge_work_with_messy_nonlinear_history
git commit 'nice merge summary' # single parent, straight from the fresh svnbranch
git dcommit
I know the merge tracking won't work great from the svn-side, until we switch fully. I can't wait for that.
UPDATE: @Kevin requested some more details on the whole process of merging svn branches.. There are lots articles, posts out there, but as a novice I found some of the confusing/misleading/out of date.. Anyhow, the way I do it these days (of course, stuck with git-svn after that merge affair; just as some newly infected colleagues)..
git svn clone -s http://svn/path/to/just-above-trunk # the slowest part, but needed only once ever..you can every single branch from the svn repo since revision #1. 2)
git svn fetch # later, anytime: keep it up to date, talking to svn server to grab new revisions. Again: all branches - and yet it's usually a faster for me than a simple 'svn up' on the trunk:)
# Take a look, sniff around - some optional but handy commands:
git gui & # I usually keep this running, press F5 to refresh
gitk --all # graph showing all branches
gitk my-svn-target-branch svn-branch-to-merge # look at only the branches in question
git checkout -b my-merge-fun my-svn-target-branch # this creates a local branch based on the svn one and switches to it..before you notice :)
# Some handy config, giving more context for conflicts
git config merge.conflictstyle diff3
# The actual merge..
git merge svn-branch-to-merge # the normal case, with managable amount of conflicts
# For the monster merge, this was actually a loop for me: due to the sheer size, I split up the 2 year period into reasonable chunks, eg. ~1 months, tagged those versions ma1..ma25 and mb1..mb25 on each branch using gitk, and then repeated these for all of them
git merge ma1 # through ma25
git merge mb1 # through mb25
# When running into conflicts, just resolve them.. low tech way: keep the wanted parts, then "git add file" but you can
git mergetool # loops through each conflicted file, open your GUI mergetool of choice..when successful, add the file automatically.
git mergetool my-interesting-path # limit scope to that path
Actually I preferred to use 'git gui's builtin mergetool integration (right click on file in conflict). That's slightly limited though,so see my little patch above, which allows you to plugin a shell script where you can invoke whatever mergetools you prefer (I tried a variety of them sometimes in parallel as they caused a surprising amount of grief.. but normally I'm stuck with kdiff3..
When a merge step goes fine (no conflict), a merge commit is done automatically; otherwise, you resolve conflicts then
git commit # am usually doing this in the git gui as well.. again, lightning fast.
The last phase.. Note that so far we had only local commits, not talking to the svn server yet. Unless you've used --squash or other tricks, you now end up with a graph where your merge commit has 2 parents: the tips of your svn-mirror branches. Now this is the usual gotcha: svn can only take linear history.. so 'git-svn' simplifies it by just dropping the second parent (svn-branch-to-merge in the above case).. so the real merge tracking is gone on the svn side..but otherwise it's fine in this case.
If you want a safer/cleaner way, this is where my earlier snippet comes in: just do the final merge with --squash. Adapted the earlier one to this flow:
git checkout -b dcommit_helper_for_svnbranch my-svn-target-branch # another local workbranch.. basically needed as svn branches (as any other remote branch) are read-only
git merge --squash my-merge-fun
git commit 'nice merge summary' # single parent, straight from the fresh svn branch
git dcommit # this will result in a 'svn commit' on the my-svn-target-branch
oops, this is getting way too long, stopping before too late.. Good luck.
I've just worked through this myself. A simpler method is to pass git merge the --squash option, which will perform the merge without recording a merge commit, keeping the history linear so as not to confuse git-svn.
My merge was also very large, and I had to set git config diff.renamelimit 0 so that git would correctly find all the renames.
Imagine the following situation:
The Anti Virus scanner will delete the affected revision or move it to quarantine. The consequence is a broken repository.
If the revision file is recoverable (from quarantine), how to solve this problem?
I have some goals to achieve:
What is the nicest solution for this little problem?
From the FAQ:
There are special cases where you might want to destroy all evidence of a file or commit. (Perhaps somebody accidentally committed a confidential document.) This isn't so easy, because Subversion is deliberately designed to never lose information. Revisions are immutable trees which build upon one another. Removing a revision from history would cause a domino effect, creating chaos in all subsequent revisions and possibly invalidating all working copies.
The project has plans, however, to someday implement an svnadmin obliterate command which would accomplish the task of permanently deleting information. (See issue 516.)
In the meantime, your only recourse is to svnadmin dump your repository, then pipe the dumpfile through svndumpfilter (excluding the bad path) into an svnadmin load command. See chapter 5 of the Subversion book for details about this.
The easiest? Restore from a backup from before the commit with the virus...
If you created the repository in file mode (single repo file per source file) then you can probably fix/edit/replace the infected file.
If you created it in DB mode then it's harder - you can svndump then svncreate a new repo, but it's probably easier to exclude the SVN repository from the virus scan
I was in the middle of doing a recursive svn add/commit, and a folder which did not have the proper ignore properties was included. I've got about 100 uploaded binary files versioned now, but I haven't committed yet.
What is the easiest way to 'undo' this, without deleting all the documents?
Thanks!
Use svn revert --recursive folder_name
Try svn revert filename for every file you don't need and haven't yet committed. Or alternatively do svn revert -R folder for the problematic folder and then re-do the operation with correct ignoring configuration.
svn rm --keep-local folder_name
I'm using git-svn to work with an SVN repository. My working copies have been created using git svn clone -s http://foo.bar/myproject so that my working copy follows the default directory scheme for SVN (trunk, tags, branches).
Recently I've been working on a branch which was created using git-svn branch myremotebranch and checked-out using git checkout --track -b mybranch myremotebranch. I needed to work from multiple locations, so from the branch I git-svn dcommit-ed files to the SVN repository quite regularly.
After finishing my changes, I switched back to the master and executed a merge, committed the merge, and tried to dcommit the successful merge to the remote trunk.
It seems as though after the merge the remote tracking for the master has switched to the branch I was working on:
# git checkout master
# git merge mybranch
... (successful)
# git add .
# git commit -m '...'
# git svn dcommit
Committing to http://foo.bar/myproject/branches/myremotebranch ...
#
Is there a way I can update the master so that it's following remotes/trunk as before the merge?
I'm using git 1.7.0.5, if that's any help.
It would be useful if you could also explain why this happened, so I can avoid the problem happening again. Thanks!
Edit:
Here is my current .git/config:
[core]
repositoryformatversion = 0
filemode = true
bare = false
logallrefupdates = true
autocrlf = false
[svn-remote "svn"]
url = http://foo.bar/myproject
fetch = trunk:refs/remotes/trunk
branches = branches/*:refs/remotes/*
tags = tags/*:refs/remotes/tags/*
[branch "mybranch"]
remote = .
merge = refs/remotes/myremotebranch
So it seems that the trunk is pointing to the correct place. However, switching to the branch then back to the master doesn't help; git svn dcommit in the master still tries to push to myremotebranch.
When there are no changes on trunk, git does a fast-forward merge and simply sets the local "master" branch to the commit on your branch. Git-svn doesn't know how to commit fast-forward merges back to trunk, in fact it thinks "master" now is pointing to the svn branch.
To work around this, use git merge --no-ff when merging. This will force git to create a merge commit, which can then be dcommitted to svn.
In general, you should not use git merge with git svn, because svn, even with branches, doesn't support the kind of merge tracking that git does. When you need to merge a branch, I've had the most success (at least with recent svn) doing a plain svn checkout/merge process and then using git svn rebase to update my git-svn repositories. This preserves svn's native merge tracking metadata, which (AFAIK) git-svn is completely ignorant of.
I'm not totally sure what state your svn repository is in -- I would check to make sure the merge dcommit did what you wanted it to on the trunk. Even if it did, I bet if you look at the contents of the refs/heads/master and refs/remotes/trunk files in your repo, you'll see that they're different at the moment. If that's the case, I would (with no local changes present) do a git-svn fetch followed by a git branch -f master remotes/trunk; git reset --hard master to resync the git branch with the git-svn tracking branch. If you have local changes, you'll have to commit and do something like git rebase master^4 --onto remotes/trunk, where 4 is the number of commits you need to preserve. Alternatively, if they're all uncommitted, stash them with git stash first.
Failing that, you can always get everything into svn and just wipe the repo and get a fresh checkout.
If you haven't made any commit on master, that means the git merge mybranch was a fast-forward one: master HEAD simply move to mybranch HEAD.
That could explain why the git svn dcommit pushed your changes to the SVN mybranch.
It would:
mybranch commits not yet dcommitted, I don't think master hasn't change its reference, but if you have a doubt (and your working directory is clean), you could (if master is currently checked out):
git reset --hard remotes/trunk
I had the same problem, and I merged remotes/trunk back into master after which git svn info pointed back to trunk
I didn't have the time to actuall dcommit as I was leaving the project and my git-svn repo died with my worstation. I did trythe dcommit --dry-run and it said it would commit back to trunk.
I'll reproduce the setup and test when I get the time
cheers
If I have a working copy of a Subversion repository, is there a way to delete all unversioned or ignored files in that working copy with a single command or tool? Essentially, I'm looking for the SVN analogue to git clean.
Either a command line or GUI solution (for TortoiseSVN) would be acceptable.
Using TortoiseSVN: * right-click on working copy folder, while holding the shift-key down * choose "delete unversioned items"
This oneliner might help you:
$ svn status | grep '^?' | awk '{print $2}' | xargs rm -rf
Use with care!
Using TortoiseSVN:
Not really a nice and clean solution, but the fastest way I know of (on Windows).
Thanks to pkh for the tip with the ignored files.
you can't delete them with just SVN command line (not sure about GUI tools though) if you are under linux system this might help:
http://www.guyrutenberg.com/2008/01/18/delete-unversioned-files-under-svn/
The other (brutal) method is to commit changes, delete all from folder and checkout again.
This is similar to other answers, but actually gets ignored files (note the 'I' in the REs):
rm -rf `svn status --no-ignore | grep '^[\?I]' | sed 's/^[\?I]//'`
I've just changed jobs. My previous employer uses Subversion, my new employer uses Perforce.
Are there any resources out there that'll help me, as a user, change my mental model from a Subversion one to a Perforce one? What are the analogs to common SVN commands? Which concepts are implemented differently?
I'm not particularly interested in the pros and cons of Perforce vs Subversion - the decision's been made. There are plenty of other questions on S.O. covering that. I'd like to know what mental readjustment I'll have to make (or not).
Perforce and Subversion are quite similar, they both feature atomic commit of groups of files, and path-based branching.
Perforce has:
a) Pending changesets - you can group files that you are editing into groups and manipulate the groups.
b) Client-Specs - you can map the repository to your local work-space in quite complicated schemes.
c) No external - so you can't map the same part of the repository to multiple locations in your work-space, or map other repositories to sub-dirs in your work-space.
d) Merge-tracking, which is a new feature for Subversion.
e) Strong server connections: You have to tell the server before editing a file, and the server uses this information to keep a good idea of your local work-space state, which makes updates faster.
A few things come to mind (I have used perforce four years ago - things may have changed).
This blog post may help you make the transition.
Even if it is not the most current presentation, you still have a good features array (in Perforce and SVN) in this document.
It can be useful to read Perforce Branch Naming and Repository Structure Guidelines, as its structure is a bit like the one in SVN: Perforce uses the repository structure to represent branches as well as other directory structures.
I've just slid the other direction. My previous employer was using Perforce (Linux servers, Mac & Windows clients), my new employer is transitioning to SVN. Here's what I've run into:
I'm still not a fan of Perforce, so ymmv. Mostly get used to using the provided UIs, locking as your employer requires, and be careful on which changelist your working on (very easy to get buried in change lists).
Perforce is SOOOO much faster than SVN because all the check-outs are stored on the server so it doesn't have to check every file on an update. SVN works much better when disconnected from the network - with Perforce you have to tell the server when you've done a checkout. It's Windows GUI is really good. Command line isn't as easy as SVN. Google uses it!
I'm also just now learning Perforce, and what would be useful to me is a guide of P4 commands that are sort of equivalent to SVN commands. I'll start (someone more proficient is welcome to expand/edit this answer):
svn commit ... p4 submit
svn update ... p4 sync
...
I made the mistake of creating a Subversion repository without the usual trunk, branches, and tags directories. That is, the root directory of the project maps to the root directory of the repository. Now I want to create a feature branch, but there's no good place to put it. What I'd like to do is move / to /trunk, preserving its properties and history. Am I out of luck?
The clean way to do this is using svnadmin to dump out the whole repository using
svnadmin dump
Then create a new repository with the trunk directory at the root, and reload the dump with
svnadmin load --parent-dir trunk
If you do an svn move then that will mess things up if you ever update back to a revision before the move, since the files will move back to their previous location, which is probably not what you want.
The easiest way would be to create a 'trunk' directory, then move everything else into it. You'll have to copy any properties manually, but it shouldn't be a big deal. The history is per-file, so it should remain.
The other issue to consider is whether anybody else has the repository open. It'll be difficult to merge, so make sure everyone has their changes checked in before you do this.
Can?t you just create the trunk dir and move everything from / to trunk?
No just create a trunk folder and move all the contents of the root to it. You can do it from explorer or through the repo-browser, the history will persist.
You need to create /trunk and do an svn move of all contents of root inside the trunk and then commit.
After that you'll switch your working copy to /trunk.
There are some gotcha's or limitations with some of the discussed approaches. The post below discusses another approach, which involves dumping the repo and editing the file paths. This has the benefit that moved files will be properly modified too.
http://dotslashstar.blogspot.com/2011/06/svn-hack-insert-missing-trunk-root.html
Used therefromhere's answer, which worked fine, but wanted to add the commands including the parameters, i.e. as executed on the svn server's command line:
svnadmin dump /path/to/myrepo/ > /some/dir/myproject.svndump
Create a new repository and add trunk/ to it...
svnadmin load --parent-dir trunk /path/to/mynewrepo/ < /some/dir/myproject.svndump
As the other answers point out, just doing a svn mv into the trunk directory will do this. To then update your working copy, check out the svn switch command.
Quick example of how I did it.
I wanted to move file:///svn/myRepo to file:///svn/myRepo/trunk
cd /
svnadmin dump /svn/myRepo > my.dump
killall svnserve
sudo rm -r -f /svn/myRepo
svnadmin create /svn/myRepo
svnserve -d -r /svn
svn mkdir file:///svn/myRepo/trunk -m "Created trunk dir"
svnadmin load /svn/myRepo --parent-dir trunk < my.dump
I'd like to learn other people workflow when using either vcs or dvcs.
Please describe your strategy to handle the following tasks:
Feel free to organize your answer not grouped by the tasks but grouped by whatever you think is relevant but please organize it by VCS/DVCS (please don't mix them).
Thank you.
The main feature all VCS use for the various task you are mentioning is branching: the ability to isolate a development effort in a collaborative way. Since it is a Central VCS, several developers can collaborate on a same branch, with pessimistic or optimistic locks on files, in order to develop a parallel history.
But being a VCS has two major impact on branching:
Now:
Any VCS will do that by making a branch, but what greatly surprised me is that a "feature" branch is not easy:
* the feature may grow too complicated
* it may be ready in time for the next release
* only some part of it may need to be merged back into the main development branch
* it may depend on other features which are not fully done yet
So you need to be careful in the way you manage your feature branch, and your commits: if they are tightly related to the same feature, it will go well (you merge the whole thing back to your main development branch when you need it). Otherwise, partial merges are not easy with those tools.
The difference between bug fix during development and after release is that, in the former case you can often do it linearly in the same branch, as in the latter case you will have to establish a bug-fix branch, and decide what bugs you will need to back-port to your current development branch.
It is best used with external tools (like Crucible for instance), and uses VCS functions like blame or annotations extensively, in order to better assign code fixes after a review.
If the refactoring is minor, it can go on in the same branch. But if it is big, a special branch needs to be setup, with unit-testing done before beginning said refactoring.
Same comment as last point. If the patch is a big one, a branch needs to be created.
A VCS will only get you so far when it comes to releasing your app, because it is not a release management tool.
You will need to formerly identify a version to be released (label), but after that comes the deployment process which involves:
The key things with VCS and release management are:
The release mechanism also has an influence on binary dependencies:
You can also choose to be in source dependencies (and get all the sources of the other internal projects you need for your own), and a VCS is well adapted for that, but it is not always possible/practical to recompile everything.
The main difference with a DVCS (Distributed Version Control) from a VCS, is that it is made (by the very nature of its distributed work) to do one thing, and one thing well:
merge.
So you the tasks you mention can be viewed from that angle.
Branches will still be made, but not all of them will be visible by other developers. Lots of them won't actually leave your local repository.
Being a DVCS has two main impact on merging:
Now:
As I detail in my CVCS (Central VCS) answer, the difficulty behind a "feature" branch is that many sub-features will end-up intertwined.
This is where DVCS will shine as they will allow you to reorganize their local (as in "not pushed yet") history (changesets for Mercurial, SHA1 commits ofr Git), in order to facilitate partial merges, or sub-feature branches creations.
You can almost create a branch per bug-fix if you want. The idea is to make sure a bug-fix is identified by a simple linear set of commmits merged back in the development branch (or the maintenance branch if this is released).
I prefer making sure to first rebase the bug-fix branch on top of the development branch (to make sure my fixes are still compliant with any work which may have been done in parallel on said main branch), before merging that dev branch with the bug-fix one (fast-forward merge: the main branch now reference all the fixes)
The blame or annotation feature is still there to help assign the tasks during a code review, but this time, all the developers are not necessarily on one site (since it is a *Distributed *VCS), and not with the same identification scheme (not using the same LDAP for instance).
A DVCS way to organize code review is to push new changes to a special code review repo, which will:
They are done on the developer's local repo, in a branch (since it is so easy to merge it back)
Same process than last section.
The actual release process is simply initiated by a special identified (tag) version of your software. (the rest of the "release management process", that is the deployment and configuration part is detailed in the CVCS answer)
The question is, with a DVCS:
"from which repository will that official version of your software come from?"
You need to establish a "central" or rather "official" repository which will play the role of:
So it can serve both for release purposes, but also for new development purposes.
I have a medium sized team of developers who moved to Subversion last December from VSS and I wanted to hear from people who have used both Mercurial and Subversion and get their feedback.
What do they really like about Mercurial? What sucks? Is there a better open source tool? I didn't really want to put my devs through the whole source control migration thing again unless it is really worth it.
Thanks in advance!
Mercurial (like Git) is a DVCS (meaning a Decentralized Version Control System), which will allow you to:
One downside is you need to rethink the way you organize your data: you cannot just put everything in one DVCS repo (because a tag would apply to the all repo even if it contains unrelated components), but you need to separate those data in coherent sub-sets.
The advantages of Subversion over Mercurial are:
I think that's about it. Migrating from Subversion to Mercurial won't be nearly as hard as getting them to use version control in the first place.
See:
Chapter 1 of HgInit (and read all the rest while you're at it)
Version Control Blog: Comparison of Mercurial and Subversion (you can also compare pretty much any other SCM)
For the actual migration process, see How to migrate/convert from SVN to Mercurial on Windows.
The Python developers are contemplating a conversion from Subversion to a DVCS. In the PEP linked above, you can find a comparison of how to do various tasks in svn, bzr, hg and git and the PEP committee's reasons for choosing Mercurial.
I switched from SVN to Mercurial, and it was a total disaster. I tried tools, netbeans, commandline, everything. I don't know enough about it to comment, but that irritated me the most is that I couldn't see what was happening. A friend and I were trying to share code to the value of 150 MB and it just sat there, no comments, no progress bar, nothing. Eventually after 24 hours I cancelled it. Then it said "rolling back". That was all.
So, I'm back to SVN. Old, Clunky, Inflexible.
Reliable as All Hell. Proven to the bone. Works for me.
I read at Joel on Software:
With distributed version control, the distributed part is actually not the most interesting part.
The interesting part is that these systems think in terms of changes, not in terms of versions.
and at HgInit:
When we have to merge, Subversion tries to look at both revisions?my modified code, and your modified code?and it tries to guess how to smash them together in one big unholy mess. It usually fails, producing pages and pages of ?merge conflicts? that aren?t really conflicts, simply places where Subversion failed to figure out what we did.
By contrast, while we were working separately in Mercurial, Mercurial was busy keeping a series of changesets. And so, when we want to merge our code together, Mercurial actually has a whole lot more information: it knows what each of us changed and can reapply those changes, rather than just looking at the final product and trying to guess how to put it together.
By looking at the SVN's repository folder, I have the impression that Subversion is maintaining each revisions as changeset. And from what I know, Hg is using both changeset and snapshot while Git is purely using snapshot to store the data.
If my assumption is correct, then there must be other ways that make merging in DVCS easy. What are those?
* Update:
There's nothing in particular in DVCSs that makes merging easier. It's simply cultural: a DVCS wouldn't work at all if merging were hard, so DVCS developers invest a lot of time and effort into making merging easy. CVCS users OTOH are used to crappy merging, so there's no incentive for the developers to make it work. (Why make something good when your users pay you equally well for something crap?)
Linus Torvalds said in one of his Git talks that when he was using CVS at Transmeta, they set aside an entire week during a development cycle for merging. And everybody just accepted this as the normal state of affairs. Nowadays, during a merge window, Linus does hundreds of merges within just a few hours.
CVCSs could have just as good merging capabilities as DVCSs, if CVCS users simply went to their vendors and said that this crap is unacceptable. But they are caught in the Blub paradox: they simply don't know that it is unacceptable, because they have never seen a working merge system. They don't know that there is something better out there.
And when they do try out a DVCS, they magically attribute all the goodness to the "D" part.
Theoretically, due to the centralized nature, a CVCS should have better merge capabilities, because they have a global view of the entire history, unlike DVCS were every repository only has a tiny fragment.
To recap: the whole point of a DVCS is to have many decentralized repositories and constantly merge changes back and forth. Without good merging, a DVCS simply is useless. A CVCS however, can still survive with crappy merging, especially if the vendor can condition its users to avoid branching.
So, just like with everything else in software engineering, it's a matter of effort.
In Git and other DVCS merges are easy not because of some mystical series of changesets view (unless you are using Darcs, with its theory of patches, or some Darcs-inspired DVCS; they are minority, though) that Joel rambles about, but because of merge tracking, and the more fundamental fact that each revisions knows its parents. For that you need (I think) whole-tree / full-repository commits... which unfortunately limits ability to do partial checkouts, and making a commit about only subset of files.
When each revision (each commit), including merge commits, know its parents (for merge commits that means having/remembering more than one parent, i.e. merge tracking), you can reconstruct diagram (DAG = Direct Acyclic Graph) of revision history. If you know graph of revisions, you can find common ancestor of the commits you want to merge. And when your DVCS knows itself how to find common ancestor, you don't need to provide it as an argument, as for example in CVS.
Note that there might be more than one common ancestor of two (or more) commits. Git makes use of so called "recursive" merge strategy, which merges merge bases (common ancestor), till you are left with one virtual / effective common ancestor (in some simplification), and can the do simple 3-way merge.
Git use of rename detection was created to be able to deal with merges involving file renames. (This supports Jörg W Mittag argument that DVCS have better merge support because they had to have it, as merges are much more common than in CVCS with its merge hidden in 'update' command, in update-then-commit workflow, c.f. Understanding Version Control (WIP) by Eric S. Raymond).
Part of the reason is of course the technical argument that DVCSes store more information than SVN does (DAG, copies), and also have a simpler internal model, which is why it is able to perform more accurate merges, as mentioned in the other responses.
However probably an even more important difference is that because you have a local repository, you can make frequent, small commits, and also frequently pull and merge incoming changes. This is caused more by the ?human factor?, the differences in the way a human works with a centralised VCS versus a DVCS.
With SVN, if you update and there are conflicts, SVN will merge what it can and insert markers in your code where it can?t. Big big problem with this is that your code will now no longer be in a workable state until you resolve all the conflicts.
This distracts you from the work you are trying to achieve, so typically SVN users do not merge while they are working on a task. Combine this with the fact that SVN users also tend to let changes accumulate in a single large commit for the fear of breaking other people?s working copies, and there will be large periods of time between the branch and the merge.
With Mercurial, you can merge with incoming changes much more frequently inbetween your smaller incremental commits. This will by definition result in less merge conflicts, because you will be working on a more up-to-date codebase.
And if there turns out to be a conflict, you can decide to postpone the merge and do it at your own leisure. This in particular makes the merging so much less annoying.
Whoa, attack of the 5-paragraph essays!
In short, nothing makes it easy. It is hard, and my experience indicates that errors do occur. But:
DVCS forces you to deal with merging, which means taking a few minutes to familiarize yourself with the tools that exist to help you out. That alone helps.
DVCS encourages you to merge frequently, which helps too.
The snippet of hginit that you quoted, claiming that Subversion is unable to do three-way merges and that Mercurial merges by looking at all the changesets in both branches, is simply wrong on both counts.
I think the DAG of changesets, as mentioned by others, makes a big difference. DVCS:es require split history (and merges) at a fundamental level, whereas I suppose CVCS:es (which are older) where built from day 1 to track revisions and files first, with merge support being added as an afterthought.
So:
Mixing these concepts (as Subversion does) is, I belive, a big mistake. For instance, has branches/tags inside the source tree, so there you have to track which revisions of files have been merged to other files. This is clearly more complex than just tracking which revisions have been merged.
So, summarizing:
At least this is what I feel from my experience with cvs, svn, git and hg. (There probably are other CVCS:es which has got this thing right too.)
One thing I find easier with DVCS is that each developer can merge their own changes into which ever repository that they desire. It's much easier to handle merge conflicts when you're merging your own code. I've worked in places where some poor soul had fixed merge conflicts by finding each developer involved.
Also with a DVCS you can do things like clone a repository, merge work from two developers into the clone, test the changes, then merge from the clone back into the main repository.
Pretty cool stuff.
One point is that svn merging is subtly broken; see http://blogs.open.collab.net/svn/2008/07/subversion-merg.html I suspect this is in conjunction with svn recording mergeinfo even on cherry-picking merges. Add a few plain bugs in handling border cases, and svn as the current poster child of CVCS makes them look bad as opposed to all the DVCS which just got it right.
May be DVCS users just never do things that make merging hard like refactorings that change and rename/copy most files in the project, or redesigning from stratch APIs that are used in the hundrends of files.
Most subversion tools create a default repository layout with /trunk, /branches and /tags. The documentation also recommends not using separate repositories for each project, so that code can be more easily shared.
Following that advice has led to me having a repository with the following layout:
and so on, you get the idea. Over time, I've found this structure a bit clumsy and it occurred to me that there's an alternative interpretation of the recommendations, such as:
So, which layout do people use, and why? Or - is there another way to do things that I've completely missed?
I find that the Subversion Repository Layout (alternative URL) blog post summarizes this pretty well:
(...) there are several common layouts that have been adopted by the community as best practices and therefore one could think of these as recommendations. If your repository is accessible to the public, following these conventions might make it easier for users that have accessed other Subversion repositories to find what they are looking for.
There are two commonly used layouts:
trunk
branches
tagsThis first layout is the best option for a repository that contains a single project or a set of projects that are tightly related to each other. This layout is useful because it is simple to branch or tag the entire project or a set of projects with a single command:
svn copy url://repos/trunk url://repos/tags/tagname -m "Create tagname"This is probably the most commonly used repository layout and is used by many open source projects, like Subversion itself and Subclipse. This is the layout that most hosting sites like Tigris.org, SourceForge.net and Google Code follow as each project at these sites is given its own repository.
The next layout is the best option for a repository that contains unrelated or loosely related projects.
ProjectA
trunk
branches
tags
ProjectB
trunk
branches
tagsIn this layout, each project receives a top-level folder and then the trunk/branches/tags folders are created beneath it. This is really the same layout as the first layout, it is just that instead of putting each project in its own repository, they are all in a single repository. The Apache Software Foundation uses this layout for their repository which contains all of their projects in one single repository.
With this layout, each project has its own branches and tags and it is easy to create them for the files in that project using one command, similar to the one previously shown:
svn copy url://repos/ProjectA/trunk url://repos/ProjectA/tags/tagname -m "Create tagname"What you cannot easily do in this layout is create a branch or tag that contains files from both ProjectA and ProjectB. You can still do it, but it requires multiple commands and you also have to decide if you are going to make a special folder for the branches and tags that involve multiple projects. If you are going to need to do this a lot, you might want to consider the first layout.
So, to paraphrase:
The whole post is worth the read.
The second layout is the way to go. One good reason is to allow or deny a developer to work with one of the projects.
I prefer the second. With the second, if people's permissions are different between the two projects, it's easier to implement.
I greatly prefer the second, using maven or ant/ivy to ingest the artifacts from other projects if needed.
I also prefer to have a single project per repository, or a small number of related repositories.
It simplifies access control, which is easier at the repository level than the path level within the repository - particularly when authenticating against LDAP.
Backup/restore operations are a little more complicated initially as you have to loop through all the repositories to do a hot copy, but in the unlucky event you have to restore only one repo - the others needn't be taken offline or loose any data. As projects die, the repositories can simply be deleted thus saving you space on future backups.
Hook scripts become simpler when there is only one project (or a small number of related projects) per repository, you don't have to examine the affected path to conditionally take action in your hook.
As retracile noted, one monolithic repository is likely going to be a huge pain if you ever want to selectively export using svndumpfilter - the number of changed paths causing it to die is likely to be high.
Upgrading the repository schema for future versions of svn requires more effort - you have to do it n times rather than once... but it can be scripted and you needn't coordinate everyone at once.
If someone commits a password, and you have to obliterate it, you can do the dump/filter/reload quickly in one repo while not affecting other teams.
One piece of advice if you go this route - have a different .conf file per repo rather than one huge one, again it's easier to manage as well as providing comfort that some timestamps are going to be old - if something's amiss you can look for recent changes easier.
I decided to bite the bullet and restructure my repository. I wrote a small program to assist (below). The steps I followed were:
svn checkout the entire repository. This took a long time and a lot of disk space. svn delete the obsolete trunk, tags and branches folders)svn commit back to the repository.This whole process took time, but I decided to take this approach because modifying a working copy is a lot safer than hacking up a live repository and I had the options to simply throw away the working copy if it all went wrong, to fix any issue in the working copy and commit the entire restructure as a single revision.
Here's the C# code I used to do the moving. Requires SharpSvn library.
using System;
using System.Collections;
using System.Collections.Generic;
using System.Collections.ObjectModel;
using System.IO;
using System.Linq;
using System.Text;
using SharpSvn;
/**
*
* Program operation:
* 1. Parse command line to determine path to working copy root
* 2. Enumerate folders in the /trunk
* 3. Restructure each project folder in /trunk
*
*
* Restructure a Project:
* 1. Get the project name (folder name in /trunk/{Project})
* 2. SVN Move /trunk/{Project} to /{Project}/trunk
* 3. Reparent Project, branches
* 4. Reparent Project, tags
*
* Reparent(project, folder)
* If /{folder}/{Project} exists
* SVN Move /{folder}/{Project} to /{Project}/{Folder}
* else
* Create folder /{Project}/{Folder}
* SVN Add /{Project}/{Folder}
*
**/
namespace TiGra.SvnRestructure
{
/// <summary>
/// Restructures a Subversion repository from
/// /trunk|branches|tags/Project
/// to
/// /Project/trunk|branches|tags
/// </summary>
internal class Program
{
private static string WorkingCopy;
private static string SvnUri;
private static string Branches;
private static string Tags;
private static string Trunk;
private static SvnClient svn;
private static List<string> Projects;
private static void Main(string[] args)
{
ProcessCommandLine(args);
CreateSvnClient();
EnumerateProjectsInTrunk();
RestructureProjects();
Console.ReadLine();
}
private static void RestructureProjects()
{
foreach (var project in Projects)
{
RestructureSingleProject(project);
}
}
private static void RestructureSingleProject(string projectPath)
{
var projectName = Path.GetFileName(projectPath);
var projectNewRoot = Path.Combine(WorkingCopy, projectName);
bool hasBranches = Directory.Exists(Path.Combine(Branches, projectName));
bool hasTags = Directory.Exists(Path.Combine(Tags, projectName));
Reparent(Path.Combine(Trunk, projectName), Path.Combine(projectNewRoot, "trunk"));
if (hasBranches)
Reparent(Path.Combine(Branches, projectName), Path.Combine(projectNewRoot, "branches"));
if (hasTags)
Reparent(Path.Combine(Tags, projectName), Path.Combine(projectNewRoot, "tags"));
}
private static void Reparent(string oldPath, string newPath)
{
Console.WriteLine(string.Format("Moving {0} --> {1}", oldPath, newPath));
svn.Move(oldPath, newPath, new SvnMoveArgs(){CreateParents = true});
}
private static void EnumerateProjectsInTrunk()
{
var list = EnumerateFolders("trunk");
Projects = list;
}
/// <summary>
/// Enumerates the folders in the specified subdirectory.
/// </summary>
/// <param name="trunk">The trunk.</param>
private static List<string> EnumerateFolders(string root)
{
var fullPath = Path.Combine(WorkingCopy, root);
var folders = Directory.GetDirectories(fullPath, "*.*", SearchOption.TopDirectoryOnly).ToList();
folders.RemoveAll(s => s.EndsWith(".svn")); // Remove special metadata folders.
return folders;
}
private static void CreateSvnClient()
{
svn = new SharpSvn.SvnClient();
}
/// <summary>
/// Processes the command line. There should be exactly one argument,
/// which is the path to the working copy.
/// </summary>
private static void ProcessCommandLine(string[] args)
{
if (args.Length != 1)
throw new ArgumentException("There must be exactly one argument");
var path = args[0];
if (!Directory.Exists(path))
throw new ArgumentException("The specified working copy root could not be found.");
WorkingCopy = path;
Branches = Path.Combine(WorkingCopy, "branches");
Tags = Path.Combine(WorkingCopy, "tags");
Trunk = Path.Combine(WorkingCopy, "trunk");
}
}
}
We use SVN for our source-code revision control and are experimenting using it for non-source-code files.
We are working with a large set (300-500k) of short (1-4kB) text files that will be updated on a regular basis and need to version control it. We tried using SVN in flat-file mode and it is struggling to handle the first commit (500k files checked in) taking about 36 hours.
On a daily basis, we need the system to be able to handle 10k modified files per commit transaction in a short time (<5 min).
My questions:
Thanks
Edit 1: I need version control because multiple people will be concurrently modifying the same files and will be doing manual diff/merge/resolve-conflicts in the exact same way as programmers edit source code. Thus I need a central repository to which people can check in their work and check out others work. The work-flow is virtually identical to a programming workflow except that the users are not programmers and the file content is not source-code.
Update 1: Turns out that the primary issue was more of a filesystem issue than an SVN issue. For SVN, committing a single directory with half-million new files did not finish even after 24 hours. Splitting the same across 500 folders arranged in a 1x5x10x10 tree with 1000 files per folder resulted in a commit time of 70 minutes. Commit speed drops significantly over time for single folder with large number of files. Git seems a lot faster. Will update with times.
As of July 2008, the Linux kernel git repo had about 260,000 files. (2.6.26)
http://linuxator.wordpress.com/2008/07/22/5-things-you-didnt-know-about-linux-kernel-code-metrics/
At that number of files, the kernel developers still say git is really fast. I don't see why it'd be any slower at 500,000 files. Git tracks content, not files.
git is your best bet. You can check in an entire operating system (two gigabytes of code in a few hundred thousand files) and it remains usable, although the initial checkin will take quite a while, like around 40 minutes.
for svn "flat file mode" meaning FSFS I presume:
git has way better performance than svn, and you owe it to yourself to at least compare
for such short files, i'd check about using a database instead of a filesystem.
is SVN suitable? As long as you're not checking out or updating the entire repository, then yes it is.
SVN is quite bad with committing very large numbers of files (especially on Windows) as all those .svn directories are written to to update a lock when you operate on the system. If you have a small number of directories, you won't notice, but the time taken seems to increase exponentially.
However, once committed (in chunks, directory by directory perhaps) then things become very much quicker. Updates don't take so long, and you can use the sparse checkout feature (very recommended) to work on sections of the repository. Assuming you don't need to modify thousands of files, you'll find it works quite well.
Committing 10,000 files - again, all at once is not going to be speedy, but 1,000 files ten times a day will be much more manageable.
So try it once you've got all files in there, and see how it works. All this will be fixed in 1.7, as the working copy mechanism is modified to remove those .svn directories (so keeping locks is simpler and much quicker).
I recommend Mercurial, as it still leads git in the usability department (git's been getting better, but, eh).
bzr has made leaps forward in usability as well.
Do you really need a file system with cheap snapshots, like ZFS? You could configure it to save the state of the filesystem every 5 minutes to avail yourself of some level of change history.
Is there any reason you need to commit 10k modified files per commit? Subversion would scale much better if every user checks in his/her own file right away. Then that one time a day you need to 'publish' the files, you can tag them very fast and run the published version from the tag
After installing and using Visual Studio 2010, I'm seeing some newer file types (at least with C++ projects ... don't know about the other types) as compared to 2008. e.g. .sdf, .opensdf, which I guess are the replacement for ncb files with Intellisense info stored in SQL Server Compact files? I also notice .log files are generated, which appear to be build logs.
Given this, what's safe to add to my global ignore pattern? Off the bat, I'd assume .sdf, .opensdf, but what else?
For C++ projects, you should be fine ignoring the following files:
*.opensdf (temporary file opened only while .vcxproj/.sln is loaded to Visual Studio IDE)For C# projects, it's also a good idea to ignore bin and obj directories, and *.suo too.
*.o *.lo *.la *.al .libs *.so *.so.[0-9]* *.a *.pyc *.pyo *.rej *~ #*# .#* .*.swp .DS_Store *.ilk *.aps *.suo *.ncb *.user *.opt *.plg */Debug* */Release* */debug* */release* *.*~ *.tlb *_i.c *_p.c _*.idl _*.h *.obj *.vspscc dlldata.c *.pch *.idb *.pdb *.manifest *.res *.exe *.dll mt.dep BuildLog.htm *_i.h *.idc *.swp *.trx */TestResults *.vcxproj.filters ipch *.sdf *.opensdf
Read this reference page for file types from MS Visual Studio
*.o: GCC object files*.lo: GNU Libtool Library Object File*.la: libtool archives*.al: ?.libs: autotools object directory*.so, *.so.[0-9]*: GNU shared library*.a: GCC import or static library*.pyc: Compiled Python file/library*.pyo: Python object file*.rej: SVN conflict resolution file (mostly backups)*~, .~: Temporary backup files for Linux desktop utilities like Kate, Kwrite...#*# .#*: Build system generated intermediate response files etc..*.swp: VIM editor swap file.DS_Store: OSX directory metadata storage*.ilk: MSVC Incremental linker file.*.aps: Binary version of the current resource script file; used for quick loading.*.suo: Solution User Options*.ncb: MSVC Intellisense Data*.user: QtCreator (and maybe other) private user settings file.*.opt: MSVS workspace options *.plg: Build log file*/Debug*, */debug*: Debug build directory*/Release*, */release*: Release build directory*.tlb: Type library output from MIDL compiler*_i.c, *_p.c, _*.idl, _*.h, *_i.h: MIDL generated files. _i - interface, _p - proxy, etc.*.obj: MSVC object file.*.vspscc: Source code control configurationdlldata.c: MIDL generatd proxy/stub code.*.pch: MSVC precompiled header*.idb: Minimum Rebuild Incremental Database*.pdb: Program Debug database: contains all debug info.*.manifest: Manifest files*.res: Compiled resource file.*.exe, *.dll: Windows binariesmt.dep: Generated ManifestBuildLog.htm: self-explanatory*.idc: Internet Database Connector definitions*.trx: Visual Studio Test Results File*/TestResults: Self-explanatory*.vcxproj.filters: Private user-dependent VS IDE file.ipch: MSVC Precompiled header directory*.sdf: SQL Server Compact Database File*.opensdf: Temp file related to corresponding .sdfMy current project is broken down into 3 parts: Website, Desktop Client, and a Plug-in for a third party program. We had started out originally with Subversion for our source control but decided to try Mercurial after reading Joel Spolsky's final post. Considering we haven't really used the majority of svn's potential before, we figured starting fresh with some basic ideas of how source control worked would make this transition easy.
However, after setting up our initial repository, we're lost as to how tagging and branching should work on a project like this.
Essentially, we're working on all 3 of these parts at the same time. We want a release to be a combination of the 3 parts. Currently we're working in one repository.
For the Plug-in part, we have the first iteration finished which we've been referring to as Plug-In v0.1. For the first official build of the other two parts, we'd also like to refer to them as Website v0.1 and Desktop Client v0.1. When all three parts are at v0.1, we'd like to have a Full Project v0.1.
Our problem is we're not sure how to manage all of this in the Hg repository. Would the best way to handle this be to create 3 separate repositories for the 3 stable versions and then 3 more repositories for the current developments? Currently we have this all in one repository. Should we do this in branches (are branches any different from cloning repositories?) and tags?
Any help is greatly appreciated.
I'd highly recommend Steve Losh's blog entry A Guide to Branching in Mercurial, where he describes several approaches to branching supported by Mercurial.
Using Mercurial's named branches feature is probably the closest match to branching with SVN.
It definitely sounds like you want seperate repos for the 3 parts, if you need to tie the 3 together in releases it may also be useful to have these 3 repositories be subrepos of an overall project repository.
You can keep them in one repository or separate the projects. For me, it would depend on how much of the code, if any, is shared between the applications. If code isn't shared between the components, use a different repository for each.
Separate repositories would allow you to easily tag each component with the version (v0.1) and then continue forward with development as needed. When you are ready to release a combined product, just pull from the desired tag for each repository and you'll get the full product release. If you have deliverables for the application that are not related to either of the three components, you can also create a repository for the combined product to keep that data. You can handle branching for each of the components through branches or cloned repositories.
If you keep the components in a single repository, it will still work but your tags and branches will get much messier. When the plug-in gets to v0.1, create a tag for that like "plug-in v0.1". Do the same thing for the desktop and web clients. Then when you want to release the product, you will need to pull from three different tags which has each component at v0.1.
I would opt for the separate repositories. The decision is more complicated if there is shared code but you could find ways to take your dependencies as libraries rather than code.
For your questions about branching, this article is a good guide to the different options and pros/cons.
Try using Joel's Tutorial on Mercurial. This might yield a bit more or how to use it. There really isn't a "Branching" as used in SVN and really, it might be a good idea to stop trying to use Mercurial as if it was SVN. Instead of Branching, you have your own local Repositories.
We're migrating from Subversion to Mercurial. To facilitate the migration, we're creating an intermediate Mercurial repository that is a clone of our Subversion repository. All developers will be begin switching over to the Mercurial repository, and we'll periodically push changes from the intermediate Mercurial repository to the existing Subversion repository. After a period of time, we'll simply obsolete the Subversion repository and the intermediate Mercurial repository will become the new system of record.
Dev 1 Local --+--> Mercurial --+--> Subversion
Dev 2 Local --+ +
Dev 3 Local --+ +
Dev 4 -------------------------+
I've been testing this out, but I keep running into a problem when I push changes from my local repository, to the intermediate Mercurial repository, and then up into our Subversion repository.

On my local machine, I have a changeset that is committed and ready to be pushed to our intermediate Mercurial repository. Here you can see it is revision #2263 with hash 625...

I push only this changeset to the remote repository.

So far, everything looks good. The changeset has been pushed.
hg update
1 files updated, 0 files merged, 0 files removed, 0 files unresolved
I now switch over to the remote repository, and update the working directory.
hg push
pushing to svn://...
searching for changes
[r3834] bmurphy: database namespace
pulled 1 revisions
saving bundle to /srv/hg/repository/.hg/strip-backup/62539f8df3b2-temp
adding branch
adding changesets
adding manifests
adding file changes
added 1 changesets with 1 changes to 1 files
rebase completed
Next, I push the change up to Subversion, works great. At this point, the change is in the Subversion repository and I return attention back to my local client.

I pull changes to my local machine. Huh? I've now got two changesets. My original changeset appears as a local branch now.

The other changeset has a new revision number 2264, and a new hash 10c1...

Anyway, I update my local repo to the new revision.

I'm now switched over.

So, I finally click the "determine and mark outgoing changesets" and as you can see Mercurial still wants to push out my previous changesets even though they've already been pushed.
Clearly, I'm doing something wrong.
I also can't merge the two revisions. If I merge the two revisions on my local machine, I end up with a "merge" commit. When I push that merge commit out to the intermediate Mercurial repository, I can no longer push changes out to our Subversion repository. I end up with the following problem:
hg update
0 files updated, 0 files merged, 0 files removed, 0 files unresolved
hg push
pushing to svn://...
searching for changes
abort: Sorry, can't find svn parent of a merge revision.
and I have to rollback the merge to get back to a working state.
What am I missing?
You're not doing anything wrong, in fact in your situation the behavior you're seeing is the expected (if somewhat confusing to a new Mercurial user) result.
hgsubversion is really good for two things:
You're trying to use it as a more generalized gateway, which is a much much harder problem. Subversion has a very rigid view of the world, and we have to work within that. The truth of the matter is that the revision hash can only be viewed as final when using hgsubversion after the revision has been pulled from Subversion. Thus, if your developers ever share changesets between Mercurial repositories directly, without Subversion as an intermediary, this will occur.
The rebase is automatic and non-optional for a very fundamental reason: Subversion performs that rebase when you push. If you had unpulled changes when you pushed, Subversion did that rebase for you, and if successful (with a stupidly simple rebasing algorithm) it accepts the commit with no indication that a rebase occurred. We're patching together two different models.
I'd recommend moving everyone over to Mercurial at once - a hybrid approach like this is only going to make using Mercurial more difficult in the short term than it needs to be, and potentially confuse users new to DVCS.
First, let me say what a pleasure it was to read such a detailed question write up. :)
The problem is happening when you do the hg push to the svn repo from remote. Here's that output from your example:
hg push
pushing to svn://...
searching for changes
[r3834] bmurphy: database namespace
pulled 1 revisions
saving bundle to /srv/hg/repository/.hg/strip-backup/62539f8df3b2-temp
adding branch
adding changesets
adding manifests
adding file changes
added 1 changesets with 1 changes to 1 files
rebase completed
I'm not a hg-subversion user, but that output says that in the process of doing the push you requested, it's pulling the changes from the svn repo, finding a new revision and then doing a rebase of your changeset 10c1 after (descendent of) the newly pulled revision. The rebase command takes branching histories and turns the into linear histories, but in doing so it changes the parents of the changesets, which changes their hashes, which looks like just what's happening to you.
Again, not a hg-subversion user, so I can't say if that pull/rebase is always supposed to happen and how that's supposed to work, but the hgsubversion wiki page says:
You can use the usual Mercurial commands to work with this repository. If you have a series of commits on a given branch, and want to move them to the tip of that branch, use the hg rebase --svn command while on the tip of your work, and those changesets will automatically be rebased over top of the new upstream work.
which makes it sound not normally automatic.
I couldn't quite tell from your intro, are new changesets still being created in svn, or are they created only in mercurial?
If they're only created in mercurial then one work-around would be to set up a svn-gateway repo on the remote system, and do the push from there, and never pull from that repo back into mercurial. Then the changesets in that repo would have different hashids due to the rebase, but they'd not flow back into the main remote repo and the end user systems.
The bigger fix though is to figure out why "hg push svn://.. is rebasing all the outbound changesets". Answer that one and the behavior will stop.
The company I'm working for is starting up and they changed their name in the process. So we still use the package name com.oldname because we are afraid of breaking the file change history, or the ancestry links between versions, or whatever we could break (I don't think I use the right terms, but you get the concept).
We use: Eclipse, TortoiseSVN, Subversion
I found somewhere that I should do it in many steps to prevent incoherence between content of .svn folders and package names in java files:
That seems good to me, but I need to know if the ancestry and history and everything else will still be coherent and working well.
I don't have the keys to that server, that's why I don't hastily backup things and try one or two things. I would like to come up with a good reason not to do it, or a way of doing it which works.
Thank you for your help,
M. Joanis
Package rename test
Procedure:
Add a new class under renametest called RenameTest0.java and containing:
Add a new class under renametest.subpackage containing:
Test that RenameTest0 runs fine.
Result of test:
Perhaps it's not practical for your exact needs but TortoiseSVN has a handy feature regarding renames. You could do this:
Have you considered using the Subclipse plugin? It may solve your problems, according to How do I use Eclipse Refactoring Tools and stay in sync with SVN through Subclipse?
Yes, it will work. You could install the command line version of svn and write a batch file that will do the svn stuff. Automating the eclipse stuff would be a bit more work, and probably not worth it unless you're already familiar with the eclipse API.
Test it with one package before you do everything just to make sure you're doing all the steps right.
Are you sure keeping history is NOT working if you are using the refactoring method included in eclipse?
With NetNeans I regularly change package names and the underlying 'svn plugin' will silently move the content (which saves history) into the new directory (after that the normal refactoring will happen).
so: Have you tried it from within eclipse if the history is kept with the subversion plugin? (e.g. in a fresh check-out copy to avoid failure)
At least you could use NetBeans to do this one-time task ...
You can do this, and it's not that hard - your best bet to get a clean SVN history is to do it in 2 steps (can become one commit) - though for good results I recommend using the CLI client.
Then you can commit as a change-set, and the history at the file level should match.
If you're using Maven or a packaging tool, recommend you run a release before doing something like this - also it's worth cutting a tag immediately before this in case you need to go back to the old structure
I often read that Hg (and Git and...) are better at merging than SVN but I have never seen practical examples of where Hg/Git can merge something where SVN fails (or where SVN needs manual intervention). Could you post a few step-by-step lists of branch/modify/commit/...-operations that show where SVN would fail while Hg/Git happily moves on? Practical, not highly exceptional cases please...
Some background: we have a few dozen developers working on projects using SVN, with each project (or group of similar projects) in its own repository. We know how to apply release- and feature-branches so we don't run into problems very often (i.e., we've been there, but we've learned to overcome joel's problems of "one programmer causing trauma to the whole team" or "needing six developers for two weeks to reintegrate a branch"). We have release-branches that are very stable and only used to apply bugfixes. We have trunks that should be stable enough to be able to create a release within one week. And we have feature-branches that single developers or groups of developers can work on. Yes, they are deleted after reintegration so they don't clutter up the repository. ;)
So I'm still trying to find the advantages of Hg/Git over SVN. I'd love to get some hands-on experience, but there aren't any bigger projects we could move to Hg/Git yet, so I'm stuck with playing with small artificial projects that only contain a few made up files. And I'm looking for a few cases where you can feel the impressive power of Hg/Git, since so far I have often read about them but failed to find them myself.
I too have been looking for a case where, say, Subversion fails to merge a branch and Mercurial does.
The SVN Book describes how renamed files are merged incorrectly and I have tried to recreate the situation it talks about below:
According to the book, the merge should finish cleanly, but with wrong data in the renamed file since the update on trunk is forgotten. Instead I get a tree conflict (this is with Subversion 1.6.9, the newest version at the time of writing):
There shouldn't be any conflict at all -- the update should be merged into the new name of the file. While Subversion fails, Mercurial handles this correctly:
rm -rf /tmp/hello
hg init /tmp/hello
cd /tmp/hello
echo 'Goodbye, World!' > hello.txt
hg add hello.txt
hg commit -m 'Initial import.'
echo 'Hello, World!' > hello.txt
hg commit -m 'Update on trunk.'
hg update 0
hg rename hello.txt hello.en.txt
hg commit -m 'Rename.'
hg merge
Before the merge, the repository looks like this:
The output of the merge is:
In other words: Mercurial took the change from revision 1 and merged it into the new file name from revision 2 (hello.en.txt). Handling this case is of course essential in order to support refactoring and refactoring is exactly the kind of thing you will want to do on a branch.
I do not use Subversion myself, but from the release notes for Subversion 1.5: Merge tracking (foundational) it looks like there are the following differences from how merge tracking work in full-DAG version control systems like Git or Mercurial.
Merging trunk to branch is different from merging branch to trunk: for some reason merging trunk to branch requires --reintegrate option to svn merge.
In distributed version control systems like Git or Mercurial there is no technical difference between trunk and branch: all branches are created equal (there might be social difference, though). Merging in either direction is done the same way.
You need to provide new -g (--use-merge-history) option to svn log and svn blame to take merge tracking into account.
In Git and Mercurial merge tracking is automatically taken into account when displaying history (log) and blame. In Git you can request to follow first parent only with --first-parent (I guess similar option exists also for Mercurial) to "discard" merge tracking info in git log.
From what I understand svn:mergeinfo property stores per-path information about conflicts (Subversion is changeset-based), while in Git and Mercurial it is simply commit objects that can have more than one parent.
"Known Issues" subsection for merge tracking in Subversion suggests that repeated / cyclic / reflective merge might not work properly. It means that with the following histories second merge might not do the right thing ('A' can be trunk or branch, and 'B' can be branch or trunk, respectively):
In the case the above ASCII-art gets broken: Branch 'B' is created (forked) from branch 'A' at revision 'x', then later branch 'A' is merged at revision 'y' into branch 'B' as merge 'M1', and finally branch 'B' is merged into branch 'A' as merge 'M2'.
In the case the above ASCII-art gets broken: Branch 'B' is created (forked) from branch 'A' at revision 'x', it is merged into branch 'A' at 'y' as 'M1', and later merged again into branch 'A' as 'M2'.
Git handles this situation just fine in practice using "recursive" merge strategy. I am not sure about Mercurial.
In "Known Issues" there is warning that merge tracking migh not work with file renames, e.g. when one side renames file (and perhaps modifies it), and second side modifies file without renaming (under old name).
Both Git and Mercurial handle such case just fine in practice: Git using rename detection, Mercurial using rename tracking.
HTH
Without speaking about the usual advantages (offline commits, publication process, ...) here is a "merge" example I like:
The main scenario I keep seeing is a branch on which ... two unrelated tasks are actually developed
(it started from one feature, but it lead to the development of this other feature.
Or it started from a patch, but it lead to the development of another feature).
How to you merge only one of the two feature on the main branch?
Or How do you isolate the two features in their own branches?
You could try to generate some kind of patches, the problem with that is you are not sure anymore of the functional dependencies which could have existed between:
Git (and Mercurial too I suppose) propose the rebase --onto option to rebase (reset the root of the branch) part of a branch:
From Jefromi's post
- x - x - x (v2) - x - x - x (v2.1)
\
x - x - x (v2-only) - x - x - x (wss)
you can untangle this situation where you have patches for the v2 as well as a new wss feature into:
- x - x - x (v2) - x - x - x (v2.1)
|\
| x - x - x (v2-only)
\
x - x - x (wss)
, allowing you to:
The other feature I like (which influence merges) is the ability to squash commits (in a branch not yet pushed to another repo) in order to present:
That ensure merges which are a lot easier, with less conflicts.
Prior to subversion 1.5 (if I'm not mistaken), subversion had a significant dissadvantage in that it would not remember merge history.
Let's look at the case outlined by VonC:
- x - x - x (v2) - x - x - x (v2.1)
|\
| x - A - x (v2-only)
\
x - B - x (wss)
Notice revisions A and B. Say you merged changes from revision A on the "wss" branch to the "v2-only" branch at revision B (for whatever reason), but continued using both branches. If you tried to merge the two branches again using mercurial, it would only merge changes after revisions A and B. With subversion, you'd have to merge everything, as if you didn't do a merge before.
This is an example from my own experience, where merging from B to A took several hours due to the volume of code: that would have been a real pain to go through again, which would have been the case with subversion pre-1.5.
Another, probably more relevant difference in merge behaviour from Hginit: Subversion Re-education:
Imagine that you and I are working on some code, and we branch that code, and we each go off into our separate workspaces and make lots and lots of changes to that code separately, so they have diverged quite a bit.
When we have to merge, Subversion tries to look at both revisions?my modified code, and your modified code?and it tries to guess how to smash them together in one big unholy mess. It usually fails, producing pages and pages of ?merge conflicts? that aren?t really conflicts, simply places where Subversion failed to figure out what we did.
By contrast, while we were working separately in Mercurial, Mercurial was busy keeping a series of changesets. And so, when we want to merge our code together, Mercurial actually has a whole lot more information: it knows what each of us changed and can reapply those changes, rather than just looking at the final product and trying to guess how to put it together.
In short, Mercurial's way of analyzing differences is (was?) superior to subversion's.
I've heard a few places that one of the main ways distributed version control systems shine, is much better merging than traditional tools like SVN. Is this actually due to inherent differences in how the two systems work, or do specific DVCS implementations like Git/Mercurial just have cleverer merging algorithms than SVN?
The claim of why merging is better in a DVCS than in Subversion was largely based on how branching and merge worked in Subversion a while ago. Subversion prior to 1.5.0 didn't store any information about when branches were merged, thus when you wanted to merge you had to specify which range of revisions that had to be merged.
Ponder this example:
1 2 4 6 8
trunk o-->o-->o---->o---->o
\
\ 3 5 7
b1 +->o---->o---->o
When we want to merge b1's changes into the trunk we'd issue the following command, while standing on a folder that has trunk checked out:
svn merge -r 3:7 {link to branch b1}
? which will attempt to merge the changes from b1 into your local working directory. And then you commit the changes after you resolve any conflicts and tested the result. When you commit the revision tree would look like this:
1 2 4 6 8 9
trunk o-->o-->o---->o---->o-->o "the merge commit is at r9"
\
\ 3 5 7
b1 +->o---->o---->o
However this way of specifying ranges of revisions gets quickly out of hand when the version tree grows as subversion didn't have any meta data on when and what revisions got merged together. Ponder on what happens later:
12 14
trunk ?-->o-------->o
"Okay, so when did we merge last time?"
13 15
b1 ?----->o-------->o
This is largely an issue by the repository design that Subversion has, in order to create a branch you need to create a new virtual directory in the repository which will house a copy of the trunk but it doesn't store any information regarding when and what things got merged back in. That will lead to nasty merge conflicts at times. What was even worse is that Subversion used two-way merging by default, which has some crippling limitations in automatic merging when two branch heads are not compared with their common ancestor.
To mitigate this Subversion now stores meta data for branch and merge. That would solve all problems right?
On a centralized system, like subversion, virtual directories suck. Why? Because everyone has access to view them? even the garbage experimental ones. Branching is good if you want to experiment but you don't want to see everyones' and their aunts experimentation. This is serious cognitive noise. The more branches you add, the more crap you'll get to see.
The more public branches you have in a repository the harder it will be to keep track of all the different branches. So the question you'll have is if the branch is still in development or if it is really dead which is hard to tell in any centralized version control system.
Most of the time, from what I've seen, an organization will default to use one big branch anyway. Which is a shame because that in turn will be difficult to keep track of testing and release versions, and whatever else good comes from branching.
There is a very simple reason why: branching is a first-class concept. There are no virtual directories by design and branches are hard objects in DVCS which it needs to be such in order to work simply with synchronization of repositories (i.e. push and pull).
The first thing you do when you work with a DVCS is to clone repositories (git's clone and hg's clone). Cloning is conceptually the same thing as creating a branch in version control. Some call this forking, but that's just the same thing. In fact every user is running their own repository which means you have a per-user branching going on.
The version structure is not a tree, but rather a graph instead. More specifically a directed acyclic graph (DAG, meaning a graph that doesn't have any cycles). You really don't need to dwell into the specifics of a DAG other than each commit has one or more parent references (which what the commit was based on). So the following graphs will show the arrows between revisions in reverse because of this.
A very simple example of merging would be this; imagine a central repository called origin and a user, Alice, cloning the repository to her machine.
a? b? c?
origin o<---o<---o
^master
|
| clone
v
a? b? c?
alice o<---o<---o
^master
^origin/master
What happens during a clone is that every revision is copied to Alice exactly as they were (which is validated by the uniquely identifiable hash-id's), and marks where the origin's branches are at.
Alice then works on her repo, committing in her own repository and decides to push her changes:
a? b? c?
origin o<---o<---o
^ master
"what'll happen after a push?"
a? b? c? d? e?
alice o<---o<---o<---o<---o
^master
^origin/master
The solution is rather simple, the only thing that the origin repository needs to do is to take in all the new revisions and move it's branch to the newest revision (which git calls "fast-forward"):
a? b? c? d? e?
origin o<---o<---o<---o<---o
^ master
a? b? c? d? e?
alice o<---o<---o<---o<---o
^master
^origin/master
The use case, which I illustrated above, doesn't even need to merge anything. So the issue really isn't with merging algorithms since three-way merge algorithm is pretty much the same between all version control systems. The issue is more about structure than anything.
Admittedly the above example is a very simple use case, so lets do a much more twisted one albeit a more common one. Remember that origin started out with three revisions? Well, the guy who did them, lets call him Bob, has been working on his own and made a commit on his own repository:
a? b? c? f?
bob o<---o<---o<---o
^ master
^ origin/master
"can Bob push his changes?"
a? b? c? d? e?
origin o<---o<---o<---o<---o
^ master
Now Bob can't push his changes directly to the origin repository. How the system detects this is by checking if Bob's revisions directly descents from origin's, which in this case doesn't. Any attempt to push will result into the system saying something akin to "Uh... I'm afraid can't let you do that Bob."
So Bob has to pull in the changes first and then merge. This is an automated two-step process both in git and hg. First Bob has to fetch the new revisions, which will copy them as they are from the origin repository. We can now see that the graph diverges:
v master
a? b? c? f?
bob o<---o<---o<---o
^
| d? e?
+----o<---o
^ origin/master
a? b? c? d? e?
origin o<---o<---o<---o<---o
^ master
The second step of the pull process is to merge the diverging tips and make a commit of the result:
v master
a? b? c? f? 1?
bob o<---o<---o<---o<-------o
^ |
| d? e? |
+----o<---o<--+
^ origin/master
Hopefully the merge won't run into conflicts, but if you anticipate them it's good to atleast do this pull process manually (with git's fetch and merge; or hg's pull and merge). What later needs to be done is to push in those changes again to origin, which will result into a fast-forward merge since the merge commit is a direct descendant of the latest in the origin repository:
v origin/master
v master
a? b? c? f? 1?
bob o<---o<---o<---o<-------o
^ |
| d? e? |
+----o<---o<--+
v master
a? b? c? f? 1?
origin o<---o<---o<---o<-------o
^ |
| d? e? |
+----o<---o<--+
There is another option to merge in git and hg, called rebase, which'll move Bob's changes to after the newest changes. Since I don't want this answer to be any more verbose I'll let you read the git or mercurial docs about that instead.
As an exercise for the reader, try drawing out how it'll work out with another user involved. It is similarly done as the example above with Bob. Merging between repositories is easier than what you'd think because all the revisions/commits are uniquely identifiable.
There is also the issue of sending patches between each developer, that was a huge problem in Subversion which is mitigated in git and hg by uniquely identifiable revisions. Once someone has merged his changes (i.e. made a merge commit) and sends it for everyone else in the team to consume by either pushing to a central repository or sending patches then they don't have to worry about the merge, because it already happened. Martin Fowler calls this way of working promiscuous integration.
Because the structure is different from Subversion, by instead employing a DAG, it enables branching and merging to be done in an easier manner not only for the system but for the user as well.
SVN tracks files while GIT tracks content changes. it is clever enough to track a block of code that was refactored from one class/file to another. They use two complete different approaches to tracking your source.
I still use SVN heavily but am very pleased with the few times i've used GIT.
A nice read if you have the time:
http://plasmasturm.org/log/487/
Just read an article on Joel's blog(sadly his last one). This one is about Mercurial, but it actually talks about advantages of Distributed VC systems such as Git.
With distributed version control, the distributed part is actually not the most interesting part. The interesting part is that these systems think in terms of changes, not in terms of versions.
Read the article here.
Historically, Subversion has only been able to perform a straight two-way merge because it's didn't store any merge information. This involves taking a set of changes and applying them to a tree. Even with merge information, this is still the most commonly-used merge strategy.
Git uses a 3-way merge algorithm by default, which involves finding a common ancestor to the heads being merged and making use of the knowledge that exists on both sides of the merge. This allows Git to be more intelligent in avoiding conflicts.
Git also has some sophisticated rename finding code, which also helps. It doesn't store changesets or store any tracking information -- it just stores the state of the files at each commit and uses heuristics to locate renames and code movements as required (the on-disk storage is more complicated than this, but the interface it presents to the logic layer exposes no tracking).
I read the accepted answer. It's just plain wrong.
Svn merging can be a pain, and it can also be cumbersome. But, ignore how it actually works for a minute. There is no information that git keeps or can derive that svn doesn't also keep or can derive. More importantly, there is no reason why keeping separate (sometimes partial) copies of the version control system will provide you with more actual information. The two structures are completely equivalent.
Assume you want to do "some clever thing" git is "better at". And you're thing is checked into svn.
Convert your svn into the equivalent git form, do it in git, and then check the result in, perhaps using multiple commits, some extra branches. If you can imagine an automated way to turn an svn problem into a git problem, then git has no fundamental advantage.
At the end of the day, any version control system will let me
1. Generate a set of objects at a given branch/revision.
2. Provide the difference between a parent child branch/revisions.
Additionally, for merging it's also useful (or critical) to know
3. The set of changes have been merged into a given branch/revision.
Mercurial, git and subversion (now natively, previously using svnmerge.py) can all provide all 3 pieces of information. In order to demonstrate something fundamentally better with DVC, please point out some fourth piece of information which is available in git/hg/DVC not available in svn / centralized VC.
That's not to say they're not better tools!
it is a difference caused by the way revisions are stored. svn logically stores the file state at different points in time (though using deltas). but git and most other dvcs stores changesets.
I've been using svn on the command line for 5+ years, but I'm thinking of switching to GUI. The two kings of Mac subversion apps seem to be Versions and Cornerstone. Most of the reviews/comments I've seen comparing the two are from way back in 2008, when Cornerstone was first released. It's now 2010, and both apps have undergone significant changes.
I've been running trial copies of both apps for the past week, and I still can't make up my mind. Which would you recommend and why?
Cornerstone has been out a few years and version 2 was just released. It is now by far the best value, fastest and feature rich Subversion client for the Mac. The merge features and annotations alone are awesome. I have never seen such a cool take on either of them and the way you can just click a block of text when comparing and have the log message displayed for that block together with all the statistical information you'll ever need in a stunning UI, it's just awesome.
Seriously I can't recommend this tool enough. It is in a different league to Versions.
I've tried both and like Cornerstone better, mainly because it has a far superior file-diff interface.
With Cornerstone, you can double-click on any file in your commit-list and it instantly brings up a diff of your version vs the repository version. This makes it very easy to quickly code-review your changes before checking in.
With Versions, as far as I can tell, you have to hit Ctrl-D, then hit Compare, and then wait a good few seconds before it loads up the diff tool.
I'd like to add Cornerstone 2 now has branch & merge, which is a real 1-up on Versions. Irritatingly I bought Versions just before that release so I feel a little stung :-(
I purchased Cornerstone several years ago, primarily because I had heard good things about their support. I have contacted support several times, once or twice with bugs and several times to ask questions. They were always very responsive, and I've been happy with my choice.
Cornerstone also has a good educational discount if you're a student.
I do wish that when viewing the history of a folder you could view the changes to individual files within that folder the way you can in Tortoise on Windows.
I like Versions GUI more. Cornerstone has more features, but I don't NEED them, so they tend to get in the way.
Plus Kaleidoscope is an AWESOME text comparison tool and they work beautifully together.
I was hoping that XCode 4 would make both obsolete... maybe one day (sigh).
Cornerstone won. We did a smack down and cornerstone 1.5 was far better both for our experienced team members and our production engineers ( more casual SVNers )
Cornerstone doesn't do svn merges. For me that's a deal killer (merging revisions from a a branch into the trunk? nope).
If all you need to do is commit and browse and checkout, Cornerstone is sexy and awesome, I like the UI better than Versions.
For daily usage -- branching, tagging, merging -- I like SmartSVN best and it's cross platform. UI isn't as sexy.
After reading this and looking at CornerStone 2.0 and Versions, Corner Stone won on just the simplicity of their file compare.
With versions I have to download or install XCode (or something else). Cornerstone had it built in, and for my tastes the Cornerstones file compare is the best I've seen for a casual user. It's just immediately clear what was added and deleted.
I haven't tried the branch and merge but it seems Cornerstone has made that a big push.
I'm using versions because it suits my needs and I never even heard of cornerstone before i bought it.
If you cannot make up your mind that probably means that both work well enough for you, so go with the cheapes option, or the one with the best support. (i have no idea how the support on either is, never needed any)
We just bought 15 licenses of Cornerstone 2 after spending a few days evaluating it against the competing products included Versions. Save to say, Cornerstone 2 is in a different league to everything else. The entire application has been so well conceived it often boggles the mind. From browsing your working copy to awesome merge support, it just does not get any better. It's super fast and easy to use. Worth mentioning are the annotations as well, which make everything else the competition has done look dated and lame. Keep up the amazing work Zennaware.
Cornerstone has such an excuse for diff that is painful to watch. Can't wait for trial to expire and move on, testing something else.
try SmartSvn, it has much more features and way more powerful then any of those, i also use svnx, however the UI is aweful
How do I get this directory out of conflict? I don't care if it's resolved using "theirs" or "mine" or whatever...
PS C:\Users\Mark\Desktop\myproject> svn ci -m "gr"
svn: Commit failed (details follow):
svn: Aborting commit: 'C:\Users\Mark\Desktop\myproject\addons' remains in conflict
PS C:\Users\Mark\Desktop\myproject> svn resolve --accept working C:\Users\Mark\Desktop\myproject\addons
Resolved conflicted state of 'C:\Users\Mark\Desktop\myproject\addons'
PS C:\Users\Mark\Desktop\myproject> svn ci -m "grr"
svn: Commit failed (details follow):
svn: Commit item 'addons' has copy flag but an invalid revision
PS C:\Users\Mark\Desktop\myproject> svn update
C addons
svn: Can't move 'addons\debug_toolbar\templates\debug_toolbar\.svn\tmp\entries' to 'addons\debug_toolbar\templates\debug
_toolbar\.svn\entries': The file or directory is corrupted and unreadable.
PS C:\Users\Mark\Desktop\myproject> svn cleanup
PS C:\Users\Mark\Desktop\myproject> svn update
Skipped 'addons'
At revision 51.
Summary of conflicts:
Skipped paths: 1
PS C:\Users\Mark\Desktop\myproject> svn ci -m "grrr"
svn: Commit failed (details follow):
svn: Aborting commit: 'C:\Users\Mark\Desktop\myproject\addons' remains in conflict
Ok here's how to fix it:
svn remove --force filename
svn resolve --accept=working filename
svn commit
more details are at: http://durak.org/sean/pubs/software/version-control-with-subversion-1.6/svn.tour.treeconflicts.html
Give the following command:
svn resolved <filename or directory that gives trouble>
(Thanks to @Jeremy Leipzig for this answer in a comment)
Delete the directory, then perform an svn update from the parent directory.
We are currently using NAnt on our build server, with CVS as our source control system. Seeing the need for improvements, we are investigating continuous integration tools and other source control systems.
Subversion seems to be the most straightforward option to move on to from CVS, but a distributed version control system like Mercurial has so many advantages that it seems foolish to ignore them.
So in contemplating which source control system to upgrade to, I am interested to hear about how well various continous integration tools support Mercurial (or other DVCS for that matter), and especially if there are any features that come "out of the box" for Subversion that may need some amount of tweaking before it will work with Mercurial.
I am especially interested in an RSS feed of all commits to a selection of branches (or trunks or whatever is the appropriate name for the source control system in question).
Have you perhaps migrated from Subversion to Mercurial? If so, what challenges did you encounter regarding your continuous integration server?
Mercurial is already supported by any modern CI system you'd consider switching to. I use it with Hudson, but anything new-ish supports mercurial. Mercurial itself provides RSS feeds, no need to count on the CI system for those -- they're better and producing test pass/fail feeds and build/release feeds.
General subversion -> mercurial advice is all over the place, including 3 similar questions asked here just yesterday.
TeamCity from JetBrains supports Mercurial out of the box in version 5. I have not migrated to it, but TeamCity always just works no matter what I throw at it so I'm pretty confident that this would work too.
I'd say go with mercurial or git. I'd also say that any CI tool that doesn't support mercurial or git is not worth using. Simple. If you have some existing projects, personal or in your company, convert them to mercurial or git.
Personally I'm using mercurial, because NetBeans (my primary IDE) supports it out of the box.
The team I'm working with uses SVN for keeping version control. (It was used for years by them.) Recently I found Mercurial as a VCS and it looks much convenient for me than SVN.
What arguments wound you suggest most convincing in order to move to Mercurial?
There's Joel Spolsky's introduction to HG, hginit.com.
Mercurial is a modern, open source, distributed version control system, and a compelling upgrade from older systems like Subversion. In this user-friendly, six-part tutorial, Joel Spolsky teaches you the key concepts.
The first chapter is named
Subversion Re-education
He makes a good case, I use Subversion and am very tempted to switch.
If you don't have compelling arguments yourself, then you should ask yourself why you really want to switch.
If however you know yourself what's better in hg than in svn, what feature you would benefit from that hg has and svn doesn't, then you also have your arguments to convince your team and you don't have to ask here.
Just switching because something seems to be cooler without even knowing why is always a bad (ok, very bad) idea.
Are you looking at disadvantages of Mercurial over SVN too? A professional unbiased evaluation needs to analyse disadvantages too.
For me, I think the main ones are:
Keep in mind when you are trying to convert them to use hg that some of them would rather kill several members of their family than take 5 minutes to learn a new piece of software.
With this in mind, If you can successfully convert the repository to hg on your machine than you might be able to show them the benefits.
Show them how commiting doesn't mean screwing everyone else. Commiting means 'let me track what I am doing'. Show them how cloning is so fast, and you can have an instant sandbox for new ideas.
Show them that merge actually works.
I say good luck. It is a huge uphill battle to convince people to change their workflow.
Your team either works on a project complex enough to warramt mercurial or it doesn't .... if it does -- you should have felt the chaffing long ago, and so would everyone on your team.
Spell it out to them in their terms. Why would it be better for them, what problems which they currently encounter would be solved by it. Not, on the other hand, what Mercurial does that is better than Subversion. E.g. if it supports distributed repositories yet your organisation has no need for them, then I wouldn't be focusing my pitch on that particular aspect. This is something we can't tell you as we don't know how your organisation works.
You should also consider integration with existing tools, i.e. will it work in the IDEs you use, with the same or better level of usability?
Assuming your primary reason for switching is likely because Mercurial is a distributed version control system, keep in mind the DVCS functionality is coming to SVN in 1.7 which is due somewhere around the middle of the year: http://subversion.wandisco.com/component/content/article/1/44.html
I am experimenting with Hg with a view to moving away from SVN but wanted some opinions on how I should structure my Hg repository. I come from a SVN background (which may of tainted my outlook on how this should work!) and my repository currently looks something like this:
Project1
trunk
branches
1.0
1.1
Project2
trunk
etc. This seems to be the 'traditional' way to structure an SVN repository.
How should I reproduce this with Hg? To spice this up a little I like the idea of 'stable', 'qa' and 'dev' repositories/folders and would like to introduce this if possible.
I am an Hg beginner so any help or advice is welcome.
But before you do that - check this out: hginit.com - it's a ½ hour read, and it has a section for svn-users.
Made me a lot wiser, and I decided on abandoning /trunk /tag structure, and use mercurial in a different manner. I now have a repository for every project, that just contains the structure of the project, and i tag using the mercurial tag command.
.Jesper Hauge
There are several structural differences between a Subversion (SVN) and Mercurial (HG) repository, or repo for short, implies how you'll "design" your hierarchy:
trunk/branches/tags structure is there to help you to find your "copies" back, no more. On the other side, branches and tags are well defined in mercurial. A tag is really a name that you put on a particular revision, and you can ask for all the existing tags. For branches, you'll see that there are MANY ways to handle them, but the one that fits best to the SVN philosophy, are named branches.With that in mind, and coupling it with you idea of stable, quality assurance (QA), and development (dev) process, here is what I would recommend:
Example: MyProject-1.0
[STABLE Repository, pulls from any/all QA]
- MyProject-1.0
[QA Repositories, branched from STABLE, pulls from any/all DEV ]
- QA_MyProject-001 (Person A)
- QA_MyProject-002 (Person B)
- QA_MyProject-003 (Person C)
...
- QA_MyProject-### (Person #)
[DEV Repositories, branched from STABLE or QA]
- DEV_MyProject-001 (Feature X)
- DEV_MyProject-002 (Feature Y)
- DEV_MyProject-003 (Feature Z)
...
- DEV_MyProject-### (Feature #)
1. DEV completes feature(s)
2. QA pulls feature(s) from DEV
3. STABLE pulls from all approved QA(s) (consolidating all changes)
Mercurial is really well documented. You only have to know where to look in the Wiki.
You can look at Mercurial's wiki article RepositoryNaming to find some of your answers.
You should also read the official Mercurial manual: Mercurial: The Definitive Guide
Good luck!
This question assumes there's a "blessed" central repository that members of a team
If so, I would assume hg update is not analogous to svn update (why would there be two commands that do exactly the same thing?). From what I can gather, hg update more like svn revert. Is that correct?
Update:
My understanding of rebase is largely based on the "A common case" section on this page:
As others have indicated, almost but not quite. In order of decreasing similarity to svn update (and increasing compliance with general DVCS, and specifically Mercurial, best practices[1]):
hg pull -u (or hg pull followed by hg update) with your changes uncommitted and no committed changes since your last pull. This is as close to svn update as you can get, but is pretty bad DVCS practice. One of the niceties of DVCS is that you can commit your changes before trying to merge them with others, and thus have a backup version to rollback and retry a failed merge, and this practice gives that up. Don't do it.
hg pull --rebase after committing your changes. This pulls the upstream changes, re-applies your changes on top of them, and lets you push your changes back as a linear history. The end result will look very similar to a Subversion revision history, but you get the DVCS benefit of committing before merging. I do not know how the safety of this mode of operation compares between Mercurial and Git, though; in Git, pre-rebase versions of your changes will still be there until you do a git gc, but Mercurial doesn't have an explicit gc safety net.
hg pull followed by hg merge with your changes already committed to your local copy. This is the traditional Mercurial practice for doing the functional analog of svn update, notwithstanding footnote 1 below. This results in a nonlinear version history, but all changes are tracked and inspectable.
That said, there is much wisdom in thinking of Mercurial (and other DVCSes) on their own terms, and not trying to translate from Subversion/CVS-style thinking.
rebase is probably preferable to update. The Mercurial community tends to favor update.Not exactly.
hg pull grabs the revisions from the other repository and adds them to the locally available revisions in your clone of the repository, but does not update your working copy - only your repository (which, for DCVS like hg/git/etc is not the same thing as a working copy).
hg update updates your actual working copy to the latest revision in your local repository.
This differs from Subversion because in svn, there is no such thing as your "local repository" - the only repository is the one on the server; you only have a working copy locally. Hence why update is only a single command, as opposed to Mercurial's pull and then update.
The equivalent to svn update for Mercurial would be hg pull --update, which is equivalent to doing hg pull and then hg update one after another.
An end-to-end workflow for DCVS with a "central" repo looks something like this:
hg commit on some changes.hg push to push them the central repository.hg pull to pull them from the central repository into their own clone.hg update to update their working copy to reflect the changes pulled into their clone.In systems without a central repo, it would instead look something like this:
hg commit on some changes.hg pull directly from A's repo.hg update to update their working copy to the changes.Also, the equivalent to svn revert is hg revert. :)
hg pull --update
would be an equivalent of svn update
As described in this SO question
The hg command
pushandpullmove changes between repositories andupdateandcommitmoves changes between your working copy and your local repository.
So in a DVCS, you have 2 notions instead of one:
The command hg pull --rebase isn't exactly analogous to svn update, but the result can be the same.
In Subversion, if you update your working copy you get the latest changes in the repository merged in with any local changes. So the files in your repository are up to date but you might still have uncommitted changes.
In Mercurial, hg pull --rebase, will get the latest changes from the 'central repository' (or whatever repository you're pulling from) to update your repository then shuffle along your local commits. You'll still need an hg update to make your working copy the same as your local repository.
Here's a great beginners guide to mercurial http://hginit.com/. Should explain most things clearly. Starting off with "Do not try and apply svn knowledge to distributed vcs's"!
I am in the process of knowing Mercurial versioning system better, and I am considering convert from SVN. Anyone already converted? Was that difficult for you and your team to switch? Can you give any advice to stay with SVN or go for Mercurial?
Thanks
Once you start, you'll never want to go back. The advantages are huge.
I intentionally avoided branching under SVN, because every merge required hours of tweaking. Now, I look forward to branching because it works so well. It has made developing new features so much easier.
Furthermore, the ability to work offline is fantastic.
This SO article covers the conversion process in detail (its quite simple). You'll be able to preserve your history, but benefit from a DVCS.
This SO Question deals with DVCS benefits in detail, so I'll mention a Mercurial specific advantage. If you use a GUI like TortoiseSvn, you'll be pleasantly surprised by TortoiseHg. This app is continually improved and makes it very easy to view your pending changes and historical changes. It took a while to get to this level of quality, but now, I hate using TortoiseSvn, because it is just worse when it comes to reviewing pending changes and deciding what you want to commit.
I don't have experience with mercurial (use git instead) but the difference in experience between a good DVCS like mercurial or git vs. svn is something that you truly can't go back from once you've gotten past the learning curve.
I had a job recently that involved going back to using a centralized svn repository after using git for a year or two. I approached it by using the git-svn bridge, and found that I had great control over the commits compared to svn, and could make the commits and branches sit, roll over, and play dead in ways that gave me a useful advantage over my svn using co-workers, in addition to the large volume of commits that I made by comparison because of the very granular and frequent nature of doing local commits. It was a great benefit.
I really really recommend giving yourself some time with a DVCS.
I converted. At first it was just to try it out but I have become a big fan. I didn't actually convert my personal repositories, I just exported the latest and added the files to a new Mercurial repository.
Some of the basic hg commands are similar to those in svn so that should help you start getting comfortable. Here is an explanation of the differences from Joel.
Importantly, be open to using a new process with hg. It allows much more branching and quick committing, you'll get the most out of hg if you use break out of the subversion mindset.
I read the subversion book and it is clear to me that subversion does not store individual files but only deltas in order to minimize disk space. Subversion also does the same with binary files as well (this used to be a huge weakness of CVS).
However I do not understand the exact mechanism. When I commit a file what happens?
The first case might seem the most logical. This however raises another question. If I have in a subversion repository a file with 1000 commits and a new developer checks out a clean copy, then subversion would have to fetch the original version (initial import) and apply 1000 diffs on this before returning the result. Is this correct? Is there some sort of caching for files where the latest version is kept as well?
Basically where can I find information on the svn repository internals?
Update: Apparently the backend of subversion plays a big role in this. At the time or writing FSFS uses option 1 while BDB uses option 2. Thanks msemack!
From the Subversion Design document (which is quite dated, though) you can get this:
Like many other revision control systems, Subversion stores changes as differences. It doesn't make complete copies of nodes; instead, it stores the latest revision as a full text, and previous revisions as a succession of reverse diffs (the word "diff" is used loosely here ? for files, it means vdeltas, for directories, it means a format that expresses changes to directories).
I don't think that was changed since.
Also, see Bubble-Up Method.
I have answered this question before.
http://stackoverflow.com/questions/127692/svn-performance-after-many-revisions
Because Subversion's repository format is entirely internal, they are free to change the representation from one revision to the next. I believe the current revision generally stores reverse deltas (your option 2), but also stores complete snapshots periodically so it doesn't have to resolve 1000 diffs before returning a result.
The Subversion 1.6 release notes has a section on Filesystem storage improvements that has some notes on this, and links to other sources. Suffice to say that the details of Subversion data storage are complex and subject to change.
There is also a design document in the Subversion source tree that describes the use of skip deltas in Subversion. Generally, the /notes/ directory contains several useful documents regarding Subversion internals.
I believe the following link would be of assistance to understand the fsfs architecture
http://svn.apache.org/repos/asf/subversion/trunk/subversion/libsvn_fs_fs/structure
Each time you commit a change, the repository stores a new revision of that overall repository tree, and labels the new tree with a new revision number. Of course, most of the tree is the same as the revision before, except for the parts you changed.
The new revision number is a sequential label that applies to the entire new tree, not just to the files and directories you touched in that revision. However, colloquially, a revision number is used to refer to the change committed in that revision; for example, "the change in r588" ("r588" is shorthand for "revision 588") really means "the difference between repository trees 587 and 588", or put another way, "the change made to tree 587 to produce tree 588".
Have a look at : Subversion FAQ
the regular FSFS specification might help you.
Or if you use Berkeley DB, here's the specification for that.
FSFS uses reverse deltas to store the changes and skip-deltas to speed up some actions, if I understood everything correctly.
What is the simplest way to undo a particular commit that is:
Because it is not the latest commit,
git reset HEAD
doesn't work. And because it has been pushed to a remote,
git rebase -i
and
git rebase --onto
will cause some problem in the remotes.
More so, I don't want to modify the history really. If there was a bad code, it was there in the history and can be seen. I just want it out in the working copy and I don't mind a reverse merge commit.
In other words, what is the git equivalent of the following svn commands:
svn merge -r 303:295 http://svn.example.com/repos/calc/trunk
which removes all changes from 295 to 302 by reverse merging all changes in those revisions, as a new commit.
svn merge -c -302 ^/trunk
which undoes the 302 commit, of course by adding another commit that reverse merges the changes from that respective commit.
I thought it should be a fairly simple operation in git and fairly common use case. What else is the point of atomic commits? We have staging stashing and all to ensure the commits are perfectly atomic, shouldn't you be able to undo one or more of those atomic commits easily?
Identify the hash of the commit, using git log, then use git revert <commit> to create a new commit that removes these changes. In a way, git revert is the converse of git cherry-pick -- the latter applies the patch to a branch that's missing it, the former removes it from a branch that has it.
Because it has already been pushed, you shouldn't directly manipulate history. git revert will revert specific changes from a commit using a new commit, so as to not manipulate commit history.
I often use the find command to search through source code, delete files, whatever. Annoyingly, because Subversion stores duplicates of each file in its .svn/text-base/ directories my simple searches end up getting lots of duplicate results. For example, I want to recursively search for uint in multiple messages.h and messages.cpp files:
# find -name 'messages.*' -exec grep -Iw uint {} +
./messages.cpp: Log::verbose << "Discarding out of date message: id " << uint(olderMessage.id)
./messages.cpp: Log::verbose << "Added to send queue: " << *message << ": id " << uint(preparedMessage->id)
./messages.cpp: Log::error << "Received message with invalid SHA-1 hash: id " << uint(incomingMessage.id)
./messages.cpp: Log::verbose << "Received " << *message << ": id " << uint(incomingMessage.id)
./messages.cpp: Log::verbose << "Sent message: id " << uint(preparedMessage->id)
./messages.cpp: Log::verbose << "Discarding unsent message: id " << uint(preparedMessage->id)
./messages.cpp: for (uint i = 0; i < 10 && !_stopThreads; ++i) {
./.svn/text-base/messages.cpp.svn-base: Log::verbose << "Discarding out of date message: id " << uint(olderMessage.id)
./.svn/text-base/messages.cpp.svn-base: Log::verbose << "Added to send queue: " << *message << ": id " << uint(preparedMessage->id)
./.svn/text-base/messages.cpp.svn-base: Log::error << "Received message with invalid SHA-1 hash: id " << uint(incomingMessage.id)
./.svn/text-base/messages.cpp.svn-base: Log::verbose << "Received " << *message << ": id " << uint(incomingMessage.id)
./.svn/text-base/messages.cpp.svn-base: Log::verbose << "Sent message: id " << uint(preparedMessage->id)
./.svn/text-base/messages.cpp.svn-base: Log::verbose << "Discarding unsent message: id " << uint(preparedMessage->id)
./.svn/text-base/messages.cpp.svn-base: for (uint i = 0; i < 10 && !_stopThreads; ++i) {
./virus/messages.cpp:void VsMessageProcessor::_progress(const string &fileName, uint scanCount)
./virus/messages.cpp:ProgressMessage::ProgressMessage(const string &fileName, uint scanCount)
./virus/messages.h: void _progress(const std::string &fileName, uint scanCount);
./virus/messages.h: ProgressMessage(const std::string &fileName, uint scanCount);
./virus/messages.h: uint _scanCount;
./virus/.svn/text-base/messages.cpp.svn-base:void VsMessageProcessor::_progress(const string &fileName, uint scanCount)
./virus/.svn/text-base/messages.cpp.svn-base:ProgressMessage::ProgressMessage(const string &fileName, uint scanCount)
./virus/.svn/text-base/messages.h.svn-base: void _progress(const std::string &fileName, uint scanCount);
./virus/.svn/text-base/messages.h.svn-base: ProgressMessage(const std::string &fileName, uint scanCount);
./virus/.svn/text-base/messages.h.svn-base: uint _scanCount;
How can I tell find to ignore the .svn directories?
As follows:
find . -path '*/.svn*' -prune -o -print
Or, alternatively based on a directory and not a path prefix:
find . -name .svn -a -type d -prune -o -print
For searching, can I suggest you look at ack ? It's a source-code aware find, and as such will automatically ignore many file types, including source code repository info such as the above.
why not just
find . -not -iwholename '*.svn*'
The -not predicate negates everything that has .svn anywhere in the path.
So in your case it would be
find -not -iwholename '*.svn' -name 'messages.*' -exec grep -Iw uint {} + \;
Create a script called ~/bin/svnfind:
#!/bin/bash
#
# Attempts to behave identically to a plain `find' command while ignoring .svn/
# directories.
OPTIONS=()
PATHS=()
EXPR=()
while [[ $1 =~ ^-[HLP]+ ]]; do
OPTIONS+=("$1")
shift
done
while [[ $# -gt 0 ]] && ! [[ $1 =~ '^[-(),!]' ]]; do
PATHS+=("$1")
shift
done
# If user's expression contains no action then we'll add the normally-implied
# `-print'.
ACTION=-print
while [[ $# -gt 0 ]]; do
case "$1" in
-delete|-exec|-execdir|-fls|-fprint|-fprint0|-fprintf|-ok|-print|-okdir|-print0|-printf|-prune|-quit|-ls)
ACTION=;;
esac
EXPR+=("$1")
shift
done
if [[ ${#EXPR} -eq 0 ]]; then
EXPR=(-true)
fi
exec -a "$(basename "$0")" find "${OPTIONS[@]}" "${PATHS[@]}" -name .svn -type d -prune -o '(' "${EXPR[@]}" ')' $ACTION
This script behaves identically to a plain find command but it prunes out .svn directories. Otherwise the behavior is identical.
Example:
# svnfind -name 'messages.*' -exec grep -Iw uint {} +
./messages.cpp: Log::verbose << "Discarding out of date message: id " << uint(olderMessage.id)
./messages.cpp: Log::verbose << "Added to send queue: " << *message << ": id " << uint(preparedMessage->id)
./messages.cpp: Log::error << "Received message with invalid SHA-1 hash: id " << uint(incomingMessage.id)
./messages.cpp: Log::verbose << "Received " << *message << ": id " << uint(incomingMessage.id)
./messages.cpp: Log::verbose << "Sent message: id " << uint(preparedMessage->id)
./messages.cpp: Log::verbose << "Discarding unsent message: id " << uint(preparedMessage->id)
./messages.cpp: for (uint i = 0; i < 10 && !_stopThreads; ++i) {
./virus/messages.cpp:void VsMessageProcessor::_progress(const string &fileName, uint scanCount)
./virus/messages.cpp:ProgressMessage::ProgressMessage(const string &fileName, uint scanCount)
./virus/messages.h: void _progress(const std::string &fileName, uint scanCount);
./virus/messages.h: ProgressMessage(const std::string &fileName, uint scanCount);
./virus/messages.h: uint _scanCount;
GNU find
find . ! -regex ".*[/]\.svn[/]?.*"
Why dont you pipe your command with grep which is easily understandable:
your find command| grep -v '\.svn'
I use grep for this purpose. Put this in your ~/.bashrc
export GREP_OPTIONS="--binary-files=without-match --color=auto --devices=skip --exclude-dir=CVS --exclude-dir=.libs --exclude-dir=.deps --exclude-dir=.svn"
grep automatically uses these options on invocation
Just thought I'd add a simple alternative to Kaleb's and others' posts (which detailed the use of the find -prune option, ack, repofind commands etc.) which is particularly applicable to the usage you have described in the question (and any other similar usages):
For performance, you should always try to use find ... -exec grep ... + (thanks Kenji for pointing this out) or find ... | xargs egrep ... (portable) or find ... -print0 | xargs -0 egrep ... (GNU; works on filenames containing spaces) instead of find ... -exec grep ... \;.
The find ... -exec ... + and find | xargs form does not fork egrep for each file, but rather for a bunch of files at a time, resulting in much faster execution.
When using the find | xargs form you can also use grep to easily and quickly prune .svn (or any directories or regular expression), i.e. find ... -print0 | grep -v '/\.svn' | xargs -0 egrep ... (useful when you need something quick and can't be bothered to remember how to set up find's -prune logic.)
The find | grep | xargs approach is similar to GNU find's -regex option (see ghostdog74's post), but is more portable (will also work on platforms where GNU find is not available.)
Try findrepo which is a simple wrapper around find/grep and much faster than ack You would use it in this case like:
findrepo uint 'messages.*'
find . | grep -v \.svn
wcfind is a find wrapper script that I use to automagically remove .svn directories.
Here is what I would do in your case:
find . -path .svn -prune -o -name messages.* -exec grep -Iw uint {} +
Emacs' rgrep built-in command ignores .svn directory, and many more files you're probably not interested in when performing a find | grep. Here is what it uses by default:
find . \( -path \*/SCCS -o -path \*/RCS -o -path \*/CVS -o -path \*/MCVS \
-o -path \*/.svn -o -path \*/.git -o -path \*/.hg -o -path \*/.bzr \
-o -path \*/_MTN -o -path \*/_darcs -o -path \*/\{arch\} \) \
-prune -o \
\( -name .\#\* -o -name \*.o -o -name \*\~ -o -name \*.bin -o -name \*.lbin \
-o -name \*.so -o -name \*.a -o -name \*.ln -o -name \*.blg \
-o -name \*.bbl -o -name \*.elc -o -name \*.lof -o -name \*.glo \
-o -name \*.idx -o -name \*.lot -o -name \*.fmt -o -name \*.tfm \
-o -name \*.class -o -name \*.fas -o -name \*.lib -o -name \*.mem \
-o -name \*.x86f -o -name \*.sparcf -o -name \*.fasl -o -name \*.ufsl \
-o -name \*.fsl -o -name \*.dxl -o -name \*.pfsl -o -name \*.dfsl \
-o -name \*.p64fsl -o -name \*.d64fsl -o -name \*.dx64fsl -o -name \*.lo \
-o -name \*.la -o -name \*.gmo -o -name \*.mo -o -name \*.toc \
-o -name \*.aux -o -name \*.cp -o -name \*.fn -o -name \*.ky \
-o -name \*.pg -o -name \*.tp -o -name \*.vr -o -name \*.cps \
-o -name \*.fns -o -name \*.kys -o -name \*.pgs -o -name \*.tps \
-o -name \*.vrs -o -name \*.pyc -o -name \*.pyo \) \
-prune -o \
-type f \( -name pattern \) -print0 \
| xargs -0 -e grep -i -nH -e regex
It ignores directories created by most version control systems, as well as generated files for many programming languages. You could create an alias that invokes this command and replace find and grep patterns for your specific problems.
A group of developers that I am working with switched from VSS to SVN about half a year ago. The transition from CheckOut-CheckIn to Update-Commit has been hard on a number of users. Now that they are no longer forced to check in their files when they are done (or more accurately, now that no one else can see that they have the file checked out and tell them to check back in in order to release the lock on the file), it has happened on more than one occasion that users have forgotten to Commit their changes until long after they were completed.
Although most users are good about Committing their changes, the issue is serious enough that the decision might be made to force users to get locks on all files in SVN before editing. I would rather not see this happen, but I am at a loss over how to improve the situation in another way. So can anyone suggest ways to do any of the following:
Out-of-the-box solutions welcome (ie: desktop program that reminds users to commit if they have not done so in a given interval, automatically get stats of user Commit rates and send warning emails if frequency drops below a certain threshold, etc).
...users have forgotten to Commit their changes until long after they were completed.
I think this is the problem right here. How can a feature/bugfix be "completed" if it isn't checked in? Do you have an issue tracking system that records outstanding issues? Do you have a continuous integration system that runs unit tests as soon as a checkin is made?
If developers are just off doing their own thing with no accountability, then it's not surprising that you're running into problems getting everybody to cooperate. You will need some kind of oversight (project manager? team lead?) who is responsible for making sure that individual developers are cooperating with the rest of the developer team.
If you used VSS before, you probably work in Visual Studio. AnkhSVN has a pending changes window, like the one in TFS and VSS. This toolwindow automatically shows what files are locally modified in your solution.
Using this pending change window for your changes makes it easy to work on small/logical changes and commit those changes early instead of later.
[See this screenshot of an older AnkhSVN version] 
Do you use any kind of bug/feature tracking software?
You could ask them to include revision number when they tick off the completed work.
I think the problem you have is actually lack of a contigous build system combinet with a tracking of bugs/features/changes. With a bug track system and a contigous build, the developer can claim 'complete' only after his changes made it to the automated build and a release containing the changes is built, passes build validation tests and is dropped on the release drop location. Since the only way for a change to 'make' it into a build is to check in (an possible reverse integrate the feature branch into the main branch/trunk), devs will have to check in, otherwise they'll never finish anything ever.
In a small development group, I've seen a daily email sent to the group' mailing list showing a summary of the checkins from the prior day and an unofficial 'horse race' showing number of checkins, total lines, etc within the last 30 days to be helpful. Obviously you can't use number of checkins as any kind of performance metric, but it was still fun and kept source control on everyones mind. "Hey, Joe just passed me on checkins this month, oh wait, I never checked in that code yesterday".
This also has other advantages as people come in in the morning and read it over their cofee or whatever it keeps what other people are doing in developers minds. When we get into 'code freeze' and are nearing a release, we actually change the email from just a checkin summary, to include the actual 'diffs' so that every line of code gets many-eyed right away.
Get an automated build machine (or at the very least one dedicated person doing builds), and deploy only from that machine. Then your code doesn't get deployed until you commit, and it helps ensure that nothing was left out of the repository.
Additionally, having at least a few members of a team committing early and often usually encourages others to keep up too, because the slow committer has to deal with more local merge conflicts.
Read the commit log and ask people about their status and when they will have checked in their changes. Committing whole pieces is better than committing as if it was a way to 'save'.
How can a developer finish something and forget to check it in? Is the delivery process such that the user runs a build from the developer's own machine?
Typically, the thing that encourages developers to commit frequently is self-preservation. When updates become difficult for them because of merge conflicts and they discover that the problem is alleviated by pushing their changes, they will commit more often.
It does sound like there is something fundamentally wrong, though. How are your developer's getting their changes into the released product without going through the VCS? You should close that back door.
A decent bug/feature tracker will allow you to add a bug number when you commit your changes. For example, if I'm running Redmine, I can commit with "Fixes #323" somehwere in my subversion commit message and it automatically closes bug/task 323 in Redmine. It's very little setup, you just have to tell redmine where the repository is, which is asks for anyway.
This way you can see which changes have been committed against each bug, and bugs without a commit will be open (unless manually closed). You can assign bugs to milestones, and before the release of a milestone, review the commits against the bug.
Trac also does this, as do many others.
Automate your builds and deployments, and make it part of the process that nothing is "done" until it is tested on the test server
I've been using TortoiseSVN on Windows for years with local filesystem repositories for my own projects. I'm planning to start collaborating with a friend on one of the projects, and will be shifting the repository to my own website. I've read a lot of "git beats SVN!" posts over the last couple years, and figured I ought to at least see what the fuss was about. Some research turned up the "git svn" command, and that TortoiseGit claims to have some level of git-svn support. I like the idea of keeping the SVN repository, and doing some local commits or branches with git before committing them to the repository. The "shelve" command also sounds useful.
Unfortunately, while there's a number of CLI git-svn tutorials, there's nothing for TortoiseGit (which admittedly seems to be still in early development). As a result, I'm having problems trying to figure out what workflow I need to get these pieces to cooperate.
I have an SVN repository in D:\Projects\repositories\MyProject. I created D:\Projects\temp\gittest, and tried to do a TortoiseGit "Git Clone" of the repository. From there, I've had issues trying to indicate the location of the trunk/branches/tags folders (which are just the standard layout in my repository). I was only able to get useful results when I left those unchecked. When I did seem to get the git repository started correctly, I was able to make some changes and do a couple git commits, but then had problems doing an SVN DCommit.
So, I'm hoping someone out there can provide a reasonably detailed set of instructions on how to correctly use TortoiseGit with an existing SVN repository (with the repository on either the local filesystem or on a remote server). No "don't use SVN!" responses, please - I'm interested in learning how to get these two pieces to work together. If you feel TortoiseGit's SVN support isn't mature enough to make this work, that would also be useful information.
Thanks!
The only reason git-svn exists is to allow the use of Git alongside an existing Subversion infrastructure. Since you essentially have no infrastructure, there is absolutely no reason not to just switch to Git completely. git-svn is better than svn, but should be avoided if at all possible.
I would strongly urge you to git svn clone -s --no-metadata <path_to_svn> then forget you ever had svn.
May be you can put your projects to github which supports an svn access. So you can continue to use TortoiseSVN and collaborate with others. On the other hand you can use things like sourceforge etc. to collaborate via SVN instead of git. BTW why not using git svn clone URLOfTheSVNRepos and later do git commits instead.
I see a lot of sites referring to git, github, svn, subversion etc, but I never really knew what all of those things are. I also hear a lot of terms like 'svn repo', 'commit', and 'push' - I tried googling but it seems that I have so little knowledge about the subject that I don't even know where to get started.
Could someone give me the initial push so I can continue doing research on my own? What are these things all about?
Thanks!
guys: thank you so much for all the really long and encompassing explanations. I wish I could choose more than one answer, but unfortunately SO doesn't allow that (they should have a vote 1st, 2nd, and 3rd place feature or something). thank you all very much!
Version control (a.k.a. revision control).
Consider the following problem. You're working on a project with someone else and you're sharing files. You both need to work on, say, "WhateverController.java". It's a huge file and you both need to edit it.
The most primitive way to deal with this, is to not edit the file at the same time, but then both of you have to be on the same page. When you've got a team, especially if the team has members of dozens or hundreds or thousands (typical for open-source projects), this becomes completely impossible.
An old, primitive "solution" to this problem was to have a checkout/checkin mechanism. When you need to edit a file, you "check it out", and the file is locked so no one else can edit it until you unlock it by "checking it in". This is done through the appropriate software, for example Microsoft's breathtakingly stupid piece of crap SourceSafe. But when people forget to "check the file in", then no one else can edit that file while it's in use. Then someone goes on vacation or leaves the project for some other reason and the result is unending chaos, confusion and usually quite a bit of lost code. This adds tremendous management work.
Then came CVS, and subsequently Subversion, which the authors call "CVS done right", so CVS and Subversion are essentially the same idea. With those, there is no actual check out. You just edit the files you need and check them in. Note that the actual files are stored on a central server, and each user runs the software on their own workstations as well. This location on the server is called a repository.
Now, what happens if two people are working on the same file in CVS/Subversion? They are merged, typically using GNU diff and patch. 'diff' is a utility that extracts the difference between two files. 'patch' uses such 'diff' files to patch other files.
So if you're working on WhateverController.java in one function, and I'm working on the same file in a different function, then when you're done with your stuff, you simply check it in, and the changes are applied to the file on the server. Meanwhile, my local copy has no idea of your changes so your changes do not affect my code at all. When I'm done with my changes, I check the file in as well. But now we have this seemingly complicated scenario.
Let's call the original WhateverController.java, file A. You edit the file, and the result is file B. I edit the same file at a different location, without your changes, and this file is file C.
Now we seemingly have a problem. The changes of file B and C are both changes to file A. So in a ridiculously backwards junk like SourceSafe or Dreamweaver will usually end up overriding the change of file B (because it got checked in first).
CVS/Subversion and presumably Git (which I know almost nothing about) create patches instead of just overriding files.
The difference between file A and C is produced and becomes patch X. The difference between A and B is produced and becomes patch Y.
Then patches X and Y are both applied to file A, so the end result is file A + the changes made to B and C on our respective workstations.
Usually this works flawlessly. Sometimes we might be working on the same function in the same code, in which case CVS/Subversion will notify the programmer of a problem, and present the problem within the file itself. Those problems are usually easily fixed, at least I've never had any problem solving them. Graphical utilities such as Visual Studio, Project Builder (Mac OS X) and the such usually show you both files and the conflicts, so you can choose which lines you want to keep and which to throw away... and then you can also edit the file manually if you want to merge the conflict manually.
So in essence, source control is a solution to the problem of multiple people working on the same files. That's basically it.
I hope this explains.
EDIT: There are many other benefits with decent source control systems like Subversion and presumably Git. If there's a problem, you can go back to other versions so you don't have to keep manual backups of everything. In fact, at least with Subversion, if I mess something up or want to take a look at an old version of the code, I can do so without interfering with anyone else's work.
GIT, Subversion and the like are all about version control. If you use such technologies for a project, all your source files are stored in a so-called repository (a.k.a. "repo") - except for files that don't need versioning (big files, user-specific files, ...).
Some advantages of version control are:
Hope that explained the terms you mentioned. I think a good start to get going with version control is Subversion, using TortoiseSVN for Windows if possible. There's even a free book about it - Version Control with Subversion.
They are all different versions of source control:
"The Git Parable" by Tom Preston-Warner (mojombo), one of people behind GitHub, describes how version control system, such like Git, might have been made... at the same time describing why one would want and need (distributed) version control system.
See also "A Visual Guide to Version Control" article at Better Explained.
There are many advantages of using version control system. Let's list them roughly in the order of increasing complexity: increasing number of developers, increasing project size / project history size, more complex workflows, etc.
Even if you are single (only) developer of your project, and (at least for the time being) you do not plan to change it, version control system is still useful. It allows to:
Go back to some working version. If you are working on your project, and you realize that you completly screwed up, the approach you tried doesn't work and you don't know how to make it work, it is nice to be able to simply go back to last working version, and start anew.
This means that you should commit, i.e. make snapshot of your changes when you have working version (well, there are exceptions, see below). To avoid losing to much work you should commit fairly often, best (see below) when you completed single feature, single issue, or single part of feature or issue.
You would also want to know what you did, and what you were working on lately. This means that you should describe each changeset (each commit).
Annotate file / browse history. Unless you have perfect memory, sometimes you would want to know why (and when, and in the case when there are multiple developers also who) you wrote given set of lines. Comments are not always enough. For that you can use (if your version control system provides is) line-wise file history annotations (scm annotate or scm blame), or other similar tools like so called "pickaxe" search in Git, where you search/browse history for commits that introduced or deleted given string.
For this to be useful you need to write good commit messages, describing the change and the intent of the change, so you would know why the change was made.
Bisect history to find errors. Modern version control systems offer alternative (to inserting print statements or debugger) way of finding bugs... at keast in some cases. When you notice a bug, or get a bugreport, and the bug is not the result of the last change, you can use version control system (csm bisect) to automatically find commit that introduced the bug (first commit that has given bug). Version control system finds such commit using bisection on project history, retrieving (checking out) versions which you mark as good (without bug) or bad till it finds commits that introduced the bug.
For that you should always ensure that version works (or at least compiles) before committing it, otherwise you won't be ebale to decide if commit has bug or not. You should keep commits small (with not many changes), so when you find commit that introduced bug you would have to check only a amsll number of lines affected by change. You would also need good commit messages, so you would know why the change was made (and decide if the change is correct or not).
Later on you would need another feature of version control system: the ability to work in parallel on different lines of development (flavors) of your project, so called branches. This includes but is not limited to:
Taging releases. When you release new version of your project to a larger public, you would want to tag (mark) released version. This way when somebody tells you that version X.Y of your project has a bug, you would be able to check out this version, and check if you can reproduce this bug (and perhaps find a bug via bisection, see above). This might be of use even if you are not releasing your project, if you use possibly different versions deployed in different places.
For this tags need to be immutable (of course).
Long-lived branches. Let's assume that you released your project, and somebody found a bug. You would probably want to be ebale to put (release) fixed version without stopping work on new features, and without shipping version from development which might be unstable and contain multiple other bugs. Also you would want the bugfix to have also in version that you are working on (if it was not fixed independently).
For this you would use long-lived branches: maintenance branch where you would comit only bugfixes, and development branch (or trunk) where you would do new work, introducing new features etc. There might be more branches with varying stability. For example Git project has four such branches: 'maint' for bugfixes, 'master' for changes that are quite stable, 'next; for development work, and 'pu' or "proposed updates" branch. In other workflows you have separate maintenance (bugfix) branch for each release.
To quote Joel Spolsky: "Keeping stable and dev code separate is precisely what source code control is supposed to let you do."
Topic (feature) branches. When you want to work on multiple issues in parallel, where each feature takes multiple commits to finish, you would probably want to develop each feature (each tipic) in a separate branch. This way you would be able to switch from working on one feature to working on other feature (on other topic).
This workflow is especially important if you are working with umtiple developers, see below.
One of the most important features of version control system is that it enables collaboration between different developers, allowing multiple people to work on the same project without stomping on each others changes. This feature is well described in other responses, so I won't elaborate on it.
See also "Understanding Version Control", work in progress by Eric S. Raymond (author of, among others, "The Catedral and the Bazaar" and "The Art of Unix Programming") for description of various methods that version control system use to allow collaboration.
Git and Subversion (also known as svn) are both source control or version control or revision control systems. They help you manage source code and track a history of the changes to each file managed by the system. The wikipedia article metismo links might be helpful.
github is a service to host and manage git repositories. It basically puts the repository online to make it easy for multiple people to interact with the repository.
The commit command generally stores a set of changes into the source control repository. This creates a new revision in the repository.
The push command only applies to distributed version control systems like git or mercurial (also known as hg). Push allows changes to be moved from one repository to another. The notion of distributed version control systems is that each user has their own repository. As a user completes changes, the user pushes them to other repositories (perhaps a central project repository, or as a patch for another user's repository).
The point of these systems is to
Source code repositories.
Basically a way to share code, between a team, with the ability to see who "committed" (added) what code at what time, and who changed what at what time, etc.
Have a look at chapter one of the (free, online) subversion book. It describes what version control systems (such as subversion) are about.
I have an SVN repository with uncommitted changes to files. There is also a change in the svn:externals property on the root folder.
How do I commit the property changes, WITHOUT committing the changes to the files themselves?
In order to commit only the explicit paths specified on the command line use the --depth empty option e.g. in the directory with the newly modified externals property:
$svn commit --depth empty . -m "Modify svn externals definition only."
If you only want to change the property you can do it against the repository right away, instead of against your working copy.
For example:
svn propset svn:externals "test http://yourhost.com/svn/trunk/module/test/src" --revprop -r HEAD http://yourhost.com/svn/trunk/module
I'm on TortoiseSVN so I'm not that familiar with svn's command line. The manual is silent on the issue, the only thing that's there is the --non-recursive option. So what would make sense is this:
Note: I don't know whether this works the required way. Be careful.
svn commit /path/to/repo --non-recursive
it's possible that this commits files directly in the root directory as well - non-recursive can be interpreted both ways. Maybe you can find out.
If you can use TortoiseSVN, you just uncheck all unwanted items from the commit list.
I am using TortoiseSVN for my C++ project, and am trying to "reintegrate a branch" back into the trunk.
My case is simple enough so that for every file which has changed in the branch, I would like it to completely overwrite the matching file in the trunk. Unfortunately, TortoiseSVN is smarter than me, so it merges each pair of files - resulting in some inconsistent code. For example, some code lines which have been deleted in the branch are restored in the merged version.
Is there any way to force TortoiseSVN to use the naive merge behaviour of overwriting all the modified files?
Thanks, Dan
Here's how to do it just using SVN (no mucking about in the filesystem):
A little amelioration to webwesen's answer, since I don't really see a simple way :
To the best of my knowledge, this is currently impossible in svn, so TortoiseSVN can't help you.
To simplify a little bit (okay, a lot), take the svn update command as an example. If there are modifications in your working copy as well as the repository, but no actual conflicts, svn update will simply merge the repository's changes into your working copy.
I don't think there's a way around this. If you had actual conflicts, you could use the --accept ACTION command-line option to keep only the local changes (for example). But if you want to specify an acceptance action for any file changed in both the repository and working copy, you're unfortunately Out Of Luck.
It occurs to me that asking svn developers for a command-line option for this case might be an idea, not that it would be released in time to help you here.
The conflict-resolution issue I mentioned suggests a hideously ugly hack, which I do not recommend. Using your favorite tools, get a list of the files that changed in the branch. Now, for each file in that list, modify it on the trunk by prepending an unusual character to each line. Commit the changes to the trunk. Merge to bring the branch up to date before reintegrating, but use --accept to prevent any of the horrible trunk files from making it in. Then, reintegrate, again using --accept to overwrite the horrible trunk files.
I should add that you can't do this with TortoiseSVN, at least not obviously, because it doesn't support --accept, at least not that I could find.
Well, I said it was hideously ugly. Don't try this at home! (I certainly haven't.)
The "svn merge" command is designed for this purpose, and will allow you to merge in one step. Instructions here.
after i commit files, the icons stay on either modified or waiting for commit for a long time. is there any way to force a refresh to ensure that the icon that i am seeing is the correct state of the file.
As stated in the FAQ: try running a cleanup.
you can try this:
TortoiseSVN -> Settings -> Icon Overlay, set Status Cache to 'Shell' instead of 'Default'
Ref. to the Help.
Shell Caching is done directly inside the shell extension dll, but only for the currently visible folder. Each time you navigate to another folder, the status information is fetched again.
Advantage: needs only very little memory (around 1 MB of RAM) and can show the status in real time.
Disadvantage: Since only one folder is cached, the overlays don't show the status recursively. For big working copies, it can take more time to show a folder in explorer than with the default cache. Also the mime-type column is not available.
Closing the explorer window and reopening helps. Most often the icon stays at the tree part of windows explorer. And no - Clean Up and F5 doesn't help. I guess it has something to do with Explorer and not Tortoise
I don't know if it's related but hitting F5 seems to help... sometimes.
My experience with Turtoise is that the performance is somehow directly linked to the number of checked out directories. You can set the directories that must be included/excluded in some Turtoise properties to speed up the process.
If you want to check if you comitted everything, there is the "svn check for modifications" menu option. If you press F5 there it will update and show you the truth. If it annoys you that the folder icons are out of date, you can turn the icons off.
I posted a similar answer here but to save you the trouble of opening the link I will quote it here:
I'm not sure if this is exactly related to your issue but I have found TortoiseSVN can sometimes be quite slow when dealing with repositories that have a lot of files in them. This manifests itself in the tsvncache.exe process taking up a lot of memory. The tsvncache.exe process scans files and folders and associates the familiar icons with them to denote changed/ignored etc. files.
A fix for this is to tell Tortoise SVN to only cache the folders you are working in and ignore the others. To do this, right-click your project folder and select TortoiseSVN->Settings->Icon Overlays. I have Exclude paths set to c:* and d:* (basically ignore all fixed drives) and Include paths set to my projects folder.
How would one go about deleting all subversion files from directory using Powershell?
If you really do want to just delete the .svn directories, this could help:
gci c:\yourdirectory -include .svn -Recurse -Force |
Remove-Item -Recurse -Force
Edit: Added -Force param to gci to list hidden directories and shortened the code.
Keith is right that it you need to avoid deleting files with .svn extension, you should filter the items using ?.
Assuming you don't want to delete any files that might also have .svn extension:
Get-ChildItem $path -r *.svn -force | Where {$_.PSIsContainer} |
Remove-Item -r -force
How about using SVN Export to get a clean checkout without .svn directories?
Edit
You might want to look at the answer here:
Branching sources for release cycle is one of common source management scenarios. Merging as soon as possible is a good practice. Thus we have a human factor: branch is closed, but someone forgot to merge something back to trunk.
Q: Is there a "one click" way to get all revision numbers that were not merged from branch X to trunk?
(Note: I do not need these revision numbers to find what to merge, I need them to create automated validation, that would remind people to make sure they did not forget to merge something to trunk. Merging itself is not an issue.)
It seams like svn mergeinfo command fails to help here. Passing branch and trunk roots will fail if merge was performed not on root level (and it is a common scenario).
Scripts, tools any kind of svn hooks as a solution are welcome.
P.S.
Latest version of SVN. No need to argue how common or good this scenario is ;)
You can do this super easily if you're using a relatively newish version of Subversion (1.5 or higher, I think) with the mergeinfo sub-command.
svn mergeinfo --show-revs eligible svn://repo/branches/your-branch-name svn://repo/trunk
This will show you all the revisions that are eligible to be merged to the trunk from the branch "your-branch-name".
Source: http://svnbook.red-bean.com/en/1.5/svn.ref.svn.c.mergeinfo.html
I realize your case is probably too late for this, but what I do for this sort of thing is to establish a convention for the merge commits so they're identifiable later. For example "Merging [1234]: ...(full commit log of 1234)...". Then I can parse it out of svn log with a script later.
To make sure your whole team does it, make the merge convention into a script and put it in your project. (e.g., ./scripts/merge 1234). People will generally even appreciate this, doubly so if the script makes merges easier than the raw svn command would be by doing things like figuring out the source url automatically
Good luck.
Short answer: I don't think so.
Long answer: I ended up writing a python script to answer this question. Whenever developers merge a changeset they're required to put "merged rXXX" in the log message. (This from before svn:mergeinfo existed) The script parses all live svn branches + trunk and recursively scans all "merged" links, outputting a per-developer list of changes they haven't merged.
For that reason CVS created a tag to mark a root of branch :) For SVN that should look like:
+ trunk / project1
+ tags / project1-b1-root
+ branches / project1-b1
Notes:
I wouldn't worry about the specific change numbers that need to get merged, but rather just look at the diffs:
First, bring the side branch up to date with trunk (or see what would be merged):
cd branch-dir
svn merge --reintegrate http://svnrepo/path-to-trunk .
svn ci -m'making this branch current'
cd ../trunk-dir
svn merge --dry-run http://svnrepo/path-to-trunk http://svnrepo/path-to-branch .
svn ci -m'merging in all unmerged changes from <branch>'
Remember, svn merge commands look just like svn diff commands - you create a diff/patch, then apply that to a particular location. That merge command above is simply saying "take all the differences between trunk and the branch, and apply them to a working copy of trunk". So you could just as easily change that second merge command into a diff for your mail notification.
Don't forget to check the diffs before committing in each case, to be sure that nothing bad has happened. You may also have to resolve some conflicts.
Will svn merge --dry-run give you the details you need?
I'm sorry I don't have my SVN server up at home to test this right now, but could the command:
svn log --verbose
Which you could parse? I'm not sure the output after you merge back to main, but you might be able to parse through (using a script, which I don't have as I'm the only one using my SVN server) the log and read all the files that have been checked in, and then look for a keyword indicating that the file has been merged to main?
I'll try to check it out sometime tonight when I get home if I have some time.
Due to the lack of a silver bullet, the disciplined way is to keep a note of what has been merged and from where.
Based on Ether's reply above, from the branch you want to check for unmerged revisions
svn merge --dry-run http://svnrepo/path-to-merge-source . \
| grep Merging \
| sed 's/--- Merging//' \
| sed 's/into.*//' \
| sort -u \
| sed 's/ through r/:/' \
| sed -e :a -e N -e 's/\n//' -e ta \
| sed 's/ r/ -r/g' \
| sed 's|^|svn log http://svnrepo/path-to-merge-source |'
I would like to re-write a big number of SVN commit messages to a different structure, e.g. prefix a category. From:
"foo" now accepts "bar" format for connection string.
I want
core - database - "foo" now accepts "bar" format for connection string.
Is there an easy way to do this that does not include dumping the whole repository using svndumpfilter?
I am working with TortoiseSVN on the client end, and VisualSVN on the server end. (VisualSVN is a wrapper around classic svn, which I can talk to through the command line as well.)
Yes, commit messages can be changed. They are implemented as properties on revisions, similar to the regular file-properties.
In the TortoiseSVN Log window you can right click on a commit and select "Edit log message".
You can certainly change log messages retroactively, it's covered in the FAQ. I'm not sure how the command line interface for VisualSVN works, but for vanilla svn the command would be
svn propset -r N --revprop svn:log "new log message" URL
If you want to do this for all revisions without dumping the repository and re-loading, you could script this command to work on a list of all revisions. It would take some time to do this way, depending on the size of your repository, but in principle there's no reason you can't do it, and it does not involve a dump and reload.
Also, vanilla SVN has a command svnlook which is sort of an administrative tool that works directly with the repository files. That tool doesn't understand URLs (you must have filesystem-level access to the repository), but is much faster. The syntax is a little different, but you can modify properties in the same way using that tool.
Yes, you can, but you need to enable it on the repository first.
In the repository, in the hooks directory, is a file called pre-revprop-change.tmpl. It's got a couple of pages of comments on what it does, and comes set up to only allow changes to the log properties. To enable it, rename the file to pre-revprop-change and make it executable (I'm assuming a POSIX-hosted subversion, if you're using Windows to host, you might find this message useful).
Once the repository allows it, you can use Tortoise to change the log message for a commit from the right-click menu on a commit, or you can use the command line.
Use svn propset on the svn:log property. Examples in the svn book.
Through this link, you get to a solution when the scenario involves allowing only to the initial committer to do the comment change.
http://www.svnforum.org/threads/37694-pre-revprop-change-allow-user-to-change-only-his-comments
I've got a SVN Repository that has moved to a new address/path. However, I've got a working copy with uncommitted source code still pointing to the old (now invalid) repository path. How do you change a working copy to point at a new repository?
Use the svn switch command with the --relocate command line option.
There are 4 common protocols for network access of SVN.
The wikipedia page doesn't say much about the differences of the 4 different protocols. I've always preferred svn:// because it is the easiest to setup, but what is the difference and which one is "better"?
http:// has a serious overhead, especially when dealing with thousands of small files. I used svn for a website that had around 50,000 icons, all saved on SVN.. With HTTP, it took around 20 minutes to checkout. Once I switched to svn://, it took less than a minute. This is because with HTTP it's one new HTTP request per file.
http:// however has the following big advantage: it usually goes through firewalls. For example, now that I switched to svn:// I can no longer access my repository from my university because of their firewall.
Regarding the difference between using SSL/TLS or not, well, it's obvious: data is encrypted; however it's more difficult to set up.
svn+ssh is the svn protocol run inside a SSH tunnel. The client uses SSH to log on the remove server and remotely runs the svn command in that tunnel. In my view, svn+ssh is the easiest way to use a subversion repository on a distant system, because you do not have any server to launch on that system, assuming that you already have a SSH server running.
Also, svn+ssh benefits from the cryptographic protection of SSH. Do not use raw svn protocol over untrusted networks.
The main problem with svn+ssh is that it requires shell access on the remote machine. It is difficult to offer someone access to the repository without giving him access to the whole shell account. For that, you want one of the HTTP-based methods, i.e. http or https (preferably https because of the encryption-and-authentication layer). These methods are more complex to configure (you need a HTTP/HTTPS server, e.g. Apache) but allow the repository administrator to carefully and precisely control repository access rights.
https:// and svn+ssh:// are encrypted and so are safer for transmitting secure data (such as your svn password.
If it's anything like git, svn+ssh:// will be faster than https:// and svn:// will be faster than http://
Also if you use http:// (Apache + SVN) then you can get your users to log in using Windows Authentication with the addition of the mod_auth_sspi module.
So your (windows) devs only have to remember one user / password
http and https are handled by web server module for subversion support, so you can use http based authentication (configured through .htaccess) to limit access to your repository)
I'm using TortoiseSVN. I just made quite a few changes to my working copy and now I went to do a commit some of the files went through but at one file named Search.aspx.cs it says
Commit failed (details follow):
Can't open file
'C:\-----\trunk\.svn\text-base\Search.aspx.cs.svn-base':
The system cannot find the file specified.
I have tried doing a SVN update and SVN cleanup and nothing is restoring this file. I can't even create a diff because it gives a similar error about missing files. How do I fix this? What did I do to cause it?
Does this seem like a possible answer to your situation?
(from http://www.uwplatt.edu/csse/tools/subversion/subversion-help.html)
"Failed to add file '(name here)': object of the same name already exists.
or
"Can't open file 'folder.svn\tmp\text-base\file.svn-base': The system cannot find the file specified."
Both mean that two files in the same folder have the same name except for capitalization; for example "Readme.txt" and "README.TXT". Unix and Subversion are case-sensitive, so the files are considered to be completely unrelated. But in Windows is not case-sensitive, so when it tries to update README.TXT on top of Readme.txt (say), it breaks.
The surest way to fix the problem is to log in to a Unix system (such as io.uwplatt.edu) and use the unix notes to check out the repository there. You can then use the svn mv command to rename one of the files. If you are in the middle of trying to add a file to your repository, you might try using TortoiseSVN->Rename... to rename the existing file to something entirely different and then updating. Note that you need to use the TortoiseSVN rename commands; merely renaming the file in Windows Explorer won't fix your problems.
I had this same error, and using Tortoise SVN's repo browser was able to confirm that there were two files in the repository with the same name only varying by upper/lowercase letters. You can also fix this issue through the repo browser by deleting one of the files (you can do a diff first through repo browser to make sure you have what you need).
You can copy working file: C:-----\trunk\Search.aspx.cs
to the missing one: C:-----\trunk.svn\text-base\Search.aspx.cs.svn-base
and it will do the trick.
It looks like your working copy is corrupted - the SVN base file for Search.aspx.cs is missing.
What I do in a situation like this to do a separate check-out in another directory to make a new working copy on the base, export my modified working copy, and copy the export over the new working copy.
Did the rest of your changes go in ok?
If they did copy aside the offending file, kill the directory, check out a fresh copy and add the file back
I just checked back in here because my TSVN just triggered the same error.
In my case a simple 'clean up' on the corresponding directories helped.
I had this problem after accidentally wiping empty .svn/tmp folders (and all other empty folders on my HD). None of the above solutions, except restoring an empty .svn/tmp folder helped (for all .svn folders).
Outside of work I use SVN for my personal projects I wish to keep private. I use it to synchronise sources between my laptop and desktop, for off site backup and the normal advantages SCM brings. The current trendy source control system is GIT and I must admit I'm considering moving to it. But given what I use it for and that I already work against branches what advantages does GIT really bring?
git stash is great for stowing away half-done changesgit init, without having to do any server setup or administrationBranches.
Branches just seem so much easier to create. You can work in the same directory and then switch between branches with one simple command. So you don't need to have a separate directory for each branch and it is much faster than any other scm I've used.
I'd take a look at the below resource.
http://git.wiki.kernel.org/index.php/GitSvnComparsion
Some highlights are:
But the fact is you won't magically know how to use git or receive the biggest advantage of using it so I'd try it out with a couple projects and leave your svn repo open as an option later. Even though I doubt you'll want to go back :P
I created an account on bitbucket for my personal projects, for two reasons:
For me it's been using Git in conjunction with github.com - it saves me needing to worry about setting up and managing the actual repository system itself meaning I can concentrate on the more important part - learning how to use the main commands themselves :)
I've not got experience with any other SCM platform so my opinion is probably a little on the basic side but it's been pleasant enough to work with - given that I'm in Windows it's also nice to know there's decent support in the form of msysgit.
Everyone is different I guess, but for me, a beginner really, it's been a very gentle introduction to SCM.
Distributed source control allows local commits and you can do these offline.
While Linus's talk about git is very fun to watch and full of truths, not all of them are applicable to small teams or teams of one.
You can use git as a front-end with local commits to an SVN repo using git-svn. Using this with your existing SVN repo offers a back-out plan if you don't grow to like the tools.
There are of course other distributed source control systems.
I recently did roughly the same switch you are contemplating. I'd say that yes, it is worth it, for the improvements in workflow that better branch handling, the index, and the possibility of working offline brings you. It's not a painless change though, a lot of concepts are sufficiently different to be confusing at first.
There are a few posts out there on the main differences between SVN and git that might be useful to read. This is a (biased) overview.
I adopted the technique of using source control (first with CVS and then with SVN) to synch and backup my environments around ten years ago (probably more). It basically worked but I found it a little clunky and did not do as thorough a job as I would have liked, letting some systems get a little stale and succumbing to using new systems and avoiding setting up those systems for use with this scheme.
About a year or so ago, my son convinced me to try out git. Now, all my systems are synched and backed up to our family git repo hub, providing the personal privacy I require (ssh access).
I find the git usage model so easy to use that I now have a daily ritual of pushing changes from the machine I most recently used and pulling them to the next machine I use (there are typically five or so computers involved in my day-day work). Those answering before me have done a great job of addressing the git technical advantages. My testimony is to the ease of use advantage git has over svn, as applied to exactly what you want to do based on doing it for about nine months now.
That said, expect some discomfort early on as git is very much a different model and it takes some getting used to. But between SO, published books (I recommend the O'Reilly book) and abundant net resources, learning git is now easier than ever.
Is it a bad idea to use DropBox as a backup system for Subversion repositories?
Has anyone tried using Subversion with an an online file sharing utility like DropBox? What's your experiences?
My concern is whether this will work - mainly because Subversion maintains locks and it's very specific about it. I'm not sure if DropBox and Subversion can both work together?
p.s. I'm thinking of using this for my Xcode projects, and no, i don't want to use github because it's not free - you can't keep your repositories Private with the free account (and other reasons).
References:
DropBox (file sync, sharing, and online backup)
Subversion (open source version control system)
I've got Dropbox, SVN and Xcode working fine here, I've had no problems what so ever.
You don't even need to be careful about which machine you commit/update from as Dropbox keeps EVERYTHING synchronised.
My suggestion is to use dropbox together with an encryption tool such as TrueCrypt. In this way you would have a safe storage on the cloud.
SVN works perfectly in a TrueCrypt disk.
If you need to access the repository at the same time on multiple location I would recommend of using a subversion host provider. DropBox can get confused if two persons are modifying the same file at once.
http://wiki.dropbox.com/TipsAndTricks/IncreasePrivacyAndSafety
http://www.randomwire.com/storing-sensitive-data-in-the-cloud
Depending on how many files you are syncing it may end up doing a lot of file transferring. (Remember, you only have 200MB on Dropbox without any additional storage bonuses on the free account.) This means all the .svn (or _svn) files will also be synced, in effect doubling the amount of files it needs to keep updated.
If you don't need to move whole directories around in your tree once the initial sync is complete, then transfers should be respectable.
I've tried this myself for some projects and it worked okay, but in the end I think the best way to use Subversion repositories and Dropbox together is to use them for deployment builds. I wouldn't just set Dropbox to sync with my working folder. Use Dropbox to sync up at the end of the day by copying in the working folder to the actual Dropbox folder at scheduled intervals, thereby limiting the amount of constant network traffic the former might incur.
I think it will probably work out OK if you're not accessing the repository from different locations, and let is synchronize before using it. It doesn't seem like a very stable solution though.
Is there any reason you can't us a publicly available URL for your repository?
I used to use Visual SVN on Windows. Now I am on Mac OSX.
Does anyone know of an SVN server for MAC OSX which is as easy to use as Visual SVN on Windows? I don't want to be typing in console commands, I'd like a nice and simple UI :-)
Cheers
Another nice stack for a subversion server can be found at http://bitnami.org/stack/subversion. From the description:
BitNami Subversion Stack greatly simplifies the deployment of Subversion and its required dependencies. It can be deployed using a native installer, as a virtual machine or in the cloud.
I know that you want a simple GUI app to install the server, but you can get apache serving your subversion repository with WebDAV authentication really quickly and easily. Using macports to install all the dependencies and with a few basic changes to the configuration options in apache, you are good to go.
Here is the basic setup (from Macports wiki) : MacPorts Subversion with Apache
The command line is your friend!
As an aside, it should be noted that Snow Leopard (at least) comes with an SVN server bundled by default. I believe that Leopard did as well. Either way, you're far better off just using it instead of rolling your own solution.
Apple's instructions: http://developer.apple.com/library/mac/#featuredarticles/SubversionXcode3/
A slightly more complicated integration: http://ursecta.com/wp/2009/11/subversion-server-on-snow-leopard-server/
Use google better: Mac SVN Server
I know you're itching for Visual SVN-alike on the mac, but one of the big reasons you're not getting a lot of answers is that SVN and Apache don't exist by default on Windows (an itch that Visual SVN scratches), but do exist on OSX.
The argument goes like this: if you're savvy enough to be using SVN, then most likely you will either be happy with what OSX has by default (command line!), or you likely have a Linux server somewhere that serves SVN for you.
I recommend a couple of options for you in addition to what everyone else mentions:
I can recommend Versions, if you need a comprehensive 3rd-party app.
Until recently I had a simple setup - a local SVN (file) repository on my local drive; then used Xcode's SCM (Source Control Management) windows to manage SVN commands - it's not too bad for most of the day-to-day actions. Obviously, this is assuming you're using Xcode?
While this isn't mac-central per-say, Warehouse was open sourced some time ago and might be worth a look. It's a web-based GUI for svn and git repository management.
You can download subversion for OSX from WANdisco. They also have uberSVN which is a web based tool similar to VisualSVN with much more functionality.
The server and the GUI are separate components. As for great SVN GUIs, Versions.app seems to be the favorite.
Editing to add the following additional SVN apps:
http://ciaranwal.sh/2007/10/10/svn-plug-in-for-textmate (TextMate plugin)
http://www.syntevo.com/smartsvn/index.html
Possible Duplicate:
Using Source Control
So, although even here on stackoverflow are literally dozens things on version control, i can't find something nice to answer all my questions. If you have anything to say or post a link, please do it here.
1., Do I need to start with version control?
While most people agree, that even single developer/programmer should start with version control, nobody (or at least in understandable form) tells
2., How?
In my nature is that I need to know what means CVS, SVN, Tortoise, Git, GitHub and what are the differences, but I struggle to find some dead simple kick-start into world of version control.
As a developer/programmer, I worked or studied almost every programming/markup language, that is major (from pascal to java, from html to php :) ) and used dozens of editors, IDEs and programms. And when somebody mentions you can use source control even for writing stuff - homeworks for studens, annual reports, books... You have to include even more editors...
I have by now no clue how to start with version control, how to incorporate it in my workflow, if do I need server or what.
Thank you for any help in finding what is what and what to do with it :)
EDIT: From all your answers (thank you), I get the feeling it's really only something like "synced folders with history". (in the most obvious way :) ) If yes, can you answer two questions? (numbered 4. and 5., so it wont mix up in answers :) )
4., what if I decide to completely change structure of my program (for ex. in flex, i decide to use two as3 class instead for MXML components) - won't it make confusion?
5., From other questions, how ofted do I commit? (found this question posted and probably answered, lost it again however)
EDIT 2: Again, more answers (thank you)
6., My question 4 was more like if I accidentally (or not) renew some deleted files (which is probably possible), and it will break my program, because for example it depends on other deleted file, which was not undelete, will I be able to get it? :D
7., I see some ways I will look. Thank you for your answers... however, now I'm confused to whom should I give the "good answer", because you were all very helpful :)
Next, I will (for anyone looking for I was looking for and stumbling upon this question):
Read this stackoverflows:
Watch this video:
http://excess.org/article/2008/07/ogre-git-tutorial/
While understanding the basics from manuals, I narrowed it down to subversion(+TortoiseSVN) and git(hub), which are most used and most favorited. Only problem I now have with github is that private repository is paid, so I will either look fro different git solution or look more into Subversion.
Big thank you to everyone, I upvoted most helpful answers, also thank you for comments. Adam
Edit: Tried Mercurial, but found it not OK for my workflow... now trying subversion, so I marked oldest subversion answer :)
I'm going to go against the current grain and say go with Git. It's what I did, rather than learning SVN. Read through the first bit of the git book.
Once you've got the hang of it, it's really straightforward to use. Want to start a new repository in the current directory?
git init
Want to commit everything with a short commit message?
git commit -am 'My commit message here'
It's really not rocket science, as some would have you believe.
And for a lone developer, it's really straightforward. You don't have to bother with a separate repo, the repo is in your working directory.
Edit: You also asked about github. They have really idiot-proof guides to getting started. When you sign up for an account and add a new repository, they give you the exact commands needed to sync it up with your local repo. That's another good reason to use the command line.
Why use github? If your computer blows up, there's a copy in the cloud. If you want to collaborate with a friend, send them a link and they can pull from github - v. straightforward.
Edit2:
4: This won't cause any problems.
5: I can't speak for SVN, but from everything I've heard, because git makes it so easy to commit, you can commit a lot more often, which gives you more granular control over your history. So, say you make a massive error, that breaks everything, and you made it some time a week ago, you can go through your git log and work out where the change happened and fix it. As for actual frequency, I commit about once per half hour (once per pomodoro really), but if there are a lot of changes happening, maybe more often.
Yes you need to have version control.
I suggest you install Subversion on your PC (whatever o/s you have installed). If you are working on windows also get TortoiseSVN, it's the best client for Subversion. The Subversion server runs just fine on a PC.
Download and read the Subversion manual. One of the early chapters provides answers to a lot of your questions, not all of them too biased in favour of Subversion.
Yes, there are other VC systems available, but for the lone learner I thoroughly recommend Subversion+TortoiseSVN.
HTH
Mark
There's an excellent Subversion manual available for free.
An answer to your edit, points 4 and 5 (noting that my vote is for GIT - we use it here (multi user windows environment) and it's really been very effective:
4., what if I decide to completely change structure of my program?
Most version control systems will be able to deal with this. At the end of the day, when you commit your changes, you have a version saved of how your files look at a particular point in time, which should be all you need to compile your code.
Your version control system is just an 'easy' way to take a snapshot of your files at a point in time.
5., From other questions, how ofted do I commit?
As often as you can. Or to put it another way, if you change something (or more importantly, accidentally delete something or do something really stupid) and you get the ball clenching feeling that you've just lost hours of relatively unrelated work that could have been committed (and saved), then you're not committing often enough.
Regarding source control you might want to look at this "How to use SVN, Branch? Tag? Trunk?".
And about using some kind of source control, it's always good to have revisions of your code and documents regading the software development. It might be worth looking in to GIT.
The other answers are spot on. However, I'd also mention that there are two different "styles" of source control:
1) centralized = you store your code in a server, although this may be your local machine (e.g. CVS, SVN)
2) distributed = you store your code in a local database (e.g. Git, Mercurial)
SVN is pretty much the defacto standard centralized source control program, although you'll need to setup its server in order to use it. Not too hard, but you could try a distributed system like Mercurial (http://mercurial.selenic.com/) to cut-out an extra step.
For your new questions:
4: Restructuring your application will not be a problem. They just see some files are removed and others added.
5: As often as you like. The more often you commit, the more easier it is to repair little mistakes.
On the solitary hobby side of things, source control solves three problems for me.
Let me expand on #1. Besides the uncontrollable failure cases, I can go off and do speculative development and if/when the speculation fails going back to a stable base is easy.
Let me expand on #3 for a second. I always have a fairly large list of features I want to add to the software I'm writing. I create a branch for a feature I want to add and can work on it for a while. If later, I feel the desire to work on a different feature, I can go back to a working base and work on the other feature for a while. When I'm happy with any/all of the changes, merging it all together is easy.
I've used SourceSafe, ClearCase, CVS, SVN, SCCS, RCS, and Git in development, and for me the tool that got me using version control on a regular basis in hobby programming was Git. It not only got out of my way, but it made the above mentioned tasks easier.
The decision whether or not to use source control really depends on your needs. For a single developer type atmosphere and small projects, you would likely just be using it for versioning; making it possible to make changes to your code without worrying about losing something you already did that was working. This sort of sounds like where you are at so I wouldn't get wrapped up in every aspect of source control. If you don't care about keeping these versions and are willing to risk losing stuff, then source control may be an overhead you don't need.
Most people here are going to say Subversion (SVN) is the way to go, and they are probably right. Not neccessarily because it's the best tool out there, but because it is free and fairly easy to understand and use. It's also widely embraced by the open source community which means there is lots of info on the web about it. TortoiseSVN even works mostly from the context (right-click) menu in Windows so you can avoid any additional "editors".
Even as a single developer there are a number of benefits in using some form of version control. For me the most important reason is that if you screw up your source code (if you for instance make a number of large edits and your program stops working) you can revert to a previous working version. So on the first question I would say: "Yes definitely!".
If you don't have any problem with making your code open source there are a number of sites that can host your project for free, for instance google and sourceforge. Otherwise you can run a subversion, cvs, etc server on your own computer.
As for the workflow, most version control software (VCS) works something like this:
For question 4: Most VCS has support for moving/renaming files and this will go into the history as well, so this shouldn't lead to any confusion.
For question 5: As often as possible. At work I commit as soon as I've made any change that I've verified is working. In a multi user scenario it's considered a cardinal sin to break the build, i.e. commit a non compiling/non working version since this brings the other developers to a screeching halt if the update their code. If you are the only developer you can be somewhat more lax I think.
You say you are looking for a "dead simple kick-start", in which case I would recommend Git. Once the tool is installed
git init
initialises a repository in the current directory.
git add yourfiles
to add the files you want to control, and
git commit -ma "commit message"
to commit changes.
The Github Guides are an excellent resource for getting starting with using Git on most platforms, and contains many useful links.
Version control (tools and practices) is something every serious programmer should know. I recommend that you learn some basic systems and get familiar with the ideas as early as possible.
Version control systems come in various flavours. You might have come across terms like centralised, distributed, local etc. which can be confusing to the uninitiated. Most good books on any version control system (the Subversion book for Subversion and the Pro git book for git for example) will give you some introduction to version control itself (divorced from the actual tool they cover). I also recommend the Wikipedia page and this page for a quick intro.
Once you're done, pick up a system. There are many to choose from but their philosophies are different. SVN, CVS etc. are centralised and have lost ground to the newer ones like git and mercurial which are distributed. I would recommend that you first try and use subversion (since it's still widely used and the skill will be useful) and then any distributed one (my personal favourite is git).
The final act of learning will come only with practice and experience and not from reading a book. Good luck. :)
Why? I do a lot of work on my own and commercially, I would never, never start a semi-serious project without source control. Over the years I've lost way too many demos (I do a lot of teaching) and other code that I think the safety net of source control is vital. I also run more than one machine (at least a laptop and a desktop), this means that I can do commits and checkouts from multiple locations.
How? For my setup I have subversion hosted on Apache running on Windows. This was on Linux but I moved it for various non-technical reasons. It's running in a VMWare virtual machine. I don't know for sure, but I wouldn't be surprised if there was a VMWare appliance for this - I'm pretty sure there's a VMWare appliance for Apache. The setup is simple and requires essentially no administration other than when I want to add a new project to version control. My server is exposed to the outside world so I can access it from anywhere, you could simply have the server on your home network if necessary.
Like I said I use subversion. I also have git installed on a server but haven't switched over to git, partly due to inertia on my part and partly due to the tools. Today I'm working mostly in .net and Visual Studio on Windows so I like tools integrated into Visual Studio, not that I'm averse to running command line tools, it's just easier if they're integrated.
As for changing the program structure - the main advantage of version control in this case is that if you screw up badly, you can go back again. You can even try things out and throw the changes away if they don't work by, for example, branching your current main line of development. If I was attempting a major re-structure I would probably branch my code base, re-structure to get everything work, then move that branch over the 'trunk' (in svn terms). You don't have to do things that way but it gives you a safety net.
How often should I commit? It depends! For code, probably on a unit of work (which could be as little as adding a single test, or as much as adding a feature), checked in code should always build. For documents, less frequently. You may also have company policies on this, and mechanisms such as shelving (in VSTS) where you can store code in the repository without checking in. Remember the repository is there to a) keep your code safe b) to hold the latest copy of the code and c) to allow the code to be shared. For b) and c) to be satisfied the code should be buildable and pass all tests, so don't check in code arbitrarily.
Hope this helps
Yes!Yes! please start with Git.
Am a developer with a habit of trying new things/methods to an already stable application. Before i met Git i kept copying my current stable project to a folder an date stamp the folder just to remember where i was and which was the stable version, then i would start toying around with the code.
But with Git i have no problem trying new tricks on my code, what i do is just branch from my master (main stable app) do my tries, and if i fail in what i was attempting i just discard the branch and switch back to my Master quickly which is still intact, safe and stable. And if am successful (which most of the time am not ) i just Merge the branch to the master, then discard the branch. How nice.
Branching in Git was what made me fall head over heels with it. Try it
It's a good idea to start with version control. With very few exceptions, every software business out there is going to be using some form of version control, so the more experience you have, the better. Plus, source control is just a good idea, and I use it for nearly everything I do. Example: every time I send my resume to a potential employer I tag that version. Now I've got a permanent snapshot of what that resume looked like at any give time.
How: How depends on what system you decide to go with. I'm going to add my 2 cents to the discussions and put in a vote for Git. Once Git is installed, branching, committing, creating a repository; these things are all super easy and super fast. For lone developers the lack of a central repository makes setup much easier, too. I will disagree with everyone who said learning Git was easy, though. Some of the commands are so esoteric you may never be able to wean yourself from frequent glances at the documentation. (git push origin :some-branch anyone?)
You didn't have a question #3, so I provide a link: http://gitready.com/
Completely changing the structure of your program is no problem at all. Commit before you make the changes, commit again after you make the changes, you'll be able to roll everything back if you screw stuff up. Another benefit of going with Git is that Git will track text across multiple files. So for example, if Alice writes 20 lines of code in file A.m and Bob moves those 20 lines of code into file B.m, Git will allow you to trace the source of that code back to Alice.
I commit constantly, almost every change I make gets a commit and a description. Don't forget the commit message! Having a list of 100 commits with nothing but timestamps will do you almost no good. When I'm doing a lot of GUI tweaking and/or refactoring, i'll frequently spend more time writing commit messages then I do writing code... but the one time that a 2 character edit 17 commits ago breaks my test cases, I'll be glad that I was so liberal and verbose with my commits.
Yes. Sometimes it takes some effort to get things sorted out, but if you're moderately careful, your data is rarely gone for good.
If nobody else wants it, I'll take it. ;-)
I do have to add my vote for mercurial. Can't leave the limelight all to git. ;-)
But whatever you choose in the end, do start using one. I'm frankly astounded that you worked with all these languages/tools and never started with any VCS. Me, I started RCS the moment I learned about it (way back on the venerable Amiga 1000, w/o a HD, only 176KB floppy disks :) ). Couldn't imagine not using a VCS of some sort. I actually still use RCS, for single files that don't need anything fancy.
I'm working on building a Magento site, and it's by far the most mammoth package I've ever worked with. I've decided to set up a proper development server and use Subversion for version control. I'm running in to a couple roadblocks and need some help.
What I've done so far:
Here's where I'm stuck:
So I've got a fully functional Magento Install in my dev space. What I want to do now is get my live site deployed identical to my dev site, as a starting point. Because the config is different in the app/etc/local.xml file; plus Magento stores the value for {{base_url}} inside the database, it's not as easy as updating my svn trunk from my dev site, then exporting/importing the db.
As I get further down the road with this, I want for there to be a straightforward path to push everything on my dev site through SVN and to my live site, along with keeping the databases synced except for the value of {{base_url}}. I've read a couple forum posts elsewhere that reference using svn:ignore to avoid certain environment-specific files and directories, but don't know how to get set up on my live site and ensure everything is properly synchronized.
Should I just check out a copy of the base code from trunk/magentoo from my repo to my live site's space, then run an install, then set svn to ignore local.xml, and assume that they're identical except for local differences?
At this point I just don't know how to proceed, and am reluctant to make any guesses in case it'll result in having to wipe everything out and start over again in the near future.
As a side note - I also need to create a 'Demo' branch of the code for another subdomain; to show to people as proof-of-concept. I'll probably just cross that bridge when I come to it. Maybe it'll all make sense by the time I get to that task.
tl;dr version - how do I manage Magento development&live code&Db's with SVN?
Thanks to all for taking the time to read and reply!
First thing to do is check in the installed version of the program. That way, the copy of the program in the repo is a working one that you can actually use. Then you will need to ignore some files and directories so that you can run the other environments. local.xml is a good example, but also set ignore on the following:
/var/report/*
/var/log/exception.log
/var/log/system.log
/var/locks/*
/var/session/*
/var/cache/*
/var/tmp/*
/media/tmp/*
There are probably others but this should give you a good start. If you think that you might make changes to local.xml (and you might), copy local.xml to local.xml.dist and check the .dist version into the repo. When you checkout onto your other sites you will still have to make the changes manually, but it will be easier to track.
For the database, a common practice is to do a mysqldump on the dev environment and keep that in the repository as well.
mysqldump -u user -p database > mysqldump.sql
You'll have to enter your password for that one. Now the copy in the repo is a complete copy of the site. To set up another environment, you'll check out the entire code base and then import the MySQL file into the database.
Remember that when you do this (and any time you update the database in the repo and then want to update the changes on other environments) you will need to change the {base_url} and {secure_url} in the database. I've seen some environments where developers created scripts to accomplish this automatically.
Finally, try to make all changes to your dev copy of the site, as it will help keep your database in sync. If you make changes on the live copy without at least also reflecting them in dev, you will probably accidentally overwrite them later with one of the dumps and then wonder where your functionality went.
Hope that helps. If you have other specific questions, let me know.
Thanks, Joe
I realize this is not exactly what you asked for but just want to tell you about my setup because I think it's not practical to continue to sync the dev database to production once you go live. You're probably going to want to make changes to your dev database for testing which are not always easy to revert. Building your content (products, etc) in the live environment and occasionally copying the database back to development I find works very well.
For my project I have built my live environment by installing Magento from scratch and just checked out the directories from SVN at these points:
/app/code/local/MyOrg
/app/design/frontend/default/myorg
/skin/frontend/default/myorg
Any customizations you make should be in one of these directories.
I manage this directory manually on the live server:
/app/etc/modules
You only need to create a file there if you create a new module yourself.
I wrote Module Manager specifically to solve these issues.
I do not recommend versioning app/etc/local.xml so that each environment can have different database credentials, but I do recommend versioning everything else using modman. Also, I recommend having modman run a script that clears Magento's cache and applies database updates such as the one found here.
When used properly you can "svn commit" to your trunk and simply run "modman update-all" on your other environments (including live) to update. For a safer update on 1.4 you can run
touch maintenance.flag; sleep 2; modman update-all; rm maintenance.flag
I'm a VSS user learning how to use SVN, and I have selected TortoiseSVN as my platform. Can someone tell me what the term "HEAD Revision" means?
It means the Latest Revision.
Getting the HEAD Revision from SVN would be like doing a 'Get Latest...' in VSS.
It is the very latest/current revision of the project.
The latest revision that you committed to the repository.
Example: If your last commit created revision 15, then 15 is the HEAD revision
The Tortoise help file is well worth a read. From the Glossary:
HEAD revision
The latest revision of a file or folder in the repository.
Since your question is Subversion-specific, here is what the SVN book says:
HEAD
The latest (or ?youngest?) revision in the repository.
For comparison, here are the other revision keywords:
BASE
The revision number of an item in a working copy. If the item has been locally modified, this refers to the way the item appears without those local modifications.
COMMITTED
The most recent revision prior to, or equal to, BASE, in which an item changed.
PREV
The revision immediately before the last revision in which an item changed. Technically, > this boils down to COMMITTED?1.
I don't want any directory named build or dist to go into my SVN no matter how deep in the tree it is.
Is this possible? In git I just put
build
dist
in my .gitignore at the root and it recursively ignores. How do I do this with svn? Please don't tell me to do a propset on every parent dir...
It is not possible to do this. There are only two ignore mechanisms in Subversion, svn:ignore (which is nonrecursive) and global-ignores (which is not specific to a repository).
svn propset takes --recursive as an option, so you can do this, with two downsides:
svn:ignore property whenever you add a new directoryIn order to ignore all such files in all repositories, you could add a global-ignores to your per-user configuration file.
On Unix-like systems, this area appears as a directory named .subversion in the user's home directory. On Win32 systems, Subversion creates a folder named Subversion, typically inside the Application Data area of the user's profile directory
Unfortunately, there's no per-repository option to do this. It's basically per-user, or per-directory, so the multiple svn:ignores is probably the way to go, as annoying as it can be.
add to your ~/.subversion/config or /etc/subversion/config file:
[miscellany]
global-ignores = build dist
It is possible to ignore build and dist dirs by removing the directories from version control. The trick is to use the --keep-local option to leave the directory in the working copy. For example:
svn rm dist --keep-local
svn ci -m'removed build directory from version control'
The directory will no longer be tracked by subversion but it will still be there in your working copy to hold compiler output, etc.
cheers, joe
One way would be to add some kind of check to either the pre- or post- commit hook but it's note straight forward if you don't own the repo server.
Since there seems to be no solution for this probably common problem, i would like to share our solution. As the others already made clear, you can either use the svn:ignore property, this applies to a single directory (and therefore not for new ones), or you use global-ignores which applies to a single user (but doesn't belong to the repository).
To make life a bit easier i created a reg file named Settings.Svn.reg and added it to the root of the repository. Now everybody can doublecklick this regfile once, and has the settings done.
REGEDIT4
[HKEY_CURRENT_USER\Software\Tigris.org\Subversion\Config\miscellany]
"global-ignores"="obj *.suo *.bak *.pdb *.user *.Cache*"
I would really appreciate a solution within the SVN repository, so if somebody knows, would you care to share it?
I want to adjust the output from my TeamCity build configuration of my class library so that the produced dll files have the following version number: 3.5.0.x, where x is the subversion revision number that TeamCity has picked up.
I've found that I can use the BUILD_NUMBER environment variable to get x, but unfortunately I don't understand what else I need to do.
The "tutorials" I find all say "You just add this to the script", but they don't say which script, and "this" is usually referring to the AssemblyInfo task from the MSBuild Community Extensions.
Do I need to build a custom MSBuild script somehow to use this? Is the "script" the same as either the solution file or the C# project file?
I don't know much about the MSBuild process at all, except that I can pass a solution file directly to MSBuild, but what I need to add to "the script" is XML, and the solution file decidedly does not look like XML.
So, can anyone point me to a step-by-step guide on how to make this work?
This is what I ended up with:
Edit the .csproj file of my core class library, and change the bottom so that it reads:
<Import Project="$(MSBuildToolsPath)\Microsoft.CSharp.targets" />
<Import Project="$(MSBuildExtensionsPath)\MSBuildCommunityTasks\MSBuild.Community.Tasks.Targets" />
<Target Name="BeforeBuild">
<AssemblyInfo Condition=" '$(BUILD_NUMBER)' != '' "
CodeLanguage="CS"
OutputFile="$(MSBuildProjectDirectory)\..\GlobalInfo.cs"
AssemblyVersion="3.5.0.0"
AssemblyFileVersion="$(BUILD_NUMBER)" />
</Target>
<Target Name="AfterBuild">
Change all my AssemblyInfo.cs files so that they don't specify either AssemblyVersion or AssemblyFileVersion (in retrospect, I'll look into putting AssemblyVersion back)
This will now update GlobalInfo.cs only if the environment variable BUILD_NUMBER is set, which it is when I build through TeamCity.
I opted for keeping AssemblyVersion constant, so that references still work, and only update AssemblyFileVersion, so that I can see which build a dll is from.
The CSPROJ file is effectively an MSBuild file.
Unload the relevant class project in VS.NET, edit it and uncomment the BeforeBuild target. Add the FileUpdate MSBuild task from the MSBuild Community Extensions.
In your MSBuild file, you can retrieve the BUILD_NUMBER from TeamCity by using the environment variable $(build_vcs_number_1). Note that you may want to create an additional Configuration for 'Production' which' condition you check for, as this will obviously not work when you build locally.
Simply use that as input for the FileUpdate task's ReplacementText property.
Note that if your revisions numbers go above the 65535 mark (UInt16), you cannot use it in the AssemblyVersion attribute.
What I'd suggest you use instead though, is AssemblyInformationalVersion, which is just a string that does not have that limitation. Unless of course you are confident that you won't hit this revision upper boundary, but that seems a dodgy way of going about it.
Alternatively, you can devise a way (a.b.c.d being your version number) of using revision div 1000 for c and revision mod 1000 for d.
There are 2 members in our team. We use Xcode's SCM (use SVN) to manger our source code files. We all add files to our Xcode project. He has commited to svn server. When I update, Xcode find there has conflicts in project.pbxproj file.Then I select quit Xcode and manual merge the conflicts. Then I start to edit my project.pbxproj, merge our changes. Actually I don't konw how Xcode manage files, I just add some text that my project.pbxproj file did't had. When I finish it, my project can't open. I guess that because the project.pbxproj file can't be edit by manual.
So, I want to know, when you find this problem, the project.pbxproj file have conflicts, how to solve it?
Thank you!
I use git but we see the same issue - if two people add files there's a merge conflict.
Usually the editing is very easy though. Simply go into the project.pbxproj file with a text editor, and look for the merge conflict section - usually this is marked by something like :
>>>>>>>
Stuff 1
======
Stuff 2
<<<<<<<<
In 99% of XCode project merge conflict cases, you simply want to accept both sides of the merge (because two people added different files) - so you would simply delete the merge markers, in the above case that would end up like:
Stuff 1
Stuff 2
Like I said, this works great in MOST cases. If XCode will not read the project file when you are done, just take the most recent un-merged version and manually add your files again.
Unfortunately, there's not much you can do except to make the changes manually in one check out and then check-in the newly "merged" project.
The best thing to do might be to simply accept either your version or his version in its entirety, without trying to combine the two. Also, consider whether the file in question is something that should be in the repository at all; it may be more appropriate to let each person have their own version of it.
Check out the documentation on how to resolve conflicts.
@Barry Wark,@Michael Hackner and @Stephen Cannon, Thanks for your answers, you are all right, but use different ways. Now my way is: my team friend commit his source code files, then i'm to update them except the .pbxproj file, and then I add his new files in my Xcode project. In this way, I avoid to manual edit the .pbxproj file, and I can keep our project the same.Is that stupid?
@Stephen Cannon, I don't know how to edit the .pbxproj file, everytime I edit it, especially add some file's items, I find Xcode can't work, I can't understand the rules that how .pbxproj manage the project's files. Is there some documents or same information about it?
I'll be honest, SVN branches scare me. The last project that I worked on which used them extensively, I seemed to spend half my time testing my branch worked, doing a dummy merge into trunk, doing a real merge - only to find someone else had just committed while I was doing this and I had to update and start over.
On that particular project, branching was done per-developer... there was a trunk and then you had your personal branch, worked on a task and merged the range of revisions back in. It seemed horrific as you had to check each time what the last revision in your branch was that you merged.
Is this paradigm actually good, and I just didn't get it since I'm not used to command-line SVN usage? Or was it a terrible system?
I have never used branch-per-developer. The idea doesn't make sense to me.
To begin with, you should align your development team so that people tend to work on different parts of the source code. If everyone is constantly editing the same files, no technology will really help you keep everyone coordinated.
SVN does a great job of merging different people's edits for those times when people do work on the same files. Write unit tests to help ensure the merged code product still works.
I use branches to maintain the currently released version of the code while developing the next version.
Per developer branches are a valid paradigm. The primary benefit I found was they allow you to check in work in progress and therefore get it backed up, accessed by others in case you're off ill etc without upsetting the main trunk.
Branches themselves are not really an issue, the problems are managing the merges. What I've done in the past is use a merge token (soft toy or action figure works well - he who holds the token can do the merge to trunk) or have merge queue on the dev wiki, basically have only one dev merging into trunk at a time.
With Subversion, I use "work branch(es)" which are owned by a team and shared by all members of the team as described in the great Version Control for Multiple Agile Teams article and illustrated below:

I warmly recommend to read the whole paper, it's really worth the read.
With something else than Subversion, I may consider using "feature branches" but, to be honest, I don't see the point of personal branches per developer (and it doesn't make sense to me to go beyond the granularity of a feature).
It seemed horrific as you had to check each time what the last revision in your branch was that you merged.
I just wanted to point out that you no longer have to do this: SVN 1.5.0 and up support merge tracking.
I've used a similar practice in the past.
If multiple developers are all updating the same code files, it may not be a version control problem. I don't know anything about your code, but could it be that its too monolithic and not modular enough? That way, when the assignments are doled out, the developers are not always stepping on each others changes.
To be honest, you probably want to something else, like git.
The main benefit, as I see it, from having a branch per developer is that you can institute a policy of frequent checkins - certainly having everyone checkin code every night - regardless of the state of their code as they won't break anyone else's build, let alone the main development line.
This means that you have a nightly back up of peoples work, and it's easier for the developer to revert back to a (partially) working version of their development if they make a mistake or hit a problem with their implementation of an algorithm.
It will also ensure that only fully approved and tested code (assuming you are doing code reviews and unit testing) gets checked into the main line.
I agree that the merging overhead could be onerous, but if everyone is constantly (well at least a couple of times a week, preferably once a day) integrating from the main line to their branch the impact of merging from the developer branch should be minimal.
I've been working with CVS and SVN for almost 10 years and using branch per developer scares me too :).
All teams in which I was working used trunk for daily development and branches for frozen/beta/release version (sometimes large new, independent features were implemented in the separate branch).
Branches were merged back to trunk by one of developers (SVN) or by author (CVS).
And because merge as daily practice since Subversion 1.5 is easy there should be no problem to do a merge.
The problem with developer branches is not the branches itself but (as you wrote yourself) merging. Unfortunately merging is still a pain with svn. While developer branches do make sense the tool is the problem. I'm using git (with git svn) since a while now and developer branches just become natural because the support for merging is way better -- you can just merge, and while merge conflicts still happen they are (from my experience) happening much less and are much less painful.
If you really need to do per-developer branches, you should really use Git, it is designed from the ground up to manage every developers "working copy" as a repository of its own and merging is built into the core of it.
Try using Mercurial. It does not have central repository by design.
There are no commit conflicts too, because there is no push.
Your paradigm needs to fit the affinity of the tool. Subversion is the wrong tool for that paradigm because merging in Subversion is a PITA. Change your paradigm or switch to Git or Mercurial.
We use a single development branch for most day-to-day operations. We've learned through experience that when one developer is working on a really large project that expands multiple modules, he should create his own branch and work from that. Otherwise, we haven't had any problems running from a single svn branch, and it greatly simplifies things. Caveat, we have a small team of 3 developers + the occasional contractor.
I've used a similar branch strategy in SVN on my last teams (small teams: current is 4 devs large) and have adopted the approach in TFS on my current team.
We branch per bug tracker work item.
This strategy provides the branch-per-developer benefit of an isolated source control environment for the developer where (s)he can bang away on code, revert, etc. using the luxuries SVN provides but never allows the developer to drift too far from the mainline in trunk. The development of long-standing features outside the trunk is quite discouraged. The idea being reinforced by stressing that the intended scope + duration of a bug tracking work item should not significantly exceed one business day.
In practice, I've found this results in small changesets being merged into the trunk fairly frequently. Given the small nature of my teams, we're rarely stomping on each others' feet getting a merge down so conflicts aren't typically problematic.
I will say, this system was quite comfortable in SVN: less so in TFS which doesn't seem to handle merges as gracefully as SVN 1.4 even, let alone 1.5+.
when I try to execute command like this (from a command-line or Perl script - it doesn't matter):
svn revert "build\myfile@test.meta"
SVN skips this file and outputs:
Skipped 'build\myfile'
I tried doing:
svn revert "build\*.meta"
But it gives the same result.
I can revert these files from the GUI. And I can revert these files by doing (but it reverts more than I want):
svn revert --recursive "build"
Is there a workaround for this?
The @ sign in filenames in Subversion actually has a special meaning - a pegged revision number. To quote the Subversion book:
The perceptive reader is probably wondering at this point whether the peg revision syntax causes problems for working copy paths or URLs that actually have at signs in them. After all, how does svn know whether news@11 is the name of a directory in my tree or just a syntax for ?revision 11 of news?? Thankfully, while svn will always assume the latter, there is a trivial workaround. You need only append an at sign to the end of the path, such as news@11@. svn cares only about the last at sign in the argument, and it is not considered illegal to omit a literal peg revision specifier after that at sign. This workaround even applies to paths that end in an at sign?you would use filename@@ to talk about a file named filename@.
So, you should append an @ sign to filenames in scripts, like this:
svn revert "build\myfile@test.meta@"
Just to add to the above correct answer, if you have lots of files with the "@" symbol in their name that you want to process in a batch (i.e. use * wildcard), you can do something like this in OS X Terminal (or any Linux box really):
find . -name "*@*" | xargs -I % svn add %@
The above command will use the find utility to list out each file with @ in its filename and then pipe the path to the file to SVN using XARGS. XARGS will replace each occurrence of % with the path and append the special "@" at the end of the filename so that SVN will accept it.
Hope this helps - I had to whack my head for a bit to add the gazzilion @2x.png files that were needed for my app to be upgraded for iOS4.0
Just tested it properly on windows using the cmd.exe shell - enclosing the name in double quotes works:
ctmkx> svn revert "trunk\foo@bar.txt"
Reverted 'trunk\foo@bar.txt'
What operating system? If it is a *nix system, try quoting your file with 'single@quotes'.
Suppose we have a config file with sensitive passwords. I'd like to version control the whole project, including the config file as well, but I don't want to share my passwords.
That could be good, if this config file:
password=secret
foo=bar
becomes
password=*
foo=bar
and the other users of the vcs could also set up the password on they own. To ignoring the file isn't a good approach, the developers should be aware, if the config file changes.
Local version: password=own_secret foo=bar
config file in vcs:
password=*
foo=bar
Then suddenly, the config file changes:
password=*
foo=bar
baz=foo
And the local version would become for each developer:
password=own_secret
foo=bar
baz=foo
This is my solution. How could I achieve this behaviour? How do you store your config files? Is there a way to do that, or should I hack something?
Instead of version-controlling the actual configuration file, you could put a template or defaults file in version control, and a script that would ask for DB information and credential to generate the real config file, which would be excluded from (i.e. ignored by) version control. On checkout, developers could run this script to get a working environment. This script could also be invoked as part of any installation process that your application uses.
Also see my answer to a similar question.
Not sure how your config is implemented, but having hierarchical overides is how I would handle this.
You have a main config that contains common config plus dummy username/password (or leave these out altogether). Each developer then creates a local override.config (or whatever) with their specific username/password. The main config goes under source control, the developer (or machine) local overrides do not.
I've done this in .NET but not PHP so I don't know how easy this would be I'm afraid.
What about a pre-commit hook to blank out sensitive fields? This assumes you're comfortable sending the file over the network in the first place, of course.
Update for the other end of the problem:
To handle updates, you'd either want to force a manual merge of the sensitive files, or modify the local build process to overwrite the sensitive lines with contents from a local/private/ignored file.
Have a separate file with ONLY the secrets in, that isn't under version control?
Or ideally, do away with passwords entirely use openssh, or similar, and do public/private key authentication for each user.
I'm used to make a txt file of it with the structure of the configfile. And after that I'll make a copy and change the extension and let my version control system ignore this file(s).
So when you make changes in the config file, just update the txt version of it. That's the only option I can think of which is logic as well (in my eyes)
Create a local overrides file that contains the user specific info as PHP variables.
For instance create a file called local_overrides.php which contains the following:
$local_password = 'qUzaEAFK13uK2KHy';
Then in the file that includes your DB password do something like this
$overrides = 'local_overrides.php';
if (file_exists($overrides)) {
#include_once($overrides);
$db_password = $local_password;
} else {
// perform appropriate action: set default? echo error message? log error?
$db_password = 'l1m1t3d!'
}
The local overrides file would never has to be seen by source control.
In my projects I use a directory that holds these kinds of files but it's not uploaded to server, so my db config file is in that directory and it is configured for server where the project is placed. If someone changes config file he will change server config file and anyone updating revision will see changes in that file and will need to manually change his local config.
I don't see a way of doing it rather than that. If you find a different approach please share.
I had something similar to this although I don't know if it would work for you. I had a directory that contained files that contained passwords. This directory was not version controlled. The files were named after the applications which used them and in the config files, I 'sourced' the appropriate password file at the point it was needed. This would demand that your config parser can handle sourcing.
Due to lack of Mercurial support in several tools, and managerial oppression it has become necessary to convert several trial Mercurial repositories to Subversion in order to conform with the company standard.
Are there any tools or suggestions for how to achieve this without a loss of revision history and the like?
The convert extension that ships with mercurial can use mercurial as a src and subversion as a dest.
hg convert --dest-type svn hgreponame svnreponame
Make sure to enable it in your .hgrc file.
If you want to keep using mercurial on the sly, then hgsubversion will allow you to do bidirectional sync.
Tailor should be able to do what you want.
Ry4an's answer above does the trick exactly; some more detailed instructions for anyone (like me) who's having trouble:
Do yourself a favor and don't try this on Windows. You'll have to install a very specific version of SVN, and even then certain things will fail with assorted error messages. My solution was to boot a clean AWS instance, yum-get the latest versions of mercurial and svn onto it, clone the HG repo, and run the convert there.
Add this to your .hgrc file to enable the convert extension:
[extensions]
hgext.convert=
Run this command:
hg convert --dest-type svn <hg_directory> <directory_for_svn_output>
You might get the following error:
abort: svn exited with status 256
Don't give up! Just run the same command again and it'll continue where it left off.
If you continue to run into trouble, add --debug --traceback to the command line to get more details on what went wrong.
What exactly is the difference between the HintPath in a .csproj file and the ReferencePath in a .csproj.user file? We're trying to commit to a convention where dependency DLLs are in a "releases" svn repo and all projects point to a particular release. Since different developers have different folder structures, relative references won't work, so we came up with a scheme to use an environment variable pointing to the particular developer's releases folder to create an absolute reference. So after a reference is added, we manually edit the project file to change the reference to an absolute path using the environment variable.
I've noticed that this can be done with both the HintPath and the ReferencePath, but the only difference I could find between them is that HintPath is resolved at build-time and ReferencePath when the project is loaded into the IDE. I'm not really sure what the ramifications of that are though. I have noticed that VS sometimes rewrites the .csproj.user and I have to rewrite the ReferencePath, but I'm not sure what triggers that.
I've heard that it's best not to check in the .csproj.user file since it's user-specific, so I'd like to aim for that, but I've also heard that the HintPath-specified DLL isn't "guaranteed" to be loaded if the same DLL is e.g. located in the project's output directory. Any thoughts on this?
According to this MSDN blog http://blogs.msdn.com/manishagarwal/archive/2005/09/28/474769.aspx
There is a search order for assemblies when building. The search order is as follows:
So, if the desired assembly is found by HintPath, but an alternate assembly can be found using ReferencePath, it will prefer the ReferencePath'd assembly to the HintPath'd one.
My own experience has been that it's best to stick to one of two kinds of assembly references:
I've found (much like you've described) other methods to either be too easily broken or have annoying maintenance requirements.
Any assembly I don't want to GAC, has to live in the execution directory. Any assembly that isn't or can't be in the execution directory I GAC (managed by automatic build events).
This hasn't given me any problems so far. While I'm sure there's a situation where it won't work, the usual answer to any problem has been "oh, just GAC it!". 8 D
Hope that helps!
I've read a great deal of "go from svn to git" and other "git-svn workflow" articles on the web, and still I think they often deal with overly simple situations. They are often targeted at guys who just want to use git and hack locally, without using the full power of git, like pull, fetch, merge and the like between multiple developers who would all have cloned the svn repository with git-svn, then still expect to be able to push their changes anytime to the (official) svn repository, and get back to working in git and sharing their stuff etc.
Whenever these articles admit you can't do everything you'd do in pure git, the consequences and possible screw ups are never clearly explained (or maybe it's juste me ?). Even the git-svn man page mentions caveats, but not really in an extensive manner.
Based on what I've read, I feel there could be problems when git-svn is used in that specific way, which I'll describe below. Can someone tell me if I'm right about this ?
Here is the "wanted" way of doing things:
My question is: am I dreaming? I read some time ago, in a git book I think, that git-svn-clone could create git repositories that are of course a "mirror" of the svn repo, but that git repos created that way by different developers would have different "ids" and commits would have different hashes. So my understanding was that those git repos wouldn't share any common git ancestor, and thus wouldn't be able to use all the git commands you need to share, merge, and so on. Is it true, are we gonna face problems with this workflow ?
Sometimes I read this could be done, using at least an "official" bare git repository, that would be the only one to be git-svn-cloned, and all git users would have to start form this one. Then you need someone who is in charge of this central git repo, and gathers the changes between the git devs, before dcommiting everything to the svn repo. This would be the only way for git users to be "unaware" that the original git repo comes from svn, and would let them use all git commands as they like. The only person who would need to be fluent in both git and svn (and know about git-svn caveats) would be the "merge manager" (or whatever he's called).
Am I completely misunderstanding git-svn caveats ? Is there any simpler way of doing this ?
The problem is step 4 of course. A dcommit tries to replay your local history to the server. Dcommit pretends that you're a SVN client. Now, if the code you're dcommitting isn't only from you, that's something that is hard to dcommit to SVN.
Here's what the guru writes on the matter:
- For the sake of simplicity and interoperating with SVN, it is recommended that all git-svn users clone, fetch and dcommit directly from the SVN server (the remote SVN repository that is), and avoid all git-clone/pull/merge/push operations between git repositories and branches which are either retrieved via git svn clone and which are also used to push back changesets into the remote SVN repository.
- The recommended method of exchanging code between git branches and users is git format-patch and git am, or just git svn dcommit to the SVN repository.
- Since git svn dcommit uses git svn rebase internally, any git branches we git push to before git svn dcommit on them will require forcing an overwrite of the existing ref on the remote repository. This is generally considered bad practice, see the git-push documentation for details.
- Running git merge or git pull is not recommended on a branch we plan to git svn dcommit from. SVN does not represent merges in any reasonable or useful fashion so users using SVN cannot see any merges we have made. Furthermore, if we git merge or git pull from a git branch that is a mirror of an SVN branch, git svn dcommit may commit to the wrong branch.
- git clone does not clone branches under the refs/remotes/ hierarchy or any git-svn metadata, or config. So repositories created and managed with using git-svn should use rsync for cloning, if cloning is to be done at all.
- We should not use the --amend option of git commit on a change we have already dcommitted. It is considered bad practice to --amend commits we have already pushed to a remote repository for other users, and dcommit with SVN is analogous to that. More information on this can be found at Modifying a single commit and Problems with rewriting history.
I've been experimenting a lot with this lately, and think I managed to come up with a setup that somewhat works. Yes, it's a strict rebase-only regime, yes it's complicated, but you do get to use Git for working locally (speed, history, stash, index, etc).
You can use branches behind the scenes when you collaborate with other Git users in your team I think, but haven't personally experimented too much with this. As long as you linearize the log before dcommitting it should work.
Here's the short version (repeats a lot what's been already said):
git svn init svnurl to configure the git-svn remote, andgit update-ref refs/remotes/git-svn refs/remotes/origin/master so git-svn has a pointer to a revisiongit pull --rebasegit svn dcommit first have to repeat the update-ref above in case of newer revisions coming from SVN.There's an illustration of the workflow on this page (I need more reputation points before I can inline the image). Update: Here we go:
What I used to do, is create an initial git svn clone, then shared he .git among the developpers using git, so we had exactly the same references.
It seemed to work correctly as we were able to use "specific git features" between git users, as long as we stayed in a linear tree (ie rebasing instead of merging).
As soon as you step in "distributed" issue, you are better off with one bare git repo cloned amongst developers.
Regarding the export-import phase to the public SVN repo, for other to use, the scripts
git2svn and svn2git can help encapsulate the magic.
Other considerations when working in Git and SVN repos are found in the question "Workflow and help with git, 2 svn projects and a single ?workcopy?"
I found this blog post that suggests keeping a separate branch for syncing with the Subversion repository, such that it will still be possible to do push/pull in the master branch.
One of the problems I perceive with git-svn is that it stores the git-svn-id in the commit comment ; because this rewrites that commit, it changes it's SHA1, so you can't push it anywhere people will be sharing it.
I actually prefer bzr-svn because instead it stores the bzr revid in the remote SVN revision using the SVN revision properties feature instead which means no local revision rewrite. It also has the property desired, that two independent pulls of the same SVN branch will result in identical and interoperable bzr branches.
At some point all files in my working copy got marked with "S" symbol as shown below:
$ svn st
M S AclController.php
S InstallationController.php
S CustomerController.php
S RedirController.php
S IndexController.php
S LoginController.php
S OrderController.php
S ProductController.php
S SelfInstallController.php
S SelfcareController.php
Interestingly it occurs only int this particular working copy - when I checkout the project to new directory, it does not show the "S" marks.
How to get rid of this annoying "S" symbols? It significantly decreases clarity of WC status.
Update: I do switch from time to time using standard svn switch syntax. It was never causing this "S" symbol to appear until recently. The command used to switch was:
svn switch svn+ssh://xxxxxx/subversion/xxxxxxx/releases/1.0.16 .
Is there any way I can clear the "S" flag?
It means that the files are from a different location in your subversion repository than the directory containing them. The solution is to switch the entire working copy to the same location. See the two sections in the subversion book for details on how to invoke the command.
I had this problem with a directory I successfully committed to SVN. The solution for me was to erase it locally then update. I couldn't see any differences, but the .svn file was fixed for whatever reason (no more S).
This means that you've switched from one working copy to another, for example you've checked out a working copy, then swapped it over to be comparing against a code branch. Take a look at the SVN book for details on how to undo this.
If you call 'svn info' on the directory itself and on (one of) the files inside you will get two different URLs.
You get the 'S' status if the url of a file/directory does not match the URL of the parent followed by the name of the file.
Can you post the url of the parent and one of the child nodes? (anonymizing the URL where appropriate)
If you used "svn switch" on your working copy that might explain it?
I had 'S' status while switching from trunk to some branch. I got the error :
svn: Failed to add file 'web/.htaccess': an unversioned file of the same name already exists
All web/'s subdir where 'S' flagged.
The cause : i had deleted .htaccess to svn:ignore it (r100), then had created it again (unversioned and ignored). The branch (r50) still had web/.htaccess in the repo.
The solution :
mv web/.htaccess ../../
svn switch back to trunk
svn switch to branch again
Everything's fine.
Just a remark: I got the same S symbol when I checked out a deleted directory from the same location in the repository but using a different URL, i.e., using distinct protocols to checkout like 'svn checkout svn+ssh://user@scm.gforge...' against 'svn checkout --username user https://scm.gforge....'. I solved it by checking it out again by using the same URL that I used for the first checkout.
If you delete a directory from a SVN working copy, but haven't commited yet, it's not obvious how to get it back. Google even suggests "svn undo delete before commit" as a common query when you type "svn undo d", but the search results are unhelpful.
edit: I'd like a solution that works in subversion 1.4.4
svn revert deletedDirectory
Here's the documentation for the svn revert command.
If deletedDirectory was deleted using rmdir and not svn rm, you'll need to do
svn update deletedDirectory
instead.
1) do
svn revert . --recursive
2) parse output for errors like
"Failed to revert 'dir1/dir2' -- try updating instead."
3) call svn up for each of error directories:
svn up dir1/dir2
Do a (recursive) Revert operation from a level above the directory you deleted.
The simplest solution I could find was to delete the parent directory from the working copy (with rm -rf, not svn delete), and then run svn update in the grandparent. Eg, if you deleted a/b/c, rm -rf a/b, cd a, svn up. That brings everything back. Of course, this is only a good solution if you have no other uncommitted changes in the parent directory that you want to keep.
Hopefully this page will be at the top of the results next time I google this question. It would be even better if someone suggested a cleaner method, of course.
Wondering if it is possible to have a version control of a MySQL database.
I realize this question has been asked before however the newest is almost a year ago, and at the rate things change...
The problem is coming that each developer has apache/MySQL/PHP on their own computers to which they sometimes edit the database. Its rather inconvenient if they have to send an email to all the other developers and then manually edit the test servers database.
How do you deal with this problem?
Thanks
This is not a MySQL-related solution in itself, but we've had a lot of success with a product called liquibase. (http://www.liquibase.org/)
It's a migration solution which covers many different database vendors, allowing all database changes to be coded in configuration files, all of which are kept in Subversion. Since all configuration is kept in XML files, it's easy to merge other people's changes into the mainline script and it plays well with tags and branches.
The database can be brought up to the current revision level by running the "update database" command. Most changes also have the ability to roll-back a database change, which can be helpful too. I would recommend following the practice of making sure you get current before running the migration, as this would likely be easiest.
Finally, when it comes to a production delivery, you can choose to have all the database changes output as a full SQL script so it can allow DBAs to run it and maintain a separation of duties.
So far, it's worked like a charm.
Well we use Rails which keeps all the change in the migration files. I know that a couple of PHP frameworks do the same thing - Symphony for instance. So when all the changes are merged in our repository ( we user mercurial) - we can see all the changes in migrations that need to or were applied on database in development. Than the person responsible for production rolls out code to production after a full backup is made. However if you don't use a PHP framework that takes care of this than, awied's suggestion sounds very interesting - I haven't heard of liquidbase before but I will definitely check it out.
There is a tool called iBatis, now called MyBatis that handles versions of databases perfectly.
It takes a little work to have all your changes in script instead of with a graphical tool, but, if you are familiar with coding, it's not a problem.
When you have multiple databases (like dev-test-prod), you just make 3 environment files and you can update one environment with only one command-line instruction.
Should we have one single repository for all the company, which contains many development projects, or a repository per project? Any ideas on experience / best practice?
I've found that having a single Subversion repository aids in:
EDIT: Additional reasons:
Personally I would definitely prefer separate repository per project. There are several reasons:
Revision numbers. Each project repository will have separate revisions sequence.
Granularity. With repository per project you just can't make a commit into different projects having the same revision number. I assume this more as advantage, while someone would say that it is a flaw.
Repository size. How large is your project? Does it have binaries under source control? I bet it has. Therefore, size is important - each revision of binary file increases size of the repository. Eventually it becomes clumsy and it's hard to support. Fine-grained policy of binary files storage should be supported, and additional administration provided. As for me, I still can't find how could I completely delete binary file (committed by some stupid user) and its contents history from repository. With repository per project it would be easier.
Inner repository organization. I prefer fine-grained, very organized, self contained, structured repositories. There is a diagram illustrating general (ideal) approach of repository maintenance process. I think you would agree that it is just NOT POSSIBLE to use 'all projects in one repo' approach. For example, my initial structure of repository (every project repository should have) is:
/project
/trunk
/tags
/builds
/PA
/A
/B
/releases
/AR
/BR
/RC
/ST
/branches
/experimental
/maintenance
/versions
/platforms
/releases
Repo administration. 'Repository per project' has more possibilities in users access configuration. It is more complex though. But there is also helpful feature: you can configure repositories to use the same config file
Repo Support. I prefer backing up repositories separately. Somebody says that in this case it is not possible to merge info from one repo into the other. Why on earth you would need that? The case when such merge is required shows that initial approach to source control is wrong. Evolution of the project assumes subsequent project separation into submodules, not the other way. And I know that there is approach to do that.
svn:externals. 'Repository per project' approach encourages svn:externals usage. That is a healthy situation when dependencies between project and submodules is established via soft links, which svn:externals is.
Conclusion. If you want to keep source control simple, use one repository. If you want to make software configuration management RIGHT:
PS. By the way, in spite I work with SVN all the time and I like it, 'repository per project' approach is why I see DCVS systems more attractive from the repository organization point of view. In DCVS repo is the project by default. There is even no question 'single vs multiple' possible, it would be just nonsense.
I strongly recommend not using a repository per project. Within a single subversion repository, you can move and copy data and it will retain its history. If you decide that some piece of code that started as a backend tool is being merged into the front end, and those are in different repositories, this isn't an operation that subversion will know anything about. It will be as if you added something to the front end from no where. This also means that you can't do merges if you need to temporarily maintain two versions of related code.
You will note that all the examples in the svn book assume everything is in one repository.
There's a separate question of whether to use /trunk/project1, /trunk/project2, /branches/project1-r1 or to use /project1/trunk, /project1/branches/r1, /project2/trunk. Generally, the second is easier to keep track of.
The best reason to not put everything in one repository is that access control is hard to do more finely grained than at the repository level. Possible, yes, but not as easy. We currently have two main repositories:
It would depend on how interdependent your applications/projects are in the organization, and also how big the codebases are.So it boils down to how one defines a "project" in your organization. Shared codebase, shared components, shared teams, shared release cycles, could all influence how your repositories need be structured.
For simplicity, I define a project as having an independent codebase, release timeline, and/or belonging to one tool/application.If this is the case, I prefer having one repository per project. This way there is more freedom to define and implement policies/access restrictions per project.
If I had a single repository bloating over time ..I may also need to worry about the workspace checkout time etc., especially if the code for the projects are all mixed. If an application/tool/project is completed/shelved/obsoleted/migrated, there can be more control on the administration aspects if there is separation at project level.
Structuring a project repository based on its unique needs can also be easier if there is one repository per project. Each project may have specific needs, which may affect the configuration management policies (branching, tagging, naming conventions, CI etc included) followed for each project. This is not to say you cannot do all of this folder-wise within a single repository. You can. It just keeps things simpler to have a cleaner separation - that is all.
You may want to consider all these factors in order to evaluate the administrative overheads you may end up with, based on your specific setup.
This said, if the projects are all small in size, and are interdependent , requiring cross references, cross tracking, movement within each other etc., then you are better off with a single repo and one folder per repository.
I would have a repository for project, just for the sake of the revision numbers being per-project. You can setup SVN to be served so that all of the projects can be accessed from a single access point using Apache and DAV SVN (with SVNParentPath directive).
If you are using Subversion, you could have multiple repositories under the same domain with multiple projects each.
So it'd look like this
Project1: svn://svn.company.com/project1
Project2: svn://svn.company.com/project2
Project1 might address front-end code and contains sub-projects such as admin/ and web/ Project2 would be backend and contains various tools and monitoring applications
If you use something like Git, each repository should be a single project.
The decision may be based on project complexity as well. If you're starting a huge effort that will be seprarate from most everything else you'll work on, and it will have a large dev team working on it, it may make sense to give it a separate repo.
For teams working on a number of smaller projects at once, a single repository provides a simple mechanism to manage everything in one place (backup, search etc). The central repo also makes the repository itself seem a bit more "concrete" since it won't be discarded once a project is complete or abandoned.
Very good, insightful answers so far, but I just want to add my two cents:
I think it depends on the size of your project. We have tried both approaches, but finally settled with one large repository.
Cons:
Pros:
IMHO (and regarding our particular project) the pros outweight the cons.
It all depends on how many projects you have, the size of your organisation, how related the projects are, and so on. If you're part of a large team with a couple of dozen projects, a repository per project is going to be pretty unwieldy to administer.
Depending on what type of work your organisation does, another option is to have one repository per client. Where I work, we currently have four repositories - one for projects that are completely internal to us, one for the software we sell, and two that are completely specific to particular clients for whom we produce custom software applicable only to them. This is an attempt at a 'best of both worlds' solution - we don't have one massive repository that contains everything and has a revision number in the billions (I exaggerate obviously!), but nor do we have dozens of piddly little repositories lying around with one project in each.
For my organization I went midway, creating several repositories for different coding "areas". I knew in advance that each repository would contain projects that would be fairly separate from each other.
I've done both and in both cases I sometimes wish I had chosen the other method...
I've settled on one repository is a good solution. Note that if I was at a larger company I'd reconsider.
I've recently started working on various C# projects in Visual Studio as part of a plan for a large scale system that will be used to replace our current system that's built from a cobbling-together of various programs and scripts written in C and Perl. The projects I'm now working on have reached critical mass for being committed to subversion. I was wondering what should and should not be committed to the repository for Visual Studio projects. I know that it's going to generate various files that are just build-artifacts and don't really need to be committed, and I was wondering if anybody had any advice for properly using SVN with Visual Studio. At the moment, I'm using an SVN 1.6 server with Visual Studio 2010 beta. Any advice, opinions are welcome.
I would suggest using AnkhSVN - a Subversion source control plugin for Visual Studio 2008/2010.
You can use it to perform your initial add and commit of the solution, projects and sources to the repository and it won't add any of the build artefacts. It won't add anything that is generated by your build, only files that are referenced by your solution. If there are any other bits and pieces you need that aren't in your solution, you can add them afterwards.
Put the following files in version control:
Do not put the following files into version control:
Also, don't put in any object files, executables, auto-generated files (like headers that might be generated).
As for executables and other generated files - there might be an exception if you want to be able to archive releases. That might be a good idea, but you'll probably want to manage that a little differently and possibly in a different place than your source code. If you do this, also archive your .pdb files so you can debug the stuff later. you might want to use a Symbol Server to store you archived symbols (see Debugging Tools for Windows for the symbol server and its documentation).
Here's my list of VS-specific files that I exclude from SVN:
Ankh.Load
*.projdata
*.pdb
*.positions
*proj.user
*proj.*.user
*.ncb
*.suo
*.plg
*.opt
*.ilk
*.pch
*.idb
*.clw
*.aps
Solution level:
.sln solution file.suo solution user options fileProject level:
.csproj, .vbproj (and c++ proj?) files.csproj.user, .vbproj.user filesbin directoryobj directoryIf you use and VS addins, they may generate files that also need ignoring (ie. ReSharper generates .resharper and .resharper.user files).
The ignore items can either be ignored explicitly by filename (ie. MyProject.csproj), or by a wildcard pattern (ie. *.csproj.user).
Once you have your ignores set up, checking out a clean copy of your source then building should then show no modifications (ie. no new unversioned files).
I would manually include all files that I think I shouldn't version control.
My global ignore pattern is:
.dll .pdb .exe .cache .webinfo .snk bin obj debug _Resharper .user resharper
In case you are using ignore list, SVN is case sensitive. So remember to ignore bin and Bin folders separately.
Also, I had a question.. why does it take lot of time some times to refresh the status icon? At times it gets very confusing.
See http://stackoverflow.com/questions/34784/mercurial-setup-for-visual-studio-2008-projects for a Mercurial ignore list. I'm not familiar with the syntax of the SVN ignore list but this thread has a few good lists of what to ignore in Visual Studio.
I have checked out a bunch of java code using subversion 1.6 and then I imported those projects into eclipse. Subclipse 1.6 picked up the fact that the plugins are under version control, except for a few folders.
I now get a bunch of errors like:
The resource is a duplicate of src/.svn/all-wcprops and was not copied to the output folder
If I delete the project (from eclipse not on disk) and reimport it, that fixes the problem about half the time. But since I have dozens of projects that are having this problem, it means reimporting them 10-20 times before I get them all working. This is very painful, and I am tired of doing it every time someone adds a new plugin to svn or when I need to recreate a workspace for some reason.
Is there an easier way to fix this than delete and reimport? Or is there a way to prevent this problem in the first place?
Add the .svn folder to the Excluded list for your Source Folder.
Follow the procedure described by Kelly but define the exclusion pattern as **/.svn/*. This will recursively exclude all .svn directories from the various source folders.
This is happening because you checked out a project using another svn client other than eclipse and then imported the project in eclipse and you haven't notified eclipse that this is an svn project (that is, eclipse doesn't know it has to ignore the svn meta information).
In order to fix this properly, after you have imported the project in eclipse, have eclipse be 'aware' of the svn nature of the project. Do so by 1) select the project and to to the Team > Share section. 2) a dialog will appear asking weather this is a CVS or SVN project. Select the later. 3) It will prompt for the credentials, enter them. 4) When you're done, do a clean build. The problem goes away.
Easier way to do this is:
I am a lone programmer working on many .Net projects. I work alone and I didn't used version control till now. Just recently I learned the benefits of using version control. As I have three machines I work on, keeping a sync version of a project sometimes proves to be too much. So, now I am planning to use subversion as my version control server.
Having said that, I read in many threads, blogs etc about the benefits of using version control for a single developer. I agree with most of them but one thing most of them didn't discussed was, how to use SVN without actually depending on one of your particular system to be the server. The reason I want to do this because all my systems are almost never in "always on" condition. So if I host my repositories in my main desktop, I might not be able to work on my laptop if my desktop is turned off (or am I missing something here?)
Thats why, I want to know that can I host my subversion repositories in my GoDaddy shared hosting account and access them from the three computers I have?
Or alternatively, are there any free (and fast) online svn repositories I can use? I am trying not to use any gui clients for now as I want to clear my basics first with svn, but later I am planning to use TortoiseSVN as my client.
First, GoDaddy does not allow for Subversion to be installed. It's a seperate service that runs to provide a web-like interface - not a hosting account.
With that said, there are MANY free versions out there. I vote for CodePlex as it's free, and uses Subversion (through the TFS hook), as well as giving you forums, documentation areas, etc.:
Additionally, Google Code is also subversion-based (I kind of like the CodePlex community better though):
If you want something more private, I recommend Unfuddle as they have a free version. Just don't check in big files.
Another private one is Project Locker:
Lastly, I highly recommend picking up and reading a Subversion book on practical uses of Subverison, organizating your multiple projects, and proper branch/merge management.
Version control with SubVersion
You can also read it for free here: http://svnbook.red-bean.com/ But, it's a very long dry read. I highly recommend picking up the book to thumb through down the road.
I'm not sure about GoDaddy, but you shouldn't have any issues developing in a disconnected mode with Subversion. As for other hosts, you could try ProjectLocker.
You may want to look into other version control systems which aren't based on a central server. Git is the most popular choice these days.
Also, if your project is opensource GitHub is free and does all the trouble for you. It will cost if you host commercial projects.
Update:
Just to clarify my response, the way i see he's asking 2 questions, first is asking how to use subversion in his non-centralized environment OR use free hosted alternatives.
He seems to be just starting with version control, and doesn't know too many other options. I'm entirely fine with him using a free subversion hosted service, i just mentioned an alternative who natively does what he was pretending to do in the first place with his 3 computers and subversion.
This is not a comment like "omg! your [scm] sucks!!11!, just use my loved [anotherscm]!!"
Update: (response to @Yogesh)
Actually the fact that is "merge based" is a what makes it able to work decentralized and full featured while offline, it makes a breeze working with branches because actually each working copy is a branch, while branching in Subversion is a pain. I don't work too much with binaries, but by reading a bit don't think Git has much problems with them (1 | 2).
Git is not better or worse than Subversion, it depends entirely on your needs. Again, your pick, i was just pointing that Git could be a good fit to your needs, even if you're not in a team.
I am a loan coder that uses subversion. I was unable to use shared hosting to host my code, but it was not that hard to setup apache and subversion on my xp machine at home. I then bought a cheap domain at godaddy.com that pointed to my home.
I use assembla for my personal projects. Its free and has been good so far.
If you always sync a feature branch before you merge it back, why do you really have to use the --reintegrate option?
The Subversion book says:
When merging your branch back to the trunk, however, the underlying mathematics is quite different. Your feature branch is now a mishmosh of both duplicated trunk changes and private branch changes, so there's no simple contiguous range of revisions to copy over. By specifying the --reintegrate option, you're asking Subversion to carefully replicate only those changes unique to your branch. (And in fact, it does this by comparing the latest trunk tree with the latest branch tree: the resulting difference is exactly your branch changes!)
So the --reintegrate option only merges the changes that are unique to the feature branch. But if you always sync before merge (which is a recommended practice, in order to deal with any conflicts on the feature branch), then the only changes between the branches are the changes that are unique to the feature branch, right? And if Subversion tries to merge code that is already on the target branch, it will just do nothing, right?
In this blog post, Mark Phippard writes: http://blogs.open.collab.net/svn/2008/07/subversion-merg.html
If we include those synched revisions, then we merge back changes that already exist in trunk. This yields unnecessary and confusing conflicts.
Can somebody give me an example of when dropping reintegrate gives me unnecessary conflicts?
let me explain when --reintegrate is absolutely necessary
Consider the flowing use case
1. you have project p1 under p1/trunk. project has file readme.txt with one line "line1"
2. create new branch p1/branches/br1
3. stay in trunk. add line "line2" to readme.txt and commit it to trunk
4. switch to p1/branches/br1 branch. update to HEAD.
5. merge from trunk to this brunch (to pick up trunk changes).
6. you should have line1 and line2 in readme.txt
7. commit merge result to p1/branches/br1 branch
8. switch to trunk. update to HEAD.
9. merge from p1/branches/br1 to trunk.
10. you'll see line1, line2 and line2 in readme.txt. So, you have "line2" two times which is incorrect. SVN does not show any conflicts. So, it is very dangerous because merge performed with no errors and you are under impression that everything is fine.
Solution here -- step 9 merge should be done using --reintegrate option. Reintegrate option tells SVN to compare br1 with trunk and apply only br1 changes to trunk. In this particular case we have not done any changes in br1. The result in trunk should be two lines "line1" and "line2"
Another useful remark.
Branch p1/branches/br1 should not be used for development after step 9 anymore. if you want to continue development in branches -- create new branch, e.g. p1/branches/br2
Another merge from trunk to p1/branches/br1 causes lots of conflicts.
It is never necessary to use --reintegrate; its a convenience. If your most recent merge from trunk to feature-branch merged all of the changes that occurred in trunk since you branched up to revision rev, then you could use the following command:
svn merge url://trunk@rev url://feature-branch .
Note that this command would be run in the root of an up-to-date working copy of trunk with no outstanding changes to be committed.
Let me expand my answer to more directly answer the question "Can somebody give me an example of when dropping reintegrate gives me unnecessary conflicts?"
Here's what the article means by "If we include those synched revisions, then we merge back changes that already exist in trunk. This yields unnecessary and confusing conflicts."
Including the synched revisions would look like this:
svn merge -r N:HEAD url://feature-branch .
Where . is a clean working copy of trunk and N is the revision that feature-branch was created from trunk. That merge command merges all of the changes committed to the feature-branch since it was branched, including those changes that were merged from trunk after the feature-branch was created. That means that changes already made to trunk would be included in the merge above. You'd be telling svn to apply changes to trunk that actually originated in trunk, which results in conflicts.
It’s never necessary to use --reintegrate — it’s simply an alias. If you have a working copy of trunk, then
is the same as
You can use whichever one you?re more comfortable with.
I think that Mark means it avoids comparing two files which have been modified, one to reintegrate from the branch and its corresponding file in the trunk, when both have been synchronized (and not just changed locally in their respective branch).
Let's assume we have trunk/a.c and branches/dev/a.c, with trunk/a.c modified at some point and re-integrated in the branch later with a merge. As you pointed out, it's a good practice to do that before putting everything back to the trunk.
So the next step would be that merging back to the trunk, where a.c are "different" on both sides since they have changed at both locations. Without the option there will be an unnecessary comparison, wheras the --reintegrate will make SVN see the change was not just local.
There is an open source project I want to checkout and contribute to. The main repository is SVN but I want to work in Git. Is this possible?
Most of my searches turns up guides where you move from SVN to Git (or the other way around) and dont look back.
Assume that the original authors have no interest whatsoever in learning anything other than SVN.
[Update] I dont have, nor do I want to have, commit access to the SVN repository. Im looking for workarounds for that.
[Update2] If patches are indeed my only option, are there any additional caveats I should be aware of?
Luckily there's git-svn for exactly this purpose. It enables you to use git locally while also being able to check in to SVN when you wish to do so. It's fairly straightforward and there are lots of information if you search for git-svn here or via Google.
There's a tutorial at http://flavio.castelli.name/howto_use_git_with_svn that you might want to look at first.
Edit: To generate SVN compatible diffs you can use git diff --no-prefix. Note however that this format is not compatible with TortoiseSVN. If compatibility is needed you would have to use some sort of shell script; see example here: http://mojodna.net/2009/02/24/my-work-git-workflow.html
Edit: One potential downside of git-svn is that it does not handle svn externals. You would have to handle those yourself.
Good luck!
Keeping a Git repository in sync with a Subversion repository is really easy:
Clone the Subversion repository (in this simple example I am ignoring branches/tags)
$ git svn clone https://url/to/repo/trunk
Keep up-to-date with the Subversion trunk:
$ git svn rebase
Now, if you had commit access to the Subversion repo, you could push your changes:
$ git commit
$ git svn dcommit
Otherwise, submitting a patch is your only option, if the committers to the Subversion repository have no interest in using Git:
$ git diff 1cc92b96 > my_patch.patch
In this case it's obviously best not to make commits to the branch you are syncing with the Subversion repo.
Yes! This is possible!
Check this post for the details: http://www.romanenco.com/gitsvn
There are three or four simple steps to make symbiosis of SVN and Git SCMs.
I worked with this technology about three month and have no any troubles. It's very cool! When your main repo in the SVN and you can make offline commits and get powerful of Git merging.
If don't have, nor do you want to have, commit access to the SVN repository then a combination of git-svn and StGit might help. git-svn creates/updates a clone and stg maintains a series of patches on top of it (stg commands is from StGit Crash Course):
git svn clone ..
stg new invent-some-patch-id
...edit patch description...
...hack hack hack in the tree...
stg refresh
...possibly hack some more...
stg refresh
..
stg mail
See StGIT Tutorial to get started.
NOTE: I haven't actually tried this workflow.
This is a but of a part 2 in trying to convert an SVN repository to a Mercurial one
command is:
hg convert file://c:/svnrepository
but, the output I get is:
assuming destination svnrepository-hg
initializing destination svnrepository-hg repository
file://c:/svnrepository does not look like a CVS checkout
file://c:/svnrepository does not look like a Git repo
Subversion python bindings could not be loaded
file://c:/svnrepository is not a local Mercurial repo
file://c:/svnrepository does not look like a darcs repo
file://c:/svnrepository does not look like a monotone repo
file://c:/svnrepository does not look like a GNU Arch repo
file://c:/svnrepository does not look like a Bazaar repo
file://c:/svnrepository does not look like a P4 repo
abort: file://c:/svnrepository: missing or unsupported repository
The line I'm interested in is:
Subversion python bindings could not be loaded
I have installed python 2.5, and I have installed the python subversion bindings from the subversion website. But still getting this error
I just wanted to bring the actual solution out of the comments to Alex Martelli's answer:
According to: selenic.com/pipermail/mercurial/2009-May/? the subversion bindings are included in tortoisehg. So you just need to enable the convert extension in tortoisehg. ? tonfa
Ah ha! Another step forward. I changed my path to point at hg in TortoiseHG instead of Mercurial and this got over that hurdle. Now it just doesn't think the repository is an SVN one, ahh! ? Paul
This worked for me as well.
If you're currently using the standard command line version of HG on Windows, the specific steps are:
The problem's explained here at heading "Converting from Subversion":
Subversion's Python bindings are a prerequisite. The bindings (generated with SWIG) are installed separately on Windows, and can be found on http://subversion.tigris.org/ . Note that you can't do this with the Win32 Mercurial binaries -- there's no way to install the Subversion bindings into its built-in Python library. So you'll need to use a Mercurial installed on top of a stand-alone Python, and you may also need to do something like "set HG=python c:\Python25\Scripts\hg" to override the default Win32 binaries if you have those installed also. For Mac OS X, the easiest way is to install the CollabNet Subversion build, and then copy the content of /opt/subversion/lib/svn-python to the site-package directory of the python installation.
Unfortunately hg + svn + win doesn't apparently get any easier with hgsubversion, at least judging from this post and this discussion thereof (I have no Windows installed to try and help out, sigh).
sudo apt-get install python-subversion
did the trik for me on ubuntu..
I'm new to Visual C# Studio (actually using the Express edition, but another developer is using the full version), and we are using version control (svn).
It's acceptable to me to add the project files to the repository, since this repo is just for the two of us using Visual C# Studio. But it feels like there are some irrelevant files in there. Can someone familiar with Visual C# Studio project files tell me which files can safely be svn:ignored?
Some suspect files:
I'm sure the .sln is required, but what's this .suo? and the .csproj? Can/should any of these be generated by Visual C# Studio on loading a project?
Dont include
bin
obj
*.suo
*.user
_Resharper* (if you have Resharper)
Include
*.sln
*.csproj
.csproj defines the project structure. It is vital.
This is what I add to my global ignore list in Tortoise SVN:
*.suo *.user bin obj *.pdb *.cache *_svn *.svn *.suo *.user *.build-res TestResults _ReSharper*
Shouldn't be versioned:
Should be versioned:
I'm not sure about "contentproj" but it sounds like it's a project file which should be under svn.
The .sln file defines your solution together with the .proj files (one for each project), so keep them in your svn!
You can skip the .suo file (personal settings - binary anyway) as well as the bin or obj folders. Also the .cache files can be left.
Needed...
*.sln - The solution file contains references to all the projects and dependencies between the projects.
*.csproj - The project files themselves. These tell what files are included in the project, references, and the build steps for the project.
Not...
*.suo - This is a user settings file...
Just to add, anything that gets regenerated at build time, should be excluded. For example, files generated from the prebuild event or in some cases a custom tool.
We also work with Visual Studio C# and SVN and I don't know about all the project files, but we only exclude the complete bin directory.
I leave out the Visual Studio Solution User Options file (*.suo) and the binaries directories as they get recompiled everytime you build your solution (the bin and obj folders).
You definitely need csproj files... You might want to try AnkhSVN or VisualSVN, those VS addins add only the required files to SVN.
Or you could remove files from your directory structure until it does not load anymore.
I suggest experimenting this way because it is a great way to learn how a solution is structures by VS.
I have multiple projects in SVN. Each of these project sits in it's own trunk and branched for releases.
And there is a shared code which is used in each project. The question is what is the best way to handle the code.
Let me give couple of scenarios and the issues related to them
a) Put the shared code in separate trunk (or repository) and use svn:external.
In the case if we branched some of projects, there will be two problems:
As I understand there is one work around. As soon as we branch, we can modify svn:external to pick up exact revision of shared code. However, there are again two pitfalls:
b) Another solution is to branch shared code when the project is branched and change external to point to bracnhed copy of shared code.
Am I missing anything? Is there any reasonable way to handle this?
Personally i keep a separate repository then use the [http://svnbook.red-bean.com/en/1.0/ch07s03.html svn:externals] attribute.
SVN Externals allow for you to link to other repositories (even ones you dont run e.g. the smarty subversion repo) when you run an svn update both your project and the external repo will be updated.
with SVN externals you can also link to specific revisions using somethign like http://path-to-project.com/svn/thing -r1234 for releases and other things that you need to keep static
Best practice IMHO is to always specify a revision then update the revision number as you make changes to the shared library so that you can keep track of WHY you updated this data. also keeps everything sane when you tag or branch the main project.
We use a system similar to CWT's: Shared code tend to be separate projects in their own right, and as such exist separately in the repository (or a separate repository). Within the project that uses the external projects (the upstream project), we include the compiled/packaged binaries for the shared/downstream project.
This way the upstream project won't be sniped by unexpected changes in downstream projects.
We've written some scripts to automatically update the major upstream projects with newer versions of these binaries when necessary (otherwise it's a manual process to copy the package into the appropriate projects, but that's not that big of a deal anyway).
The drawback we've see so far in this madnes^W method is that downstream projects undergoing very active development (say, in the early stages of a new library) require what may seem like an excessive number of updates to the upstream project. Testing the upstream project can require updating the shared lib, compiling, copying that binary upstream, and the compiling/deploying/whatever the upstream project. However, once an initial frenzy of development on a library slows and the lib becomes somewhat stable, this "problem" evaporates.
As with CWT, the upstream project can't modify the shared code in any meaningful way. Changes downstream must be made within that project explicitly, and propagated upstream where necessary.
You have two correct answers, with two sets of drawbacks.
Here's what I would recommend
Put your shared code into another repository, tag the code with the release version Create an svn externals in your trunk directory that points to your tag.
When you change your library, retag it, and update your trunk application. When you take a branch, your branch will still point to the correct tagged version of your library.
Alternatively try building a separate release of your library, and reference the library as a jar or lib/so.
My recommendation for handling shared code (particularly with Java and .NET or a C/C++ library) is to use two sets of repositories: one for source code, and another for versioning released images. When you make changes to the 'common' project, you commit your source changes to the source tree, then build it and then publish the binaries by committing them as a new revision on the release tree. The projects that use the 'common' project then use the svn:externals property to bring in the released binaries. There's no temptation to modify the local images of the shared code. If someone wants to modify the 'common' code, then they do that through the normal development practices for that project.
For more details, see this answer to a similar question.
We use a single repository structure like this:
/trunk/project1
/trunk/classlibrary (shared code)
/trunk/project2
In C# (which may not be your language of choice), project1 and project2 include a reference to classlibrary. When we build (here's a great advantage of the compiled .NET model), any inconsistencies between the project being built and class_library are found. These inconsistencies are resolved before committing changes. Using a server-based build tool (we use CruiseControl.NET) we can build all of the projects simultaneously which will tell us of any problems.
Unless your project1 and project2 need to reference a specific version of classlibrary (which we avoid, trying to make project1 and project2 always use the latest rev of class_library), this works incredibly smoothly.
I tend to avoid making separate repositories for related applications. Since the class_library in the above example ties all of these things together, there is little advantage or logic in maintaining it in separate versions since the real reason that it is separated at the project level is that it is shared code. Production apps that share code do so for a reason - they should be using the same version of the shared code, which implies that they should be part of the same source control branch.
The answer that's missing from your list is:
c) Always point externals to a specific version of the shared code.
This works remarkably well:
If required, libraries can be checked out in a separate working copy and modified alongside your main project. If the project is temporarily changed to pick up code from the working copy on disk, you can then still work on libraries and projects in parallel, if needed.
I have a number of quasi-related projects that I want to version control. In SVN I would set them up as multiple directories within a single project
/scripts #updates in sync with project1 & project2
/project1 #requires database
/project2 #requires database
/database
Naturally other SVN layouts are possible for this toy example, but this layout has advantages:
svn co repo/project2; svn co repo/database. This saves a considerable amount of storage & time if project1 is large.This paradigm doesn't map well to mercurial since you can't clone a single directory of a mercurial repo. So my question is: what is the most common way to store large, closely related projects in mercurial?
My ideas:
Multiple repositories, Forests and SubRepos are all variants on the same idea. Forests and SubRepos just make managing projects that also use extremely recent versions of other projects easier, they don't solve the basic problem you have, which is that you lose file history when moving them between projects.
In my opinion, your best bet is to put all the directories in the same repository and wait for the Mercurial feature to allow checkout of subdirectories. The subdirectory feature is one the Mercurial team cares about, but it's not trivial to do either, which is why it hasn't been done yet. I know the Mercurial internals though, and it's definitely doable, just a lot of work.
The second best option, though I consider it really ugly, is the named branches idea you mentioned. You will still have a very weird merge operation to perform whenever you want to copy files between branches though. You will perform these steps:
hg update -C project1HGMERGE=/bin/false hg merge -r project2hg revert -a --no-backup -r project1hg revert --no-backup -r project2 path/to/file/in/project2.txthg mv path/to/file/in/project2.txt project1/file/path/project2.txthg resolve -amhg commit -m "A merge to copy project2.txt to project1."As I said, very ugly. And it might well only work well in hg 1.3 since I know some important bugs in the interaction of revert, merge and resolve were fixed fairly recently. (IMHO, I suspect Ubuntu is purposely behind on versions of non-bzr version control systems.)
How often do you really expect to be copying files between projects? Why would it happen? Are you sure that losing history would be that bad of a thing?
I've done something similar in Subversion for a couple of projects of my own, but my experience is that my initial feeling about which project something really belonged in was usually correct, and when it wasn't preserving history wasn't really that big a deal since the history was really only relevant to the original project the file was in anyway.
Hello I want to use commandline svn options.
I use TortoiseSVN and I run several commands and I get the following error:
'svn' is not recognized as an internal or external command
I used the command
svn checkout [-N] [--ignore-externals] [-r rev] URL PATH
I think I should add some environment variable or something else.
Any idea what I should do or can't TortoiseSVN be used from the command line?
TortoiseSVN has a command-line interface, but it's different from the normal Subversion one.
You can find information about the command-line options of TortoiseSVN in the documentation: Appendix D. Automating TortoiseSVN. The main program to work with here is TortoiseProc.exe. But a note pretty much at the top theer already says:
Remember that TortoiseSVN is a GUI client, and this automation guide shows you how to make the TortoiseSVN dialogs appear to collect user input. If you want to write a script which requires no input, you should use the official Subversion command line client instead.
Another option would be that you install the Subversion binaries. Slik SVN is a nice build (and doesn't require a registration like Collabnet).
I'd suggest slik subversion. And after installing just add its bin directory to your path.
-bhups
I usually have the standard SVN installed as well as TSvn - just add the binary location of SVN to your PATH environment variable.
Using the standard SVN command line tool will be better for getting help and documentation than using any other svn pseudo client.
The latest version of TortoiseSVN (1.7.1 of this writing) has an option during installation for command line tools. It is not turned on by default but it will install the standard command line files for svn. So there is no need to install a separate subversion package like Silk anymore.
I took over a software project and decided to put everything under SVN (on Assembla) using Tortoise SVN. The trunk is under ROOT. So the trunk contained the whole application (which I tagged 1.0). For my first big feature I created a feature branch named "dev".
I could merge changes in the trunk branch into the dev branch without problem (as I was doing small bug fixes). Once my feature was complete, I did a merge back into the trunk branch. Everything was working fin up to this point. The new code under ROOT showed the new feature properly. But then I did a commit (of the result of the merge) and now every time I try to do a merge from the root or from the dev branch, SVN complains about "tree conflict" on many files. Even files that I did not touch since the merge. I tried to resolve the conflicts, without success.
I'm the only developer, so I don't really care about major changes to the repository. But I still want to keep the history of all files if it's possible.
What would be the best way to fix this issue? Is there a way I could tag all the latest files in the ROOT trunk as the "definite" version of the file?
[EDIT] More information
[EDIT] elhoim solution did not fix my problem. However, he was right with SVN version issues. Currently (2009-10-28), Assembla is using SVN v1.5.1 and my tortoiseSVN was v1.6. So that was the reason I was having so much tree conflict. I tried using the solution as provided by elhoim's link and it did not work (I tried a bunch of merge multiple times before trying the HEAD-to-HEAD merge. Some files didn't carry over to the root branch because of that).
Seeing that an HEAD-to-HEAD merge would still not work, I decided to simply delete all ".svn" files in my branch folder, copy the files into the ROOT folder and do a commit.
This answer should help.
Else, do you use a tortoise SVN client 1.6.x? It seems it has problems if the SVN server is less than 1.5.6...
It seems like some changes made at the level of the directory structure on the trunk were not absorbed into the dev branch before attempting the merge back into the trunk. This may have caused the tree conflict in your case.
I found this section of the SVN book very helpful and it contains methods of resolving a situation like yours. Hope this helps. http://svnbook.red-bean.com/nightly/en/svn.tour.treeconflicts.html
[EDIT] ADDITIONAL INFO:
Have you already run svn resolved on the workspace where you actually overwrote/resolved the conflicting versions? There may be files/folders still marked "conflicted" on your problematic workspace (the one where you actually performed the merge ) - So once you have looked through those and resolved the conflicts by hand, you can run svn "resolved". I use the subversion command line client for my merges - but I have verified and this option is available on tortoise as well. This should knock off the conflict status and let you proceed. goodluck.
In general, SVN's merging support can only handle using a feature branch once. That is, you work in it and merge changes from trunk into it, and then use svn merge --reintegrate to merge it back into trunk when you're done.
After that, if you want to keep working, you need to create a new branch to work on. I think that you can delete the old one and make a new one in its place without losing data if you want to keep the same repository path, but you may want to try with a test repo first just in case the svn:merge info gets screwy.
This isn't perfect. See this post from when the current merge semantics were introduced for more detailed info.
Also, beware of any use of svn cp or svn mv for purposes other than branch and merge -- if you do this, you'll need to delete the spurious svn:merge properties they create (on both branch and trunk if need be) before running the reintegrate or it will fail will tree conflict messages.
On the whole, svn's branch and merge is still pretty weak compared to the distributed VCS family (git, hg, bzr, darcs, etc), but if you follow these guidelines it does the job.
What is the concept of switching branches in IntelliJ? I must be either blind or an idiot...
I would assume there'd be a "switch to copy" option or something like that, but there is none...
EDIT for clarification: my prev IDE had a simple "switch to copy" option, which updated all files being different from current branch/trunk. IntelliJ seems to have a completely different approach to this, which I just do not seem to understand. The help is not very useful either.
Helpful keywords, links or hints are very much appreciated. Thanks.
Well, blind AND dumb, actually. Switching branches is done using the update dialog, where I can select any branch, tag or revision I want.
For noobs like me that checked the "don't show this again" box in the beginning, and don't have the subversion update dialog prompting anymore, try to :
If I may say, this seems quite complex, if anyone has better, I would be glad to hear :-)
Thanks
I've used the 'hg convert' command to try to move my SVN repository to hg, and it seems to work (takes a while and prints out all the commit messages as it goes), but at the end the resulting Mercurial directory is empty. It has the .hg hidden subdirectory in it, and it's about 200 MB so SOMETHING happened, but none of the files are there.
Any thoughts?
The only thing I can think of as being involved is that instead of having top-level trunk, brankes, tags directories, we have many projects, each with their own trunk, branches, tags:
svn-repository/
Project1/
trunk/
branches/
tags/
Project2/
trunk/
branches/
tags/
etc...
Could that be causing the problem? My understanding is that SVN doesn't really care how you organize the repository, but does Mercurial?
You need to run hg update to get a working copy.
(Such mercurial repositories without a working copy can be used as pure communication points where revisions are pushed to or pulled from, much like a subversion server. In this case it was created by hg convert, but you can also create such repositories with hg clone --noupdate or hg update null. Omitting the working copy files saves some space.)
Also, I would recommend you convert each project separately. If you give the URL for "project1", hg convert will automatically detect the trunk, branches and tags subfolders and will do the right thing.
In mercurial, branches are first-class concepts rather than just folders who happen to have been svn-copied from the trunk. The branches don't live in any user-visible location like in svn. Having multiple projects (each with their own branches) in a single mercurial repository doesn't really make sense.
While programming software stored in a Subversion repo, I often modify some files, then notice that I'd like to do some preparatory change for my main work. E.g. while implementing new functionality, I notice some refactoring which might help me.
In order not to mix two unrelated changes, in these cases I'd like to "stow away" my changes, i.e. revert to the repository version, do some other changes, commit these, then "fetch back" my changes.
git-stash allows to do just that. Is there some way to do this with Subversion, either directly or with some plugin or script. Eclipse plugins would also be fine.
when I've got uncommitted changes from one task in my working copy and I need to switch to another task, I do one of two things:
Check out a new working copy for the second task.
or
Start a branch:
workingcopy$ svn copy CURRENT_URL_OF_WORKING_COPY SOME_BRANCH
workingcopy$ svn switch SOME_BRANCH
workingcopy$ svn commit -m "work in progress"
workingcoyp$ svn switch WHATEVER_I_WAS_WORKING_ON_BEFORE
I have some scripts that help to automate this.
This blog post advises using diff and patch.
git stash approximately becomes svn diff > patch_name.patch; svn revert -R .git stash apply becomes patch -p0 < patch_name.patchNote that this doesn't stash metadata changes or (I think) directory creates/deletes. (Yes, svn tracks those separately from directory contents, unlike git.)
The easiest way would be to use a temporary branch, like this:
$ svn copy ^/trunk ^/branches/tempbranch
$ svn switch ^/branches/tempbranch
$ svn commit -m "Stashed"
$ svn switch ^/trunk
$ ... hack away in trunk ...
$ svn commit -m "..."
$ svn merge ^/branches/tempbranch .
$ svn rm ^/branches/tempbranch
$ ... continue hacking
This could (and probably should) be put in a script if done on a more regular basis.
you can store your current changes with svn diff into a patch file, then revert your working copy:
svn diff > stash.patch
svn revert -r .
after you?ve implemented your preparatory feature, you can then apply your patch with the patch utility:
patch < stash.patch
as others have noted this will not work with svn:properties and tree operations (add, remove, rename files and directories).
binary files could also give problems, i don?t know how patch (or tortoisesvn in this case handles them)
I don't know of an easy way to do that with just svn. Honestly, I'd advise using git-svn to make a git repo that acts as an svn working copy, and just using git stash with that. Just replace git pull with git svn rebase and git push with git svn dcommit and you can actually keep 90% of your git workflow and still be talking to an svn server.
I have also wanted this feature. I currently use TortoiseSVN.
I have not found a hardfast solution except to export the tree, revert back to repository make my changes and commit, then compare the changes from the exported tree back into my source controlled directory using a tool like Beyond Compare.
Or, another solution might be to branch from the HEAD to another directory, make your changes and the commit. Once you're ready to merge those back to your other working copy, do an update and merge your changes.
Obvious way would be using multiple working copies, involving an additional checkout which is a bit expensive.
Alternatively, since Subversion can do branching faster than a physical copy operation, you can "checkin" your current changes to a temporary branch and switch back and forth.
If your changes do not overlap, you can put them in separate changelists to manage multiple checkins.
another option is to copy your current checkout to a new directory and revert all your changes. this way you?ll save the hassle of creating a temporary branch on your server?after all stashing is a local operation, which not everybody should see and can be done quite often.
after committing your hotfix you can update your main working copy and delete your ?stashing area?
It seems that all of the initial Google results for "using subversion with xcode" are actually just tutorials for installing and configuring svn and Xcode, as opposed to actually using the two (i.e. interacting with svn via Xcode's GUI).
Is anyone aware of a good guide that teaches the tricks and pitfalls of working with svn via Xcode's GUI? Something that bridges the gap between the most excellent Version Control with Subversion book and the Xcode IDE (as in pure Xcode GUI without any terminal command use)?
Edit:
We all love our terminal commands, and we all love Eclipse but (and I mean this in the nicest possible way) neither is really the point of the question. I?d prefer to use svn via Xcode?s IDE instead of via terminal just as I prefer (well, for this case) to code in Xcode?s IDE instead of using vim and gcc. Apple engineers spent a good bit of time implementing that SCM menu in Xcode; someone has to have seen a usage guide somewhere.
I used this page as a reference for setting up my XCode projects with SVN. It is a good starting point, but I'll give a short walkthrough of what I did (since the page isn't really all that helpful!).
A couple notes: I'm using XCode 3.1.2 and Subversion 1.4.2. I've heard of problems with using SVN 1.5, but there are ways around that which I wont get into.
First off, I had a repository already set up and created the XCode project afterwards.
In XCode you need to set it up to know about your repository using the SCM tab in the preferences window. Enter:
The URL will be auto-filled as you enter the other fields. Hit "OK" when all the fields are good and XCode says it can connect.
Then open your project and do a "Get Info" (Round blue icon with an exclamation mark) on the project itself. Under the "General" tab down at the bottom is an option for SCM, select the repository you made in 1 and close the window.
Now open SCM in the menu-bar and go to "Repositories." Hopefully you've built your repository right using branches, trunk, and other directories at the base level because XCode doesn't have support for checking out the root directory. So go one directory at a time down the list and click the "Checkout" button and select a directory to check it out to (I recommend a "Code" or "Source" or "SVN" directory inside your XCode project directory). You cannot checkout multiple directories at once, but you can tell the next directory to checkout before the first has finished and XCode with queue the commands.
Once that is all done go back to your XCode project window and "Add -> Existing Files..." to your project. Select the directory you've checked out the repository to and I recommend using the "Create folder references" option instead of the "Recursively create groups" option because added and removed items will be automatically reflected in a Folder Reference but not in a Group.
I second the comment by the_mandrill, SVN support from within XCode is very limited, especially if you're used to Eclipse.
I also don't understand why everyone seems to need visual clients. I keep a terminal window open on my project directory and I have no problems interacting with SVN from the command line.
I know this is not quite what you asked, but I wouldn't rely much on the use of SVN from Xcode as what you can do with it is very limited. It's useful for being able to do a diff or annotate direct from the IDE but not a great deal else. I don't think it's any substitute for using a separate standalone client such as SmartSVN or Versions.
You also have to jump through a number of hoops to get Xcode to work with SVN version 1.5 onwards, so that's something to be aware of before installing a standalone client. If in doubt, check out a sandbox first.
Here is one of the best tutorials to configure subversion in XCode - http://iphonedevelopment.blogspot.com/2009/03/version-control-is-your-friend.html
It also teaches even to create repository in local MAC.
A lot of people have problems using the build in svn client, especially to get a new project into svn and that it works.
I created a straight foreward tutorial on how to do this, along with a very well known pitfall (works for Xcode up till the latest version of xcode incl. Iphone 4 sdk)
if you want to work with svn through a gui interface then i suggest you use eclipse + subclipse plugin (which have more features and much more reliable and easy than svn on xcode)..
you will work in xcode as normal but you will use eclipse only as an svn client (by creating a general project in eclipse and make it points to your xcode project directory )
and here is a tutorial of how to install subclipse
As has been mentioned in many other answers, the svn client with Xcode is quite weak (and that is being kind).
Personally, I think that running Eclipse just to get access to a svn client is a bit heavy handed.
I would suggest two answers:
I came across these - no idea how well they work, but wanted to add some resources if I could:
Has someone succesfully imported existing Xcode project to subclipse? And using subclipse to perform commits and merge conflict handling?
How do each of these VCS handle renames?
I have found a lot of contradicting information stating that git tracks LOC (lines of code) instead of files, renames would therefore have no meaning for it.
hg mv, or use hg addremove --similarity for auto-discovery. There has been some talk about adding heuristics during merge too.Git is different in that it doesn't do rename tracking, which means that it doesn't need to be told about renames by using SCM commands to do rename (or run autodetection script to mark renames before commit), and doesn't save such information in the repository, but it does rename detection. This means that it finds renames using filename and file contents similarity based heuristic algorithm, both during merge, and for diff when requested via -M option (or configured using diff.renames config option).
The advantages of this method are the following:
Note that pathspec filtering do not work well with rename detection; if you want to follow history of a file across renames use "git log --follow <filename>"
In practice:
Git detects renames automatically. (Incidentally, I've heard claims that git can detect when you move a function from one file to another. My initial tests seem to indicate that this is not the case, however.)
With Mercurial, you have to explicitly tell it about renames, either by hg mv, or the --similarity option of hg addremove, or TortoiseHg's "guess renames" option, or certain tools e.g. VisualHg will flag the renames for you. If you want to use the Git approach with Mercurial, I've written an extension to detect renames at commit time, but it's at a very experimental stage at the moment.
Subversion doesn't handle renames at all. It records a rename as one file being removed and another file being added. This means, for instance, that if Alice changes a file and Bob renames it, you get a tree conflict. This happens whether you are doing full-blown branching and merging or simply svn update. Rename tracking is planned for Subversion 1.8, due out next year sometime.
You have heard right, sort of.
Git operates on the contents of the files, not the files themselves, so renames are technically meaningless to it. To git, a rename looks like file A disappeared and file B appeared with the same content as A. But git is actually pretty good at figuring out when a file has actually been renamed.
Try it: rename a file, then run 'git rm oldname' and 'git add newname' to tell git to stage the changes, then run 'git status' to see what git thinks it's doing -- you'll see that it tells you the file has been renamed. I'm not sure that means anything later, though. Look at a commit with 'git show ' and you won't see any mention of a rename, just a bunch of lines removed from one path and added to another.
Alternatively, you can also use the 'git mv' command to rename a file. It doesn't change how git sees the operation, it just effectively does 'mv oldname newname', 'git rm oldname' and 'git add newname' in one step.
I'm less familiar with Mercurial, but I believe it works essentially the same way as git.
SVN, on the other hand, cannot detect renames but must be told about them with the 'svn mv' command. When told, however, it tracks renames as "first class" changes, so when viewing the changelog later you'll see that the change was a rename.
I wouldn't suggest choosing a SVN over git or mercurial based on this feature, though. There are much larger and more important differences between the tools. I'd first decide whether you want a distributed version control system (git or mercurial) or a centralized version control system (svn).
One more thing about git that hasn't been mentioned yet, in addition to using heuristics to determine whether a rename has happened:
If a file or even an entire directory tree is renamed, copied, or moved, and nothing underneath is modified in any way, then the file or tree is actually stored as the same object inside the repository, and doesn't take up any extra space.
If you modify it, then it's stored as a new object, as usual.
I'm not sure about hg and svn, but I suspect their changelist-oriented architectures mean they behave differently in this scenario. It doesn't really have any effect on usage, except it might give you reason to avoid moving or copying huge trees inside your repository.
git tracks contents, not files. i?m not sure about mercurial, but svn has to be explicitely told about renames
I managed to shoot myself in the foot this morning by doing the following:
Fortunately in this case I had done an "svn diff > temp.txt" before leaving work on Friday, and the temp.txt file was still on my hard drive, so I was able to feed that file into "patch" and recover my lost changes.
But for my future reference (i.e. the next time I make the same dumb mistake)... is there any way to tell svn to undo an "svn revert"? Does svn keep a backup of the local/not-checked-in diffs anywhere?
No, absolutely NO.
If you say to Subversion it should revert a file, all changes are gone by the wind.
Only your memory can get them back.
Exception: New files you had added, will only lose their status "added", but the file will remain in this directory, only status is unknown("?")
There is a solution... go to your recycle bin you'll find there the latest version of the deleted file. Tortoise "throwing" to the recycle bin every file that it revert.
Not really Subversion specific, but if you're working with Eclipse, you can try your luck in the local history.
Now, something a little bit more Subversion specific: if you don't want to make a branch for every change you do, you can keep a couple of trunk checked out locally (trunk-modif-1, trunk-modif-2...). Each "modification" is done on a separate tree and you only need to keep a list of which check out correspond to which modification.
Or you could use Git locally but I never tried it.
Recently did this mistake of not committing new file changes (about 10) onto SVN and they all vanished because of my silly mistake. But what saved me was the windows "Restore previous versions" option in the context menu. Phew that was a relief and lesson learnt.
Is there any way to commit only a list of specific files (e.q. just one of the list of files that SVN wants to commit).
I'm working on MAC OS X under Terminal, without any UI. thank you
Sure. Just list the files:
$ svn ci -m "Fixed all those horrible crashes" foo bar baz graphics/logo.png
I'm not aware of a way to tell it to ignore a certain set of files. Of course, if the files you do want to commit are easily listed by the shell, you can use that:
$ svn ci -m "No longer sets printer on fire" printer-driver/*.c
You can also have the svn command read the list of files to commit from a file:
$ svn ci -m "Now works" --targets fix4711.txt
Besides listing the files explicitly as shown by unwind and Wienczny, you can setup change lists and checkin these. These allow you to manage disjunct sets of changes to the same working copy.
You can read about them in the online version of the excellent SVN book.
You basically put the files you want to commit on the command line
svn ci file1 file2 dir1/file3
try this script..
#!/bin/bash
NULL="_"
for f in `svn st|grep -v ^\?|sed s/.\ *//`;
do LIST="${LIST} $f $NULL on";
done
dialog --checklist "Select files to commit" 30 60 30 $LIST 2>/tmp/svnlist.txt
svn ci `cat /tmp/svnlist.txt|sed 's/"//g'`
Is there anyone out there whose company has migrated from a medium to large Subversion repository to Git? If so:
I'm actually in the middle of such a migration right now, migrating not one but six small-to-large svn repositories to git.
The biggest pitfalls have been:
The switch has been somewhat mixed for the developers; some of them were using git-svn already while others don't use version control in very sophisticated ways (they don't branch, for example). I've been giving training periodically and people have adapted pretty well, with some quickly becoming power users that I occasionally have to restrain and others requiring hand-holding. I've done other migrations, for example from cvs to Perforce, and I'd say that this has actually been pretty comparable.
We're using git with all of our tools, including Eclipse, IDEA, Pulse (continuous integration server), FishEye+Crucible, ReviewBoard, etc., and while some of the integrations are still improving, all are usable. I don't personally use the Eclipse integration so I can't tell you whether or not it's really any good, but my Eclipse users are not complaining bitterly so I have to assume that it at least works. Obviously, we're using git in a central-server mode with the central repositories hosted on gitosis, but we also have people sharing code between themselves and we're planning to make use of more complex topologies as we move forward.
I should add that we switched because of three problems that we had with Subversion: Merging (the new merge-tracking solution doesn't work very well for repositories with lots of existing history); difficult to use offline (we have lots of remote developers); and data loss (we actually lost data due to a problem on the server side and could find no way to recover it). It's important to be clear about your reasons and goals for changing tools; it makes it easier to convince various stakeholders and it also helps you make decisions when you encounter problems in the migration.
I have had great success using Git with Subversion. git-svn provides all the capability you need to access Subversion repositories using Git as a client.
One advantage of doing this is that people can choose when (and whether) to switch to using Git. If you've got Windows users, they might be more comfortable using TortoiseSVN (I know there's a TortoiseGit, but it's less mature).
Subversion integrates with more bug tracking software than Git does at the moment, too.
I made the SVN to Git switch recently with a small team. Scott Chacon's new book, Pro Git, was a great help learning about all aspects of Git. The book is free and easy to use on the web site. The part about migrating to Git had some very nice tips to make your SVN-Git imports nicer.
I don't think it's necessary to migrate from Subversion to git at all. You can add git to what you're already doing pretty easily. Think of your git repositories as just really fancy Subversion clients, or think of your Subversion repository as a special source-of-truth git repository.
You may later find that the trouble of having a Subversion repository doesn't justify the effort to keep it current, and you can bid it a fond farewell. But while you're just migrating, I would keep the Subversion repository, letting those who prefer git to use git-svn and those who prefer svn.
ebneter's response is spot on on the nitty-gritty details - I'm just adding my opinion that Subversion/git aren't mutually exclusive.
Here's an odd problem I encountered using Subversion: when merging from a development branch to trunk (or back, for that matter) Subversion would mark a lot of files as changed -- while they had no changes.
Here's what happens:
Technically, committing these unchanged changes would make no difference, but I do not want to add noise to my logs.
Any idea what might cause this nuisance, and how to prevent it? Can I ask Subversion why a file has been marked as modified, so I would know if it was the file's content, properties, etc.?
FYI: subversion client in the 1.6.x range, server in 1.5.x range. Using a combination of Versions.app and the CLI on Mac OS X Leopard.
What happens is that once a file/folder has explicit mergeinfo (i.e. a svn:mergeinfo property), each subsequent merge to the branch will update that mergeinfo even if the file/folder is unrelated. This is indeed annoying as it introduces more and more clutter in the changelist for each merge.
To avoid this, only merge to the "root" folder of the branch, for example "/branches/maintenance2.x". None of the files or folders below "/branches/maintenance2.x" should then get mergeinfo. Follow the merging advice in the svn book.
Unfortunately, even if you merge only at the "root" folder of the branch, empty svn:mergeinfo properties can still appear on individual files and folders when they are copied, to indicate that they have not received the same merges as their siblings.
If you merge only at the root, then it is probably safe to delete the superfluous subtree mergeinfo. One way to do this is by doing a recursive deletion of the svn:mergeinfo property on each file and folder in your project root.
update: This appears to be fixed in SVN 1.7. From the release notes: reduced subtree mergeinfo changes.
The change is in the file properties. If you run svn proplist, you will see a lot of mergeinfo entries. This is because svn tracks merges in file properties. This is a new feature from 1.5, so it didn't occur in older versions.
I have never completely understood the exact reason why this happens, but it has to do with the internal implementation leaking through. Trying to understand it without understanding how svn is implemented is, as far as I have concluded, not possible. However, usually the root cause has to do with subtree merges. Eg. If you merge the changes of a subdirectory or a single file, rather than the entire branch/tag. In order to track what has been merged, subversion will put the mergeinfo property on the most general node, but apparently it's not intelligent enough in picking it. You can fix the problem by manually editing mergeinfo. Simply remove the property from all nodes below trunk, and make sure that trunk has all the merged revisions in its mergeinfo. Of course, this means that you have to make sure that the changes has actually been merged.
All in all rather confusing, but the good news is that the svn devs actually are working on making the whole thing more smooth.
It might be some kind of property change, possibly some automatic modification of the svn:mergeinfo attribute. You can tell if it's a property modification by running "svn stat". If the "M" is in the first column, it's changes in content, if it's in the second column, it's property changes.
I do frequent merges for production branch of my project, usually once every week. Never faced a problem like this.. no clues :( .
Seems like some problem with your client
When I grep my Subversion working copy directory, the results include a lot of files from the .svn directories. Is it possible to recursively grep a directory, but exclude all results from .svn directories?
if you have GNU Grep, it should work like this:
grep --exclude-dir=".svn"
If you are on a UNIX System without GNU Grep, try the following:
grep -R "whatever you like" *|grep -v ".svn/*"
If you use ack (a 'better grep') it will handle this automatically (and do a lot of other clever things too!). It's well worth checking out.
For grep >=2.5.1a
You can put this into your environment (e.g. .bashrc)
export GREP_OPTIONS='--exclude-dir=".svn"'
psychoschlumpf is correct, but it only works if you have the latest version of grep. Earlier versions do not have the --exclude-dir option. However, if you have a very large codebase, double-grep-ing can take forever. Drop this in your .bashrc for a portable .svn-less grep:
alias sgrep='find . -path "*/.svn" -prune -o -print0 | xargs -0 grep'
Now you can do this:
sgrep some_var
... and get expected results.
Of course, if you're an insane person like me who just has to use the same .bashrc everywhere, you could spend 4 hours writing an overcomplicated bash function to put there instead. Or, you could just wait for an insane person like me to post it online:
grep --exclude-dir=".svn"
works because the name ".svn" is rather unique. But this might fail on a more generalized name.
grep --exclude-dir="work"
is not bulletproof, if you have "/home/user/work" and "/home/user/stuff/work" it will skip both. It is not possible to define "/*/work/*" to restrict the exclusion to only the former folder name. As far as I could experiment, in GNU grep the simple --exclude won't exclude directories.
Two greps will do the trick:
The second grep will use output of first grep as input (via piping). By using the -v flag, grep will select the lines which DON'T match the search terms. Voila. You are left with all the ouputs from the first grep which do not contain .svn in the filepath.
-v, --invert-match Invert the sense of matching, to select non-matching lines.
I think the --exclude option of recursion is what you are searching for.
Here's are examples of git workflows:
Let's say you wanted to take advantage of bug tracker integration with your version control system. Where/how would that fit into these workflows. What would you actually see in the tracker?
I'm the author of BugTracker.NET which like many other bug trackers (Trac, Redmine, FogBugz) integrates with svn. We all do it more or less the same way. But with git, I have trouble imagining what integration with git would look like.
EDIT: I've taken a look at one attempt at github-fogbugz integration, but even the author of that says "It's fairly obvious that FogBugz was written for a more traditional CVS/SVN SCM system in mind. As such, the commit list display doesn't really jive with git".
EDIT2: A thread about Redmine/git workflow: It seems that the most typical setup is that Redmine works with a local clone of whatever is considered to be the "central" repository, so it sees changes when they make it to this clone. Triggers or scheduled jobs automate the pushing to Redmine's clone.
EDIT3: Seems even with linux and Linus, there ultimately IS a main git repository that could be considered the benevolent dictator repository: See http://git.kernel.org/?p=linux/kernel/git/torvalds/linux-2.6.git;a=summary
EPILOGUE: Thanks everybody. My BugTracker.NET now includes git integration, according to the guidance you folks gave me.
Trac and Redmine both support integration with Git. It looks more or less exactly the same as the Subversion support. The bug tracker follows one repo as the benevolent dictator repo, it doesn't have to care about all the other clones around the place.
One thing I do think is worth mentioning is that any bug tracker needs to support git branches properly. Working on branches is such an important part of the Git methodology, it needs to be supported in the bug tracker. Redmine can do this through a patch, but last I looked (about a month ago), it wasn't in the main source tree (you could only follow master).
Other useful features would be a graphical representation of how branches are created and merged, similar to how gitk looks. I don't know of any bug tracker that does this kind of visualisation.
EDIT by Corey Trager. I copy/pasted @Squelch's answer here (I upvoted @Squelch too):
Due to the distributed nature of Git against the centralized nature of SVN, it is quite possible for every user or copy of the repository to have different branches. The exisitnig trackers typically have a local copy of the repository that is used as a central reference ("benevolent dictator") that can be regarded as the working copy for all users.
It is quite feasible for users to have a different branch structure in their local copy from that of the tracker. They might choose to keep some private, pull only the branches from the remote that they are interested in, or push a new branch to the remote (tracker). Users can even share branches between themselves that the remote may never see.
The bug tracker can really only reference repositories it has access to. Commonly this is local to the tracker, but it is also possible to pull from repositories remote to the tracker, and far harder to manage. If it is accessing a remote, it can only track branches that it has knowledge of, and there is not really a method of initiating this task apart from a scheduled task. This also assumes that users are serving their local copy too.
As you have already noted, a scheduled task, or an event hook can be used to update the tracker using the commit log for details. These details can then be matched to the tracker issues for viewing as required and noted above.
In short, the tracker will typically see whatever changes are made on the branches it currently has access to. With a hook these changes are seen immediately including the creation of a new branch. It will not see or track changes made to users (offline) repositories until they push those changes.
END OF @Squelch
Great Question.
For answering it, you need to look at what both of those tools (BugTracker.NET, which you know well, obviously ;) and Git, made initially by Linux in 2005) are actually trying to solve.
So you can see the dissonance here, between a central referential and a distributed code aggregation tool.
The lowest common denominator between those two model remain the "Benevolent dictator workflow", which is the most distributed workflow out there which still have a central repository for you to monitor.
But should you follow that path (monitor one repository acting as the "official referential", while having a loose distributed merge workflow below that one repo), you then need to re-define what is a user and its role.
Especially when it comes to integrate Git with your centralized role-based bug tracking tool.
If you watch Linus's presentation of Git at Google, around 18'35, you will get to the passage where you realize using Git means not having all the users identified and attached to a role.
Here is a couple of quick quotes/points that illustrate that fact:
So, not everyone will end up pushing to the central repository, and most of the actual work there (small fixes, validations, testing, ...) will be done by a limited number of people anyway.
That "Benevolent dictator workflow" means you works with a "network of trust": a selected group of people. Again, not all the developers are directly visible.
? One of the things for commercial companies: the distributed model also helps with the release process.
You can have a verification team that has its own tree. And they pull from people and they verify it, and they verified it, they can push it to the release team, and say "Hey. We have now verified our version, and the development people, they can go on, playing with their head, instead of having to create tags, branches, whatever you do to try to keep off each other toes.
Again, you keep off each other toes by just every single group can have its own tree, and track its work and what they want done. ?.
That reinforce the previous point: if you monitor only one repo, you could only monitory commits from a limited number of people.
And it add a twist:
While you cannot monitor all the repos out there, you may not want to monitor only one repo: if the bug tracking overlap several phases (namely 'contrinous integration', 'functional testing', 'user validation', 'pre-production', ...), each of them potentially having their own tree, and each of them being a potential source for filling a bug report.
In that respect, the "Git branch support by Redmine" (Revision 2840) is still made with a "centralized repo" mindset, where you use a branch for a development lifecycle modelisation (where you do tasks about and around development, instead of doing an actual "development effort" which is what a branch should be all about).
Where does all that leave you?
either imposing a strict central repository model (everybody must push to one repo), which, in my experience, is never good when a tool try to force you to work one way instead of letting you adapt the tool to the way you want to work.
or redefining the bug lifecycle management to take into account:
In short, this is not a trivial task.
The issues remain:
To echo MichaelM's answer, Redmine has good Git integration. It follows the commit messages for keywords like references. fixes etc and a tracker number of the form #1234.
It is true that branch support isn't quite yet there, but it entered the trunk about a month ago, and is destined for version 0.9. Redmine is currently maintained in SVN, but there is also a mirror on Github
The link to Redmine trunk is indicative of the tracker output for Git repositories with the differences being how the branches are navigated.
$ git log
Can be used to parse commit messages, authors and revisions for use in any tracker if required.
Edit: Due to the distributed nature of Git against the centralized nature of SVN, it is quite possible for every user or copy of the repository to have different branches. The exisitnig trackers typically have a local copy of the repository that is used as a central reference ("benevolent dictator") that can be regarded as the working copy for all users.
It is quite feasible for users to have a different branch structure in their local copy from that of the tracker. They might choose to keep some private, pull only the branches from the remote that they are interested in, or push a new branch to the remote (tracker). Users can even share branches between themselves that the remote may never see.
The bug tracker can really only reference repositories it has access to. Commonly this is local to the tracker, but it is also possible to pull from repositories remote to the tracker, and far harder to manage. If it is accessing a remote, it can only track branches that it has knowledge of, and there is not really a method of initiating this task apart from a scheduled task. This also assumes that users are serving their local copy too.
As you have already noted, a scheduled task, or an event hook can be used to update the tracker using the commit log for details. These details can then be matched to the tracker issues for viewing as required and noted above.
In short, the tracker will typically see whatever changes are made on the branches it currently has access to. With a hook these changes are seen immediately including the creation of a new branch. It will not see or track changes made to users (offline) repositories until they push those changes.
There's also an open source integration with Fogbugz, on GitHub of course.
Redmine is already integrating with Git and it's opensource. Maybe you can take a look at their integration for ideas.
Perhaps I'm a bit naive, but would bug tracking be really that different in git than in svn? The repository used by the system will basically have the same structure (branches and tags) as in subversion, right?
I can imagine you'd want a nice graphical representation of how the branches interact, but other than that...
I'm trying to recursively compare two subversion working copy folders using WinMerge.
Unfortunately, WinMerge displays lots of differencing files inside of the subversion control folders (.svn or _svn).
Is it possible to somehow exclude the subversion folders from the comparision? Or is there another (free) diff-tool which is able to do this?
WinMerge (Version 2.12.4) already includes a filter to exclude soure control files and directories, and it's called Exclude Source Control. It works for Subversion, CVS, Git, Bazaar and Mercurial, and it doesn't require you to create a filter, you just have to apply it during the comparison.
WinMerge handles this just fine. You want to create and use a filter. Under Tools/Filters, create a new filter or modify an existing one. It will look like this:
## Ignore Java class and jar files
f: \.class$
f: \.jar$
## Ignore subversion housekeeping folders
d: \\.svn$
d: \\._svn$
Save it, then when selecting items to merge, select the filter you defined from the Select Files or Folders dialog box. Bonus points - It will save this and use it as a default for future merges.
WinMerge (Version 2.12.4) already includes a filter, but at least in my installation, the filters for Subversion, Git and Bazaar were commented.
Tools->Filters->Filefilters->"Exclude Source Control" (double click to edit).
Edit the lines so in the end looks like this:
d: \\.svn$ ## Subversion working copy
d: \\_svn$ ## Subversion working copy ASP.NET Hack
d: \\cvs$ ## CVS control directory
d: \\.git$ ## Git directory
d: \\.bzr$ ## Bazaar branch
d: \\.hg$ ## Mercurial repository
I found line filters to be very lacking. I developed regular expressions filter yesterday using Boost Regex library.
I feel it does the job.
https://sourceforge.net/projects/regexfilterforw/files/
Feel free to try.
I have not found a really simple "how to" any where so I came up with my own through trial and error and wanted to share it, i.e. I will answer this question myself.
Assuming your work directory is working from the Trunk:
Right-click on the "root work folder" (this term always refers to Windows Explorer) and do "svn update" to update your work folder to the latest Trunk.
Make sure what you have is stable.
Right-click on the root work folder and do "svn commit" to make sure any local changes are committed to the Trunk.
Right-click on the root work folder and do "svn repo-browser".
If you don't already have a Branches folder in the Repo: right-click on the folder just above the Trunk folder and do "create folder" and create a Branches folder (For example, if your Trunk is http://myserver/svn/myrepo/MyProj/Trunk, create http://myserver/svn/myrepo/MyProj/Branches).
Right-click on the Trunk folder and do Copy To: and put in the new folder name for your branch. For example: http://myserver/svn/myrepo/MyProj/Branches/MyNewBranch. (Don't worry that this will waste a lot of space... this is called a "cheap copy" ... it doesn't actually copy the contents of files unless they change).
Close repo-browser.
Right click your work folder root, and do: "svn switch" and choose the folder name of your new branch (e.g. http://myserver/svn/myrepo/MyProj/Branches/MyNewBranch). Leave everything else at the default.
Now work on your branch. When you get to milestones, right-click on the root work folder and do "svn commit" to commit to your Branch. (This will not be seen in the Trunk).
If others are working on the same Branch, periodically do "svn update" from the root work folder. This will update from the Branch. (It will NOT get any updates from the trunk.)
Weather or not others are working on the same branch, you should periodically merge changes from the Trunk to make sure your Branch won't be too hard to integrate later. To do the periodic merge: right-click on the work folder root and do "svn merge". Select "Merge a Range of Revisions". Under "URL to merge from", choose the Trunk (e.g. http://myserver/svn/myrepo/MyProj/Trunk). Leave Revision Range blank and and leave everything else alone. Click Next. Leave everything alone and click Merge. Make sure everything still works... fix it if not. Once you are satisfied, do a regular "svn update" from the work root folder to update from the Branch (this is necessary even if you are the only one working on the branch, to satisfy svn). Then do "svn commit" to commit the merged Trunk changes to the Branch. You can repeat this step periodically as many times as you want.
Once your Branch is ready to integrate, do the above step one last time and do your final testing. Do a final commit to the Branch.
Right click on your root work folder and do another "svn switch", this time switching to the Trunk (e.g. http://myserver/svn/myrepo/MyProj/Trunk). This will have the effect of essentially "undoing" all the work you've done on your branch, but don't worry... you will get your work back. (It will also report a lot of updates to files you didn't change in your Branch, but these are just "svn property" changes... don't worry about them.)
Right click on your work folder and do "svn merge". This time, choose "Reintegrate a Branch". For the URL, put in your branch (e.g. "http://myserver/svn/myrepo/MyProj/Branches/MyNewBranch"). Leave the rest alone and click Next. Leave everything alone and click Merge. You now have all the work you've done on your Branch, as well as up-to-date work from the trunk.
Do a final test. Everything should work because this should be the same set of files you had in your last test in the Branch. Right-click on your root work folder and do an "svn commit". Commit everything, even files that you didn't work on in your Branch (they just have "svn property" changes but committing them helps svn keep track of all the revisions).
The Trunk now has all your Branch work as well as all the work that was done in the Trunk while you were working on your Branch, and it all works. In addition, svn has the complete history of all the files, even the revisions that were checked in while you were working on your Branch.
Optional: go into repo-browser, right-click on your Branch folder (e.g. "http://myserver/svn/myrepo/MyProj/Branches/MyNewBranch") and do "delete". This will have no effect on the Trunk and you don't need the Branch any more. (Even if you are really paranoid, don't worry, because you can even get your deleted Branch back from repo browser at any time if you really need to.)
Please feel free to comment!
I find that I get a large number of false conflicts if I leave Revision Range blank. My recommendation is to use the range from when you created the branch. For example, if the earliest revision of any file in my branch is 250, then I would use a range of "250-HEAD".
What's the best way to handle the Rails database.yml if multiple people are working on the project and database locations are different (the socket in particular).
database.yml to a template file.If you're on Git:
git mv config/database.yml config/database.yml.example
git commit -m "moved database.yml to an example file"
Or, if you're on Subversion:
svn move config/database.yml config/database.yml.example
svn ci -m "moved database.yml to an example file"
If you're on Git:
cat > .gitignore
config/database.yml
git add .gitignore
git commit -m "ignored database.yml"
If you're on Subversion:
svn propset svn:ignore config "database.yml"
script/plugin install git://github.com/technicalpickles/wheres-your-database-yml-dude
That plugin alerts developers before any Rake tasks are run if they haven't created their own local version of config/database.yml.
# in RAILS_ROOT/config/deploy.rb:
after 'deploy:update_code', 'deploy:symlink_db'
namespace :deploy do
desc "Symlinks the database.yml"
task :symlink_db, :roles => :app do
run "ln -nfs #{deploy_to}/shared/config/database.yml #{release_path}/config/database.yml"
end
end
scp config/database.yml my_server.com:/path_to_rails_app/shared/config/database.yml
You can use the svn:ignore property to prevent that file from being versioned.
a solution would be to ignore(exclude) your database.yml from versioning.
it seems that you can put Code in your database.yml (suprise :o )
Check this out for instructions
Yet another method that uses capistrano an ERb to prompt for the credentials during deployment.
http://www.simonecarletti.com/blog/2009/06/capistrano-and-database-yml/
I would like to checkout a specific revision of a folder in subversion using the command line but don't see an option for specifying the revision number in TortoiseProc.exe.
TortoiseProc.exe /command:checkout
Any ideas on how to get the revision I want? Is TortoiseProc.exe the right tool for what I want to do? Thanks.
Any reason for using TortoiseProc instead of just the normal svn command line?
I'd use:
svn checkout svn://somepath@1234 working-directory
(to get revision 1234)
Either
svn checkout url://repository/path@1234
or
svn checkout -r 1234 url://repository/path
I believe the syntax for this is /rev:<revisionNumber>
Documentation for this can be found here
You'll have to use svn directly:
svn checkout URL[@REV]... [PATH]
and
svn help co
gives you a little more help.
You could try
TortoiseProc.exe /command:checkout /rev:1234
to get revision 1234.
I'm not 100% sure the /rev option is compatible with checkout, but I got the idea from some TortoiseProc documentation.
I recently moved my Eclipse workspace directory and now Subclipse complains every time I open a file, dumping to the console something like:
Path is not a working copy directory
svn: '[original (pre-move) directory path]' is not a working copy
No such file or directory
This also happens when I explicitly try to view the history of a file. This persists across SVN cleanups, closing and re-opening Eclipse, etc.
Update, checkin, checkout and so on all seem to work fine, and Tortoise doesn't complain at all, so clearly it's not the SVN metadata that's screwed up, it's some Subclipse-specific metadata. Can anyone tell me how to blow this broken metadata away?
Edited to add: "Team > Disconnect" followed by "Team > Share" doesn't solve the problem.
Edited again to add: I've grepped through the whole .metadata directory and one of the project directories for a unique element of the old path and can't find it anywhere except in .metadata/.log (the error message itself) and some old Findbugs warnings. Very nice.
Edited to add: Nope, spoke too soon. This doesn't fix it. Some files just seem not to exhibit the problem.
The following seems to solve the problem:
.metadata/.plugins/org.tigris.subversion.subclipse.*.Not sure how the old path was actually being stored in the plugin prefs, but it must have been in there somehwere. It's kind of pathetic of Subclipse to store absolute paths, but apparently it is.
There's a bug filed on this, or at least on the same error message. No context. Fifty cents says it gets rejected.
You need to delete the .syncinfo files. See this article: http://subclipse.tigris.org/ds/viewMessage.do?dsForumId=1047&dsMessageId=868799
I was having the same error message using subclipse with javahl on a project that is out of the workspace directory. Changing to svnKit has resolved my problem.
I'm sure there are many causes with different solutions, but I found the one that worked for me at Dan Wilson's blog. Simply remove the offending folders from the workspace (probably saving them if they have new content), update (letting Subversion recreate the folders), then move the contents back into the fresh folders in your workspace.
I just did a "Team -> Cleanup" and this exact error went away! I also got this error because I moved between machines and the path wasn't the same.
Using Eclipse 3.6 and the Subversion 1.6 plugin
Hard to say without further information.
Did you move the whole workspace or just the content?
Also, you can try creating new workspace from scratch and check out the whole project again.
Alternatively, you may try deleting the .metadata directory and relink the project again using File -> import -> existing project into workspace and then relink the SVN data through Team -> Share projects (with an 's'), or maybe just do this last bit after first disconnecting the project from SVN.
Sometime ago I had a similar issue. Seems that Subclipse (or Eclipse) stores the absolute path of your working copies. The cleanest solution is to export again your repository to the new path.
If you have non-committed code, then you can copy it on top of the clean export (without the .svn folder)
I have the same problem
I had a new project, added it to SVN. Then everything works as normal, until I try and refactor-rename any java file, I get:
move D:/dev/sk_ws/ge-parent/ge-core/src/main/java/com/skillkash/ge/beans/Skbean.java D:/dev/sk_ws/ge-parent/ge-core/src/main/java/com/skillkash/ge/beans/SkBean.java Path is not a working copy directory svn: Path 'D:\dev\sk_ws\ge-parent\ge-core\src\main\java\com\skillkash\ge\beans\SkBean.java' is not a directory
Now the SVN URL is: svn://qnap/share/MD0_DATA/svn/sk/ge-core/trunk and the repository root is: svn://qnap/share/MD0_DATA/svn/sk
Obviously just sharing the project then trying to move a file using subclipe does not work - it must be a bug. I have to do all my refactoring outside eclipse, and hand edit all the files which are affected.
Right click the project folder : Team -> Update to Head
This will bring back the directory. Delete it again and Commit
Possible Duplicates:
Do I really need version control?
Using Version Control for Home Development
I was reading a blog where the writer said this
"Code doesn?t exist unless it?s checked into a version control system. Use version control for everything you do. Any version control, SVN, Git, even CVS, master it and use it."
I have never used any sort of version control and I do not find it that great. I have googled it and looked at it before, but I just need it put into children's terms if you will please.
As I understand it right now, things like SVN are for storing your code online for a group of users or other developers to have access to the same code. Once you update some code, you can submit the new version and the SVN will keep copies of old code as well as the new ones you update.
Is this the basic idea of it or am I getting it completely wrong?
If I am right, then it might not be much use if I:
Have you ever:
In all cases version control systems make your life easier.
To misquote a friend of mine: A civilised tool for a civilised age.
Even if you work alone you can benefit from source control. Among others, for these reasons:
you don't lose anything. I never again commented out code. I simply delete it. It doesn't clutter my screen, and it isn't lost. I can recover it by checking out an old commit.
you can experiment at will. If it doesn't solve the problem, revert it.
you can look at previous versions of the code to find out when and where bugs were introduced. git bisect is great in that regard.
more "advanced" features like branching and merging let you have multiple parallel lines of development. You can work in two simultaneous features without interference and switch back and forth without much hassle.
you can see "what changed". This may sound basic, but that's something I find myself checking a lot. I very often begin my one-man workflow with: what did I do yesterday?
Just go ahead and try it. Start slowly with basic features and learn others as you go. You will soon find that you won't ever want to go back to "the dark ages" of no VCS.
If you want a local VCS you can setup your own subversion server (what I did in the past), but today I would recommend using git. Much simpler. Simply cd to your code directory and run:
git init
Welcome to the club.
Version control is a rare tool that I would say is absolutely required, even if you are only using it as a solo developer. Some people say that it's a tool that you live and die by, I agree with that assertion.
You probably use version control right now, even if you don't know it. Do you have any folders that say "XXX Php Code (December)" or "XXX.php.bak.2"? These are forms of version control already. A good version control system will take care of this for you automatically. You will be able to roll back to any point in time (that you have data checked in) and be able to see an exact copy of that data.
Furthermore, if you adopt a system like subversion, and use a remote repository (such as one on a server you own), you will have a place to keep all of your code. Need a copy of your code somewhere else? No problem, just check it out. Hard drive crash at home? Not an issue (at least with your source code).
Even if you don't use version control now, you will likely use it at one point in time later in your career and you could benefit from becoming more comfortable with the principles now.
Version control is almost impossible to live without after you start using it. It is indispensible if more than one developers are working on the same code base...but it also quite useful for a single developer.
It tracks the changes in your code and allows you to roll back to previous versions. It frees you to experiment with the knowledge that if anything breaks you can undo your changes.
Even as a single developer source control offers a great benefit. It allows you to store your code's history and revert back to previous versions of your software at any time. This allows you fearless flexibility to experiment because you can always restore to another version of your source code that was working.
It's like having a giant "undo" button all the way back to your first line of code.
You gain security (in the sense of having a back-up of your code) and versioning of your code (assuming you get into a habit of committing your changes often). Both are very good things even if nobody else ends up ever working on the code with you...
Version control is great for checking previous versions, even if you're working alone. For example, if you accidentally delete code or a file you can get it back; or you can compare previous versions to see why a new bug has crept in. It's also good if you're one person working in multiple locations.
My personal favourite is git.
Even working alone, has this ever happened? You run your app, and something does not work and you say "that worked yesterday, and I swear I did not touch that class/method." If you are checking in code regularly, a quick version diff would show exactly what had changed in the last day.
It is also about backing up old file that why it is called "Subversion". So you can manage multiple version of your work in which you can return back (revert) and manage the different implementation of it (branching).
The fact that other developers participate or not is totally orthogonal to the need of a version control system.
You can be the only developer but still will benefit from:
Now, if you have a group developing on the same codebase version control is still more necessary so
When there is more people involved it is more relevant which version control tool you pick, depending on the style of development.
There are a number of reasons to use version control, even if you are the only person who will ever touch the code.
If you keep your code under version control, then it makes it really easy to see which files you have changed (or have forgotten to add to the baseline).
You'll probably want something like subversion even if you're working by yourself so that you have a history of all your changes. You might want to see what a piece of code looked like once upon a time to remember why you made a change.
Having source control is also useful when you check in often. If you check in often, you'll always be in a state to roll back often too. Many times you could start going down one path to solve a problem and then realise it was the wrong path to go. Many times you could just keep barking down the wrong path and end up building a terrible solution - only because you didn't want to lose all your work. By checking in often, the last point of "happiness" is not far away so even if you go down the wrong path you can always roll back and try again and make a more elegant and simple solution. Which is always a good thing so you can understand and maintain what you wrote in the future.
You may find that you had a working version of your program.
You decide to add a few new features over a period of time and you release that.
You start getting bug reports affecting some code that you thought you didn't touch.
By using SVN, for example, you can move back to an older version, and check to see if the new bug exists. Once you find a version that introduced the bug it will be easier to fix it as you can compare the version that worked to what didn't work and see what changed, then it will narrow down the search.
Source control has many uses, even if you are the only developer.
Sounds like you're looking for something a bit more light-weight. Check out Mercurial (awesome reference book). I use it for everything, from source code to personal correspondence.
Some benefits:
Even if you haven't been in a situation yet where you needed an older version of your program, having a source control gives you greater confidence to make major changes.
I found myself doing more aggressive refactoring after using source control because I always knew that a working version could be easily restored.
It depends on the size of the project and how often you change your mind about parts of it. For small projects where you're just getting something done in a linear fashion, version control is probably not going to be of much help (though if you accidentally delete or corrupt a file without version control, you'll be crying).
But a couple of weeks ago I met a friend who was writing an enormous hobby project on his own. He had ten or twenty copies of his code, with suffixes like "X1", "X2", "test", "faster" and so forth.
If you've made more than two copies of your code, you need version control. A good version control system lets you undo a change you made a while ago without undoing the stuff you did after making that change. It lets you see when certain changes were made. It lets you split your code into two "paths" (e.g. one for testing out a new idea, the other to keep your "tried and trusted" code safe until you've finished testing) and then merge them back together.
I have also only recently begun to get interested in version control. In version control systems, you have the concept of a repository for your code. A wealth of new shell commands get learned very quickly so that you can interact with this repository.
Once you save your code to a file, you can then commit this to your project's repository. As you develop your code and commit your changes the repository develops a series of revisions. You can access any of these by checking out a revision. If you work alone it's unlikely that you'll be doing much checking out unless you lose your code files or want to work on a different machine. In these cases you'll usually check out the latest revision of all files.
For my own part, i no longer keep files or folders named 'project_old' when I decide to refactor something. Any changes I make are stored incrementally and I will always be able to step backwards to a project that worked as a whole. I rarely use FTP to deploy now because I just checkout my code through ssh. Only the files I've changed are downloaded and if I need to reload on the server the terminal is already there.
I found this talk on GIT to be really instructive; http://www.youtube.com/watch?v=4XpnKHJAok8
It's a google talk where Linus Torvalds makes an argument for using one version control system over another. In doing so he explains how they work using concepts and then compares different ways of implementing them.
Something that no one else seems to have explicitly mentioned is the tagging or labeling of releases. If you have a client using version 1 of your software and you're busy working on version 2 what do you do when the client reports a bug and you need to build version 1.1?
A source control system will let you label every release you make so you can go back to it later, make the fix (and merge that fix into the new version 2 code) and make a new release without worrying that you might accidentally deliver something that isn't ready.
Source control is a core part of modern software development. If you're not using it (even for personal projects as the more experience you have the better) you're doing something wrong.
Usually one of the first questions I ask when being interviewed for a job is "What do you use for source control?" So far only one place has said "Nothing" but they were planning to fix that "Real soon now..."
Perhaps you should be asking why everyone uses source control. They can't be all wrong.
So - I used to have a directory called mysql a few revisions ago. I deleted it, and decided to start over - but when I try to create the new mysql directory - I keep running into the 'File Already Exists' error:
support:/etc/puppet/modules# mkdir mysql
support:/etc/puppet/modules# svn add mysql/
A mysql
support:/etc/puppet/modules# svn commit -m " Test"
Adding modules/mysql
svn: Commit failed (details follow):
svn: File already exists: filesystem '/var/lib/svn/puppet/db', transaction '11-r', path '/trunk/modules/mysql'
support:/etc/puppet/modules# svn delete mysql
svn: Use --force to override this restriction
svn: 'mysql' has local modifications
support:/etc/puppet/modules# svn --force delete mysql
D mysql
I saw some other posts suggest forcing an update
support:/etc/puppet/modules# svn status
support:/etc/puppet/modules# svn update
At revision 11.
support:/etc/puppet/modules# svn mkdir mysql
A mysql
support:/etc/puppet/modules# svn commit -m "Test"
Adding modules/mysql
svn: Commit failed (details follow):
svn: File already exists: filesystem '/var/lib/svn/puppet/db', transaction '11-s', path '/trunk/modules/mysql'
I had a problem like this when I deleted a folder (and subfolders) and went to recreate them from scratch. You get this error from manually deleting and readding folders (whereas files seem to cope OK with this).
After some frustrating messing around, found I had to:
(using TortoiseSVN on Windows)
svn update which added old files/folders back into working copysvn delete foldercommitcommitUnfortunately it (A) requires two commits, and (B) loses file revision history as it only tracks back to the recent re-add (unless someone can explain how to fix this). An alternative solution that works around these 2 issues is to skip steps 3 and 4, the only problem being that old/unnecessary files may still be present in your directory. You could delete these manually.
Would love to hear any additional insights others might have on this.
Simon.
[Update] OK, I had this same problem again just then, but the offending folder was NOT in the last commit, so an update didn't restore it. Instead I had to browse the repository and delete the offending folder. I could then add the folder back in and commit successfully.
already had this type of problem.
my solution was:
delete the folder from svn but keep a copy of the folder somewhere, commit the changes. in the backup-copy, delete recursively all the .svn-folders in it. for this you might run
#!/bin/bash
find -name '.svn' | while read directory;
do
echo $directory;
rm -rf "$directory";
done;
delete the local repository and re-check out entire project. don't know whether partial deletion/checkout are sufficient.
regards
This is a nasty one... mysterious error and no clear fix.
update/revert/commit did NOT work in my situation. I hadn't done anything weird - just some svn moves.
What DID work for me was:
svn remove offender
svn commit
cd ..
rm -fR parent
svn up parent
cd parent
svn remove offender again
svn commit
copy offender back in (minus .svn dirs)
svn add
svn commit
Weird to say the least. Basically, the svn remove --force offender wasn't doing completely removing for some reason. Which is sort of what the error message was saying. Only by removing the parent, then updating the parent, did this become obvious because then the offender reappeared! svn removing offender again then properly removed it.
I managed to work around it by reverting back to the last version that I had the mysql directory in, then deleting the contents of the directory, putting the new contents in it, and checking the new information back in. Although I'm curious if anyone has a better explanation for what the heck was going on there.
I'm not sure if this is helping you, but I guess that when you do a svn add mysql after you've deleted it it will just reinstantiate the directory (so don't do a mkdir yourself). If you create a directory yourself svn expects a .svn directory inside it because it already 'knows' about it.
One thing to try is to revert back to a revision that has the directory still in it, use "svn delete mysql" at that point, commit and then.....
nm... you answered it.
This situation occured if there are object in repository, which creates by current transaction.
Simple scenario:
Same thing when adding same files from two working copies.
I had this problem on a project I run on Netbeans. I simply right clicked on the file and update to fix it (after SVN up).
I deleted manually a directory I just added, offline, in my repository. I can't restore the directory.
Any attempt to do an update or a commit will fail with :
"blabla/.svn" containing working copy admin area is missing.
I understand why, but is there anyway to fix this.
I don't want to checkout the entire repo and add my changes to it manually, it would take hours.
fwiw, I had a similar situation and used svn --force delete _dir_. That solved the issue for me. Then i continued working with my working copy as normal.
According to this: http://www.devcha.com/2008/03/svn-directory-svn-containing-working.html
Check-out the folder "blabla" to a different location and then copy its .svn folder back into the original "blabla".
What I did to fix this was to delete the local copy of the folder under question and then do an svn update of the parent directly afterwards.
Fixed it right up.
Can you try to check out a new copy of the parent directory?
Edit: To be bit more specific, I meant to suggest going up one level and deleting the containing directory. Then do a
svn update --set-depth infinity
to replace the directory.
I had this error recently, when the files were excluded by settings in my SVN globals. The error was especially nasty since I also deleted the files directly from the repository - and this meant that the above solutions were refusing wouldn't work. In this case, manually deleting the .svn directory from the directory that I removed from SVN allowed me to run an update which then allowed me to commit.
@Mark, this worked great, thank you!
To clarify, the error "Directory 'blah/.svn' containing working copy admin area is missing" occurred when I attempted to add the directory to the repository, but did not have enough filesystem privileges to do so. The directory was not already in the repository, but it was claiming to be under version control after the failed add.
Checking out a copy of the parent directory to another location, and replacing the .svn folder in the parent dir of the working copy allowed me to add and commit the new directory successfully (after fixing the file permissions, of course).
I had the same problem, when I was trying to switch "C:\superfolder"
Error messages:
Directory 'C:\superfolder\subfolder\.svn'
containing
working copy admin area is missing
Please execute the 'Cleanup' command.
After trying to do a "cleanup", I got the following error:
Cleanup failed to process the following paths:
C:\superfolder\
'C:\superfolder\subfolder\' is not a working copy directory
Solution:
this worked for me. Please let me know if it also works for you.
We use maven and svn. It was an mistaken checkin of target directory to SVN that cause this error. Removing that fixed everything, if this hint helps anyone.
I had this error recently. It was caused by root owning a couple of files in the directory giving this error.
After I changed the permissions everything worked as expected.
Didn't understand much from your posts. My solution is
I just did 'svn revert /blabla' and it worked, the folder is back and I can svn delete it
Just in case anyone wants yet another solution:
Hope it helps someone.
-Ev
How to fix ?containing working copy admin area is missing? in SVN?
Answer : first of all checkout the project into your system in a folder. Then remove the .svn folder from conflict project and copy the .svn folder from new checkout folder and paste into your working copy folder. Then problem is solved.
For example, the SVN 1.5 client has one layout for Working Copies, and the SVN 1.6 client has a different layout. I understand that the layout automatically gets upgraded when it gets touched by a newer client.
My question is simply: if I have a Working Copy on my system, how can I find out the version of the layout it's using?
If .svn/format exists, then read the number in it:
If .svn/format doesn't exist then the version number is on the first line in .svn/entries:
Subversion 1.6 was the first one not to use .svn/format. Version 7 and older used XML-based .svn/entries file, newer versions use less verbose line-based file format.
I ignored a file in TortoiseSVN by mistake. How do I reverse this and add the file to my repository?
Just edit the svn:ignore property (in the subversion tab of the directory properties).
The help states
If you want to remove one or more items from the ignore list, right click on those items and select TortoiseSVN ? Remove from Ignore List You can also access a folder's svn:ignore property directly. That allows you to specify more general patterns using filename globbing, described in the section below. Read Section 4.17, ?Project Settings? for more information on setting properties directly. Please be aware that each ignore pattern has to be placed on a separate line. Separating them by spaces does not work.
See chapter 4.13 of the help for more details.
If you right click on the directory containing the file and select SVN Properties, you should see an svn:ignore property with a list of ignored files. Simply edit that list and remove the rule ignoring your file.
I usually just add the ignored file with Tortoise and don't bother to remove the entry from the ignore list. so far I had no negative side effect...
My team recently decided not to use the "trunk" branch that is typical of most subversion repository layouts. We found that at any given moment there was always a particular branch that functioned in the traditional role that trunk would hold in other repositories. That is, we always have a highest-numbered branch that represents the next release that we are working on. Therefore a merge to trunk is simply superfluous, so we got rid of trunk.
Does anyone else out there do this?
If so, have you noticed any pros/cons?
Even if your team does not do this, does anyone have any thoughts on this layout?
You're talking about the the Promotional Model - Perforce's paper highlights the problems with it - communicating the changing roles of code-lines and moving work between branches.
An expansion on my views of the problems listed:
1) Changing policy of code-lines:
Every code line has a policy, whether it's written down and formalised, or entirely implicit in a developer's head. It defines e.g:
With the trunk approach, the policies remain fixed, so are easier to write down, which makes them easier to communicate (more important in a larger team).
e.g. Trunk:
Version branch:
Tag branch:
Developer's private branch:
If you have the promotion model, then you have one policy while in main development, then have to tell everyone when you change policy while preparing for release, then another policy (for the code line) once the line is released.
The promotion model is an easy one to get into, it maps directly onto the non-source control way of working. But it hurts once you start getting large teams.
If you look at the Linux kernel development you can see the strain between the Promotional model and the Trunk model: Linus' tree is Promotional - it goes through cycles between the merge window, and the rc/stabilisation period. But Linux-next and -mm have sprung up to give a more trunk like line.
Distributed SCM/VCS are somewhat different anyway, the policies don't have to be distributed to all developers because each develop has his own trees, and pulls changes when he wants.
Open-source projects suffer from the problem that they can't force people to do the drudge work of stabilising a release, after branching from trunk. Therefore the promotion model is more important as a way of forcing stabilisation efforts, rather than just working on features.
2) Moving work:
A developer might be working on a feature when the policy for the line he's working on changes to bug-fixes only, he now needs to switch his working copy to a different code-line. This may be anywhere from easy to extremely difficult depending on the SCM system in use. This problem doesn't happen if the developer is working on trunk, as their work is always going to trunk. If the developer is on a private or feature branch then their work will only impinge on trunk (and the release) at all.
If a feature is already checked in, but gets delayed from the version it's currently in, you have to work out how to remove it. This problem still existing with the trunk model, but might be a little easier to solve - cherry-picking things from trunk for the release. This is where feature branches help - but they have an integration cost.
My problem with the Perforce paper is that it rebuffs the promotional model without mentioning the main advantage, reduced merging overhead. In fact, the paper erroneously states that the "mainline model" imposes "no additional administrative overhead", a ridiculuous claim. The "always merge to trunk" model means just that - you have the overhead of everyone having to merge. This is pointless overhead if you have the following situation (which we have):
a) a small team (5 to 7 developers) all within shouting distance of each other. communication is a non-issue when we need to make a branch
and
b) a codebase where there is ever really only 2 major branches - a production branch and "the next thing in development". Maybe once in a blue moon we have 3.
I guess my point is -- it's a situational thing. To say the "promotional model has problems" is like saying "never use an OR/M". It depends on your environment.
Subversion allows both approaches. The trunk is not a necessity but a convention. If you have it, some tools work more easily (for example migration tools for Git). If you don't have it, you must do some things manually but I can't think of something that you'll notice during your everyday work.
I recently started work on a project that is on a subversion repository. Whoever created the repository did not follow any particular layout -- they simply stuffed everything in the root of the repository (no trunk/, no branches/, and certainly no tags/). I wanted to create a branch to work on and some tags for other stuff, but realised how difficult it is to do that on a subversion repository that does not follow a proper layout.
We do - sort of. We don't use a trunk, but create a new branch for each release of our projects. This 'tagged' branch is then the trunk for each version, and we backport bugfixes by merging changes onto the older releases.
It works well for us, but we do have a lot of subprojects in our project.
IME, in some environments the trunk is a good place to swap fixes and changes to/from. That is, everybody merges their fixes to the trunk, and everybody merges others' fixes from the trunk. We found that very helpful in an environment where lots of code was shared among many independent projects and where all those projects contributed to the shared code.
You environment might differ, though.
I have been managing Subversion as an engineering document storage repository for my company. It is working fairly well, however I have a question about how MS Office 2007 formats are (should be) handled by Subversion.
I'm looking at an Excel 2007 spreadsheet (extension .xlsx) in my working copy that Subversion has applied the svn:mime-type property application/octet-stream. This means that Subversion is treated it as binary, right?
I was hoping that the new MS Office document formats would be stored efficiently by Subversion. My understanding is that a full copy of a binary file will be made on every commit of that file, whereas if the file is text, a small change to the file will result in a small amount of additional data being added to the repository (in a typical situation at least).
I don't understand much of the details of XML, but I thought that an XML file was text, and that it would therefore be efficiently stored by Subversion.
Is it possible to configure Subversion so that MS Office OpenXML documents are stored efficiently?
Follow-up (2009-11-09): I've found that Office documents can be stored as plain text using the Office 2003 XML document formats (Excel: XML Spreadsheet 2003; Word: Word XML Document. There is a warning about loss of formatting, but I have yet to encounter any noticeable loss of formatting.
From the OpenXML article on wikipedia:
An Office Open XML file is a ZIP-compatible OPC package containing XML documents and other resources.
In other words, OpenXML files are actually zip files with XML files in them. Compression or encryption "scrambles" the data, sabotaging subversion's ability to generate deltas between revisions. This is not related to the svn:mimetype. Subversion considers all files to be binary when generating deltas.
In Dutch we have a saying "measuring is knowing". The graph below shows the results of an experiment where I imported a 500K OpenXML document in a SVN 1.6 repository (revision 1). I then added a paragraph from another document, saved and committed. This was repeated 5 times (revision 2 to 6).
As you can see, committing a new docx revision that just adds a paragraph will cost you about 150K disk space. This is still much more efficient than just storing a copy of each revision without the help of a version control system.
I also repeated the experiment with a separate test repository by uncompressing each revision of the docx. As you can see, the storage of the document revisions would be much more efficient if it wasn't compressed. It's also interesting to see that subversion's own data compression is about as efficient as zip. Storing the first revision of an uncompressed docx in subversion takes about the same space as the original docx.
YMMV.
Subversion handles binary files quite well. It does not store a full copy for every commit but only an efficient binary diff.
See the FAQ about this.
Sadly, you can't currently do this with Subversion, but there has been some discussion around this:
http://subversion.tigris.org/ds/viewMessage.do?dsForumId=462&dsMessageId=651443
Have you ever tried to open an OpenXML file in a text editor?
To make it short: it is not text, it is still binary. So no, you can?t make Subversion handle it any different.
I've managed to introduce ReviewBoard to the coding workflow in my company, while "introduce" means having installed and presented it. We also have a general agreement that we need code reviews sorely, however, we are not quite sure how we'd like to do it.
Our main revision control is SVN, so we rather limited in branching and merging. Some strategies I've thought about:
I'd like to make this as painless as possible, so there are several possible automated additions to the workflow, like having a robot committing code which earned at least X "Ship it!" votes and making Review Board "follow" a feature branch with commit-hooks. Still, I'm not sure which code review workflow might be the best for our team of about 8 coders. We won't be able to change revision control systems, i.e. git-svn and SVK are out of the question (while the latter is dead anyway).
Can you recommend anything from your experience?
A combo of your #2 and #3 (perhaps with abbreviated trunk reviews if the feature branch has already been reviewed) may work well. I find pre-commit reviews a bit of a stifling process -- better to have an enthusiasm (kept kindled by you?) for review infect the whole team.
I recommend perusing SmartBear's free book, Best Kept Secrets of Peer Code Review, which is a quite even-handed treatment esp. considering that its author sells a commercial code review suite. (I don't work for them, nor do I use their products, FWIW.)
That book will help you think through both possible workflows for your environment, and how to introduce the workflows, explaining to the team why you might want to aim for reviews of x-hundred LoC or less, or have a bit of a guided tour before reviews, etc.
We are in a similar position.
Do you have svn configured to email all your developers with every commit? This a good first step in keeping everyone honest. We send an email with the log message, the first 200 lines of the svn diff, and a link to the whole diff in trac (which basically only use for showing svn diffs).
If a developer thinks a change needs review after the fact, we use ReviewBoard to perform the review.
On the other hand, developers can also request a review before check in. Whether they developed the changes on a feature branch or in a trunk sandbox, makes no difference. We have considered adapting scripts to upload a review request from the command line, but the process is so simple we have not done so, at least yet.
My overall recommendation is to introduce a manual system, and automate it, and possibly enforce it with pre-commit scripts, once you are happy with the process. With a small team especially it is better to err on the side of peer-pressure enforcement because you want to minimize the number of little productivity killing processes.
Base you system on trust and accountability and keep it light weight:
1) Use good judgment: 'You can check anything in at any time. Ask for a code review when you need one.' Add 'reviewed by' to the comments if it was reviewed to facilitate quick reviews.
2) Review board is responsible for monitoring changes via commit hooks. If they see something they don't like, take it up with the developer. Different members can review different sections.
3) If a developer continues to check in crap without asking for review, fire them.
4) If there are sections of the system that are unusually complicated / central / easy to mess up - lock those down and require approval to check in.
5) Everyone can monitor check-ins. Reviewing isn't just for the review board.
I've seen this work with 2 developers and with 100.
We recently introduced ReviewBoard into our process. Before we added ReviewBoard we had the following things in place:
Since we already had the post-commit stuff covered fairly well with other stuff, we use ReviewBoard as a pre-commit tool and only after we hit 'feature-complete' for a given release.
In larger developments, feature branches are inevitable. With SVN, it is not possible to "update" the feature branch from trunk as from working copy [TODO link SO question about it]. However, you may have frequent merges and creations of new branches.
By the way, RB knows to handle pre-commit reviews as well.
I'm trying to merge changes from a branch to the trunk, for a single file and a single revision.
I'm using VisualSVN as the front-end.
So I right-click the file, Visual SVN -> Merge, then select ?Merge a range of revisions?, then enter the revision number (from the log) and hit Next. Then I click ?Test Merge?
What I get is the following error:
'http://subversion.tigris.org/xmlns/dav/md5-checksum' was not present on the resource.
Any ideas why this is happening?
Yay! A colleague figured out the problem.
Even though I was right-clicking on the file and clicking 'Merge', the 'merge from' URL was set to the top-level folder of the branch.
It should have specified the full path and filename of the file
http://server.svn/Project/branches/1.0.2/folder/blah.cs
Now I'm all the wiser. :)
I don't really know how to perform deployment from offline development to live webserver correctly in web development. I mostly resort on intuition, but this is more or less what I did until now: I have a web application in python, or php, and I am hosting it on a live webserver. I use an offline development version whose source is under svn.
Now, as I develop the offline version, I will perform commits to the svn. When time has come for release, I could either:
I normally do the second, although if I have to upgrade the database before the live deployment, I normally write upgrade sql scripts, and run them first on the live database, then checkout.
What are the best practices for this task ?
I recommend leveraging SVN export instead of checkout. This way, you will not expose any of the SVN files to the world. It also generally creates a cleaner folder structure.
I have leveraged rsync before when moving files between stage and production.
My typical deployment proceeds as follows:
Now, to deploy to production, replay these steps in fast forward. Using scripts make it much easier.
You should consider some deployment scripts to automate all this. it will help prevent you from making mistakes. SQL upgrade scripts are a way of life, but you should always test them on a copy of the live database before you run them on them on the real one.
What you might consider having is a staging server. You do your local changes, then svn checkout to the staging server and run your upgrade scripts there as well. You do your acceptance test on the staging server. When everything is good, you deploy everhting to the live server. This should be as simple as running some scripts. i.e. update-staging.pl and update-prod.pl.
You can make your sql script easier to automate by adding a version table to your db. whenever you create an update script, you tag it with a version. then the deployment script can look at the version of your update script, and the version of the database and apply the updates as needed. this also makes restoring from backups feasible. If you have made changes, then restore to a backup, you just run your upgrade script and it goes through and updates the db to the current version.
I use Capistrano to script & automate the deployment process. Here's an outline of what happens when I enter cap deploy from my local workstation:
Capistrano will. . .
Checkout latest version of source in a time-stamped directory (e.g. to /var/http/mywebsite.com/releases/20090715014527) on my webserver, prompting me @ my local workstation for any passwords, if necessary.
Run pre-processing scripts (e.g. update database schema)
Soft link the site to a live directory:
ln -sf /var/http/mywebsite.com/releases/20090715014527 /var/http/mywebsite.com/current
Run post-processing scripts (e.g. maybe you need to restart apache or something)
If there were any problems along the way, Capistrano will rollback to the previous working release.
Although Capistrano is written in Ruby, it can deploy web applications in any language/framework. See the "Deploying non-rails apps" section of the tutorials for ideas. The railsless-deploy seems particularly useful for using Capistrano to manage deploying PHP and Python apps.
In theory I would export the svn to a new area on webserver. Then reconfigure the webserver to use new area and restart.
for small, php-based systems, what we used to do is this:
for code changes, we use an ant script running from eclipse that compares the local (dev) system with the remote (qa/prod/whatever) systems, then zips all the changed files, scp the zip to the remote system and unzip it on the target. Of course we have automated backup and the like. If this is of interest I would be able to post an example script in the next few days.
for sql changes, we try to maintain a scripts for each change (usually in our bug-tracker) and manually run each change on the target system.
for large systems you shoudl really use something more robust.
note that if your prod system is pulling directly from svn then you are deplolying changes that might have not been tested properly (you might forget to commit something, test you local system, and everything would break in prod...)
I would recommend the first option. If you have a structure where you can put versions of the code and flip between them by changing a link, it is much easier to roll back than if you just have an svn checkout. With svn you have to merge with a previous version to revert.
When using Subversion, should developers be working off the trunk or should the trunk be only used for merges from each individual developer's branch and watched by a continuous integration service?
There are two basic strategies:
Which you use is to certain extent a matter of personal preference. But alongside either of these, individual developers should be using branches for their own experimental developments.
So as usual, no definite answer!
Depends on how extensive the changes are. A general good practice is that trunk should always be compilable, but that doesn't necessarily mean developers can't work on the trunk for small changes/bugfixes - after all, that's one of the reasons for having a working copy; you can make sure something compiles before committing it.
Larger changes or feature additions should almost always be pulled off into branch until they're ready for integration so as not to interfere with other development.
When using Subversion, it's common practice for everyone to work out of the trunk. If a particular developer is working on a large or "experimental" feature, it can be wise to create a separate branch for that work, which can be merged back into the trunk later.
Although, the method you are describing, with each developer having their own branch, is closer to Git than Subversion. If this is the way that you prefer to work, I would highly recommend using Git instead.
With Git, it's not necessary to use some sort of continuous integration server to watch the separate branches. Instead, each developer has their own branch, which they can just merge back into the main branch whenever they want.
I think it really depends on the scale of your operation. Up to maybe 5-10 developers everyone committing to trunk should really be OK. But of course everyone should keep in mind that the trunk needs to always be compileable. If they're working on major changes that won't compile for a while, then they should move off to a branch.
There are a number of methods for working with version control systems for parallel development. There's nothing wrong with the one that you suggest above - but there are advantages and disadvantages attached to each. I've worked in both ways.
Developing off trunk and cutting release branches is fine, but if you need to perform an emergency production release you end up having to patch the release branch and releasing that again - means building a branch in your CI system.
Working in branches and preserving the main trunk (monitoring with a continuous integration system) is also fine, but can lead to conflict issues with developers in multiple branches making changes.
Take a look at the following site also:
http://www.cmcrossroads.com/bradapp/acme/branching/
It discusses a number of branching patterns for parallel development including:
I've almost always worked on teams that developed on the trunk--works fine. I'm not saying it's the best idea or anything, just not something that's worth opposing if it's going to get you fired.
However, our system is always buildble and often uses CI as well. Each developer must be aware of the update/rebuild/retest/commit cycle (not that it's foolproof, but it works well enough).
Hmph, it hurts when I think of how many of our software practices work "Well Enough".
There's an argument to be made that developers should be required to work on trunk.
If you let them branch off, some will be tempted to maintain those branches indefinitely and cross-sync with trunk at regular intervals. This will inevitably lead to complicated merge operations, and these in turn produce bugs.
By forcing everyone onto trunk, they have to keep pretty close to the head, so there will be less risk of bugs being introduced with bad merges. Also, since everyone runs up-to-date code, they're more likely to notice bugs as they creep up, and fixes will get committed faster.
Ofcourse, sometimes a large feature needs to be staged separately, but in those cases a specially approved exception can be made.
Our trunk is only to merge and fix urgency bugs. When we have a new project, we branch the trunk, develop over the branch, rebase from trunk if any other branch was merged into the trunk and when we are done ready to test, we deploy the branch. When test is OK, we merge to trunk, and release to beta. Before the merge, we do a version on the trunk to avoid problems.
After beta was OK, we release to prod.
I'm working on a version 3.0 of our product today and checking in my code changes into the trunk. The release is still several weeks ahead.
A coworker is experimenting with some features that might make it into 4.0, but definitely not into 3.0. She is checking her stuff into a separate branch. It would be wrong to check in that kind of stuff into the trunk.
Another coworker is fixing bugs in version 2.5, which we already shipped to a customer. He is checking them into the 2.5 branch for obvious reasons.
So, to answer the headline question (Should everyone be developing off the trunk, my answer is no. HTH
P.S. about merging. We could selectively merge some stuff from 2.5 branch to the trunk later, but not from the trunk back to the branch. The merging between the trunk and the 4.0 branch can go both ways.
As Neil Butterworth said, it depends; several valid ways exist.
However, personally I would recommend having a stable trunk, and doing all major development on temporary branches. (I.e., only small, independent changes that will be completely done with a single commit should go directly to trunk.) To avoid longer-lived branches getting too far from the mainline, (auto)merge everything that goes into trunk to all the development branches, at least daily. Oh, and everything should be watched by CI ? not just trunk but all development branches too. Especially with Hudson it's a snap and causes very little overhead.
If interested in how we've applied this, there are some more details in this answer. (I'd hate to repeat myself too much... :)
I'd actually recommend this approach even if it's just one team working on the codebase, and even if everyone is working on the same feature/change. Why? Well, because in my experience (unless things ? like release schedules, requirements, and so on ? are very predictable in your environment) it definitely pays off to have your trunk in a releasable shape, all the time.
yes, that should be your working copy for release. All of your branches should be previous release versions of your code.
Yes.
it does not make any sense to make your latest branch your most recent release. Then, your trunk becomes outdated from your branches.
It depends entirely on your release schedule. If all the work currently being checked in periodically is intended for release at once, they can all be checked into one area, like the trunk. If there's some work which will be held back while other, as yet unfinished work, has to go out first, the first code to go out could be committed to trunk, and the next code in it's own branch, OR vice versa.
You should find that merging and refreshing branches can be a hassle where things occasionally go wrong. So naturally trying to minimize that would make sense. The overall idea of source control is that everyone can work in one place.
Often when you get larger teams, the release schedule is organized by sub-teams and their projects and these have their own branches.
I have developers who create project branches or change request/bug branches off of trunk, and then merge back, so in a way yes, I have developers working off of trunk, but what goes into "merge" branches is controlled through some build-control tool or process.
I think this is pretty well covered by this question
We're thinking of switching to SVN at my work, so I was wondering about SVN plugins for VS2008 (and 2010 when it comes out). After a bit of research I found AnkhSVN and VisualSVN, the 2 that seemed most dominant. (I am aware of TortoiseSVN and will use the plugin in conjunction with it).
I am aware that this has been asked before, but these questions were asked almost a year ago and we all know that a lot of things can change in a year.
The question: From your experience, which is better and why?
Granted, it has been a year since I've used each product head-to-head, but my current preference is AnkhSVN. Though folks grumbled about early versions of AnkhSVN, 2.0 was a near rewrite of the original and is now a full Source Control Provider Integration Package rather than a Visual Studio Add-In. With commercial backing from CollabNet and renewed open source enthusiasm, AnkhSVN 2.0 deserves a chance.
My two favorite features of AnkhSVN are it is free and I love the Pending Changes window.
As for VisualSVN, I find it to be sluggish and I feel it leverages TortoiseSVN rather than handling the file management itself far too often. And it costs money (albeit a small amount.)
Again, this is based on my last head-to-head test which was about 1 year ago. As already stated, TortoiseSVN is great on it's own, but if you really want to plug into the VS IDE, give AnkhSVN a whirl before VisualSVN. Best of luck.
I have tried both of the VS plugins...after several months of use I quickly realized that I spent ALL of my time in Tortoise! The plugins don't get all of my trunk related items. They only work with items that are part of the solution and that VS recognizes. For this reason I spent pretty much all of my time in Tortoise...and eventually all of my time. There is no reason to pay for plugins when Toroise is both free and updated almost daily.
Stick with Tortoise and learn how to use it. You will be happier in the end.
Responses:
@jeroenh: "... There really is an advantage of using a (properly integrated) VS plugin, namely when moving/renaming files in your solution. ..."
I agree that renaming/moving files in Tortoise is clumsy. And VisualSVN does make this easier.
@Darko Z: "on a personal level I agree, but on an organisational level I don't. We have a few people here that NEED VS integration. Yeah its silly but fair enough :)"
Yes, I have several people like that in my current team. And training them to get used to Tortoise has been a Bear! They are the reason that we got some licenses for VisualSVN..but they complained about that too.
I had the same dilemma as well a few months ago, and finally decided to go with VisualSVN. We've been using it for 4 months for C# inhouse web application development and our experience has been positive.
Firstly, the server part integrates with Active Directory and offers an easy to use MMC control for managing the repositories.
Secondly, the client part integrates with VS2008, doesn't slow down Visual Studio loading times, and works with pretty trivial color codes (green for untouched files, yellow for files you changed). It features full revision diff's, you can comment every revision.
One down side is that its supports for hooks (like post-commit hooks) is very rudimentary. You can view statistics like who made the most commits, etc.
It supports branches although we don't use those features. All client-server communication is done through SSL (keys and certificates are configured automatically).
I asked them a question at some point about how to delete the branch history from the Visual Studio dropdown, and Olga kindly answered me that I simply needed to delete the .suo file.
Finally, my experience from working with VisualSVN: simple and straightforward for our relatively small team. (we're 5 programmers, but I'm pretty sure this scales a lot more than that).
I use VisualSVN atm and its great as it auto adds any new files to the svn and allows easy revert and diff with out having to open a explorer window. However you will still need to use TortoiseSVN for files not in your visual studio solution.
Last time i used AnkhSVN it didnt work to well and screwed my svn checkout up (but this was a couple years ago).
That question you asked boils down to personal preference but I would advise you to have IN ADDITION to the ide client either Tortoise SVN or the command line client. You will often be forced into positions where the IDE client cannot perform the task you need.
I see it is possible to view a list of properties set on every directory within an SVN repository using proplist and the -R flag (recursive) and -v flag (verbose):
svn proplist -Rv
This shows me all properties, such as svn:mime-type or svn:executable. I'm looking to filter this to just svn:ignore properties. I'm sure there is some way to pipe the result from this command through a shell command that would only show me the lines I'm interested in, but I can't figure out how to do it. As an example of the type of thing that would be most useful is some type of command like this (but this one doesn't work!).
svn proplist -Rv | grep "^ svn:ignore" | awk "{print \$1}"
I just don't know enough about shell commands like grep and awk to make this work for me. This just shows "svn:ignore" over and over again, but doesn't print out the directory path or contents of the svn:ignore property. Here is an example of the output from "svn proplist -Rv" that I'd like to grab, where 'cache' is the path and '*' is the value of the property.
Properties on 'cache':
svn:ignore
*
Can anyone help me with the above command and/or with a better way to view all svn:ignore properties in my respository? Thanks.
svn pg -R svn:ignore .
SVN's log has a "-v" mode that outputs filenames of files changed in each commit, like so:
Is there a quick way to get a list of changed files in each commit in git?
Try one of the following.
git log --name-status
or
git log --name-only
or
git log --stat
You can use the command git whatchanged to get a list of files that changed in each commit (along with the commit message).
git show is also a great command.
It's kind of like svn diff, but you can pass it a commit guid and see that diff.
Which free source control system is most preferable with reason for home projects and documents?
I am thinking to use Subversion (as I am familiar with it).
Characteristic of home project:
Most likely single person will be committing changes. (May be one day (not now), it is possible that I share a project with my friend who is in other city)
I would like to store other documents (non-programming files)
Is Mercurial or GIT (distributed version control system) can give me any more advantage over to subversion in Home Projects?
Take a look at part about version control for single developer in my answer to "Difference between GIT and CVS" question here on StackOverflow. Some of those issues do still apply also to Subversion versus Git (or other distributed VCS: Mercurial, Bazaar, or less known: Monotone, Darcs), even if Subversion is improvement over CVS.
DISCLAIMER: I use Git (so I am biased), and know Subversion only from documentation (and other resources), never having used it myself. I might be then mistaken about Subversion capabilities.
Below there are list of differences between Git over Subversion for a single developer, on single machine (single account):
Setting up repository. Git stores repository in .git directory in top directory of your project. Starting a new project from unversioned tree of files is as easy as doing "git init" in a top directory of your project (and then of course "git add ." to add files, and e.g. "git commit -m 'Initial commit'" to create first commit).
In Subversion (in any centralized version control system) you need to set up central repository (unless you did that earlier) using "svnadmin create" (well, you need to do that only once). Then you have to import files into Subversion using "svn import" (or "svn add")... But note that after the import is finished, the original tree is not converted into a working copy. To start working, you still need to "svn checkout" a fresh working copy of the tree.
Repository and repository metadata. Git stores both repository (i.e. information about revisions and branches, etc.) and repository metadata (e.g. your identity, list of ignored files, which branch is currently checked out) in .git directory in top directory of your projects.
Subversion stores repository in separate area you have to put for that purpose, and stores repository metadata (e.g. where central repository is, identity used to contact central repository, and I think also properties like svn:ignore) are stored in .svn directory in each directory of your project. (Note that Subversion stores pristine copy of your checkout, to have fast "svn status" and "svn diff")
Naming revisions / version numbers. Subversion uses global revision identifiers in the form of single number specifying revision (so you can for example refer to r344, revision 344). Subversion also supports a few symbolic revision specifiers: HEAD, BASE, COMITTED, PREV.
In Git each version of a project (each commit) has its unique name given by 40 hexdigits SHA-1 id; usually first 7-8 characters are enough to identify a commit (you can't use simple numbering scheme for versions in distributed version control system -- that requires central numbering authority). But Git offers also other kinds of revision specifiers, for example HEAD^ means parent of a current commit, master~5 means revision 5 ancestors back (in straight first-parent line) from top commit on a 'master' branch, v1.6.3-rc2 might mean revision tagged v1.6.3-rc2.
See also Many different kinds of revision specifiers blog post by Elijah Newren.
Easy branching and merging. In Git creating and merging branches is very easy; Git remembers all required info by itself (so merging a branch is as easu as "git merge branchname")... it had to, because distributed development naturally leads to multiple branches. Git uses heuristic similarity-based rename detection, so it while merging it can deal with the case where one side renamed file (and other similar cases related to renaming). This means that you are able to use topic branches workflow, i.e. develop a separate feature in multiple steps in separate feature branch.
Branches have an unusual implementation in Subversion; they are handled by a namespacing convention: a branch is the combination of revisions within the global repository that exist within a certain namespace. Creating a new branch is done by copying an existing set of files from one namespace to another, recorded as a revision itself. Subversion made it easy to create new branch... but up till version 1.5 you had to use extra tools such as SVK or svnmerge extensions to be able to merge easily. Subversion 1.5 introduced svn:mergeinfo property, but even then merging is slightly more complicated than in Git; also you need to use extra options to show and make use of merge tracking information in tools such as "svn log" and "svn blame". I have heard that it doesn't work correctly in more complicated situations (criss-cross merge), and cannot deal currently with renames (there is even chance of silent corruption in such case). See also (for example) this post on git mailing list by Dmitry Potapov, explaining intended use case for svn:mergeinfo and its (current) limitations.
Tagging. In Git tags are immutable, can have comment associated with them, and can be signed using PGP/GPG signature (and verified). They are made using "git tag". You can refer to revision using tag name.
In Subversion tags use the same path_info-like namespace convention as branches (recommended convention is svnroot/project/tags/tagname), and are not protected against changing. They are made using "svn copy". They can have comment associated with [the commit creating a tag].
Keyword expansion. Git offers very, very limited set of keywords as compared to Subversion (by default). This is because of two facts: changes in Git are per repository and not per file, and Git avoids modifying files that did not change when switching to other branch or revinding to other point in history. If you want to embed revision number using Git, you should do this using your build system, e.g. following exaple of GIT-VERSION-GEN script in Linux kernel sources and in Git sources. There is also 'ident' gitattribute which allows expansion of "$Id$" keyword to SHA-1 identifier of file contents (not identifier of a commit).
Both Git and Subversion do keyword expansion only on request.
Binary files. Both Git and Subversion deal correctly woth binary files. Git does binary file detection using similar algorithm to the one used by e.g. GNU diff, unless overriden on per-path basis using gitattributes. Subversion does it in slightly different way, by detecting type of file during adding file and setting svn:mime-type property, which you can then modify. Both Git and Subversion can do end of line character conversion on demand; Git has additionally core.safecrlf config option which warn and prevent irreversible change (all CR to all CRLF is reversible, mixed CR and CRLF is not reversible).
Ignoring files. Git stores ignore patterns using in-tree .gitignore file, which can be put under version control and distributed; it usually contain patterns for build products and other generated files, and in .git/info/excludes file, which usually contains ignore patterns specific to user or system, e.g. ignore pattersn for backup files of your editor. Git patterns apply recursively, unless patter contain directory delimiter i.e. forward slash character '/', then it is anchored to directory .gitignore file is; to top dir for .git/info/excludes. (There is also core.excludesfile configuration variable; this variable can exist in per-user ~/.gitconfig configuration file, and point to per-user ignore file).
Subversion uses global-ignores runtime configuration option (which generally apply to particular computer or by a particular user of a computer), and "svn:ignore" property on SVN-versioned directories. However unlike the global-ignores option (and in .gitignore), the patterns found in the "svn:ignore" property apply only to the directory on which that property is set, and not to any of its subdirectories. Also, Subversion does not recognize the use of the ! prefix to pattern as exception mechanism.
Amending commits. distributed VCS such as Git act of publishing is separate from creating a commit, one can change (edit, rewrite) unpublished part of history without inconveniencing other users. In particular if you notice typo (or other error) in commit message, or a bug in commit, you can simply use "git commit --amend". (Note: technically it is re-creating a commit, not changing existing commit; the changed commit has different identifier).
Subversion allows only to modify commit message after the fact, by changing appropriate property.
Tools. On one hand Git offers richer set of commands. One of more important is "git bisect" that can be used to find a commit (revision) that introduced a bug; if your commits are small and self-contained it should be fairly easy then to discover where the bug is.
On the other hand, Subversion because exists longer, has perhaps wider set of third party tools, and Subversion support in tools, than Git. Or at least more mature. Especially on MS Windows.
And there is another issue, which might be quite important later:
Publishing repository. If (when?) at some time you would want to share your repository, turning it from one-person project developed on a single home computer, to something other contribute, with Git is as simple as creating empty repository on server or on one of existing git hosting sites / software hosting sites with git support (like http://repo.or.cz, GitHub, Gitorious, InDefero; more--also for other DVCS--are listed in that answer), and then pusing your project to this public repository.
I guess it is more complicated with Subversion, if you don't start at software hosting site with Subversion support (like SourceForge) from the beginning, unless you don't want to preserve existing revision history. On the other hand for example Google Code suggest to use svnsync tool (part of the standard Subversion distribution), as explained in Google Products? > ?Project Hosting (the Data Liberation Front) article.
Take a look also at http://whygitisbetterthanx.com/ site.
One obvious benefit: you can develop when you're away from the server. For instance, you may have a laptop with its own local git repository, and push to your server (or github). Now suppose you went somewhere without internet connectivity... in Subversion you'd have to make do without any commits until you were connected again. With a DVCS you can commit locally (and revert, branch etc) then push those commits back up when you get home.
A really strong advantage of both git and mercurial in a 'home project' setting is that a new repository is trivial to set up. In git you just do git init at the root of your code tree and you have a new repository.
You can then add, commit, branch, etc. straight away. svn has a larger cost to set up as you need a separate repository location and url before you can create a working copy and start your usual VCS operations.
Storing documents is no problem in git or mercurial but certainly with git (not sure about hg) I would advise against storing large media files (anything from 100M upwards) as it tends not to perform very well in some operations.
Sharing projects is much easier with dvcs's because you don't need to give others access to your central repository computer. You can have him create a copy and not allow him to do any commits anywhere if you wish. If you want his changes you could pull them from his computer to where ever you like rather than allowing him to push them. This way you can, if you so wish, check the changes first. You are in total control (if you want).
The main benefit is still that you carry the entire repository in your laptop! It might take a while to appreciate what this really means when you are used to massive central repositories and all the hassle that goes with it. Of course in many situations it is beneficial to have one but again, you can control who has and what kind of access to it. With centralized vcs's not allowing someone to commit directly to the central repository means a lot of extra work from some unfortunate sod. The commits would have to be done more or less by hand while with dvcs's the sod responsible for checking the commited code can commit them in just the same way from his computer as he would his own code.
There are ways of easing the aforementioned in vcs's but they still require extra maintenance (create components/views/what ever is access controlled and allow commits to this only). In git/mercurial there really isn't any of this overhead.
I would say that the more the work is done outside your company network the more beneficial dvcs's are. If you all have fast access to the central repository and all can be trusted to commit their changes there then the major strenghts of dvcs's are not so important (although there still are some but at the moment they are IMO balanced with the poor UI's available).
Aside from details about the many wonderful features of hg, git, darcs, bzr, and friends (no sarcasm; I'm a huge fan), the essentials are here:
With svn you have to choose between storing your repo offsite and storing it onsite. Onsite means if your disk fails your project is toast. Offsite means you can't commit from an airplane or other disconnected situations, and when network connectivity is bad, commits can be slow.
With any distributed VCS, it is trivial to create one or more "clones" of your "repo". You can commit changes locally at any time, fast, then push those changes to a remote repo when connectivity is available.
git, hg, and others are loaded with features (and misfeatures) that make them different from svn and cvs. But those are the essentials.
I don't know about mercurial, but my favourite thing to do in git which is impossible in subversion is history editing. For example, you can:
In short, if you think you should be able to do it, you probably can. This is very powerful, once you realise this ability and is probably more important in many ways than just the distributed advantage.
I use git on personal projects to sort of "collaborate with myself." I have repositories on a linux box on my home network that's accessible via a tunnel from anywhere. I then will clone it to my home desktop, my laptop, maybe a machine at work, and I can see it or work on it anywhere I go. I can commit changes, get the latest, and have backups in various places. It's very nice the ease and speed with which git allows you to switch branches. Found a bug? Switch to 'master', fix it, commit, push, then switch back to what you're doing. Easier and faster than cvs or subversion.
Also, I use git a lot for small directories that aren't even projects. The config directory for the apache server hosting my web site is git'd, and likewise the tomcat config directory for the same web site.
I use it at work for everything, even though at work we're on CVS moving to Subversion. I don't use git-cvs or git-svn, I just use git alongside either product, and keep my branches local. Very handy to be able to switch to another developer's latest commit, check something, then switch back.
Then, of course, there's bisect, which can be a huge help, for work or home projects.
Also, if at work they're still using punch cards, cvs, or subversion, then using git at home is a great way to stay current, and find out for yourself the impact it can have.
I don't get excited about technologies unless they bring something genuinely new to the table. Git does. I'm a fan. You probably figured that out already.
I want to emphazize that Mercurial and GIT gets you started with source control without a need for a server and makes it easy to move your repository to another server when necessary.
Other advantages have been covered in the other answers.
I've started to use Subversion with TortiseSVN. If I open up the log and right click on an old revision I see two options that sound like they roll back to an older version: "Update item to Revision" and "Revert to Revision".
I understand that updating to an older revision is used when you only want to look back at an old version but not really change the repository. Revert is when you actuary screwed up and want to latest revision in the repository to be the same as an older version.
So say the HEAD revision is 100 and I revert back to 95. It will reverse merge my working copy back to 95. Then I can commit that change to the repository which would create revision 101 correct? How is that different if I were to update back to revision 95? Doesn't it still just reverse the changes from the last revisions? I'm confused as to how the state of my working copy differs after a Reverting or Updating to an older revision.
Update to revision will only update files of your workingcopy to your choosen revision. But you cannot continue to work on this revision, as SVN will complain that your workingcopy is out of date.
revert to this revision will undo all changes in your working copy which were made after the selected revision (in your example rev. 96,97,98,99,100) Your working copy is now in modified state.
The file content of both scenarions is same, however in first case you have an unmodified working copy and you cannot commit your changes(as your workingcopy is not pointing to HEAD rev 100) in second case you have a modified working copy pointing to head and you can continue to work and commit
To understand how the state of your working copy is different in both scenarios, you must understand the concept of the BASE revision:
BASE
The revision number of an item in a working copy. If the item has been locally modified, this refers to the way the item appears without those local modifications.
Your working copy contains a snapshot of each file (hidden in a .svn folder) in this BASE revision, meaning as it was when last retrieved from the repository. This explains why working copies take 2x the space and how it is possible that you can examine and even revert local modifications without a network connection.
Update item to Revision changes this base revision, making BASE out of date. When you try to commit local modifications, SVN will notice that your BASE does not match the repository HEAD. The commit will be refused until you do an update (and possibly a merge) to fix this.
Revert to revision does not change BASE. It is conceptually almost the same as manually editing the file to match an earlier revision.
Update your working copy to the selected revision. Useful if you want to have your working copy reflect a time in the past, or if there have been further commits to the repository and you want to update your working copy one step at a time. It is best to update a whole directory in your working copy, not just one file, otherwise your working copy could be inconsistent. This is used to test a specific rev purpose, if your test has done, you can use this command to test another rev or use SVN Update to get HEAD
If you want to undo an earlier change permanently, use Revert to this revision instead.
-- from TSVN help doc
If you Update your working copy to an earlier rev, this is only affect your own working copy, after you do some change, and want to commit, you will fail,TSVN will alert you to update your WC to latest revision first If you Revert to a rev, you can commit to repository.everyone will back to the rev after they do an update.
The files in your working copy might look exactly the same after, but they are still very different actions -- the repository is in a completely different state, and you will have different options available to you after reverting than "updating" to an old revision.
Briefly, "update to" only affects your working copy, but "reverse merge and commit" will affect the repository.
If you "update" to an old revision, then the repository has not changed: in your example, the HEAD revision is still 100. You don't have to commit anything, since you are just messing around with your working copy. If you make modifications to your working copy and try to commit, you will be told that your working copy is out-of-date, and you will need to update before you can commit. If someone else working on the same repository performs an "update", or if you check out a second working copy, it will be r100.
However, if you "reverse merge" to an old revision, then your working copy is still based on the HEAD (assuming you are up-to-date) -- but you are creating a new revision to supersede the unwanted changes. You have to commit these changes, since you are changing the repository. Once done, any updates or new working copies based on the HEAD will show r101, with the contents you just committed.
If I want to take a folder that was under subversion and remove any link to subversion at all, do I just delete the .svn folders and that's it? Anything else I have to consider?
No, you just have to search for all .svn folders and delete them. Alternatively, doing a svn export allows you to get the folder without the svn folders.
Found the following windows command-line here:
FOR /F "tokens=*" %G IN ('DIR /B /AD /S *.svn*') DO RMDIR /S /Q "%G"
It works for me. (If you want to use this in a batch file, put "%%G" instead of "%G")
When using TortoiseSVN, right-mouse drag a folder that is under version control to a destination, and select "SVN Export all items here" from the context menu.
This will create a folder with your working folder, without the .svn files.
Normally yes, removing .svn folders is enough, but define "remove any link to subversion at all". Because there are such features as keyword substitution inside the versioned files.
On unix systems over the shell:
find . -type d -name .svn -exec rm -rf {} \;
On Windows:
Yes. Just delete .svn folder and your folder will no longer be under the control of subversion.
The .svn folder is the pristine copy of your repository when you did the checkout. So, it acts as the link between your server and your working copy. Once you delete it, you lose this "link".
Edit:
If you have any subfolder in your project, you will have a .svn folder in each of them. So, if you want to remove the link to subversion, you need to delete these .svn subfolders.
Nope, deleting the .svn directories will remove any "connection" to the repository.
Yes.
Though an easier way is probably to just export that folder.
Please correct me if I'm wrong, but doesn't svn export do this?
You can manually delete all .svn folders.
Alternatively, you can use svn export to export a clean directory tree. Keep in mind though that it will not export files that are not under version control.
The advantage of using svn export is that you can get a pristine copy and keep your original repository in a single command.
I like to use deletesvn.reg. It adds a "Delete SVN Folders" to your context-menu in Explorer. Selecting it recursively deletes .svn folders, thus disconnecting your folders from SVN. The problem I've had with SVN Export, as others mentioned, is that it only exports files that are in the repo, ignoring all those hidden files you might need.
Is there a tool that allows me to point to a subversion repository to browse the contents of the repository. I am thinking something similar to what trac provides with SCM. I describe some of the features here for those not familiar with trac's source integration:
What other features should a whizzbang web based repository viewer have?
We use WebSVN. It has all of the features mentioned above. The reason we don't use trac is because we use FogBugz as our issue tracker, and since websvn was purely a repository browser, it fit well with FogBugz.
I use WebSVN with Cruise Control .Net integration, so every build email shows the files modified and click on them shows a diff
I like trac much better but can't get my company to switch
If you want to slim down Trac, components can be enabled and disabled via trac.ini. Take a look at the components section of the TracIni documentation.
Sventon is an excellent repository browser. I've written earlier about what I like about Sventon here.
I think Sventon meets your requirements (my understanding from your question), and some other nice stuff:
Here at my company we use ViewVC
I like to use WebSvn. But I haven't tried much else.
I don't know when the svn team decided to inflict tree conflicts on us but it has completely broken the merge functionality of svn.
I have a branch and I want to merge the latest changes from the trunk into the branch. I've already done one such merge, but this one fails because of a tree conflict. Here's the command:
$ svn --force merge -r 3185:3192 svn://chamar2/rx-services/SAMS .
svn: Attempt to add tree conflict that already exists
The first time I tried this merge (without the --force) it only created the tree conflict and did not merge anything. Now it just reports the message above.
If I do svn status on the branch working copy it shows all the files that have changes that have not been merged back to the trunk yet. Of course, the purpose of my branch is to do these changes where they are not yet in the trunk.
What were they thinking when they did this?
I haven't found any usable information on what causes tree conflicts and how I can continue to work now that svn has created these things.
Is there a way to tell svn to forget about tree conflicts and just do the merge like it used to?
I'm using a 1.6 client and an older svn server (probably 1.3.1).
The problem turned out to be that I had chosen the parent/ directory as the source of the merge instead of the parent/trunk/ directory. It was user error, but the tree conflict message is confusing. If svn had just gone ahead and done the merge I would have seen the problem instantly.
Tree conflicts have introduced new message semantics that will take some getting used to.
Thanks for the pointer to the Tortoise documentation on Tree Conflicts. It is the only documentation I've seen that addresses working on branches. The example given doesn't explain why I got tree conflicts on the files I had modified on the branch, however. The tree conflict messages are going to take some getting used to.
It looks like all you do in most cases is mark the tree conflicts resolved, and in these cases it looks like tree conflicts are just noise.
Mark Phippard says that an older server version won't cause tree conflicts. The server only needs to be updated if you want merge tracking support and your server is pre-1.5. Apparently merge tracking is the only thing missing from older svn servers:
http://eclipse.open.collab.net/ds/viewMessage.do?dsForumId=62&dsMessageId=332448
svn: Attempt to add tree conflict that already exists
Subversion is complaining because after you did a merge which generated a conflict, you then did the same merge again. SVN tried to add a conflict but noticed that the conflict has already been created by the previous merge operation. So it correctly outputs a warning.
If you do a merge operation and you are not happy with the result, then before trying something else you should first revert the local changes.
As for the original tree conflict: to understand why the behaviour is different from the older clients and how to resolve such conflicts, you must read the section on tree conflicts in the svn book. The tortoiseSVN manual also has a good topic on tree conflicts.
I have a wild guess that you are observing a bad interaction between the 1.6 client and the 1.3 server. The tree conflict detection is a new feature of 1.6. Also, the merge support has been changed at 1.5 (and made much more usable then).
I'd try upgrading the server and repo format to 1.6, another thing to try is to use a 1.5 (no tree conflicts) or a 1.4 (and no new merge neither) client.
Again, this is all a guess and might not be really useful...
Let me start off by saying that I'm a relatively new programmer and I have no prior experience with source control -- although after some reading, the concepts and general lingo are not alien to me.
I'm about to start my first professional project (I'll be the only one committing) and I'd like to take this opportunity to become proficient with Subversion and source control practice in general.
Development will take place on a Windows box in Visual Studio with the help of the AnkhSVN SC plug-in.
I've setup SVN on a Windows server and created a repository where I'll store my project(s).
This particular project will require delivery of binaries and source code.
How is solution building usually set up? Say I've imported an initial version of the solution into the repository; next, I've achieved some milestone in my local working copy; I commit those changes; what happens then? Do I just build the solution on my local development machine and package the binaries right there and then? How is this done in the real world?
After messing around with VS and AnkhSVN in a VM, I've noticed that after I checkout some revision of a solution, my local copy's directory tree gets an extra directory called ".svn" in each node. As per the third point in "Background", I'll also be delivering source code along with the binaries. This poses a question: how do I get a "clean" version of my solution? Am I expected to write a shell script that does the cleaning for me?
I often create, merge (by hand, that is), and delete files in my solutions. Will SVN (rather VS and AnkhSVN) handle this gracefully? Will VS/AnkhSVN automatically reload a solution that had files added/removed from it if I go back to a certain revision?
Where did you learn to use source control, and how long did it take you to become proficient (i.e., until these operations were second nature) at it.
I really want to start using source control, but I'm scared that if I start using it and I do something unintentionally stupid, I'd lose my code. Any extra advice is appreciated.
I've used AnkhSVN in the past and it's nice, but if you have large solutions with lots of files, you might want to shell out some cash for VisualSVN. It uses TortoiseSVN (which in term has some caching mechanisms), making it faster (see comment below about AnkhSVN 2.0). VisualSVN will also help you a little in setting up properties on special directories. It will automatically ignore bin and obj directories for instance.
I'm not a big fan of paying for a product leaning so heavily on a free project, but I have to say the investment was worth it.
Other people have linked some nice sources on how to set up your repository, so I won't go into that too much. I generally use the /trunk, /branches, /tags approach myself. Tag your release versions at least, to find them quickly later.
Ad 4:
I've worked with CVS (very little), Visual SourceSafe, Subversion and Team Foundation Server so far. I mean to try Git at some point, but you could do a lot worse than SVN.
4) I start with this one because this will answer many of your first questions: Pragmatic Version Control using Subversion is the bible for working with SVN in my respect. But unlike the bible, you can go through it in a couple of days with no haste at all.
1) Versioning projects usually take the form of committing only source files, as project files (of your VS, for example) usually contain irrelevant definitions of your current installation, and litter the repository. Everyday commits are for your personal use. For major versions use tags.
2) The .svn directory is a local cache repository completely managed by the SVN client. Don't touch it.
3) Merging, deleting and adding files is what version control is all about. Yes, SVN will handle this gracefully, and this is all explained easily in the referenced book. Each revision of your project is self-contained.
I can't answer your main questions because they are very VS specific, but when you say:
I'm scared that if I start using it and I do something unintentionally stupid, I'd lose my code.
let me reassure you. The whole point of a VCS is to prevent any code loss, ever. All version control systems I'm aware of make it impossivble to modify older versions of your files without jumping through some extremely unlikely hoops, such as directly editing the repository with a text or hex editor. So long as you don't do that, and so long as you back up your repository regularly, your code will be safe and you should feel free to experiment.
You should read the book. It's free and has answers to things like question 2 (Answer: export).
I'll second Avihu Turzion's recommendation of Pragmatic Version Control using Subversion. Also check out Eric Sink's source control how-to if you haven't already.
Since you're the only one committing, building and packaging the binaries locally is definitely an option. If the building/packaging steps are fairly standard, automate them by setting up a continuous integration system. TeamCity Professional is a free product you can start with that is easy to configure and get working with Subversion.
As mentioned by others, the Export option is the way to get a version of your solution without the .svn files.
Subversion handles file creation, merging, and deleting fairly smoothly. With the plug-ins you mention, particularly if you're using something like AnhkSVN and TortoiseSVN, it's possible for what the plug-in reports as committed (versus what the Subversion repository actually has committed) to get out of sync. If you delete files or move files, considering doing it entirely at the command-line (or in TortoiseSVN).
I learned to use source control on my own once I'd been working a few years. While I started with Visual SourceSafe (which was terrible), I eventually moved on to companies that used Subversion and/or TFS for version control.
You're far more likely to lose code if you don't use source control than if you do. You're definitely starting things off on the right foot.
The way I store my files in Subversion is to setup the Trunk/Branch/Tag directories, though I almost never use Tags. You're trunk is your solid, working foundation. Branches are when you need to "branch" the code, work on something, then merge it back into the trunk. You can do this for something that you know will take a while and you know you might have to do some quick fixes, which modify the trunk. Make sense?
-- You can checkout your latest and do a build locally or setup a build environment using MSBuild, or Cruise Control.NET or TeamCity (from the guys who do resharper). This will do a build for you, which you can then deploy. All this can be automated, it's just some work configuring everything. Team Foundation Server handles most of this.
The .svn directory is so subversion knows what you're working on and can say "hey something changed, alert the user with a nice red mark and let them know somethings changed."
Yes SVN will handle deletes and merges gracefully. You may be forced to use the "clean up" utility from time to time.
I learned source control from a senior dev on my first project.
It is only wierd right at the beginning, but an SVN will quickly become second nature to you. Good luck on your project.
Personally I picked up source control through trial and error. I do feel that Sourcegear Vault is much more user friendly and better tuned for Visual Studio development but I've managed to use both effectively.
If you run into trouble with SVN I recommend you check out vault which is free for one or two man teams. (One admin and one user account does not require a purchase.)
How is solution building usually set up? Say I've imported an initial version of the solution into the repository; next, I've achieved some milestone in my local working copy; I commit those changes; what happens then? Do I just build the solution on my local development machine and package the binaries right there and then? How is this done in the real world
Most places have standardized on an automated build process. How to set one up varies based on the requirements of the company and the project but the benefits can't be disputed. The last place I worked automated 90% of the build and ran it as needed but they were moving toward a fully automated one when I left. This is beyond the scope of your question but if you're interested you should look in to build automation. Some common tools for .NET development are CruiseControl.NET, MSBuild, NANT. Most tools were created for a specific development environment or language but are easily adapted to other environments.
After messing around with VS and AnkhSVN in a VM, I've noticed that after I checkout some revision of a solution, my local copy's directory tree gets an extra directory called ".svn" in each node. As per the third point in "Background", I'll also be delivering source code along with the binaries. This poses a question: how do I get a "clean" version of my solution? Am I expected to write a shell script that does the cleaning for me?
As others have noted, .svn is a cache of the repository. When you update, checkin or merge svn compares the cached version against the operation your intending to do and only updates, checks in, merges the differences. In the case of AnkhSVN, it integrates pretty well with VS and is designed to ignore unnecessary files when it checks in files. So you shouldn't have a problem with checking in temporary files and binaries (unless you specifically add them of course).
I often create, merge (by hand, that is), and delete files in my solutions. Will SVN (rather VS and AnkhSVN) handle this gracefully? Will VS/AnkhSVN automatically reload a solution that had files added/removed from it if I go back to a certain revision?
This is SVN's forte. Some VCSs (suchs as Visual Source Safe) make merging a scary operation. SVN on the other hand was specifically designed with merging operations in mind. Most are handled automatically. If there's a conflict between to versions being merged (the same line was modifed in two different ways), it will show you the problem and the rest is up to you. Its very hard to truly delete a file in SVN. So if you decide to explore an old version any deleted files will still be their.
Where did you learn to use source control, and how long did it take you to become proficient (i.e., until these operations were second nature) at it.
I'd heard of VCS in college but never used one until my first paid programming position. It was visual source safe. It was pretty easy to learn the basics (check out, check in, comments, viewing and comparing old versions). Branching I learned later with a private repository. It was a good thing too. Branching in VSS is more error prone than most other VCSs. My current employer uses SVN, which even though it is not the most advanced VCS available, made VSS look like a hack.
I can't stress the importance of an an automated build enough. My current employer had no build process when I started (still doesn't for most projects). One of the first things I did with the project I inherited was automate the entire build process. It runs on a dedicated server as a background process monitoring SVN for changes. If it detects any it kicks off an incremental build that only takes a few seconds. This is followed by a suite of automated unit tests. If all the tests succeed it drops the binaries into a test environment for further automated integration and system testing. I get notified at each step of the process and know instantly if something fails.
I'm going to try and add some comments that haven't already been covered by the well-written answers above.
How is solution building usually set up? Say I've imported an initial version of the solution into the repository; next, I've achieved some milestone in my local working copy; I commit those changes; what happens then? Do I just build the solution on my local development machine and package the binaries right there and then? How is this done in the real world?
It should be noted that ignoring certain files is a core function of SVN, so there is no additional tooling necessary - just some setup. Once you've configured SVN to ignore your build output you can develop and build to your heart's content without worrying about SVN trying to suck up binaries.
Tag your releases. Use the version number in the release in the tag name. Build your binaries from the tag and send your customer a clean copy of the source as well as the generated binaries. You don't need to revision the binaries themselves because the immutability of tags means you will always be able to re-generate the same payload.
I often create, merge (by hand, that is), and delete files in my solutions. Will SVN (rather VS and AnkhSVN) handle this gracefully? Will VS/AnkhSVN automatically reload a solution that had files added/removed from it if I go back to a certain revision?
There are a few operations that VCS typically have problems with. One is deleting a revisioned file using Windows Explorer (aka: keyboard delete). Another is moving revisioned files from one place in your repository to another from Windows Explorer. Outside of these semi-rare actions, SVN will easily keep up with your modifications and merges. For the two events listed above you can use the SVN command line, TortoiseSVN, or another helped application to perform an 'SVN delete' or 'SVN delete + SVN (re)add'.
Btw - a good (and free) merge tool is Kdiff3.
Where did you learn to use source control, and how long did it take you to become proficient (i.e., until these operations were second nature) at it.
I learned SVN at work, Mercurial at home, and AccuRev at work (again). It can take a very long time to 'get' your first VCS - especially if you are learning it in a vacuum. After the first one, it gets easier. I would put this on the order of months, not weeks.
Good luck!
We need to upgrade our SVN from version 1.4.4 to version 1.6
I thought we could use command line: svnadmin upgrade
But it does not exist in our version.
SVN is running on a Windows Server environment
We are running SVN Server version: svnadmin, version 1.4.4 (r25188) compiled Jun 8 2007, 18:49:42
What kind of server are you using? If you're running apache(http://) or svnserve(svn://), just replace all the svn binaries with the 1.6.3 versions of the binaries (knee jerk nag - backup your repository first, keep the old binaries around). Don't forget to upgrade the apache modules if you're using apache.
If you're not using a server, but running against the files directy (c:\), just update your clients to use 1.6.3.
At this point, your new 1.6 server is serving out the 1.4 repository. To upgrade the repository structure and gain full access to the new features, use the svnadmin upgrade command that comes with the 1.6 binaries. Run this command on a machine that has access to the physical files of the repository and give it the physical location of the repository root (c:\myrepository).
You may get a more optimised repository structure if you dump out the contents with svnadmin dump, create new blank repository, svnadmin load the old dump. Read the release notes for 1.5 & 1.6 and the output of "svnadmin help upgrade" to find out why.
Your clients can upgrade separately, when they're ready. A 1.6 service can talk to a 1.4, 1.5 or 1.6 client, and a 1.6 client can talk to a 1.4 server, so it doesn't matter if you upgrade the clients first.
Unlike the repository, the working copies on your machines are upgraded as soon as a new client sees them. This means you will have trouble mixing clients of different versions on the same machine, so for example, if you use tortoisesvn and ankh svn - you'll need to update both clients to the 1.6 version at the same time. If you get working copy version errors, this will be why. It won't go away until you stop using the old clients.
As with all things subversion, the redbook is essential.
We followed Jim T recommendation and it worked well. We had only one problem with commit:
svn: Commit failed (details follow): svn: Can't open file /db/txn-current-lock': Permission denied
We solved by changing the permissions of files within the db folder.
The svnadmin command is part of the SVN server package. Be sure you are running the server version of the package (you don't need to run svnadmin on your local client/working copy).
If you installed a bundled/packaged version, be sure it's the full release.
Do you have the server version installed or the client version? If you have the server version, I suppose you tried SVN 1.4.4.'s svnadmin instead of SVN 1.6's. (Check this using svnadmin --version.)
Also, svnadmin upgrade is just a shorthand for dumping your repository, creating a new one, and loading the dump. As a shorthand, it is likely to not to create as optimized a repository as the dump/load procedure.
I was setting up another user to use our SVN repository. He didn't have a username/passowrd, so I logged in with my credentials. We now have a username/password for him.
How do I get TortoiseSVN to let me enter the new username/password?
In TortiseSVN settings (found via the right-click menu), open the Saved Data tab, and clear out the Authentication Data. The side effect is that it clears out all authentication data, and you will have to re-enter your own username/password.
Here is how to do this. There are several ways to do it - i.e. through settings or by deleting cache.
Deleting cache is the most versatile method. First, locate it:
On XP, it was located here:
C:\Documents and Settings\%USER%\Application Data\Subversion\auth\svn.simple\On Vista, it was located here:
C:\Users\%USER%\AppData\Roaming\Subversion\auth\svn.simple\
Then look in those files with notepad, and delete the one with your credentials.
How to correctly deploy applications from development to production and how to deal with multiple site configurations. All my development are done thru svn located at var/svn/myapp/trunk and the actual production code is in /var/www/myapp.
I check out the latest code to my local machine into a directory called "myapp_latest_svn". I have site and location specific code in my main settings.php, which has H_PATH = 'http://myapp.com' & db config settings for db_host, db_user_name and db_password which is as you know different in local machine settings ( where localhost/myapp.com is just an Apache alias) & on the production ( live site runs on myapp.com) server.
Also the .htaccess file is different from that on the production server. In short, there are a number of differences between dev and production.
I keep all my work in SVN. Every morning i use SVN Update which updates the latest code to my local svn repository. When I am ready to go live, I build a release with svn Commit.
Then in the release I have to remember to change all the appropriate dev files to their production counterpart. Now I had to manually edit the production settings.php & .htaccess to reflect the site specific changes.
I am looking for an automated way to go from dev to production complete with versioning and no manually editing of files which is error prone and bad practice.
One way is making the production version of files read only (0444). That way when I do a svn export, they are not overwritten by the dev version of the files and I don't have to worry about editing files on each move from dev to production. But that's bad way of doing things like continuous integration.
Also by making multiple copies of the settings.php (one for localhost, beta, and prod). Then using a shell script that exports from svn, and then once the export is done, it replaces the settings.php with the correct settings.php, depending on the location that we are deploying to. That way everything is automated. But this is also a lame way to go.
Last way is
if( eregi ("myapp.com$", $_SERVER['HTTP_HOST']) ){
define('H_PATH', 'myapp.com');
} else {
define('H_PATH', 'localmyapp.com');
}
This is fine as far as settings.php is concerned. But what abt the .htaccess, u cannot check like the above in .htaccess.
What I don't want end up doing every time I deploy my site that I have to change settings.
My DB schema is not in version control so db is not an issue with me, only the settings.php and .htaccess.
Also how can i tell svn not to update some directories since that is also site specific (/log, /cache, /assets, /downloads). Also i need to preserve the apache ( www_data) write access intact for the above files as well.
Lastly i don't want to copy the empty trunk directory and the .svn files to the production server when i export.
How can i use Phing or even a shell script to integrate without causing any of these issues when building from svn to production servers.
This could be useful for many wannabe app developers out there in the wild.
Thanks in advance,
ocptime
I'd recommend you look at Capistrano for your deployment woes. I used it to deploy PHP systems, and it will do everything you describe (with a little script work in your deploy recipe). Take a look here for more info.
I don't keep any config files in my remote repo - when I checkout in dev, I can add them once, then ignore them so I don't check them im by accident. When it comes to deploying, my cap deploy recipe is set up so that it will write the settings files into the deployed version. This way, I never have to worry about deploying and missing anything critical.
Cap also takes care of any uploaded assets (symlinking the directories so they remain in place on each deploy), and it also automatically backs up all asset files and the database on deploy to Amazon S3. Pretty nifty, eh?
I have a Phing task called config, which asks me which environment I would like to configure the code for. The task accepts several possible values: local, development, staging, production, etc.
Once I tell it the environment, it reads in the appropriate .properties file (i.e. local.properties, production.properties, etc)
The next step will be the key for you: store TEMPLATES of your configuration and htaccess files, then run a filterChain replaceTokens task on them so their tokens are replaced with the values from the properties file.
Create these files:
common/build/templates/settings.tpl
define('H_PATH','##H_PATH##');
define('ENVIRONMENT', '##ENVIRONMENT##');
build/templates/htaccess.tpl
http://##H_PATH##
build/properties/local.properties
site.H_PATH = localmyapp.com
site.ENVIRONMENT = local
build/properties/production.properties
site.H_PATH = myapp.com
site.ENVIRONMENT = production
common/build/build.xml
<target name="config">
<input propertyname="env" validargs="local,production">Enter environment name:</input>
<property file="build/properties/${environment}.properties" />
<copy file="build/templates/settings.tpl"
tofile="config/settings.php" overwrite="true">
<filterchain>
<replacetokens begintoken="##" endtoken="##">
<token key="H_PATH" value="${site.H_PATH}" />
<token key="ENVIRONMENT" value="${site.ENVIRONMENT}" />
</replacetokens>
</filterchain>
</copy>
<copy file="build/templates/htaccess.tpl"
tofile="public/.htaccess" overwrite="true">
<filterchain>
<replacetokens begintoken="##" endtoken="##">
<token key="H_PATH" value="${site.H_PATH}" />
</replacetokens>
</filterchain>
</copy>
<echo msg="Configured settings.php and .htaccess for ${environment}" />
</target>
Now when you want to configure the site for running locally just type:
phing config
then type:
local
and press return. That's it! One huge benefit of this is that you no longer need ANY if/else statements in your code. Plus, it's not dependent on $_SERVER variables, so it'll work fine on the commandline.
I store my settings files and .haccess in SVN with renamed filenames, e.g. settings.php.example and .htaccess.example. This way when I create a new release I don't need to worry about overwriting stuff.
With the svn:ignore property, is there a way I can specify what I want to ignore based on patterns which I don't want to ignore? In other words, I want to ignore everything but files ending in .xyz. How would I go about doing that (if it's even possible)?
One option I've explored is committing everything I want to be versioned, then setting the svn:ignore property on the directory to be '*', thus meaning no other files but what I've already committed will be versioned. This is the best I can come up with, but it feels dirty in that if I ever did need to add another file to be version, I'd have to make multiple commits... one to remove the svn:ignore property, another to add/commit the new file(s), and then a third to change svn:ignore back to '*'.
Your thoughts?
No, there is no exclusive matching like you described. This article lists the possibilities for pattern matching. It's limited to:
? - Matches any single character* - Matches any string of characters, including the empty string[ - Begins a character class definition terminated by ], used for matching a subset of charactersA similar question was asked already here.
That's the only solution I know of. You can explicitly add files even if they are ignored though.
You would need to add that setting on all subdirectories though.
# Create a repository with property ignore *
[wlynch@orange ~] cd /tmp
[wlynch@orange /tmp] svnadmin create foo
[wlynch@orange /tmp] svn co file:///tmp/foo co
Checked out revision 0.
[wlynch@orange /tmp] cd co
[wlynch@orange co] svn propset svn:ignore \* .
property 'svn:ignore' set on '.'
# Create 3 files
[wlynch@orange co] touch a
[wlynch@orange co] touch b
[wlynch@orange co] touch c
# We can add all 3 of these files in one transaction
[wlynch@orange co] svn status
M .
[wlynch@orange co] svn add a
A a
[wlynch@orange co] svn add b
A b
[wlynch@orange co] svn status
M .
A a
A b
[wlynch@orange co] svn add c
A c
[wlynch@orange co] svn ci
Sending .
Adding a
Adding b
Adding c
Transmitting file data ...
Committed revision 1.
Have a look at http://www.thoughtspark.org/node/38. Obviously you can use "!" in character groups to negate its meaning. So if you want to ignore everything except files ending with .java, set the following pattern to svn:ignore:
*[!j][!a][!v][!a]
*.java?*
Well I don't know if I miss something, but you can use any pattern you want :
svn propset svn:ignore "*~" .
You can check with :
svn propget svn:ignore .
Another way is to use an alias / script that can do complex parsing when commiting.
The best solution I find to use myself is to completely separate the versionned tree of source files from the build tree. This way you do not generate things in your versionned tree of directory. Then you can only use svn:ignore to ignore simple artefacts generated by text editors for example.
EDIT:
Sorry my mistake for the first solution, I have misread your post. The two other ways seems relevant even if not exactly what you want ...
We need to store binary files (mostly MS Word documents, ranging from a couple of KB to a couple of MB in size) in a version control repository with over 100 "projects". Currently we use Visual Source Safe but there are some problems, the database is crashing sometimes and the access is slow.
We are considering moving to Git or Subversion and we were wondering which one would be a better option for handling binary files.
Subversion attempts to automatically detect binary files (see SVN FAQ). If this fails, you have to designate them yourself (you also can't change SVN's detection method).
Git does the same, and you can specify which files to automatically treat as binaries by including a .gitattributes file in your source repository.
Here is a comparison of Git and SVN's binary file handling. (The site may be down right now; if so, try the Google cache.)
Here is what some other Stack Overflow members have been doing with Git and binary files.
Hope this helps!
We use git for everything. Literally. Even our administrative office's entire file share is kept in git (the sysadmin commits it each day).
That share is almost entirely binary files -- word documents, quickbooks, etc...
We have a 100% accurate history of everything. And with an occasional git gc it keeps the repo size manageable.
Also: git is really fast. When we switched from SVN, git was ~ 10x faster than subversion in our usage patterns (large projects with 20,000+ files).
Subversion, definitely. Today (2009), TortoiseSVN provides Explorer-integrated navigation of Subversion repositories, and most particularly it supports diffing of arbitrary Word documents (it defers the diff to Word itself, but the feature works really well).
There's no reason why a TortoiseGit can't have this same feature, but such a thing doesn't quite exist in a stable form today. Fortunately, it's easy to migrate a Subversion repository to Git anytime in the future.
Update: As of 2011, TortoiseGit apparently has the same document management features as TortoiseSVN. However, Subversion supports advisory locking documents so that other users are notified if they try to edit the document at the same time as someone else. To the best of my knowledge, TortoiseGit cannot support this feature because of Git's distributed nature.
TortoiseGit supports full git workflow for Office documents delegating diff to Office itself. It works also delegating to OpenOffice for OpenDocument formats.
I'm looking for a good way to automatically 'svn add' all unversioned files in a working copy to my svn repository.
I have a live server that can create a few files that should be under source control. I would like to have a short script that I can run to automatically add these, instead of going through and adding them one at a time.
My server is running Windows Server 2003 so a unix solution won't work.
EDIT: Simpler way:
svn add *
This will complain about .svn and aready added files, but otherwise should work.
Old answer
This is not that difficult to to in cmd:
svn status
will list all unversioned files with a ? in front. So
svn status | findstr /r "^\?"
will find all those lines. You can then tokenize this by wrapping it into a for command:
for /f "usebackq tokens=2*" %i in (`svn status ^| findstr /r "^\?"`) do svn add "%i %j"
(Note that the tokens option here causes two tokens, %i and %j to be created, hence the slightly weird svn add statement in the end.)
If you use this in a batch file you need to double the %:
for /f "usebackq tokens=2*" %%i in (`svn status ^| findstr /r "^\?"`) do svn add "%%i %%j"
This is a different question to mine but there is an answer there that belongs on this question:
svn status | grep '?' | sed 's/^.* /svn add /' | bash
Tortoise SVN has this capability built in, if you're willing to use a non-command-line solution. Just right click on the top level folder and select Add...
svn add --force * --auto-props --parents --depth infinity -q
This worked for me:
svn add `svn status .|grep "^?"|awk '{print $2}'`
(Source)
As you already solved your problem for Windows, this is a UNIX solution (following Sam). I added here as I think it is still useful for those who reach this question asking for the same thing (as the title does not include the keyword "WINDOWS").
svn st|grep ?|cut -d? -f2|xargs svn add
I think I've done something similar with:
svn add . --recursive
but not sure if my memory is correct ;-p
Or possibly
List all changed files. Limit this list to lines with '?' at the beginning - i.e. new files. Remove the '?' at the beginning of the line. Remove the spaces at the beginning of the line. Pipe the filenames into xargs to run the svn add multiple times. Use the -i argument to xargs to handle being able to import files names with spaces into 'svn add' - basically, -i sets {} to be used as a placeholder so we can put the " characters around the filename used by 'svn add'.
Advantage is that this should handle filenames with spaces in them.
svn status /home/websites/shop2_v1_1 | grep -Z "^?" | sed s/^?// | sed s/[[:space:]]*// | xargs -i svn add \"{}\"
I'm new to Eclipse. I'm using subclipse for connecting to my SVN. There are some folders and files I would like to add to svn:ignore, but it's grayed out. Is there an easy way to get subclipse to ignore files and directories?
You can't svn:ignore a file that is already commited to repository.
So you must:
Good luck!
/Henrik
I was able to do this using TortoiseSVN directly from Windows explorer:
Right click on file to ignore->TortiseSVN->Delete and add to ignore list
I had to close then re-open the project in Eclipse, job done :)
This is just a WAG as I am not a Subclipse user, but have you ensured that the folders containing what you're trying to ignore have themselves been added to SVN? You can't svn:ignore something inside a folder that's not under version control.
It seems Subclipse only allows you to add a top-level folder to ignore list and not any sub folders under it. Not sure why it works this way. However, I found out by trial and error that if you directly add a sub-folder to version control, then it will allow you to add another folder at the same level to the ignore list.
For example, refer fig above, when I wanted to ignore the webapp folder without adding src, subclipse was not allowing me to do so. But when I added the java folder to version control, the "add to svn:ignore..." was enabled for webapp.
This is quite frustrating, but it's a containment issue (the .svn folders keep track also of ignored files). Any item that needs to be ignored is to be added to the ignore list of the immediate parent folder.
So, I had a new sub-folder with a new file in it and wanted to ignore that file but I couldn't do it because the option was grayed out. I solved it by committing the new folder first, which I wanted to (it was a cache folder), and then adding that file to the ignore list (of the newly added folder ;-), having the chance to add a pattern instead of a single file.
I can't seem to get the icons to display under Windows 7 and I really miss this from Windows XP.
How can it be fixed?
Windows can only show a limited number of Overlay Icons (15 total, 11 after what Windows uses). Programs like Office Groove, Dropbox, Mozy, Carbonite, etc, will hijack a bunch of the 11 possible overlay icons (boy would it be nice if Microsoft upped the number of these as the number of applications that use them seem to increase and increase)...
You can see what overlays are set up, and change them (at your own risk) in the registry here:
If you are using TortoiseCVS (and have nothing else using overlay icons), you will get a couple of TortoiseSVN Icons, and all of your TortoiseCVS icons. This is because the overlay icons are used in alphabetical order. Again, at your own risk (editing the registry may blow up your computer, yada, yada, yada -- and if you are reading Stack Overflow and using Windows and haven't edited the registry, you are a rare beast indeed), feel free to rename them (I suggest putting numbers in front of the ones you want to use and "z_"'s prefixed to the ones you don't need). The TortoiseSVN Shell extensions are nicely named so you know what they do, the TortoiseCVS extensions are not. After looking through the source code, I found the pertinent information:
I, too, lost my overlays after upgrading to 1.6.8 on Windows 7 x64. I only installed the x64 version and not the 32-bit version. To fix, I ran a repair with the original installer and rebooted. The overlays displayed normally thereafter.
Before doing anything to your registry or similar procedures listed in Kris Erickson's (excellent) answer or the ones below, there's something to consider...
Are you on a network drive?
If so, go to Tortoise SVN settings (right click any folder > TortoiseSVN > Settings), then go to 'Icon Overlays'
Make sure you've checked 'Network Drives' as pictured:
By default on a fresh Tortoise install, network drives don't have the icons added.
This solved the problem for us. If this fails for you then obviously you can go through the (slightly) more involved solutions listed here.
They display fine here. Are you using the 64-bit version of Windows 7 along with the 32-bit version of TortoiseSVN? If so, then they will only show up in the 32-bit Explorer (or in the CFDs of 32-bit applications). You can install both 32-bit and 64-bit versions side-by-side, though.
Also restarting your PC is not needed. Just restart explorer.exe.
Same problem for me. It turns out that the cause of the problem was the new JungleDisk 3.0, which rudely installs three overlays named "1Sync..." "2Sync..." and "3Sync..." pushing the Tortoise ones off the end.
Just delete those JungleDisk keys in the reg hive listed at the top (or prefix them with z_) and re-start the system and Tortoise should work fine again.
Given that this overlay limit exists in Windows and is easily hit with current tools, tool vendors really should ask during advanced installation if the user wants to install them. I have no need nor desire for the new "Sync" feature and don't really care for the tactic of stuffing the icons at the top of the list with clever naming. Shame on JungleDisk.
I had the same issue as the OP: Win 7 (x64), TortoiseSVN (x64), and DropBox (x86). The info from some of the other answers gave me all the info. I've only ever had the x64 version of TSVN installed on this machine.
In my case TSVN and DropBox were installed the same day I did the OS install and the overlays worked fine until a couple of days ago. I did nothing involving changing settings for either app to cause them to stop working.
Here is what I had in the icon overlay registry section after the problem started (HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\Windows\CurrentVersion\explorer\ShellIconOverlayIdentifiers):
I verified that only the overlays corresponding to the first 11 entries display in Explorer. When I modified the order of above entries by adding 'z' to the start of some of them, again only the first 11 overlays (under the updated order) would display.
With the above I had everything I needed to solve the problem (either rename or or delete entries so that the TSVN entries I want working are <= #11 on the list). Below deals with wondering why this suddenly happened.
I know that based on the overlays that worked prior to a couple of days ago, keys 1-3, 7-9, 12-13 were all <= 11 in the list (not sure if overlay #14 ever worked since I never had files w/ read-only status. #15 never worked on this machine so i know it was never in the top 11). I also assume the block of TSVN keys move up/down in unison, therefore they were bumped down either two or three places (* see below). This implies that 2-3 items were added between the DropBox & TSVN blocks. The three that are there now are added by Windows and I would assume they'd be there as soon as the OS installed.
Is the list of 15 overlays determined at run-time? Seems like the overlay handlers might sometimes tell the windows shell that there are no icons to add to the list. Possibly some settings I messed with a couple of days ago related to file sharing and file encryption caused some of those items at the 4-6 spots to become "activated" and push the SVN ones down.
In the end I deleted a couple of entries and moved some, so my final list looks like this:
I just upgraded to TSVN 1.6.8.19260 on a WinXP and two Win7 machines. After upgrading, the overlay icons disappeared on all 3 machines. Under the above mentioned registry key, I only found the entry for offline files. I simply had to reinstall/repair the TSVN installation and the icons reappeared after a reboot. I've never detected that behaviour in any previous TSVN version and I certainly installed TSVN everytime the same way with the same permissions.
I resolved it by using Autoruns from Sysinternals.
I suggest complaining to Microsoft regarding the ridiculously low icon overlay limit. If enough of us complain, perhaps they'll fix the true root cause of this problem:
See comments at bottom of page: http://msdn.microsoft.com/en-us/library/cc144123(VS.85).aspx
Give Microsoft Windows 7 team feedback on this issue: http://mymfe.microsoft.com/Windows%207/Feedback.aspx?formID=195
My icons had disappeared too. The registry fixes did not work for me either.
This is how I got them back:
To complete Johannes's answer, you can check this thread, which mentions another cause (the first one being installing the 32bit client instead of the 64 one) (emphasis mine):
Only more recent versions of TSVN and TCVS are able to share overlay icons, and since Explorer has a limit of 14 overlay images in total with extraneous overlay icons simply not showing up you might have too many...
If it's overlay icons are showing up you'd have to actually be using the 32-bit Windows Explorer, which of course means you'll have to also install a 32-bit version of TSVN.
The issue might come up when one install also first TortoiseVCS, because:
Looking at what got installed in the filesystem and the registry, it looks like they tried to do what I do with my Shell extensions - install both 64 and 32 -bit versions, so that nobody says "I don't see my overlays/menus"! ;)
Unfortunately, it looks like the registry entries for 32-bit got hosed, so the 32-bit extension DLL, even though present, does not have the correct registry entries.
If in doubt I suggest to deinstall TCVS and TSVN.
Then install TSVN.
Maybe after installation reboot twice, not only once.
And if they still don't show up go to software control panel and choose to repair the installation. That did the trick for me with when upgrading from the previous to the current version.You should probably install the TortoiseXYZ variant you plan to use mainly first, to improve its chances to fall into one of those limited number of overlay icons slots before the TortoiseXYZ variant you use less.
Always keep these limited number of overlay icon slots in mind when trying to analyze malfunctions.
I found that if you install the 32bit version first it some how mucks up the 64bit version. On reinstalling windows 7 i just installed the 64bit version and it seems to work fine now.
If you want to use Tortoise from within a 32 bit Application on Windows 7 64 bit, you need to install both the 64bit and the 32bit versions of Tortoise. According to Tortoise's makers, this works fine. (source)
No offence to the other answers but I couldn't understand that I SIMPLY need to go to the registry and delete a couple of registry entries.
Check this guy's solution which describes just that as straightforward as it can be.
Kris Erickson is right, vote him up. In my case the problem was installing TFS powertools , which adds explorer shell integration just like TSVN and TCVS. It adds another 5 overlays. Since they are prefixed with Tfs*, they take priority over Tortoise*. I also just prefixed the Tfs stuff with z_ and the TSVN overlays came back. No need to reboot/logoff though, just kill explorer.exe and start it again.
Have you tried to change in Tortoise Settings the status cache to 'Default'? I had this problem with the overlay icon on folders because I had this option in 'Shell'. The option is in Settings -> Icons overlay.
Maybe this could help you http://tortoisesvn.net/node/97
After upgrading to TSVN 1.6.8.19260 I had the same issue (no icons in Explorer), but in my case, there were NO entries at all for TSVN under HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\Windows\CurrentVersion\Explorer\ShellIconOverlayIdentifiers. In my original install, I didn't included the additional icon sets, because I never use them (and I've never installed them in any previous upgrades).
I modified my installation, adding the additional icon sets, and my icons have magically reappeared.
Sometimes you just need to go to TortoiseSVN "settings", turn the icons off, click "apply", turn them back on.
I am a new user in Git world. I used to use Subversion (using TortoiseSVN) and it is pretty easy. I would like to try Git but i got confused by the terms. Is there any documentation/guides that can explain me how to use Git?
For example, in Subversion I use checkout; in Git which commands should I use? Any good book about Git that I could use?
Here are two good guides:
Best one I've come across is here:
Here is nice tutorial Git for Windows developers
i really enjoyed gitimmersion.com
I´m getting this error while trying to commit to a svn repository:
svn: MKACTIVITY of '/svn/Demo/!svn/act/e2e65cfa-...4165f': 403 Forbidden (http://svn....com:8088)
Any idee why? I googled a lot but cannot find a solution for me...
I do not know if this answer helps you, but in my case it had something to do with server domain names and case sensitivity.
The URL we used for this working copy was
https://bhm18a.serona.org:8443/svn/nebeam/eco/branches/apple2010
instead of the correct URL
https://bhm18a:8443/svn/NeBeam/eco/branches/apple2010
Misteriously the wrong URL worked for "check out" and "update" and browsing the respository but not for "copy" or "commit".
Checking out a new working copy using the exact URL made the problems disappear.
(Using subversion 1.6.12 with Visual SVN Server)
Check if you supplied the correct credentials or you have enought rights to reach that repo (usually looking at authz files, if you can manage the server config). As one commenter said above is a permission problem.
Double check casing in repository path.
This can also happen if the user places a space at the end of their username. Our setup is svn via http in apache. If a user places whitespace at the end if their username, it will get trimmed and apache will pass the auth though. However svn will fail to find the username and you will get this rather cryptic error.
It can also happen due to an odd url case problem. Windows does not make a difference in filesystem case, but svn does (even when running on windows). See some info on this here.
Case in the repository path MUST match the case on the server. I spent many hours tracking down why some users could commit changes to the repository and others could not. It turns out the initial checkout for the "forbidden" users was done with the URL in all lowercase "../svn/robotconfig" when the name of the repository was actually "../svn/RobotConfig". After doing a fresh checkout with the properly cased repository name, users were able to commit changes.
The 403 Forbidden error happened after I modified the .htaccess to limit request methods with:
RewriteCond %{REQUEST_METHOD} !^(GET|HEAD|POST|PROPFIND|OPTIONS|PUT)$ [NC]
RewriteRule .* - [F,NS,L]
You can also check case of your credentials username. That was my case.
I'm trying to setup my first repo on my host and am getting this error when I use Tortoise to checkout the project:
Error: OPTIONS of 'http://mywebsite.com/svn/myproject': 200 OK (http://mywebsite.com)
Here is what I did:
ssh into my host and head to /home/myaccnt and 'svnadmin create svn'
create my project repo: 'svn mkdir svn/myproject'
add files to the repo: cd /home/myaccnt/.../myproject (which has /tags, /branch, /trunk); 'svn import file:///home/myaccnt/svn/myproject' (the big ole list of files being added is seen at this point.)
At this point I think that I've setup my repo and imported my project into the repo. So, I'm ready to checkout using TortoiseSVN on my Windows box. So:
In the folder I'd like to checkout to, I rightclick and 'SVN Checkout' and then make sure my URL is: http://mywebsite.com/svn/myproject
Result?
Error: OPTIONS of 'http://mywebsite.com/svn/myproject': 200 OK (http://mywebsite.com)
Anyone have any thoughts for me? I'm likely missing something fundemental w/ the structure of my repo or htaccess... or something.
Many thanks in advance.
I had to dig into this issue too and found the following pages which lead me to the solution: - http://comments.gmane.org/gmane.comp.version-control.subversion.devel/117844 (See especially the link to "Julian's patch")
There is stated that the "OPTIONS of <url>: 200 (<url>) OK" error is quite misleading and often just means that the repository URL is wrong.
I had a similar problem with a simple "svn list" command.
To extend Vitor Mateus' answer regarding slashes; While setting up my own repository using Apache on an in-house server, my original Location tag in the apache2 config file looked like
<Location "/svn/repo_address/">
...
</Location>
where there was a trailing "/" after "repo_address". There should not be a slash there:
<Location "/svn/repo_address">
...
</Location>
Something subtle, but it makes a huge difference. Now a call to
svn list http://my.server.com/svn/repo_address
works fine. Sometimes it helps to read the manual carefully ;-)
If you change the checkout address from "http://mywebsite.com/svn/myproject" to "svn://mywebsite.com/svn/myproject", does it start working? If so, maybe you didn't set up the HTTP protocol for SVN access?
I just had this problem. My subversion server was on a non-standard port. So effectively my repository URL was wrong. Just something else to check...
For me, the error was on the server side, and it was because I forgot to uncomment DAV svn in the config /etc/apache2/mods-enabled/dav_svn.conf (on debian)
Apparently, this is more a restriction issue by my host. Working w/ them to resolve it.
Thanks, 1800.
BTW, the answer here was that my host, A2 Web Hosting, requires that SVN be handled via SSH using a public_key and configuring, in my case, Tortoise to do the job. It was sort of funky for someone who has just a little experience setting up keys but it was pretty satisfying once it was done!
You can find info about SVN on the A2 host in their support wiki.
Try to put / on the end of url. Change the checkout address from "http://mywebsite.com/svn/myproject" to "http://mywebsite.com/svn/myproject/".
A modification of the first response worked for me.
My repository uses SSH. The URL was given to me as https:// (for HTTPS access) and I eventually figured out that the protocol on the URL needed to be changed.
Using the command-line client: $ svn checkout svn+ssh:///svnroot//
(No key configuration was needed.)
For me it was definitely a authentication issue.
Normally when I attempt to Checkout a new project, I am asked if I want to accept the certificate, (Permanently,temporary or not at all)
I must have click not at all previously so it wouldn't prompt me again.
Using the Tortoise client I went into Settings, then Save Data and cleared my Authentication Data.
Then when I attempted a Checkout, it prompted me to accept the certificate, I did Permanently and all was good. It checked out all my code.
Try disabling log caching (TortoiseSVN setings)
I ran into this error while connecting to an open source repository from my ubuntu x-term. The solution that worked was I modified my /etc/subversion/servers file. I modified the proxy settings in the global section and now - "All eez well"
As answered by Armando Musto, it is an authentication issue.
After having accepted permanently a certificate, the machine name in the URL shall contains domain name. e.g. to access via https to the repository my_rep on a server xxx in the domain yyy URL shall be of the complete form : https://xxx.yyy/my_rep
My solution was to reboot my svn server.
I am running a Joyent SmartMachine - so it was just a press of a button.
Make sure SVNPath is set correctly in the apache configuration!
This error is completely generic and just means it couldn't communicate with the SVN server. Use your browser to look at the URL and see what's really being served. It should be a plain black and white page that says Powered by Subversion in the footer. That should help you figure out what the problem is.
In my case the requests were not ending up at the DAV module because I'm using ProxyPass.
For me, this url failed: "http://svn/project/trunk", but this worked: "http://svn.acme.com/project.trunk".
We're a heavy user of SVN here. While the advantages of GIT over SVN made us want to change, the advantages of Hg over SVN mean it's now time to change and we need to start doing so very soon.
I'm not so worried on the client side, but here are my questions.
There are some excellent books on setting file metaproperties, properly organizing projects, etc on SVN. What is that book(s) for Hg?
Is there a way to convert an SVN repository (that you've used) and can report how well it went? We don't want to lose years of commit logs if possible.
When you DO convert, how did you split up the old code? Did you commit trunk as one project, and tags/forks as another?
If you used SVN for legacy work, did you check in updates to SVN or something else?
There's a free book available at http://hgbook.red-bean.com/ and published by O'Reilly in 2009.
As of release 0.9.5, Mercurial comes with a conversion tool.
I must admit I switched to Git instead of Mercurial. That said, with Git you can import branches, tags and trunk at the same time in the same repository. Git takes care of everyone and gracefully stores tags as tags, branches as branches and the trunk as the master branch. I'm confident it's almost the same with Mercurial.
I recommend you to switch to Mercurial (or Git or any other DVCS) as soon as you can. Do not continue to work on two different repositories. When I switched, I kept svn as long as I was confident enough with Git (git-svn enables yout to interact from git to svn and viceversa). Then I made the switch and I locked the SVN repos.
Please start by going to the Mercurial wiki. There you'll find a prominent link called Mercurial: The Definitive Guide which links to the hg book as it's called. You probably know the svn book for Subversion -- this is the equivalent for Mercurial (they're even hosted on the same server, but written by different authors).
Further down on the wiki front page, you'll find a section for refugees from other version control systems. There is a link with information for SVN users and repository conversion. The former explains that you can try HgSubversion if you want to do a bi-directional conversion between Subversion and Mercurial and the latter explains how to use the convert extension to do a (possible incremental) Subversion -> Mercurial conversion.
Did you find any of these pages already? If not, please tell us how we can improve these pages in order to make these things easier to find.
I've started the conversion from Subversion to something else a couple of times, once to Darcs, and now I'm playing with Git. I also did a fairly major move from CVS to Subversion quite some time ago.
My biggest piece of advice is, don't do it all at once. Pick one non-trivial but not huge project, and convert that first. Allocate a reasonable time budget (an hour per day per developer for the first couple of weeks is not unreasonable) for learning the system and adapting your workflow. A month or so later, once you have a reasonable amount of experience with the system amongst several developers, then you can look at converting everything else, if you still feel you even want to go that way. When you do that, make sure that your developers who are experienced with the new VCS are available to the others, ideally one should be working in the same room with anybody who is being converted.
Oh, yes, and this does presume that you've already done a reasonable amount of playing with the system, and built a "toy" project using it. Not too toy, though: it should involve at least three developers, a few dozen files, hundreds of commits, and should use a workflow similar to one of your real projects.
There's been a discussion (pro v con) about distributed Subversion, some of it concerns items that SVN doesn't do as well as DVCSs, and vice-versa, but there's a lot of information in the long discussion that is of a useful nature to anyone thinking of migrating a company's VCS.
To skip directly to a good post, try this one.
If you do decide to go for a DVCS from SVN, perhaps you should look at git-svn which allows bidirectional changes between svn repository and git frontends. It should give you the best of both worlds, though using git instead of mercurial.
I had a rather large subversion repository where every main folder was a module. To split it up I used the following incantation:
for i in *; do \
echo include "\"${i}\"" > /tmp/hgv.map; \
echo rename "\"${i}\"" . >> /tmp/hgv.map; \
hg convert --filemap /tmp/hgv.map /mnt/e/sqlwork/ "/mnt/h/work/${i}"; \
done
It gets every folder in the current directory, generates a filemap for the convert subcommand and converts the directory into a hg repository. I had no history-loss and hit no other obstacles. You may want to have a look at the convert extension.
hg convert plugin to convert (sic) my Subversion repo to a Mercurial version. Worked very well. See the plugin doc for details. There are (of course) other ways.hg convert indeed copies the full svn set, including branches and tags (and any other directory structure present in your repo).I have what I thought was a simple scenario - using TortoiseSVN:
1) I made a branch (B2) of an application (to work on implementing image sprites & JAWR).
2) Testing & development went on as normal on the trunk.
3) I re-based the branch a couple of times over the last few days by:
3.1) Merged trunk (by range of revisions) to my branch-b2 working copy, resolving conflicts during the merge.
3.2) (after testing branch-b2), I commit the re-based branch-b2.
This all worked as I expected. But merging the branch back into the trunk is having its way with me:
4) After all updates committed in branch-b2; I make sure I do an SVN Update on trunk and branch-b2.
5) Then, I try to merge (range of revisions) from branch-b2 into the trunk. However, for any new file that had been added to the trunk, and subsequently added to branch-b2 when I rebased it, I get a tree-conflict. I'm not sure what the proper way is to resolve these conflicts.
The most typical advice I've seen is to either delete the tree-conflict files from the trunk, then merge the branch over; or delete the entire trunk, copy the branch files over, and then commit them as a new version in the trunk. Neither of those options seems like a good idea- first one is a pain, and both seem like they would lose file revision histories.
What'd I do wrong, and how do I fix it?
Sounds like you're using the pre-1.5 merge style and trying to reintegrate the branch into trunk. In that case, what you want to do is first ensure all the trunk changes have been merged in to the branch, and then instead of range-merging the branch to a working copy that points to the trunk, you want to merge "FROM trunk@HEAD TO branch@HEAD" with the working copy pointing to trunk. In essence:
"Give me all the changes I'd need to make trunk identical to branch".
This works if you've already merged all the trunk changes to the branch, because then the only difference between trunk and branch are the changes made in the branch.
Make sense? :)
I investigated the same problem. It is "feature" in Tortoise SVN 1.6.5. TortoiseSVN 1.5 works fine with our repositoty (SVN 1.5). TortoiseSVN 1.6.5 when rebasing adds files from mainline as NEW (without saving merge-history).
And reintegrating branch resuls in treating those files as conflicting with mainline.
I solved the problem by using feature of TortoiseSVN 1.6 "reintegrate branch". It's specifically purposed for feature-branches.
-- Alexey Korsun
I could not really figure out how the above solution was to work so my work around is different. First I made sure the branch contained all the changes from the trunk.
1)I got a fresh copy of the trunk. 2)I exported the branch to a temporary location using the tortoise svn export. 3)I used windows explorer to copy the entire branch tree over to the trunk and overwrote all files 4)I used the check for changes command on tortoise and included all unrevisioned files checkbox. 5)I selected all the files and clicked add.
You should use solutions that have not been built so the unrevisioned files do not include output.
I cant wait until we upgrade to 1.5+
Going by the number of questions on this site for these three distributed version control systems, it seems like Git either
Or most probably a combination of the three. (Let's say that popularity on this site equates to popularity at large.) Here are the numbers:
It's not entirely satisfactory having three competing yet largely equivalent open source products to choose from. Personally I use Git and I'm fine with the other two. But when it comes to recommending one system over the others, I'd like to ask: can we start recommending one safely yet?
Comments from mid-2009: The recent historical popularity of Subversion is clearly reflected by the number of questions, indicating at least a small tipping of the scales towards Git over the Mercurial or Bazaar.
Comments from mid-2010: Look at that huge relative increase in Mercurial numbers. Obviously only two-data points aren't enough to show a trend, but it looks like Git and Subversion are largely entrenched, Mercurial has seen a lot of growth, and Bazaar has remained relatively quiet.
Brief comment, mid-2011: Can we just call Git the winner? :) No, I accept the argument that number of questions is not equivalent to popularity. Numbers sure are strong, though.
Update November 2011:
Git is now much more mature compared to 2009:
However, installing Git in a centralized environment is not trivial:
See "Distributed Version Control Systems and the Enterprise - a Good mix?"
One point consistently missed is:
they are different in their nature.
That means:
Going by the number of questions on this site for these three distributed version control systems, it seems like Git either
- is more popular, or
- is more difficult (hence requiring more questions), or
- has more features (hence requiring more questions).
About SCM popularity -- see the following StackOverflow question: Are there any popularity / usage statistics available for the Free RCS/SCM/VCS systems?. Here we have questions like what set of ignore files to use for specific kind of project, which are SCM agnostic, but are asked for Git (and using 'git' tag), because it is what person who asked question use.
About Git being more difficult (and therefore having more questions about on SO) -- certainly Git has steeper learning curve. It also uses few (quite) unique concepts, like the staging area (the index), or all branches being equal, which are responsible for its power, but might be difficult to get right at first (especially if one comes from other SCM). Also Git UI is not completely consistent (although it gets better), because it was grown rather than developed; which is responsible for its power, but might lead to suboptimal user interface.
About Git having more features -- you would have to check how many SO questions are about advanced / uncommon features of Git. You should be aware however that open source projects borrow ideas from one another, or have similar features developed independently: one example would be finding bugs by bisecting (searching) history for commit that introduced the bug which was (as far as I know) developed first in Git, and then implemented as plugin in Bazaar, and first extension and currently core functionality in Mercurial. Another would be interactive selecting fragments of changes to commit, inspired by Darcs behaviour. Yet another would be Git's bundle idea, borrowed from similar concept in Mercurial.
Yet another possibility of source of larger number of SO question might be lack of good documentation... although it gets better nowadays with Git User's Manual (distributed with Git) and Git Community Book (found on Git homepage). Still there is this persistent meme that Git has worse documentation than, say, Subversion with its Version Control with Subversion (also known as svnbook) and Mercurial: The Definitive Guide (also known as hg-book)... and people do not read documentation before asking question on StackOverflow, sometimes.
It's not entirely satisfactory having three competing yet largely equivalent open source products to choose from. Personally I use Git and I'm fine with the other two. But when it comes to recommending one system over the others, I'd like to ask: can we start recommending one safely yet?
Well, Git and Mercurial were developed independently starting at nearly the same time in the response of terminating free license for BitKeeper for use by Linux kernel developers, as a replacement for it. Subversion was out of the question as centralized SCM, with lack of support (then) in core for merge tracking; this made it completely unsuitable for the largely distributed development model of Linux kernel. Bazaar was probably too slow (at least then), and a bit on centralized side (I guess).
Git is more powerfull (in my opinion), Mercurial is simpler (in people opinion) and a bit more portable (Python); Git is scriptable and is based on data model allowing independent reimplementations (see e.g. JGit, git written in Java), while Mercurial has Python bindings for writing extensions, and is based largely on API allowing change of underlying repository format (revlog - revlog-ng)... but that is just my supposition. They fill slightly different niches.
Besides isn't having a choice considered good thing? We have KDE and we have GNOME and XFCE (and other window managers and desktop envirionments); we have Emacs and Vim (and other programmer's editors); we have rpm-based (e.g. Fedora Core, Mandriva, SuSE) and deb-based (Debian, Ubuntu) and tgz-based (Slackware) and source-based (Gentoo) distributions; we have KWord, AbiWord and OpenOffice.org... and we have Git, Mercurial and Bazaar.
I use and recommend mercurial
One advantage of any of the three over subversion is that it doesn't create an equivalent of a ".svn" folder in every folder of the project. Usually just has one (".hg", ".bzr" or ".git") in the base folder. That alone can be a good reason to use one of them over svn even if you are using a centralised repository model. (Aside: In fact, I often use svk as my svn client when using a svn repository just for this feature (linux only though, svk is not good on windows)).
Of course, one advantage of subversion is you don't have to check-out the entire project if you only need one of its sub-folders.
In my experience judging from the number of questions noticeably skews the comparision to git and against Mercurial. The reason is twofold:
Have a look at hg update --help versus git checkout -h and git --help checkout. With Mercurial I seldomly found questions which aren?t answered by a few glances at hg help.
http://mercurial.selenic.com/wiki ? if you need help, you?ll likely find it there, including many Tipps and Tricks: http://mercurial.selenic.com/wiki/TipsAndTricks
Since the origin of social coding with Git at GitHub, Git seems to have attracted lots of followers.
Well the reason that git has so many users is that the Linux kernel uses it, so if you want to do Linux development, you use git.
Since so many people are involved with git, I'd recommend using git, simply due to the larger user base. In fact, the numbers you show above are a clear sign of this.
As for difficulty, all version control is difficult, especially the distributed kind. SVN and CVS weren't exactly easy (for me at least) at first glance. This is just part of the necessary learning curve of getting used to a version control system.
EDIT: Since you added a subversion reference, I figured I'd address it. I think most people will use svn because it has all sorts of pretty GUI interfaces for it. In general, people hate to use the command line, including some developers. git typically does not work very well on Windows either (or at least not as seamlessly). Since many people are on Windows, this kills the number of potential users.
In addition, I think the concepts of SVN are a little easier to grasp since svn uses a central repository rather than a distributed system. It's easier to understand, "Here is the big mountain of code, please add your code here," than "Here is some code, mine might be different from his, his from hers, but you can add something if you wish."
In my opinion, svn has a much better system of documentation set up. git's documentation is targeted to a little bit higher level of knowledge (of the program, not a programmers intelligence) and so makes sense after you use the system, but when first start, it just looks like a bunch of gobbeldy-gook.
Overall, I think svn is and will always be more prevalent because its general operating concepts are easier to understand, the tools are easy to use, and it has wonderful support on Windows.
Let me end with my final two cents though and say that I much prefer git because I think it's much more powerful than any other system I've used. Climbing the learning curve definitely pays off once you begin to understand the program better.
An interesting blog post from Eric Sink about them all.
Fortunately it's easy to measure user install statistics, which are a direct popularity measure. But the data contradicts the accepted answer. Ubuntu records user software installs. A Bazaar wiki uses these stats for popularity comparison to its competitors. There's been a growth spurt in Bazaar and Mercurial linux installations over the past year, and bzr may pass git in popularity within the next couple months:
June Aug Growth
2010 2011 Rate
---- ----- ---- ------
svn 283k 397k 40%
cvs 256k 418k 63%
git 94k 159k 69%
bzr 52k 121k 134%
hg 36k 68k 90%
Another measure of VCS popularity across all operating systems is traffic at the download pages for each of the VCS systems. Surprisingly svn and git install site visits have actually declined significantly over the past year, while bzr and hg have continued to climb. Users must be visitng URLs other than the 4 cataloged here or may be using automated installers more and more, like aptitude on Ubuntu (see above). Nonetheless, this website visit count is a better than user difficulty counts (stackoverflow question counts) for estimating popularity.
I'm a fan of bzr because it insulates me from the various VCS repos I interact with daily. I only have to learn one syntax. And it's an intuitive, simple syntax.
I'm working on a project with a couple other members and it would be nice if I could get system tray alerts when someone commits to the project.
I've seen tools for this before and googled around a bit but I couldn't find the tool I've used in the past. Can anyone point me to a decent SVN monitoring tool?
The CommitMonitor is quite good if I may say so :)
It doesn't have that many features because it's purpose is to monitor for commits and use as less memory as possible - I don't like tools that I have to keep running continuously and use a lot of memory.
From the website...
Have you tried this question: Best SVN Tools
I use two tools:
a post-commit that I install in the hooks/ subdirectory of the Subversion repository. It uses the Subversion commit-email.pl program and emails me.
a custom program ran by cron which creates a syndication feed of the commits, for the people who prefer to use a feed reader.
My post-commit. Note that commits to the langtag directory are also emailed to a different address
The command to create the syndication feed (Atom format). Makefile format:
And you can get the svnlog2atom.xsl XSLT program (I believe it came originally from Norman Walsh).
have you tried this: http://svnbook.red-bean.com/en/1.4/svn.ref.reposhooks.post-commit.html ?
i think the sample script that comes with svn actually is a notifying script
Could this be what you were using before? SVN notifier (svnnotifier.tigris.org)
I haven't tried it yet, but SVN-Monitor might be useful. You will need ToirtoiseSVN client mentioned above to work with it.
I really like SVN Monitor, but you need tortoise SVN installed for it to work.
This is an open source project, however I think it has been replaced with Vercue.
http://www.svnmonitor.com
redirects to
http://www.vercue.com
Source code for SVN Monitor is avaliable at
http://sourceforge.net/projects/svnmonitor
I have an automated build system using CruiseControl. I am using the SvnRevisionLabeller to to get the version string to use. With this string I can use nant to update AssemblyInfo.cs so when I build it has the correct build string. I can also use this CC label to tag the subversion repository.
So everything is aligned
- CCNet Build label
- Executable (Assembly Information)
- Version Control (subverson tag)
Now where I have a problem is if I want to try to rebuild an old image from the repository. Since AssemblyInfo.cs is not under version control but rather a generated file, when I now try to build, the versioning information will not be the same as it was when this version of the repository was built using CruiseControl. I would like to be able to generate exactly the same image regardless of whether it was built during the CC build or at a later date when checking out from Subversion.
I know that it is often not recommended, but should I check-in the assemblyInfo.cs file after each build so that when I build subsequently from a svn check-out the correct version information will be used?
Thanks, Liam
I use a CommonAssemblyInfo.cs file which I add a link to in every project.
The only attribute I have in this file is AssemblyFileVersion and have CC.Net / Msbuild update the version every build.
Make sure any project that includes CommonAssemblyInfo.cs doesn't have duplicate attributes in AssemblyInfo.cs.
If you check out the CC.Net source code you'll see that is how they have they're build configured.
Either don't version AssemblyInfo.cs at all, or put "developer version" of them into the repository and have CruiseControl.Net svn-revert them after build (I do the later so that builds made on developers workstations are easily extinguishable from the "official" ones downloaded from CruiseControl.Net).
As for reproducing the same build labels later - you already have to do the rebuild by calling MSBuild / NAnt by hand, simply pass to it CCNetLabel set to appropriate value and you'll get the same assembly versions generated as with the build invoked from CruiseControl.Net (MSBuild: /p:CCNetLabel=1.4.2.333 , NAnt: -D:CCNetLabel=1.4.2.333).
I always have it checked in. In fact I believe this is the default behavior with Team System Source Control.
We have a MSBuild script that generates all the needed AssemblyInfo.cs files prior to the build. This way I can also use the SVN revision number in the assembly versions. The AssemblyInfo.cs files are not checked into SVN (they're ignored so that they don't bother people) but generated prior to building (doesn't matter whether it an automated build script or from VS).
I also supply a batch file to take care of the AssemblyInfo.cs files generation so that the developers don't need to bother with the details.
One of my teammates has asked if it is possible to export from one SVN to another, all while maintaining history.
To me, this seems like it would be a common request.
So: Is it possible to migrate between SVN repositories all while maintaining history?
It is important to note that we do not have svnadmin access on the Source, but we do have that on the Destination.
If this comes down to just checking out each revision from the source, and checking it in to the destination, we would be OK with that, as long as there was an automated process for that.
EDIT: I forgot to mention that the destination repo is on windows.
use svnsync to synchronize the source to the destination (needs admin access to the destination repository or at least a way to add hooks, but no special access to the source repository). If the destination already has revisions, sync the source to a temporary repository, and then use svn-merge-repos.pl to merge the two local repositories.
The way to typically achieve this is the svnadmin dump command. If you don't have svnadmin access then I would ask the person that does if they can supply you with a dump. This will make the process of importing much easier as well.
Are you on a shared repository currently? This might make the person that owns the repository leary of giving you a dump, since it will be a copy of the entire repository, not just your piece of it.
In Subversion, is it possible to check out only those files affected during a specific commit, provided you know the specific revision number?
I think that a Subversion check out can only check out a specific folder and not individual files. That said, the command:
svn log -r *revision* -q -v
will list the changes associated with the specified revision so you could process the output of this command to help copy the desired files to somewhere after checking out a working folder for the full directory.
I know it's a bit offtopic but I use TRAC to do this and it exports only the files modified between 2 revisions as a zip archive with the files in their original directory structure.
svn checkout only works at the directory level, not the file level. Of course, if all the changes in a specific changeset were from the same directory, then you can perform the svn checkout <url> <path> -r<revid>.
If you're using a recent version of svn you can checkout an empty folder, then update the specific files.
after getting your list of files to select,
svn co --depth=empty url dest
cd dest
svn up file1 file2 file3
Edit: pretty much the same solution as accepted answer here: http://stackoverflow.com/questions/122107/checkout-one-file-from-subversion
I think it's possible that you're using the term "check out" here in its CVS sense, that is, an "svn update". Is that right?
If so, then you can update to the particular revision that you want:
svn update -r12345
or even just those files to that revision:
svn update -r12345 file1 file2 file3
though you'll have to get the list of files from svn using some of the other suggestions.
You can check the list of affected files using svn log -q -v -r123 url.
If you really only want to get the affected files you can use svn cat urlToFile -r123 > myfile for each file.
You can get just the list of files in a particular change using
svn log -v -q -r rev
You can then clean up the markers on the front of the line with a pipe like
sed -e "s/^ . / /" | egrep -v "Changed paths:|-----"
. In order to get just the files, you would probably use svn cat as suggested by Nikolai.
[edited to cleanup and simplify the sed pipeline.]
Sorry to resurrect a long-dead question, but it was never answered to my satisfaction.
You can build a simple tool to do this for you using SVNKit. I found this blog about it, and slightly modified the code for my needs. I'm using it to this day in my deployment process.
It does an export not a checkout, but I'm sure that would be a simple change.
you can get a list of files modified since a specific revision like this:
svn diff -r [REVNUM]:HEAD --summarize > fileschanged.txt
then create a script to checkout each file in the fileschanged.txt
Google Code Search has indexed Subversion and Mercurial repositories, so people can search open source projects. How can I do the same for my company's repository with the least effort and without publishing our code?
We have Trac (with Subversion) at our shop, but it only indexes Changesets, and we also have Visual Source Safe.
I can vouch for the usefulness of opengrok, we have it at work and I use it pretty well every day.
A quick Google turned up VoilaSVN but I cannot vouch for it.
Edit: It also turned up OpenGrok which appears to have a lot more support for other systems.
Commercially, there's Krugle Enterprise. If you want to see how it works, you can use http://www.krugle.org/ to search open source projects.
there's always lxr (linux cross reference). Mozilla uses
It'd take a lot of effort, I think, because it's only available via git repo. More power to you if you make it work. git://lxr.linux.no/git/lxrng.git
Surprisingly, I've found that the built-in search capability of Vista are very helpful. I've just added my source tree to the indexed directories, and get quite fast indexed search.
It is not language-sensitive, however.
Our langauge-sensitive source code search engine can be found at SD Source Code Search Engine. It can handle many languages at the same time. Searches can be performed for patterns in a specific langauge, or patterns across languages (such as "find identifiers involving TAX"). By being sensitive to langauge tokens, the number of false positives is reduced, saving time for the user. It understands C, C++, C#, COBOL, Java, ECMAScript, Java, XML, Verilog, VHDL, and a number of other languages.
I have set up a Linux Server and installed Apache and SVN and dav_svn on it. Now, when I try to upload to https://x.x.x.x:x/svn/repo with Tortoise SVN I get
Can't open file '/server/svn/repo/db/txn-current-lock': Permission denied
I have Set up my SSL correctly (I can checkout, no problems, even remotely due to Port Forwarding).
I'm guessing this has to do with the Linux Ownership of the Repository folders, How must I set this/ what are the commands? I'm using Ubuntu 9.04 Server + Apache2.
This is a common problem. You're almost certainly running into permissions issues. To solve it, make sure that the apache user has read/write access to your entire repository. To do that, chown -R apache:apache *, chmod -R 664 * for everything under your svn repository.
Also, see here and here if you're still stuck.
The "664" string is an octal (base 8) representation of the permissions. There are three digits here, representing permissions for the owner, group, and everyone else (sometimes called "world"), respectively, for that file or directory.
Notice that each base 8 digit can be represented with 3 bits (000 for '0' through 111 for '7'). Each bit means something:
For example, 764 on a file would mean that:
Hope that clears things up!
It's permission problem. But not "clasic" read/write permissions of apache user, but selinux one.
Apache cannot write to files labeled as httpd_sys_content_t they can be only read by apache.
You have 2 possibilities:
label svn repository files as httpd_sys_content_rw_t:
chcon -R -t httpd_sys_content_rw_t /path/to/your/svn/repo
set selinux boolean httpd_unified --> on
setsebool -P httpd_unified=1
I prefer 2nd possibility. You can play also with other selinux booleans connected with httpd:
getsebool -a | grep httpd
Can't comment yet (not enough karma), but I wanted to correct the following line:
the group (second digit) has read/
executewrite (6) permission
Try to disable SELinux by: "/usr/sbin/setenforce 0". In my case it solved the problem.
I've just started using Subversion with ASP.NET web applications via the VisualSVN IDE plugin. There are a bunch of files which Visual Studio automatically generates so I don't want to version control these since they're not really part of the codebase and not required to build.
Does anyone have a definitive list of the main files that should be ignored when commiting to Subversion from an ASP.NET Web Application? and how would I go about ignoring these files. If possible I'd like to set it globally so that I don't have to keep doing the same thing for every ASP.NET Web Application that I write and create a new repository for.
Answers
A list of files to ignore as submitted in the answers below,
General concensus seems to be that these should be ignored on a per project basis at the creation of the repository. They will then be ignored by all users using the repository.
Not really 'definitive', but I always ignore .suo and .user files and the bin/ and obj/ directories
Here's my ignore list from TortoiseSVN. VisualSVN requires TortoiseSVN and uses its settings.
bin obj *.exe *.pdb *.suo _ReSharper.* *.user
I haven't committed any unwanted (or not committed any wanted) files with this setting.
VisualSVN.com provides this information on configuring files to be ignored and the following question/answers provides examples of files to be ignored.
The AnkhSVN plugin for Visual Studio has a list of files to ignore automatically and will only commits the files needed.
At least that's how I find it. It's taken me a few attempts at setting up the repository correctly but with AnkhSVN only commits a subset of he files that TortoiseSVn wants to commit. If ignores files recompiled on every Build for example.
If you have any WCF service references then you only need to include the files Reference.cs and Reference.svcmap for each service reference.
Depending on your situation, you might want to keep the Web.config out of revision control as well. Different developers might require different configuration files for a website.
I'd recommend setting up a separate directory in your repository with a reference configuration file for the website and ignoring *.config on the actual project directory.
Additionally, to cover case sensitivity issues with "bin", I had to add [Bb]in to mine. So I have:
[Bb]in obj *.exe *.pdb *.suo _ReSharper.* *.user
Also, this link explains how to handle project specific excludes as well so that others get the same exclusion behavior only for the same project when they check it out:
http://svnbook.red-bean.com/en/1.1/ch07s02.html
I used the svn:ignore property on a particular directory to exclude a certain set of files that were copied into there (but I still wanted the directory itself in svn).
Use VisualSVN to do the initial "Add files to repository" and it automagically ignores the stuff you don't want-such as suo files and the bin/obj folders.
I'm experiencing painfully slow operations with one of our svn repositories\projects.
For example its taking 5-10mins to revert the changes in one small file (10 KB). Or about 40-60mins to check out the project of 100Mb.
There is about 30 other project on the same server some vastly bigger than this one, and none of them preform like this.
One thing to note is that this project is a Magento project, its not very large in terms of disk space but I has 23k Files and 11k Folders and I have read SVN preforms badly when there are lots of little files, is this true? and its there anything I can do to speed things up?
The Subversion working copy performs quite badly when there's a huge number of directories, like in your case. For write operations (even only locally) to the working copy, the working copy has to be locked, which means that a lock file is created in every directory (that's 11k file creates), then the action executes, and the those 11k files are deleted again.
Subversion 1.7 is moving to a different working copy format, that should resolve these problems. Until then there's a few tricks you might try to speed things up, like excluding the working copy from your virus scanner, disabling file monitors on the directory (like TortoiseSvnCache), and trying to reduce the total number of directories. (Perhaps by checking out a few separate working copies)
There is a known issue with the use of the recycle bin with revert which causes slow reverting. Emptying your recycle bin and setting tortoise not to use it during revert operations both speed up this operation (see http://www.nabble.com/Revert-is-too-slow-td18222196.html).
This has definitely sped up my revert operations.
SVN is slow if you use NFS (Network File System) for the working copy. Could this be your problem?
Reverting changes in svn is a local operation which shouldn't go to the server at all. So it sounds as though the problem is in your working copy of the project.
Try running 'svn cleanup' in the working copy; you may also want to check if you have problems with the hard drive or filesystem.
I experienced extreme slowness with subversion on Windows after changing my password. I had to delete all directories and files from C:\Documents and Settings\myUserName\Application Data\Subversion\auth Now SVN is fast as a hare. My slowness occurred via TortoiseSVN and command line.
Our SVN was running painfully slow through tortoise, eclipse and command line. Commits and exports were slow. Our Zend Framework based PHP projects would take an age to update and popping in a small commit of about 3 files would take 5-10 mins.
Our svn Virtual Machine (centos) only had 700mb of ram which seemed reasonable for a linux CLI only running subversion via apache, and has been running fine for about 1 year. We've only got about 20 projects and only 3 developers.
I've upped it to 1.5gb of ram and things are running much faster now, back to our old speeds.
Try temporarily disabling your anti-virus software.
I have some projects which use the Eclipse IDE. If you capture the Eclipse project directories you get hundreds and hundreds of tiny files which has the same effect for my project as you're suffering on yours.
I think that when you check files out SVN does so one at a time which means that projects with huge numbers of files are always going to be slow and there's not much you can do about it (aside from avoiding frequent whole-repository operations).
Making changes to a single file shouldn't be slow though.
Have you tried the suggestions in another post on stack overflow about slow SVN? Are you using a BDB database?
I'm just getting into Subversion for personal projects and am interested in knowing what tools you use that integrate with Subversion on the Windows platform. Things like visualisation, backup, IDE integration, issue tracking integration etc.
Anything that extends the basic functionality of Subversion really to make it more powerful.
Great stuff guys, I'm sure there must be plenty more that people use. Please keep contributing!
A quick summary of the tools you guys have been suggesting and some of my own,
Subversion Clients
Subversion Servers
IDE Integration
Bug Tracking Systems
Visualization
Merging
Build Management / Continuous Integration
Hosted Subversion
Tortoise is the classic interface to SVN on windows. It integrates into the Windows shell, so it's just a right-click away to add or checkin a file, or group of files.
It does include some visualisation (showing the structure of the branches and merges). For IDE integration and issue tracking integration, there are other tools, such as add-ins for Eclipse. The repository can also have various 'hooks' setup to perform work beforee/after checkins, such as passing the message you write when you check-in files (you do, don't you?) to a bug-tracker (like Trac) which takes some very simple markup (literally 'ticket:999' or r1234 for a ticket/bug number or revision number) and make them into links and the like.
Tortoise is the best subversion client in my opinion. The fact that it integrates with Windows Explorer make it a very intuitive tool, and it has the best out of box user experience that I've seen in a subversion client. The built in diff and history tools don't often have me reaching for other clients.
RapidSVN is pretty good as well if you are looking for something cross platform.
FogBugz offers some nice integration with subversion and gives you a post-commit script you can add to your subversion install. I've used this for awhile and really like it.
Trac has the tightest Subversion integration and work really nicely for both bug tracking and project management.
I highly suggest Visual SVN. It's pretty cheap and basically extends the functionality of Tortoise into Visual Studio. They both work well together.
Other stuff already's been said, but I may add that Beyond Compare makes a great diff/merge tool. It's not free though.
I have used both AnhkSVN and TortoiseSVN and have to highly suggest using TortoriseSVN for your interaction with your SVN server. Within Tortoise are a few tools that you may use for stats, but really, the biggest things you will use it for is your normal updates and commits, and then merging and branching.
Since you are using this on a "personal" project, I assume you will be the only person in the project, so branching is probably not a concern for you.
There are also a number of tools you may want to look into that integrate with SVN. For example, you may want to automate builds of your code whenever a change is committed to the server. In this case you could setup a Cruise Control server link text that then reads your SVN server every X minutes looking for changes. If a change is found, it does its thing.
I have not used this product, but Trac is a pretty common project management tool to use with SVN: link text
Another SVN provder that has not been listed is Assembla. I have used this and really enjoyed it. However, I already had an Unfuddle account, so I have continued using Unfuddle.
If you have other contributors, SVN-Monitor is worth its weight in gold. However, for a single developer, it won't be very useful.
I recommend WinMerge as an alternative diff-viewing application to TortoiseDiff. For a frontend to SVN, TortoiseSVN is a good overall tool, but can slow to a crawl when working with large (many files) projects.
Hudson is our build management and continuous integration tool.
Written in java but works seamlessly in windows, installing as a windows service. Good looking and very easy to configure through an intuitive front end. Integrates well with redmine and subversion. A very powerful, very easy to use tool.
SMARTSVN, TkSVN, Subversion native client, Subclipse.
I personally very much dislike Tortoise because it install a daemon that eats ~10MB in idle mode.
There is an interesting Java repository browsing application called Sventon. I have played with this a bit on a test server and like where this is going. There are also some tools available from PushOK for integrating SVN into Delphi and other development environments. I used their SVN proxy in Delphi 7 back in 2006 and it worked reasonably well.
On the file comparison front, BeyondCompare is a good low-cost commercial alternative to built-in Tortoise compare/merge. I have also used WinMerge and give both high marks.
Like many others, I use Ankh and TortoiseSVN. However, once I upgraded TortoiseSVN to 1.6.x from 1.5.y, all my files in Visual Studio were marked as "New".
The solution, as I mention in this StackOverflow posting, is to update to a later "daily" build of Ankh. This is because the working copy versions were updated to 1.6, but the latest stable version of Ankh was still compiled for version 1.5. The daily build "recognized" the newer version, and thus the files were marked appropriately.
I have had no problems with the daily build of Ankh that I installed (specific version is AnkhSvn-Daily-2.1.6649.29.msi).
Hope this helps!
I use both Tortoise and Subclipse concurrently. I tend to grab alot of open source libraries from code.google.com and Tortoise makes it a snap to checkout, and even make copies using SVN Checkout. While working with large team projects Subclipse is the way to go if you're working on projects within Eclipse, once your code is checked out you can still use tortoise to run all sorts commands on the SVN, as well as Subclipse commands, without any major issues.
Apart from those already mentioned, I have my SVN install integrated with Mantis, its straightforward, but I did modify my post-commit hook so it tries the regexp in the hook to check whether to update a bug or not (for performance).
I also use Doxygen to build documentation for my code, its triggered from a post-commit hook too. When a directory with the x.doxy config file is committed, that directory is written to a file and a cron runs doxygen on a export of those sources at midnight.
On a sidenote: the diff tool in Tortoise is cool, but a tool I ended up using 3 times a week is BeyondCompare. I use it to see differences between checked out files, great merging flexibility, use it to compare directories, keep a copy of MyDocs on a external hdd up to date, compare text pasted from clipboard etc. I am not affiliated with the company btw, its just the most productive $30 I've ever spent.
I'm using Subversive integrated in Eclipse.
Ankh plugin for Visual Studio http://ankhsvn.open.collab.net/
Tortoise http://tortoisesvn.tigris.org/
I've used both VisualSVN and Ankhsvn and I perfer VisualSVN. I had Ankh crash on me.
I like the Bitten plugin for Trac. It provides continuous integration support by enabling different tasks to be automatically performed when specified paths inside the repository are updated.
I recently used this with a web-based system I was working on to automatically deploy the most recent version of our prototype to our development server from the repository
Subversive is another Eclipse plugin that is now part of Eclipse incubation.
Redmine is our tool of choice for Bug Tracking Systems here. It's like Trac but multi-scm and multi-project. Lots of nice plugins and generally works well. Wiki, forums, news, task tracking.
tortoise + redmine
redmine has excellent subversion support... works like a charm an integrates really nice...
I use Wush.net for basic subversion hosting.
I agree with KSchmidt that winmerge is a good alternative for TortoiseDiff. However, you also mention it as a merge tool, which is strange since winmerge does not do 3-way merge...
I do recommend KDiff3 as an alternative for TortoiseMerge, which I find somewhat counterintuitive (but that may be just me :-))
Beyond Compare is an excellent diff program. It's not that expensive and in my opinion it's the best one out there.
Shameless Plug
Sublime is another windows-based SVN server. It's free for personal use but has a license fee for additional users. It's a web-based subversion server that handles repository management, permissions, email notifications, and automated subversion backup.
End Shameless Plug
I'm fairly new to linux and svn. I'm trying to checkout the trunk folder of a project into my public_html directory using this command (while in public_html):
svn checkout file:///home/landonwinters/svn/waterproject/trunk
The waterproject directory contains the files from untarring a base install of drupal.
It checks out fine, except all the files are in public_html/trunk instead of just being in public_html.
I don't know the command to move all the contents of trunk up to public_html and rm trunk, but I think I could figure that out relatively easily. I just want to know if I can just check out the contents of a folder, without the folder itself.
Just add a . to it:
svn checkout file:///home/landonwinters/svn/waterproject/trunk .
That means: check out to current directory.
svn co svn://path destination
To specify current directory, use a "." for your destination directory:
svn checkout file:///home/landonwinters/svn/waterproject/trunk .
Provide the directory on the command line:
svn checkout file:///home/landonwinters/svn/waterproject/trunk public_html
Just add the directory on the command line:
sudo svn checkout svn://192.168.1.1/projectname/ target-directory/
Is it worth going to GIT from SVN when the repositories are mainly accessed by a single developer? I have several machines that I use for development and not mainly develop in C#. But I have a mix of VB, VB.Net, PHP, C#, C++, HTML, Batch, BASH and many more in my repositories. What, if anything, will I gain by migrating to GIT from SVN? Right now use TortoiseSVN + VisualSVN Server with a set of central repositories and several client machines. While I have granted a few friends access to my repositories they do not Update or Commit often (if ever).
Also is there a way to have the flexibility and ease of maintenance I get with VisualSVN Server + TortiseSVN with Git?
((I'll bite... what other platforms and trickery would be compelling for a single developer/small group?)
Please List Pros and Cons not just one sided opinions.
Current Tool Chain... Visual Studio 2008 (C#/VB.Net) + TortoiseSVN + VisualSVN
Main Focus... XNA Games, WCF/Socket Services, Web Development
I can give you three advantages:
There is a disadvantage; and that is that the visualisation tools available on Windows are not as user friendly as those that are, perhaps, available for other platforms.
Yes, of course.
You're misunderstanding what git is. I mean, why would you assume it's only useful for teams?
git is even more worth it if you're a single developer.
grep or ls or any other simple command line utility. You don't need to setup any server or anything like that.winmergeu <conflictfile> on every conflict file, to resolve conflicts. (Note: WinMerge is not a command-line merge tool, it's a visual merge tool, with a normal gui).I didn't notice the bit about you working from several different machines.
It doesn't make a difference, you just have to remember to push and pull whenever you switch to a different machine, but you already do this with svn: commit/update.
You'll get the power of branching/merging. Don't under-estimate this power.
How many times have you thought of implementing some crazy idea, but never dared to do it because you don't want to mess up your code? git relieves you from these worries. Just do it in a branch, if it works out, merge it to the main branch, if it didn't, delete the branch and forget about it.
Sure, you might say that you can do the same with svn revert, reverting back to the revision before you started the crazy idea. but what if you had bug fixes applied in the meantime? If you revert your crazy idea, you'll lose all the bug fixes/maintenance work you did while experimenting with your crazy idea.
Apart from what has already been said, If you're a single developer and haven't experienced troubles with SVN I see no reason to switch. svnserve (the daemon) works fine locally (I have OS X).
TortoiseSVN is a blessing compared to Git tools? is there any particular reason why you'd like to move away from Subversion?
It really depends on your workflow. Do you work often from places where you cannot reach your svn server? Do your projects have a large number of branches because you like working on several (big) things at the same time? Do you copy working copies between machines? Do you split off new branches from an existing branch? Do you sometimes work on the trunk and halfway through a bunch of changes think "I should have done this in a branch"? If so, then it may be useful.
From a single developer's point of view, the main difference between a central system like svn and a decentral system like git is that in svn the revisions are linear. With git it's a tree. This is useful when you work on bigger features that you want to do in multiple commits.
Example: You have a big feature F that consists of changes a, b, c and d. With Subversion you'd either commit a, b, c and d separately on the trunk, or you'd create a branch which means you have to do a lot of merging. With git you check out a working copy, commit a, b, c, and d on it. Then you'd push that as a single change F to your master. So, instead of four commits you see just one commit on the trunk. This makes it easier to see from the log what is going on.
You could do this with svn branches as well. But now suppose that part a also consists of multiple parts, like a1 and a2.
Such a development model can be done with Subversion. Python Twisted is done that way for example. All development is done on branches and nobody works on the trunk. But git makes such a workflow easier.
One thing that may be compelling about Git is that you can continue to work and do commits offline. So, when you are on the plane, bring your laptop and commit as usual. When you are back online, you can push back to your main repo.
If you find you do a lot of branching you will probably prefer Git, as it is designed around making branching/merging easy and commonplace.
Update: Note you can test out Git without committing to it, since Git can talk to SVN repos. So give it a try, and if you don't like it, nothing lost!
Just try it, install msysgit, then
git svn clone svn://mysvn/repo/
Some of the resources in Git for beginners: The definitive practical guide should be of help (Gitcasts and Git Magic especially)
Personally I find git much more pleasant to use in general. I switched my personal SVN repos to git about two years ago and haven't had a single problem with it ever
Not having to worry about your SVN server is nice (no need for constant network access to it), so is being able to trivially create repositories (they're just a folder containing another .git folder), perform any operations (commit, branching etc etc), then decide to put the code on Github with a simple command or two.
It's generally much "snappier" (almost every action basically instant), everything works "offline", clones are complete backups.. but the main reason I keep using it is Github
I have used these systems in the manner which you describe, under Windows with Visual Studio 2008:
If you value your life, do not ever use Visual Source Safe...
No. At least not for me. What's the point of having a non-centralized repo for a single dev?
Also, the Git Windows tools aren't quite up to the TortoiseSVN bar.
Some time ago I did that move from svn to git. I agree with several of the above answers about advantages of git distributed architecture over svn (like ability to take my repo with me on my notepad), but the compelling reasons were much more mundane.
svn is quite cumbersome, it puts his things (.svn folders) everywhere. That makes hard to use common command line tools like grep (and many others) on .svn repositories. In my project I also had some installation procedure that needed to copy a full ressource tree to some system path. When using svn I had to write extra code (or export repository), just to avoid that my installation procedure also copy .svn. That kind of problems totally disappeard using git. All is in one .git directory at root of repository.
I had several bad experience with my svn client on linux, seemingly simple actions like moving a file and then modifying it before commiting caused system hangup using 100% CPU! (and no, it was not something else that caused the crah and I could repeat it at will). Never encountered such problems with git tools.
I also had some terrible times merging code between trunk and stable branch on my old svn repository. It's really easier with git.
Now, I made that move because I really felt bad using svn, if it works for you there is really no compelling need to change. The real task of a programmer is working with code, repositories are just tools that should at least not get in his way. And that was exactly why svn didn't worked for me.
Look into Bazaar (bzr). Seriously, it is amazing. Best merge capability I've seen.
I would also look at mercurial...
If you are used to Tortoise SVN, then you should try Mercurial, which has a Windows package with a similar shell extension Tortoise HG. Also Joel Spolsky is using Mercurial at Fog Creek (according to him in one of his podcasts).
The package is completely stand-alone, I was able to install and use Mercurial right away (doesn't even need a server!)
I have recently moved the SVN server and now i am tring to relocate the working copies from my computer to the new server. But i get the strangest error. i do :
svn switch http://99.99.99.new/svn/company/project/trunk/web
but i get
svn: 'http://99.99.99.old/svn/company/project/trunk/web'
is not the same repository as
'http://99.99.99.new/svn/company/project'
the move was made with dump and import ... and the repo root is on http://99.99.99.new/svn/company/project
Do you guys have any ideas of what might be wrong ? thanks a lot
Try using
svn switch --relocate http://99.99.99.old/svn/company/project/trunk/web http://99.99.99.new/svn/company/project/trunk/web
Also, in TortoiseSVN there is "Relocate" option, which you should use in situations like these (instead of the "Switch" option).
My best way to do an SVN relocation is this:
svn switch --relocate $(svn info | grep ^URL | cut -f 2 --delim=' ') \
new_url_or_repository
In this way, using the right old url from the svn info command, you are sure to not enter a wrong one, which is one of the common erros.
If everything is correct, you will be prompted with the auth details for the new location, if they are different.
After issuing the command, be sure to double check that the change has been applied looking at the URL parameter, issuing
svn info
After relocating, update your working copy, to check that everything is ok:
svn update
My 2c ..
Use the relocate command line parameter to the switch command.
Sometimes an administrator might change the "base location" of your repository ? in other words, the contents of the repository doesn't change, but the main URL used to reach the root of the repository does. For example, the hostname may change, or the URL schema, or perhaps just the path which leads to the repository. Rather than checkout a new working copy, you can have the svn switch command "rewrite" the the beginnings of all the URLs in your working copy. Use the --relocate command to do the substitution. No file contents are changed, nor is the repository contacted. It's similar to running a perl script over your working copy .svn/ directories which runs s/OldRoot/NewRoot/.
You need to use the --relocate option :
svn switch --relocate http://99.99.99.new/svn/company/project/trunk/web
see svnbook for more details.
Option --relocate in the following case would help, but it is not what is wanted.
The same error can also be shown in case of different host names in the URL, i.e. example.com and www.example.com:
https://example.com/svn/project/trunk
https://www.example.com/svn/project/branches/branch1
It was expected by me that Subversion checks for Repository UUID only (see "svn info" output).:
shell> svn info https://example.com/svn/project/branches/branch1
Path: project/branches/branch1
URL: https://example.com/svn/project/branches/branch1
Repository Root: https://example.com/svn/project/
Repository UUID: 8b463868-8872-4d1e-8976-d81ae7ed2deb
Revision: 204
Node Kind: directory
Last Changed Author: user
Last Changed Rev: 204
Last Changed Date: 2010-09-07 16:12:57 +0000 (Tue, 07 Sep 2010)
However, the check is slightly elaborated and compares host names as well. So, with the output of 'svn info' shown above, it is impossible to switch by this command (without option --relocate which does different thing):
shell> svn switch https://example.com/svn/project/trunk
Does anybody know how I can automatically run svn update? If anybody has a script or something like that, could you show me an example?
I use SVN Notifier which sits in the system tray and notifies me every time the repository changes. And I can highly recommend it. It means you only update when there's something to update!
Alternatively you can set up a scheduled task/cron job to run svn update in the appropriate directory every hour/day/whatever.
EDIT: OK, take a look at this Microsoft article on setting up a scheduled task.
You want a batch file called svnUpdate.bat or something which looks like this:
cd C:/path/to/your/working/copy
svn update
Get the scheduled task to run this as often as you like (once an hour seems sensible)
Make sure you have the command line version of svn installed (I use SlikSvn) and available on your PATH (in a command window type svn and ensure it says 'Type svn help...' or similar.
@echo off
cls
echo == Initiating system instance variables...
echo. -- Setting the variables...
:: Here you need to make some changes to suit your system.
set SOURCE=C:\sauce\CURRENT
set SVN=C:\Program Files\TortoiseSVN\bin
:: Unless you want to modify the script, this is enough.
echo. %SOURCE%
echo. %SVN%
echo. ++ Done setting variables.
echo.
echo == Updating source from SVN
echo. -- Running update...
"%SVN%\TortoiseProc.exe" /command:update /path:"%SOURCE%" /closeonend:2
echo. ++ Done.
echo. -- Cleaning up...
set SOURCE=
set SVN=
echo. ++ Done.
If you are using TortoiseSVN then the above batch script will suit fine. Otherwise you can just modify it to use whatever SVN client you are currently using. Just pop this in a .bat file and run it on demand.
I'm using TortoiseSVN. On the production server I have a scheduled task that runs the following batch file.
CD C:\Program Files\TortoiseSVN\bin\
START TortoiseProc.exe /command:update /path:"C:\www\MyRepo\" /closeonend:0
Hopefully this saves someone else some time!
Note: Once I know your operating system, I will be able to give you a more detailed answer.
General Instructions
Use the AT command to schedule the following command (assuming you have the command-line version of svn installed):
svn update reporsitory_directory
Profit!
You can also download and use Commit-Monitor from http://code.google.com/p/commitmonitor/. It monitors SVN repositories for commits and notifies the user when it happens. It is in GNU GPL, ver 2.
I have Eclipse 3.4.2 installed on Windows with subclipse. Another developer added an SVN repository with his credentials and selected 'Save password'. Now every time I do anything with SVN his cached credentials are used. How can I change them to mine?
I have already checked the 'workspace/.metadata/.plugins/org.tigris...' folders, and could not find any way to reset those cached credentials.
Go to c:\Documents and Settings[username]\Application Data\subversion\auth\svn.simple
and delete the hexadecimal file. Normally each file is associated with one repository
I have not used SVN so far. Why would a Web site (such as Stack Overflow, for example) display a SVN version at the bottom? What version is it? And what are the advantages of displaying it in public?
So that when a user complains the support guys can ask him what version it was. It may happen that the user sees a problem, than the site software is updated and his complain is no longer relevant so the developers will waste time trying to reproduce.
That number is the SVN revision number. It starts at zero and increments automatically with each source code add/update over the life of SVN repository. Knowing this number it is easy to get the full source code exactly in the corresponding state - the repository has a method for that.
On Traditional Software you have Version Numbers like 1.0, 1.1, 2.0 etc., mainly for support and marketing purposes.
On Websites, usually there is no concept of Version numbers, as they are normally changed much much much more often than "traditional" software. Also, sometimes there are just "architecture" changes, as in "a little optimization here, a little cleanup there" - changes that also happen in "traditional" software, but that usually do not warrant releasing a new version (and increasing the version from 1.0 to 1.0.1)
So instead of just increasing some arbitrary number every two days, StackOverflow has decided to use the Revision number from their source control (Which is Subversion, but every Source Control system has some number to identify checkins).
It gives a simple, unambiguous version number without needing to arbitrarily decide what version any given code push will be.
Another reason to publish your revision number is to help you with testing. If you're tracking down a bug or testing a release candidate, showing the revision number can keep you from getting confused as to which version you are currently testing.
If you are using CruiseControl.Net, you can capture the SVN revision to the .state file using this: http://code.google.com/p/svnrevisionlabeller/.
Then query the XML in the state file and display it where you'd like.
XDocument stateFileRoot = XDocument.Load("path-to-state-file");
var q = (from label in stateFileRoot.Descendants("Label")
select (string)label).SingleOrDefault();
if (q != null)
{
result = q.ToString().Substring(0, q.LastIndexOf(".")); // lop off last digit
HttpContext.Current.Application["BuildLabel"] = result;
}
(In this case I put it into the cache for easy access and performance.)
Is it possible to ignore changes to a file in subversion locally on one client only, without propagating the ignore to the whole repository.
The particular problem I'm dealing with is that I've checked out a project and modified a bunch of files including the Makefile, which is already part of the repository. Now the environment I'm working on is different from the rest of the group, and I want the changes to the Makefiles to remain local on my machine and not be committed.
However, I don't want to set svn:ignore because that I believe would commit the ignore to the repository, while it is important to keep the make file there.
Cheers,
/fuad
As with many aspects of svn, tortoise makes it really easy. In fact, I believe tortoise actually adds features by using existing svn features in a systematic way. I realize this answer is windows only, then, but perhaps some people out there are like me and still use windows. In the "Check for Modifications" popup simply right click your files and select "Move to Changelist"->"ignore-on-commit". Now when you checkin using tortoise, it'll segment your changes into the various change lists, so at least you can visually tell what you want to commit and what you don't want to commit.
if you use Subversion 1.5.x or higher you can use changelists:
svn cl COMMIT /path/to/project/*
svn cl NOT_COMMIT /path/to/project/Makefile
Note: with second command Makefile will be removed from first changelist. You can ignore the warning.
Do not commit the second changelist.
do commits via:
svn ci --cl COMMIT -m"<LOG MESSAGE HERE>"
Important: If you commit without --cl option, ALL your changes will be committed
The closest safe solution I can think of is to use a personal branch.
Use svn export to export the file so it's not under version control.
http://svnbook.red-bean.com/en/1.0/re10.html
edit: However I believe this has to be done on a per-directory basis, so you'd have to reorganise your files somewhat.
I can't test this at the moment, but would a sparse checkout help you here?
http://svnbook.red-bean.com/nightly/en/svn.advanced.sparsedirs.html
What the heck does obstructed mean when you try to check into subversion. I see 2 folders in red with text status of "obstructed". I don't see in the docs what this means anywhere.
When I try the cleanup command I get "folder name is not a working directory". This is a folder I just created in VS and when I try to add it to Subversion it gives me that error. All other folders are fine.
it occurs when you have deleted or moved the .svn subdirectories (without going through SVN commands), so SVN has a corrupted view of the working copy.
Try a cleanup first, and if that doesn't solve it, revert (or update) the directory to restore the subdirectory .svn folders.
Without knowing what causes this, the solution can be to export the working copy (the entire checkout you have locally) to somewhere else.
If you are using tortoisesvn, you get the option to "export un-versioned files", but I think if doing it from the command line it only exports versioned files so you might have a bit of a laborious task copying un-versioned files manually.
Once done, check out a clean working copy and then drop the exported backup you have over the top of it. It's very important that the backup has no .svn folders in it.
I've seen these errors before when people have checked out working copies inside other working copies or anything else that corrupts the .svn entries.
This means that, for some reason, a conflict has occurred during the operation. Check to see if there is an existing unversioned file or folder with the same name as a versioned one.
(Paraphrased from the Tortoise SVN client help file)
What are some common and/or useful pre-commit hooks for SVN?
That a user has actually entered a comment on the commit message, and that it contains a particular issue number to track.
Checking for absolute paths in various text files (i.e. VRML, XML etc). Most of the checked-in code should never have absolute paths, yet some people and tools insist on producing hard-coded stuff.
I do a word count on submit messages. They need to be 5 words or more. This has led to some comedic insults against me...
I like using svn hooks to:
I check the filetype and make sure that certain banned types are not committed by accident (eg .obj, .pdb). Well, not since the first time someone checked in 2 gig of compiler-generated temporary files :(
for windows:
@echo off
svnlook log -t "%2" "%1" | c:\tools\grep -c "[a-zA-z0-9]" > nul
if %ERRORLEVEL% NEQ 1 goto DISALLOWED
echo Please enter a check-in comment 1>&2
exit 1
:DISALLOWED
svnlook changed -t %2 %1 > c:\temp\pre-commit.txt
findstr /G:"%1\hooks\ignore-matches.txt" c:\temp\pre-commit.txt > c:\temp\precommit-bad.txt
if %ERRORLEVEL% NEQ 0 exit /b 0
echo disallowed file extension >> c:\temp\precommit-bad.txt
type c:\temp\precommit-bad.txt 1>&2
exit 1
I use a post-commit hook to rewrite the author property to a friendly name from our ldap tree. (authentication is with employee id)
Some prefer running a lint-like tool for a given language to find common problems in the code and/or enforce coding style. However in a small and skilled team I prefer to allow every commit to go through and deal with possible problems during continuous integration and/or code review. Thanks to this commits are faster which encourages more frequent commits, leading to easier integration.
In the company I currently work on, this is checked:
I guess that's it.
I like the idea of checking if the commit is associated with a ticket; it actually makes a lot of sense to me.
You might want to take a look at: https://svn.apache.org/repos/asf/subversion/branches/scons-build-system/www/tools_contrib.html#hook_scripts
Or directly at: https://svn.apache.org/repos/asf/subversion/trunk/contrib/
A great commit hook we have at on our archive is to check all .VCPROJ (or .CSPROJ) visual studio projects to make sure the output directories weren't changed to anything local (commonly used for debugging).
These problems will compile properly but still break the build because of missing executables.
We have a post commit hook that posts the message to a twitter account. Uses twitsvn (disclaimer: I'm a committer on that project).
Silly? Maybe...but it turned out to be a good way for us to communicate the goings-on of our repository to some of our version-control-challenged team members. Once SVN started talking to them via their twitter client, it didn't feel so much like a black box.
Insert a note into Mantis bugtracker with the changelist details based on the commit message having 'issue #' or the like via RegEx.
That it has a commit message, and it is != than "bug fixing". Damn, did I hate those useless messages!
I use the check-mime-type.pl pre-commit hook to check that MIME Type and End of line options are set on committed files. I use subversion to publish files to be visible on a website using DAV, and all files without the MIME Type set get served as text files (e.g. HTML source gets displayed in a browser instead of the rendered markup).
I use the following hook script to make sure line endings of source code and permissions of shell scripts are correct (it is frustrating when someone checks in on windows when everything seems ok and breaks the unix build).
#!/bin/bash
REPOS="$1"
TXN="$2"
# Exit on all errors.
set -e
SVNLOOK=svnlook
echo "`$SVNLOOK changed -t "$TXN" "$REPOS"`" | while read REPOS_PATH
do
if [[ $REPOS_PATH =~ A[[:blank:]]{3}(.*)\.(sh|c|h|cpp) ]]
then
if [ ${#BASH_REMATCH[*]} -ge 2 ]
then
FILENAME=${BASH_REMATCH[1]}.${BASH_REMATCH[2]};
# Make sure shell scripts are executable
if [[ sh == ${BASH_REMATCH[2]} ]]
then
EX_VALUE="true"
if [ -z "`$SVNLOOK propget -t \"$TXN\" \"$REPOS\" svn:executable \"$FILENAME\" 2> /dev/null`" ]
then
ERROR=1;
echo "svn ps svn:executable $EX_VALUE \"$FILENAME\"" >&2
fi
EOL_STYLE="LF"
else
EOL_STYLE="native"
fi
# Make sure every file has the right svn:eol-style property set
if [ $EOL_STYLE != "`$SVNLOOK propget -t \"$TXN\" \"$REPOS\" svn:eol-style \"$FILENAME\" 2> /dev/null`" ]
then
ERROR=1;
echo "svn ps svn:eol-style $EOL_STYLE \"$FILENAME\"" >&2
fi
fi
fi
test -z $ERROR || (echo "Please execute above commands to correct svn property settings." >& 2; exit 1)
done
We use a pre-commit and post-commit hook combo to automatically update bugzilla with the associated entry from the svn commit.
We use a second (pre-commit) hook to ensure that the appropriate svn:eol-style and svn:keywords properties are set on a file before it is added to the repostitory.
We have a third (post-commit) hook to kick off a build and mail the results if the build is broken, and to inform everyone when the build has been fixed again.
We have a fourth (post-commit) hook to kick off svn replication, to ensure that the offsite replication is as up to date as possible.
Unfortunately, I cannot post the source to these, but, except for the Bugzilla integration, they are easy enough to implement, and Hudson is probably a better choice for continuous integration.
For bugzilla integration, I would suggest looking at scmbug.
How about a hook to compile the project? e.g. Run make all. This ensures no one checks in code that doesn't compile! :)
Solving lack of File Externals in SVN 1.5 using PostUpdate and PreCommit
I'd enjoy a hook that checks for [Reviewer: xyz] note in the commit message, and rejects the commit.
I'm thinking about writing one to check doctype's on aspx / html files, just to make sure everyone is using the correct one.
Also, you can have a pre (or post) commit hook push a notification out to your CI server as described on the Hudson Blog
I check for case collision (stupid windows) and also require-mergeinfo.pl to ensure that the client is at least 1.5 - that way svn:mergeinfo will always be set
Are there other open source/free packages for producing repository statistics for a Subversion repository?
I've tried StatSVN but it seems to be incompatible with the logfiles for Subversion 1.5 and above.
Note, I know that TortoiseSVN has some statistics built into its dialogs and repository browsing code, but this is not what I'm looking for.
What I'm looking for is a tool that can analyze the repository, and its logs, and produce statistics like these:
StatSVN does work for Subversion 1.5 and above. See my comment on the SourceForge forums concerning a similar issue reported today on the StatSVN forums.
Try SVNPLot .
Its written in python and doesnot required a 'checkout working copy'. It will be easy to modify.
Disclaimer: I am developer of SVNPlot. So possibly my opinion is somewhat biased. :-)
You can try programeter.com. It has free package if you need.
I seem to be getting nowhere with this. Either searching the web for a script, etc. Anyone got a script that you can just edit the out-of-box pre-commit.tmpl in a Windows environment that requires x chars to be entered in for a comment on commit in Tortoise Subversion globally so that all members on the team are required whereas this requirement is pushed down to the clients from SVN server?
I don't know the scripting language and this should be something pretty damn simple without me taking the time to figure out scripting for the next 3 hours.
This is a .bat file to require there is a comment. It checks for the existence of at least one character in the comment.
@echo off
:: Stops commits that have empty log messages.
@echo off
setlocal
rem Subversion sends through the path to the repository and transaction id
set REPOS=%1
set TXN=%2
svnlook log %REPOS% -t %TXN% | findstr . > nul
if %errorlevel% gtr 0 (goto err) else exit 0
:err
echo. 1>&2
echo Your commit has been blocked because you didn't enter a comment. 1>&2
echo Write a log message describing the changes made and try again. 1>&2
echo Thanks 1>&2
exit 1
This file sits in the /hooks folder of the repository, named pre-commit.bat. If you need a minimum amount of characters, the line to modify is
svnlook log %REPOS% -t %TXN% | findstr . > nul
So if you wanted a minimum of 10 characters, you need to have 10 .'s rather than just one
svnlook log %REPOS% -t %TXN% | findstr .......... > nul
More advanced options for the findstr command will let you do fancier checks (certain character sets, ect)
I use SubversionNotify, it probably does more than what you need, but is pretty simple to set up.
Try this :
rem Make sure that the log message contains some text.
set REPOS=%1
set TXN=%2
"C:\Program Files\Subversion\bin\SVNlook.exe" log -t %TXN% %REPOS% | FindStr [a-zA-Z0-9]
IF %ERRORLEVEL% EQU 0 GOTO OK
echo Your commit has been blocked because you didn't provide a log message 1>&2
echo Please write a log message describing the purpose of your changes and 1>&2
echo then try committing again. -- Thank you 1>&2
exit 1
:OK
rem -------------------------------------------------------------
rem Check if comment is in list of reserved words to not be used..
rem -------------------------------------------------------------
"C:\Program Files\Subversion\bin\SVNlook.exe" log -t %TXN% %REPOS% >comment
setlocal enabledelayedexpansion
Set SEPARATOR=
set COMMENT=
for /f "delims=" %%a in (comment) do (
set currentline=%%a
set COMMENT=!COMMENT!%SEPARATOR%!currentline!
)
FIND "%COMMENT%" "C:\Program Files\Subversion\excludedwords.txt">Null
If %ERRORLEVEL% EQU 1 goto OK2
:Fail
echo Your commit has been blocked because the single word comment you provided is not allowed 1>&2
echo Line is -%COMMENT%- 1>&2
echo Please write a proper log message describing the purpose of your changes and 1>&2
echo then try committing again. -- Thank you 1>&2
exit 1
:OK2
rem -------------------------------------------------------------
rem Check number of words on the line if = 2 then reject comment
rem -------------------------------------------------------------
Set VAR1=%COMMENT%
Set count=0
For %%j in (%VAR1%) Do Set /A count+=1
IF %count% EQU 2 goto Fail2
goto OK3
:Fail2
echo Your commit has been blocked because not enough detail supplied 1>&2
echo Please write a longer log message describing the purpose of your changes and 1>&2
echo then try committing again. -- Thank you 1>&2
exit 1
:OK3
rem -------------------------------------------------------------
rem Check that the author of this commit has the rights to perform
rem -------------------------------------------------------------
rem the commit on the files and directories being modified.
rem commit-access-control.pl "$REPOS" "$TXN" commit-access-control.cfg || exit 1
rem All checks passed, so allow the commit.
exit 0
This should be a really simple question but somehow I cannot find the answer to it. My apologies if I have missed something blindingly obvious.
I am writing a script which will add a new project in the repository, based on the name supplied by the user. Part of this involves checking that an url with the same name does not already exist on the repository.
In the repository, all the projects of our team are stored in
https://developernetwork.repo.net/svn/Projects/
Let's say that the user wants to call the project "Calculator" and runs the script. In this case, we need to ensure that the following does not already exist in the repository
https://developernetwork.repo.net/svn/Projects/Calculator/
Is there an svn command which I can use to accomplish that? Unfortunately I cannot see an appropriate command I can use in the svn documentation (http://svnbook.red-bean.com/en/1.0/svn-book.html) at all.
Thank you.
Instead of checking for return strings I would just check for the return code:
both
svn ls REPOSITORY/PATH
and
svn info REPOSITORY/PATH
return 0 if all went fine, and 1 if things went wrong; you can quickly check it out:
echo $?
so in a bash script just do something like:
error=$?
if [ $error -ne 0 ]; then
YOUR ERROR HANDLING
fi
works like a treat!
You can just use
svn ls https://developernetwork.repo.net/svn/Projects/Calculator/
It will tell you if the repository(directory) exist or not.
Update
for directories with many files use:
svn ls http://server/svn/foo --depth empty
To receive information about any existing repository (e.g. for possibly enriching an error message) you could also use
svn info https://developernetwork.repo.net/svn/Projects/Calculator/
For a non-existing project it will just return
svn: Could not open the requested SVN filesystem
I have a Subversion working copy where I made some local modifications to one file. The modifications are only relevant to me, I do not want to commit them. (The version in the repository contains some default values which are suitable for the other users, just not for me, which is why I want to override them locally.)
Note that although I do not want to commit my changes, I do want to receive any updates made in the repository when I do svn update. Also, it is only in my working copy that I do not want to commit the changes to that file, the other users should not be affected. So svn:ignore or commit hooks do not fit my purpose.
Currently, I simply do:
svn commit file1 file2...
where I specify explicitly the files that have changes excluding the particular file that I do not want to commit.
However, while I'm working, I have the habit of simply writing:
svn commit -m "Log of what I just did"
and I fear that I will inadvertently commit the "forbidden" file by using the above command at a moment when I'm not attentive.
In short, what I'm looking for is simply a way of "marking" a file in a working copy which prevents Subversion from committing the changes in that file (it doesn't have to be automatic exclusion, even if I just get an error when I try to commit all files, it is fine). Sort of like marking files in a "conflict" state...
Does such a thing exist?
Update: akent, thanks for pointing out this very similar question.
Create a changelist with that file in it, and then just pay no attention to the changelist. The file will sit there waiting to be committed, but your regular commits, which work on the default changelist, will never pick it up.
svn changelist mylocal file1
will create a changelist called mylocal and assign the file file1 to it.
I understand the problem you're having; probably this "forbidden" file contains configuration settings and the like that are only relevant to your local build environment. I've not found any way directly to tell SVN just to ignore changes in a versioned file, but here's a workaround I've used in the past.
Assuming your file is called, say, "build.conf". Name the SVN versioned file something like build.conf.example. Then, in your Makefile or build script or whatever, you can automatically copy the build.conf.example to the real build.conf, which remains unversioned. Then you svn ignore build.conf and each developer can then make any local changes they need to it.
But "there must be a better way"...
Edit: Almost identical question here: http://stackoverflow.com/questions/635446/svn-is-there-a-way-to-mark-a-file-as-do-not-commit
There have been a few answers that can work:
CoverosGene suggested that the default commands such as svn commit operate on a default changelist, such that you can exclude a file if you assign it to another changelist, but I can't find any reference of that in the documentation, and in my testing this does not work.
Since there is no good solution for the SVN command-line client, I've opened an enhancement request here. The request suggests that the command-line client could also honor the "ignore-on-commit" changelist.
Speaking of Tortoisesvn and changelists, it already comes with a changelist called ignore-on-commit, which does what you are looking for.
Actually, a pre-commit script would do the job.
Write a pre-commit script that executes 'svnlook diff' and rejects the commit if there is a property named 'nocommit' being set in the changeset.
Then, in your working copy, you can just set a 'nocommit' property on any file that shouldn't be committed. Any subsequent commit will fail if any file has the 'nocommit' property. If you later do need to check in changes on the file, all you have to do is remove the 'nocommit' property from your working copy.
This question is in the Subversion FAQ. But the answer is not very helpful if you do not control the repository.
Maybe try to manage your local copy with git on top of subversion. There is a simple course for git available. You can then use git-svn for tracking changes in svn repository and for commiting your changes. It will need some learning and training through.
Lock certainly isn't what you want, and I don't think any of the built in features will do it for you.
Depending on which environment you are working in, I'd write a script that:
Something along the lines of:
svn status | grep ^M | grep -v exclude.c | awk -F' ' '{print $2}' | xargs svn ci -m "I'm committing something"
Or if the list of files is really static, just fix the list!
From my experience: don`t put that file under version control and use svn:ignore on it.
It?s a little hard at the beginning, since you cannot ignore a file that is allready under version control, and you cannot remove a file from version control without removing it from hard drive (and from every working copy on next update...). But when you finally manage to set up the repo correctly, it works like charm. Don?t forget to add a generic-template in place of your original config file (so that everyone knows about new config variables, and so on).
For new repo:
mkdir config
svn add config
svn propset svn:ignore '*.conf' config
For existing repo: be sure, to have a backup of your config in every working copy, then remove (svn del) config from the repo, commit (please note: the file will be deleted in every working copy on next update! you have to have a backup) and then restore the file and set the ignore property.
Another way is a lock. It guarantees that noone commits the file, but it will result in an error on every commit. not very nice.
And the third way - changesets, a new feature in SVN 1.5 clients. This is neat, but it?s only related to one working copy, not to a repository globally. And you have to set them up manually, add every new file ? it?s hard to maintain.
If you're on Windows, use TortoiseSVN. You can add files to the special "ignore-on-commit" changelist that behaves exactly as you described.
You can use a pre-commit hook. In the hook use svnlook author to see if you are the one committing the changes. If so, use svnlook changed to see if you are changing one of the forbidden files.
@Bruno De Fraine for the last several years I have been using a simple solution that achieves exactly what you are looking for. It is called the NOCOMMIT keyword. Basically, what I do is that I have a pre-commit hook in my SVN repository which checks to see whether any file contains the string NOCOMMIT, and if so, it fails the commit.
So, when a programmer adds something to a file that should not be committed, (like, say, diagnostic debug statements that are going to annoy the heck out of their colleagues by spamming the log with 1000 lines per second,) they append a //NOCOMMIT comment to it, and they do not have to worry about accidentally committing it. When the time comes to commit, they are prevented, so they are forced to search for NOCOMMIT and remove any occurrences of it, hopefully fixing in the process the code that they had attached the keyword to.
Unfortunately, the use of the NOCOMMIT keyword is voluntary, so it tends not to work with programmers who consider themselves hotshots, because they will generally not bother with anything that requires even a basic amount of discipline. But it helps with all the non-hot-shots in the department, and that's quite some help. Personally, I find it so useful that I even use it when programming at home, where obviously, I am the only programmer in the team.
If you are using windows, you can paste the following text into file called pre-commit.bat in the hooks folder of your SVN repository. If you are using some other OS, you will need to roll your own, but please post your solution here.
:: Stops commits that contain the NOCOMMIT keyword.
setlocal
set REPOS=%1
set TXN=%2
SVNLook diff %REPOS% -t %TXN% | findstr /I /M /L NOCOMMIT > nul
if %errorlevel% gtr 0 (
exit 0
) else (
echo Your commit has been blocked because it contains the keyword NOCOMMIT. 1>&2
exit 1
)
I've just downloaded and installed SVN Tortoise, but no commands appear on the menu How is that possible?
Did you restart your machine?
Update:
I ran into the same problem myself! It happened when I installed version 1.6 over 1.5. When I restarted my machine, I found Tortoise entries in Start Menu but not via context menu. When I clicked on "Settings" an error message appeared. So, I uninstalled 1.6 and installed it anew. Now it's working again! Yes, available through context menu. I believe it's a bug.
I was having the same issue on Windows 7 64-bit. I reinstalled a number of times, but still could not see the context overlays in Explorer. So I looked at the changelogs of TortoiseSVN and saw a recommendation to do a Repair install. That solved my problem.
Aside from first rebooting...
Are you running 64-bit or 32-bit Windows? Tortoise runs as a shell extension so if your Windows OS is 64-bit and you installed the 32-bit version of Tortoise, you won't see the context menus.
On a side note. If you use a 32-bit tool like Total Commander in a 64-bit OS, and you want context menu extensions in both Explorer and Total Commander, you will actually have to install both the 32-bit and 64-bit version of Tortoise.
Repair install fixed the problem.
There is a long list of reasons why TSVN isnt working in your case. Your best bet is to have a look at the TortoiseSVN support list, failing that post a message to the list - they are a frendly bunch.
Ouch, looks like I cant post links yet - go to google-groups and look for TortoiseSVN, there are two lists tortoisesvn-dev and tortoisesvn, dont ask on the dev list you will be kindly asked to ask on the 'user' list
I had the problem with my total commander and uninstall/reinstall several times, but the real "problem" is tortoise settings. From http://shalom.craimer.org/info/tech-journal/articles/653/The-context-menu-and-icons-for-TortoiseSVN-dont-appear-in-Total-Commander-but-the-do-appear-in-Windows-Explorer.-Why.html
Windows XP Pro 32, my TortoiseSVN context menus disappeared following a reboot with a recent batch of Windows updates. Tried uninstall, reboot, install, reboot, no joy. Tried uninstall, using TortoiseSVN's separate ClearInstall tool to clear out registry entries, reboot, then reinstall and reboot, still no context menus.
Similarly to what others above have suggested, i encountered this problem and the root cause was 32 v 64 bit. I installed WANDisco Subversion - and in the process auto installed TortoiseSVN as well.
The version it installed was 32 bit however, and i had to uninstall that and reinstall the 64 bit version of TortoiseSVN separately.
Using 32 bit Win XP I uninstalled rebooted then reinstalled and rebooted again and it fixed the problem
Incidentally I had this same problem on Windows Vista 64 bit. Had to do the reinstall / reboot thing twice. Installer was TortoiseSVN-1.6.12.20536-x64-svn-1.6.15.msi.
It can be fixed by repairing TortoiseSVN and immediate re-booting the OS. Make sure that your are using the correct version for your OS ( 32bit || 64 bit).
I faced the same problem with Window Server 2003 R2 when I upgraded to TortoiseSVN to version TortoiseSVN-1.6.12.20536-win32-svn-1.6.15. Now it's solved.
Repair TortoiseSVN help me on Windows XP Pro 64 ... Versions to TortoiseSVN-1.6.9.19725-x64-svn-1.6.12.msi needn't repair, but latest must by repaired (to start working on my pc)
Whatever I did - install/uninstall/reinstall/repair - nothing worked. Only after installing WANDisco Subversion Tortoise also started working.
Here is how I got around the problem:
On a fresh Windows 7 64-bit OS, I had some 32 bit applications plus the 64-bit totoisesvn application installed.
No icons in shell popupmenu!
To solve it I:
Conclusion: Install the 64-bit apps before the 32-bit applications.
I experienced the problem of 'no context menu' after upgrading from 1.5 to 1.6 version. After first re-instal I had a new problem: 'no tortoise icons'. I re-installed again tortoise 1.6.16 build 21511.
after reboot everithyn works properly
best regards
giorgio
PS I have a win-32bit machine under xp.
Well........ The simple and best approach that worked for me is:
Uninstall 32 bit version - Restart Install 64 bit vesion - Restart
I had TortoiseSVN in Explorer context menu, but it was missed from UnrealCommander context menu.
I had to remove all entries of TortoiseSVN from registry manualy. Because repair installation had no effect for me.
But then after re-installing TortoiseSVN I had success.
I am getting a tilde symbol when I do an svn status.
Here is the output of the project after editing it in XCode.
svn status
M build/Currency_Converter.build/Currency_Converter.pbxindex/imports.pbxbtree
M build/Currency_Converter.build/Currency_Converter.pbxindex/pbxindex.header
M build/Currency_Converter.build/Currency_Converter.pbxindex/symbols0.pbxsymbols
~ build/Currency_Converter.build/Currency_Converter.pbxindex/strings.pbxstrings
M main.m
//more changed files
Any idea what that means? Can't seem to find it on google or any of the svn cheat sheets.
Interestingly, I only edited main.m, but there are lots of modified files. Dunno why that would be. Anyone have any tips for working with SVN and XCode? Should I only be putting my source files under version control?
Edit: - caused by a file that was already under version control being replaced by a file of another type. In this case, strings.pbxstrings used to be a file and now became a directory. Moral of the story is don't put your build folder into version control.
The SVN Book says:
Item is versioned as one kind of object (file, directory, link), but has been replaced by different kind of object.
So perhaps it was originally a single file, but you changed it to a directory, or something along those lines?
From
svn help status
'~' versioned item obstructed by some item of a different kind
I have only seen this where the file permissions had changed and svn had no execute access on it I beleive.
Hope this helps.
The easiest way to fix this is to backup, then delete the folder or file that has this status and then do "svn up": it's not necessarily a folder relplaced by a file, it might be just that .svn folder is missing or corrupted.
This can happen when you remove the .svn folder in a folder (by example when you remove a directory, and then you create the same directory again), or when you replace a directory with a symbolic link, or a file with the same name.
Supposing it's a folder called a-folder, you can fix this by issuing the following commands in the parent folder:
$ find a-folder -type d -name '.svn' -print0 | xargs -0 rm -Rf
$ svn up --force .
svn: Directory 'logs/.svn' containing working copy admin area is missing
$ svn up --force .
E a-folder
...
Updated to revision n.
And then it's matter of svn adding/removing and commiting the changes again
It may be also matter of symbolic links under Windows. When you commit symbolic link into SVN and then check it out under Windows, links are changed to regular files and this is also reported as ~.
Here's what i did:
If the folder is Test
I am creating my first project in subversion. So far I have
branches
tags
trunk
I think I immediately need to make branches singular and start over. Update branches is the norm.
I have been doing work in trunk and moving the contents to tags as follows
My gut tells me this is totally wrong and I should maintain some relationship between the files using svn copy. The files I create in this way will have no relationship to each other and I am sure I will miss out on subversion features. Am I correct?
Should I use svn copy for the individual files?
Should I use svn copy on the entire directory?
Just make
svn copy http://svn.example.com/project/trunk \
http://svn.example.com/project/tags/1.0 -m "Release 1.0"
You are correct in that it's not "right" to add files to the tags folder.
You've correctly guessed that copy is the operation to use; it lets Subversion keep track of the history of these files, and also (I assume) store them much more efficiently.
In my experience, it's best to do copies ("snapshots") of entire projects, i.e. all files from the root check-out location. That way the snapshot can stand on its own, as a true representation of the entire project's state at a particular point in time.
This part of "the book" shows how the command is typically used.
Could use Tortoise:
http://tortoisesvn.net/docs/release/TortoiseSVN_en/tsvn-dug-branchtag.html
There are a number of great tools out there which integrate with Subversion and do some really neat things. I?ve tried a number of them but ultimately only tend to use the following on a regular basis:
What else is out there that you find really innovative or useful for interacting with Subversion?
StatSVN is a really cool, albeit someone nerdy, tool for reporting details about your repo and commit statistics; it's really just graph porn :)
Here are some examples of the graphs.
In addition to some previous comments:
Trac is a issue tracker with SVN integration. I really like the timeline view, where one can quickly see all the changesets for quick code reviews.
When writing or editing text in Microsoft Office, I stay focused on my task. Like most of people, I feel disturbed when I have to interrupt my work for some maintenance. Nevertheless, keeping document's change history under Subversion can be considered a good practice.
For comparison, one must make as many as 5 steps in order to update a document via TortoiseSVN:
I can reduce all these steps to just one click by using MagnetSVN add-in for Microsoft Office.
It is a real time saver!
I just end up using Subclipse just to stay in my IDE.
the svn protocol handler is also quite useful: it allows you to browse svn:// repositories in internet explorer.
On Mac, I like Versions. Other people prefer Cornerstone. Both are nice SVN clients with excellent UI.
I use Commit Monitor to get notified of commits made by other devs.
I'll have to take a look at SVN Monitor, looks like it does the same thing, but has more features than Commit Monitor.
I have used Synchro on Windows and Mac. It works well especially if you have developers on different platforms. I think that the license allows you a single user to use it on multiple platforms (I do full time development on Mac and test on Linux and Windows).
Versions is a Mac client with a nice UI.
I think some of the hook scripts that are available are quite useful to set up on your repository. For instance I use a pre-commit hook to ensure a minimum log message length (some of our devs were prone to committing with an empty log message) and a post-commit hook to send an email to a mailing list.
I also think RepoGuard looks pretty interesting, but haven't had a chance to use it yet.
SVNPlot generate cool statistics from your Subversion repository
Winmerge is a fairly nice Diff tool that integrates well with tortoise svn. I like it better than the default diff tool that comes with tortoise.
SvnQuery is very useful if you need to search the contents of a repository.
Coupling integration servers with version control does wonders to your build process. Two of my favorites are CruiseControl.NET and Hudson - but there's lots out there. Note that both of these work seamlessly with SVN.
Some kind of subversion web access apps. You can find an comparison here: http://geekswithblogs.net/flanakin/articles/CompareSubversionWebTools.aspx
I really like SyncroSVN (I'm using it on a Mac) Easy to use, built in dif and SSH support.
I agree with Peter D and Gabriel Florit; in Eclipse you get a gui and you can easily move around in the svn repository, deleting or renaming or whatever. And with Hudson I have it check out my projects and build them and run their unit tests.
I haven't really explored it, but Maven has plugins for subversion. I use Maven for building and deploying but haven't used it with the subversion plugin.
I use kdesvn as a linux client, does the job.
I would add a normal Subversion commandline client (e.g. from SlikSvn). By far the easiest way to script and/or automate subversion commands.
And maybe SharpSvn if you need more scripting power or when you would like to integrate Subversion support in your own .Net application. (AnkhSVN, Svn Monitor and several other tools are built on top of the SharpSvn binding).
I'm looking for a tool to migrate a couple of SVN repositories to Mercurial, with history, labels and so on.
I'm using TortoiseHg (Windows x32), so ConvertExtensions are discarded. There's some info on how to do this process on a Linux box (hgsvn), but I don't have a Linux machine available.
Can I use those Python scripts on Windows? If so, what do I need to do it? Or, what other tools can I use to do this process?
Basically, how can I convert an SVN project to Mercurial?
I just had to tackle this problem myself. I have a windows XP machine with a separate windows server hosting VisualSVN Server.
I also have TortoiseHG installed as well as the CollabNet Subversion Command-Line Client.
<Enable Convert Extension w/ Tortoise Hg 2>
Many thanks to bgever for pointing out in the comments that with TortoiseHg 2.0, enabling the convert extension is easier than ever. As he says
With TortoiseHG 2.0 this has been made much simpler: Start the TortoiseHG Workbench from the Start menu. Select File --> Settings. Select Extensions from the list. Check the 'convert' checkbox and click OK. That's it! No need to try to generate the config file anymore and search it in the file system. ? bgever Mar 11 at 7:56
</Enable Convert Extension w/ Tortoise Hg 2>
<Enable Convert Extension Manually>
To convert a repository from SVN to HG, I followed these steps:
1) Open C:\Program Files\TortoiseHg\Mercurial.ini
EDIT
FYI - Tortoise Hg has migrated this file to
That file will be mostly empty and you'll just list what you'd like to override there. If that's what you have, simple add these two lines to the very end of the file:
[extensions]
convert =
2) Search for the line that begins with
[extensions]
3) Below it you'll see a list of keywords, commented out with a semicolon (;) on each line
4) Find the line that says
;convert =
and delete the semicolon so it reads
convert =
</Enable Convert Extension Manually>
5) Open the command prompt and navigate to the directory that you'd like the new hg folder created in (the process will create a new folder called yoursvnreponame-hg in the directory that the command prompt is open to).
6) Use this command
hg convert file:///y:/yoursvnreponame
I found that the convert tool can have problems with networked repositories, so I had to map a drive to it, but this worked just fine for me.
Mercurial has a built-in conversion extension for this.
This is in the TortoiseHg FAQ:
How can I convert a subversion repository to Mercurial?
You must install svn-win32-1.4.6 command line tools, then add them to your path. Then you must enable the convert extension. At this point, you should be able to use the '
hg convert' command to do the conversion. Please direct problems/questions about the convert extension to the Mercurial mailing list or#mercurialonirc.freenode.net.
So it is apparently possible -- I'm using Linux so I haven't tried myself.
I just converted a remote SVN repo with HTTP auth to a Mercurial repo, and let me tell you, there's not a lot of documentation on how to do this. I had to download the Mercurial source and install it stand-alone, using the source package, that way the SVN bindings will work the right way.
I installed it like:
python setup.py install
Which worked just fine on my Server 2003 box. I can now convert an SVN repo the correct way, by doing something like this:
python c:\python26\scripts\hg convert <remote repo>
The documentation for ConvertExtension on the Mercurial site isn't terribly clear, but it does say this:
There's no way to install the Subversion bindings into [Mercurial's] built-in Python library. So you'll need to use a Mercurial installed on top of a stand-alone Python
So now I just use the stand-alone version for converting, and TortoiseHg for actual VCS work.
A coworker relayed the following problem, let's say it's fictional to protect the guilty:
A team of 5-10 works on a project which is issue-driven. That is, the typical flow goes like this:
The problem he's having is that a couple newbies made several bad commits that weren't caught due to an unfortunate chain of events. This was followed by a bad release with a rollback or flurry of hot fixes.
One idea we're toying with:
Revoke commit access to the trunk for newbies and make them develop on a per-developer branch (we're using SVN):
Update: Thank you, everyone, for your valuable input.
I have concluded that this is far less a code/coder problem than I first presented. The root of the issue is that the release procedure failed to capture and test some poor quality changes to the trunk. Plugging that hole is most important. Relying on the false assumption that code in the trunk is "good" is not the solution.
Once that hole--testing--is plugged, mistakes by everyone--newbie or senior--will be caught properly and dealt with accordingly.
Next, a greater emphasis on code reviews and mentorship (probably driven by some systematic changes to encourage it) will go a long way toward improving code quality.
With those two fixes in place, I don't think something as rigid or draconian as what I proposed above is necessary. Thanks!
You are explicitly stating that new people can't be trusted, which isn't going to help their morale, in fact it will destroy it.
Because ultimately, you are trying to make a set of "trusted" developers, and a set of "untrusted" developers.
I'm going to go out on a limb and say that there are DEFINETLY 'new' (new to your company) coders who would be less likely to make mistakes than some of your 'experienced' developers.
The failing in your original system was a failing of TESTING not a problem that can be solved by segregating developers.
You need a stronger QA and UAT system in order to make sure that such errors, regardless of who makes them are caught before the deploy time. That way, you don't have to blame the 'hapless newbies'.
It seems your existing process is already pretty good. The problem isn't that bad code made it onto the trunk but rather bad code was not caught during testing or review. Perhaps weekly code review sessions would be helpful? Pair up a beginner with someone more experienced and just go through the code because at some point there will be far too many changes for just a specific person or group of people to be doing all the commits/merging to trunk.
Per developer branch works too, but I would suggest letting the developer merge the changes (again perhaps with another developer).
Um... This may be obvious, but how about fixing the unfortunate chain of events that led to the bad commits not being caught?
Your process seems reasonable; but if you're going to be doing Continuous Integration, you need to verify that the Integrated trunk isn't broken. Sounds like that process got defeated somehow; it seems to me like you need to find and fix the issue that defeated that process.
Continuous integration and automated unit tests -- perhaps as a requirement of the check in process. Set up continuous integration on checked in code. Set up notifications or public indicators of build status (red/green lights). Have your unit tests (and integration tests, etc., if possible) run during the build process. People who break the build can't work on any new features until the build is fixed. Couple this with good-natured, public shaming. :-)
Also -- hand-hold the newbies through the process the first few times so they're not too scared to commit anything.
My first advice would be hire better newbies, followed by hiring a better QA department. The approach you suggest could work, but your treating the symptom and not the problem. Code reviews and unit tests would help this a lot.
There is several other things you could do:
Project Management: Communicate the problem with the team, emphasizing the responsibility that comes with commits to the trunk
Team Structure: Assign a mentor to the newbies which will do a code review before the commit. That's also a good opportunity for the newbies to get to know the project, the coding standards in place and to get familiar with the culture of the team.
Unit Tests:: Require everyone to also write a unit test for their code.
Regular Builds and Tests: Establish a build server and do nightly builds (including unit test) to discover problems early.
Code Review Set a post-commit hook on your SVN server to send an email notification on new commits, and have someone experienced do a quick review early.
You could put up a staged review system like ReviewBoard. See also the google talk on Mondrian. We're starting to use reviewboard here, but in a "post-commit" manner, which it's not directly designed for.
Paired even with a frequent (triggered on commit) build system, this will give you a lot more confidence in code. (We do this now.)
Add automated unit testing and/or automated functional testing and you've got even more confidence. (We have done this in the past, but it's succumbed to some bit-rot.)
You can even go as far as a continuous integration buildserver (as several others have mentioned).
At one extreme, the commit process could be:
(Our process here at the moment is "guided peer review", "commit", "autobuild with really simple boot/functionality test", potentially "formal peer review", and eventually "address static code analysis results".)
At some point for any given organization this may be "overkill" -- so the typical "YMMV" applies. Look at your existing build process and figure out what the "low hanging fruit" are, the stuff that will be relatively easy to implement, give you good results, and will be easy for people to get used to. You can always add more later, time and resources permitting.
And ++ for all the people who mentioned the "embrace the newbie" approach. It's far more important to have newcomers feel like they have a ton of learning resources and tools to become better at their disposal than it is to have them feel "punished" or restricted.
When we added PC-Lint here the response was overwhelmingly positive, at least once we figured out how to show people only the warnings they were likely responsible for. It became less of a responsibility and more of a self-improvement resource. (Helps if you hyperlink examples and explanations from these reports.)
ahem, use mercurial? then your newbies can damage their own archive as much as they please...
Developers should run the unit tests before committing, so they can easily avoid bad commits.
CI should run the unit tests again after committing, just to make sure.
Developers should be committing to branches, which should be merged after being reviewed. For a senior programmer who is trusted, that "review" might just be "Do the tests pass? Does the code look reasonable?" For the "newbies", it can be more extensive.
As far as traceability, once it's in the trunk, who cares? If the code is broken, the reviewer who let it through is at much at fault, if not MORE at fault, than the developer (since they KNOW the developer is a "hapless newbie" and "not to be trusted", they should know to look extra carefully).
Code review the changes on the trunk and have them apply the fixes (if any). Eventually they'll get better and everyone will be happy.
Every open-source project I've ever seen disallows commits on the Trunk, and nobody perceives it as "draconian." Instead it's perceived as an obvious necessity to protect the integrity of code. I think developer branches are a perfectly acceptable solution, with the clear intent of moving the new developers to "full committers" as quickly as they can prove themselves.
Karl Fogel discusses this situation and several similar ones in his famous book, Producing Open Source Software - How to Run a Successful Free Software Project, and comes to the same conclusion: strict testing and code review are more helpful than strict authorization.
I think it is far too rigid. If you do code reviews you can do this on the trunk. Instead of merging the developer branch (which is tedious) which is a lot of work you can just have a look what the developers did. That's the whole idea about a revision system. You can even rollback. But then you do it if something is bad. You don't need a lot of actions if the code is good. The outcome is that it is less work when the code is good. You can spent that extra time in teaching your newbies. The other approach is purely demotivating for your fellow workers.
The "chain of unlucky events" ;). To be honest that sounds like your Q&A is not that rigid like your proposal. A better test coverage and maybe a CI server will help. I personally like svn commit messages. It keeps me easily up-to-date. I get an email with a diff that someone committed. Easy to do and the unread commit mails are a todo list, too.
So, it is better to embrace newbies and changes. Don't put the time and effort into control structures. Spent it at better in teaching newbies and improving the process.
I may just be echoing things other people have said but...
The interview process should be intense enough to weed out those that can't handle what's required by the position. So, that's my preemptive solution.
Another solution would be to have a Mentoring/Sponsoring-type program for interns/co-ops/newbies, where company policy and procedures are not just reviewed in principle, but in practice. So, for example, the newbie would work side-by-side with the Sponsor for a period of time so he or she can become familiar with how the business works on a day-to-day basis. That way, in addition to gaining experience, he or she can become comfortable and used to performing their job the way it's supposed to be done.
A similar question has been asked recently, but is not the same.
The Mercurial website has a detailed page listing comparisons for 4 different options for getting Mercurial and Subversion to interoperate.
I am wondering if anyone out there has tried one or more of these, and could relate any really good or really bad experiences. The note on the hgsubversion download says
hgsubversion is an extension for Mercurial that allows using Mercurial as a Subversion client. Right now it is not ready for production use. You should only be using this if you're ready to hack on it, and go diving into the internals of Mercurial and/or Subversion.
which is about as inviting to me signs that say "Abandon hope, all ye who enter here" or "Trespassers will be arrested". So I'm just wondering if this or any of the other alternatives are worth trying for someone who doesn't have a lot of extra time to hack around.
I think hgsubversions author is being a bit paranoid. If you follow the README - meaning use suitably recent versions of mercurial and subversion - not whatever happens to be installed on or by your distro - then it actually works fairly well. Likewise, the documentation included is up to date; whereas what you find on the web may not be. I've been using it for a couple of weeks with reasonable - but not perfect - results.
It's when you get into the corners of the two systems that you have problems: hgsubversion and other extensions (I have problems with hgtasks) don't seem to like each other; it's not clear how properties are handled, etc.
I've just started working with option 4, hgsvn. Despite what the Mercurial page says, hgsvn 0.1.7 does support pushing back to the svn repo.
My use case is very simple: I really only want the ability to have local branches (at this stage). The workflow listed on the hgsvn page is exactly what I've used and so far it hasn't broken anything.
I'd like to second option hgsvn, it's rather slow if you want to mirror a big repository, but you can start at revision close to the tip (which is usually what you want anyway).
I found it very robust, mirrored repositories with over 5000 revisions. You can push changesets back if that's what you want.
Yeah, you must use a recent "crew version" of Mercurial, see the CrewRepository page on the Mercurial wiki.
When Mercurial 1.3 is released on July 1st, hgsubversion should begin maintaining a stable branch. At least that's the word on IRC (#hgsubversion on irc.freenode.net).
I've been using Subversion for several years, but I'm interested in trying out this distributed VCS idea. (I would like to use git, but it isn't so good on Windows which rules it out for use at my work. So I next would like to try Mercurial.)
I initially would like to push and pull with a Subversion server. So I tried option 1, hgsubversion. I'm on Ubuntu 9.04 (Jaunty) with hg 1.1.2. I followed the directions given on that web page. It all seemed to install fine. But when I tried the hg svnclone command, I got an "unknown command" error. Further digging showed that now you just do hg clone with the SVN URL prefixed by svn+. e.g.:
hg clone svn+https://server/svn/repo/
But then, I got an error message:
abort: could not import module encoding!
That seems to be a known bug, but after some fiddling around, I couldn't figure out what I'm meant to do to fix it.
Summary: option 1 currently not functional for me. The other options don't fit my desired work-flow.
Update: I tried it again with Mercurial 1.2.1, and got the same result. Someone told me that the in-development mercurial-crew branch should work.
I have been using hgsubversion for several months. You might be missing some features but it is ready for production use.
OGRE and many others have decided to use hgsubversion because it is fast.
I'm trying to exclude subversion's folders from being tracked by git. I tried a couple different setups for .git/info/exclude, but it doesn't seem to work. I would use git-svn, but it's a pain to request access to get that to work, so I'd rather just work around this by excluding the folders.
I want to exclude ".svn/entries"
I've tried adding the following lines to .git/info/exlude: .svn entries .svn/entries entries svn
No matter what I try, .svn entries shows up when I run git status
I think you want to use a .gitignore file in your top-level directory. This will work if you put ".svn/entries" on a line in that file. You might just put ".svn" instead of ".svn/entries" as well.
EDIT: See comments. If they files are already being tracked by git, they'll always show up in git status.
Create a ~/.gitexcludes file and put this in:
Tell git about your .gitexcludes file:
Do what Casey suggests, except name the file .gitignore and put it in the root of your git repo.
I also like to do a attrib +h .gitignore so it won't show up in my explorer windows.
This thread has the correct answer:
Git - Ignore certain files contained in specific folders
What you really need is:
.svn*
what do you mean its a pain to request access to get git-svn to work. git-svn just issues svn commands so if you already have SVN access you can use git-svn without anyone upstream knowing at all or needing to change anything
since every versioned folder has a .svn directory you have to put:
*/.svn/*
I'm working on a project with a friend and i wanna return to an older version of our code and set it to be the current how do i do it?
I'm using anksvn on vs08
i have the version tat i want on my pc but the commit is failing, the message that i get is "commit is failed, file or directory is out of date"
i also have subversion client on my pc
Basically you need to "merge backwards" - apply a diff between the current and previous version to the current version (so you end up with a working copy looking like the old version) and then commit again. So for example to go from revision 150 (current) back to revision 140:
svn update
svn merge -r 150:140 .
svn commit -m "Rolled back to r140"
The Subversion Red Book has a good section about this.
The reason you can't do anything directly with the good copy you have on your PC, is that its .svn folders know that it is code from the past, so requires an update. But you can only actually commit changes at the head of the subversion history.
You can use
svn update -r <earlier_revision_number>
to check various older versions of your project, until you find the right revision number, of your good version. When you have found it, update to the newest (head) revision, then apply the svn merge as suggested above.
If you really can't find it, and need to commit the copy on your PC, then get a fresh update to the latest version, and copy your "good" version over the top of it (without the .svn folders!). Delete any files that weren't in the good copy from the folders and from subversion, and commit what you have now.
The standard way of using merge to undo the entire check-in works great, if that's what you want to do. Sometimes, though, all you want to do is revert a single file. There's no legitimate way to do that, but there is a hack:
Use svn's export subcommand:
svn export http://url-to-your-file@123 /tmp/filename
(Where 123 is the revision number for a good version of the file.) Then either move or copy that single file to overwrite the old one. Check in the modified file and you are done.
Sync to the older version and commit it. This should do the trick.
Here's also an explanation of undoing changes.
Right-click on the highest hierarchy you want to revert >> Revert or Revert to Revision
Let me start by telling you that I never used anything besides SVN and I'm also a Windows user.
I have a couple of simple projects that are open-source, others are on their way when I'm happy enough to release their source code. Either way, I was thinking of using Google Code and SVN to share the source code of my projects instead of providing a link to the source on my website. This has always been a pain because I had to update the binaries and the code every time I released a new version. This would also help me to have a backup of my code some where instead of just my local machine (I used to have a local Subversion server running).
What I want from a service like this is very simple... I just want a place to store my source code that people can download if they want, that allows me to control revisions and provide a simple and easy issue/bug system so people can submit bugs and stuff like that. I guess both of them have this.
But I don't want to host any binaries in their websites. I want this to be hosted on my website so I can control download statistics with my own scripts. I also don't have a need for wiki pages as I prefer to have all the documentation on my own website. Do any of these services provide a way to "disable" features like wiki and downloads and not show them at all for my project(s)?
Now, I'm sure there are lots of pros and cons about using Google Code with SVN and GitHub with Git (of course) but here's what's important for me on each one, and why I like them:
Google Code:
GitHub:
Basically that's it. Not much, I know...
What other common pros and cons can you tell me about each site/software? Keep in mind that my projects are simple, I'm probably the only one who will ever develop these projects on these repositories (or maybe not, but for now I am).
Google Code is supporting Mercurial now. Mercurial should give you most of the benefits of Git, but you get the maturity of Google Code. You also have the option to go with subversion there as well should you want to.
There are 2 main advantages to GitHub:
GitHub makes it very easy to make contributions to other people's code, and easy for them to integrate it back in. There are also lots and lots of cool post-commit hooks that they have built-in; for instance, when I commit to one of my repositories, an email is sent to my Google Groups announce list and a bot pops into the irc channel, gives a summary of the changes, and pops back out again. I know of at least one CI service that triggers on GitHub commits (or rather, pushes).
If you're planning on this being a fairly small, solo project, then you probably won't find most of GitHub's features to be that useful.
I haven't had particularly positive experiences with TortoiseGit myself. I really like the git model, but everything about it feels weird to me when I'm trying to use it on Windows. I often end up just using the cygwin version, but even that is far from perfect.
Honestly, for small projects that you want to opensource, I'd probably just host on google code and deal with SVN for the moment. It might be different if you were already a git expert, but I'm not sure that the learning curve is worth it for a small, windows-based project (esp. considering the # of windows developers who are likely to be turned off by it).
These are answers for Google Code (which I use and am very happy with):
But I don't want to host any binaries in their websites
So don't - nothing in the Google terms of service requires you to do so.
I also don't have the need for wiki pages
The wiki pages, like almost all the tabs on a GC site, can be disabled and hidden.
Why not create a Google Code page for your project (it takes about 2 minutes and it's free) and play with the admin options to see if it does what you want?
Google Code Project Hosting now supports Git.
It sounds like Google Code is a better fit for your needs, namely its use of SVN (Mercurial now, but SVN since thats what you are most comfortable with). As for its other features that you dont care so much about, then yes you can disable them by disabling their tab in the UI.
I am a fan of Google Code - its simple and straight-forward.
Github now supports Subversion http://slashdot.org/submission/1232328/
SVN was the first type of source control I ever used. It worked for a while, but I never looked back after switching to GIT. It sounds like the biggest issue stopping you from going to git is a good tool to use. I used tortoiseSVN for a while, and tried tortoiseGit when I made the transition but was less than satisfied.
Give Git Extensions a try, it is by far the best gui interface to git on ANY operating system.
Why not use both? You can use google code to host the project and use github as your repository. Check out robotium.org as an example.
It is clear that git is winning and it is great tool (but it needs time). With google code git support, there is no real big difference between github/gcode . If you like to have private repository and public on same provider than github is way too go. Also I am using Eclipse and egit plugin (3.7.x) is part of eclipse project, but in most cases needs to be installed as plugin.
I've heard the phrase "deploying applications" which sounds much better/easier/more reliable than uploading individual changed files to a server, but I don't know where to begin.
I have a Zend Framework application that is under version control (in a Subversion repository). How do I go about "deploying" my application? What should I do if I have an "uploads" directory that I don't want to overwrite?
I host my application through a third party, so I don't know much other than FTP. If any of this involves logging into my server, please explain the process.
Automatic deploy + run of tests to a staging server is known as continuous integration. The idea is that if you check in something that breaks the tests, you would get notified right away. For PHP, you might want to look into Xinc or phpUnderControl
You'd generally not want to automatically deploy to production though. The normal thing to do is to write some scripts that automates the task, but that you still need to manually initiate. You can use frameworks such as Phing or other build-tools for this (A popular choice is Capistrano), but you can also just whisk a few shell-scripts together. Personally I prefer the latter.
The scripts themselves could do different things, depending on your application and setup, but a typical process would be:
svn export svn://path/to/repository/tags/RELEASE_VERSION /usr/local/application/releases/TIMESTAMPunlink /usr/local/application/current && ln -s /usr/local/application/releases/TIMESTAMP /usr/local/application/currentln -s /usr/local/application/var /usr/local/application/releases/TIMESTAMP/var/usr/local/application/current/scripts/migrate.php(Assuming you have your application in /usr/local/application/current)
I wouldn't recommend automatic updating. Just because your unit tests pass doesn't mean your application is 100% working. What if someone checks in a random new feature without any new unit tests, and the feature doesn't work? Your existing unit tests might pass, but the feature could be broken anyway. Your users might see something that's half-done. With automatic deployment from a check-in, you might not notice for a few hours if something made it live that shouldn't have.
Anyhow, it wouldn't be that difficult to get an automatic deployment going if you really wanted. You'd need a post-check-in hook, and really the steps would be:
1) Do an export from the latest check-in 2) Upload export to production server 3) Unpack/config the newly uploaded export
I've always performed the last steps manually. Generally it's as simple as SVN export, zip, upload, unzip, configure, and the last two steps I just alias a couple of bash commands together to perform. Then I swap out the root app directory with the new one, ensuring I keep the old one around as a backup, and it's good to go.
If you're confident in your ability to catch errors before they'd automatically go live, then you could look at automating that procedure. It gives me the jibbly-jibblies though.
Here is an excellent article on using Subversion to deploy web projects ? it answers many of your questions.
http://athleticsnyc.com/blog/entry/on-using-subversion-for-web-projects
At my webdev company we recently started using Webistrano, which is a Web GUI to the popular Capistrano tool.
We wanted an easy to use, fast deployment tool with a centralized interface, accountability (who deployed which version), rollback to previous versions and preferably free. Capistrano is well-known as a deployment tool for Ruby on Rails applications, but not centralized and targeted mainly to Rails apps. Webistrano enhances it with a GUI, accountability, and adds basic support for PHP deployment (use the 'pure file' project type).
Webistrano is itself a Ruby on Rails app, that you install on a development or staging server. You add a project for each of your websites. To each project you add stages, such as Prod and Dev.
Each stage can have different servers to deploy to, and different settings. Write (or modify) a 'recipe', which is a ruby script that tells capistrano what to do. In our case I just used the supplied recipe and added a command to create a symlink to a shared uploads dir, just like you mentioned.
When you click Deploy, Webistrano SSHs into your remote server(s), does an svn checkout of the code, and any other tasks that you require such as database migrations, symlinking or cleanup of previous versions. All this can be tweaked of course, after all, it's simply scripted.
We're very happy with it, but it took me a few days to learn and set up, especially since I wasn't familiar with Ruby and Rails. Still, I can highly recommend it for production use in small and medium companies, since it's proven very reliable, flexible and has saved us many times the initial investment. Not only by speeding up deployments, but also by reducing mistakes/accidents.
This sort of thing is what you would call "Continous Integration". Atlassian Bamboo (cost), Sun Hudson (free) and Cruise Control (free) are all popular options (in order of my preference) and have support to handle PHPUnit output (because PHPUnit support JUnit output).
The deployment stuff can be done with a post build trigger. Like some other people on this thread, I would exercise great caution before doing automated deployments on checkin (and test passing).
To handle uploads, the classic solution is to move the actual directory out of the main webspace, leaving it only for a fresh version to be checked out (as I do in the script below) and then using Apache to 'Alias' it back into place as part of the website.
Alias /uploads /home/user/uploads/
There are less choices to you if you don't have as much control of the server however.
I've got a script I use to deploy a given script to the dev/live sites (they both run on the same server).
#!/bin/sh
REV=2410
REVDIR=$REV.20090602-1027
REPOSITORY=svn+ssh://topbit@svn.example.com/var/svn/website.com/trunk
IMAGES=$REVDIR/php/i
STATIC1=$REVDIR/anothersite.co.uk
svn export --revision $REV $REPOSITORY $REVDIR
mkdir -p $REVDIR/tmp/templates_c
chown -R username: $REVDIR
chmod -R 777 $REVDIR/tmp $REVDIR/php/cache/
chown -R nobody: $REVDIR/tmp $REVDIR/php/cache/ $IMAGES
dos2unix $REVDIR/bin/*sh $REVDIR/bin/*php
chmod 755 $REVDIR/bin/*sh $REVDIR/bin/*php
# chmod -x all the non-directories in images
find $IMAGES -type f -perm -a+x | xargs -r chmod --quiet -x
find $STATIC1 -type f -perm -a+x | xargs -r chmod --quiet -x
ls -l $IMAGES/* | grep -- "-x"
rm dev && ln -s $REVDIR dev
I put the revison number, and date/time which is used for the checked-out directory name. The chmod's in the middle also make sre the permissions on the images are OK as they are also symlinked to our dedicated image server.
The last thing that happens is an old symlink .../website/dev/ is relinked to the newly checked out directory. The Apache config then has a doc-root of .../website/dev/htdocs/
There's also a matching .../website/live/htdocs/ docroot, and again, 'live' is another symlink. This is my other script that will remove the live symlink, and replace it with whatever dev points to.
#!/bin/sh
# remove live, and copy the dir pointed to by dev, to be the live symlink
rm live && cp -d dev live
I'm only pushing a new version of the site every few dats, so you might not want to be using this several times a day (my APC cache wouldn't like more than a few versions of the site around), but for me, I find this to be very much problem-free for my own deployment.
check fredistrano, it's a capistrano clone works great (litle bit confusing installing but after all runs great)
It depends on your application and how solid the tests are.
Where I work everything gets checked into the repository for review and is then released.
Auto updating out of a repository wouldn't be smart for us, as sometimes we just check in so that other developers can pull a later version and merge there changes in.
To do what you are talking about would need some sort of secondary check in and out to allow for collaboration between developers in the primary check in area. Although I don't know anything about that or if its even possible.
There is also issues with branching and other like features that would need to be handled.
We are using a Subversion server at my job for source control. I was thinking that rather than keeping up with my own branch, I would run Mercurial on my workstation, commit locally, and then commit to the Subversion trunk whenever I?m done with whatever feature I?m working on.
From my understanding of DVCS this is theoretically possible. Can anyone offer reference to any tutorials on this specific type of integration, or point to any tools that will make such a process as seamless as possible?
You should really give hgsubversion a try, despite the warning. It is the only two-way bridge between Subversion and Mercurial.
When I tried it months ago it worked very well and there has been a lot of development done sine. That is why the extension is tracking the development version of Mercurial (hence the error about encoding in the comment above).
Luckily, Mercurial is very easy and non-intrusive to install. Download the latest Mercurial, unpack it and run
% make local
That will compile the C modules. Then symlink hg into your path and add the present working directory to your PYTHONPATH:
% export PYTHONPATH=$PWD:$PYTHONPATH
Now install and active hgsubversion. When Mercurial 1.3 is released on July 1st you can just use that version. I believe hgsubversion will then make a stable repository and track the stable Mercurial releases.
Have you looked at http://www.selenic.com/mercurial/wiki/index.cgi/WorkingWithSubversion ?
How can I fork and keep in sync with an Google Code Subversion repository that I don't have write access to, into a GitHub repository?
I want to be able to develop my own features in my Git repository, but I also want to synchronise against the Google Code Subversion repository. To fetch fixes from Google Code project side.
I know about git-svn and used it before to up- and downstream to an Subversion repository I had full control over. But I don't know how keep in sync with a Google Code Subversion repository.
The remote branch from git-svn is pretty much the same as a regular Git remote. So in your local repository you can have your git-svn clone and push changes out to GitHub. Git doesn't care. If you create your git-svn clone and push the exact same changes out to GitHub, you'll have an unofficial mirror of the Google Code repository. The rest is vanilla Git.
git svn clone http://example.googlecode.com/svn -s
git remote add origin git@github.com:example/example.git
git push origin master
Now that you have this, occasionally you will have to synchronise the Subversion repository with Git. It'll look something like:
git svn rebase
git push
In gitk or whatever, this would look something like this:
o [master][remotes/trunk][remotes/origin/master]
|
o
|
o
And when you run git svn rebase, you would have this:
o [master][remotes/trunk]
|
o
|
o [remotes/origin/master]
|
o
|
o
So now running git push would push those commits out to GitHub, the [remotes/origin/master] branch there. And you'd be back to the scenario in the first ASCII art diagram.
The problem now is, how do you work your changes into the mix? The idea is, you don't ever commit onto the same branch that you are git-svn-rebase-ing and git-pushing. You need a separate branch for your changes. Otherwise, you would end up rebasing your changes on top of the Subversion ones, which could upset anyone who clones your Git repository. Follow me? OK, so you create a branch, let's call it "features". And you make a commit and push it out to GitHub to the features branch. Your gitk would look something like this:
o [features][remotes/origin/features]
|
o
|
o [master][remotes/trunk][remotes/origin/master]
|
o
Here you've got your features branch a couple of commits ahead of the Google Code branch, right? So what happens when you want to incorporate new stuff from Google Code? You'd run git svn rebase first and get this:
o [features][remotes/origin/features]
[master][remotes/trunk] o |
| o
o /
|/
o[remotes/origin/master]
|
o
If you git push master out, you can imagine the [remotes/origin/master] being at the same point as master. But your feature branch doesn't have the changes. Your choices now are to merge master into features, or rebase features. A merge would look like this
git checkout features
git merge master
o [features]
/|
/ o [remotes/origin/features]
[master] o |
| o
o /
|/
o
|
o
Then you push features out to GitHub. I've left off the remotes for master to save space, they'd be at the same point as [master].
The rebase approach is slightly more evil - you'd have to push with --force as your push would not be a fast-forward merge (you'd pull the features branch from under someone who had cloned it). It's not really considered OK to do this, but nobody can stop you if you are determined. It does make some things easier too, such as when patches get accepted upstream in slightly reworked form. It'd save having to mess about with conflicts, you can just rebase --skip the upstreamed patches. Anyway, a rebase would be like this:
git rebase master features
o [features]
|
o
| o [remotes/origin/features]
[master] o |
| o
o /
|/
o
|
o
And then you would have to git push --force that. You can see why you need to force it, the history has a big old schism from the [remotes/origin/features] to the new current post-rebase [features].
This all works, but it is a lot of effort. If you are going to be a regular contributor, the best bet would be to work like this for a while, send some patches upstream and see if you can get commit access to Subversion. Failing that, perhaps don't push your changes out to GitHub. Keep them local and try and get them accepted upstream anyway.
A walk-through for synchronizing from Google Code to GitHub is available at fnokd.com. The author uses an always-on remote server and a cron job to automate the synchronization and keeps the SVN trunk in a GitHub branch called "vendor".
Hmm.. In my company I was doing nearly the same. Just having both .svn and .git repo in the same directory (you checkout svn repo and create git repo in this working copy).
Then using svn up and git push did the thing. Of course if you diverge a lot you'll have to merge things by hand.
I?m not quite sure what it is that you want but, of course can you pull from a subversion repository and push to a Git repository from the same working copy. And you can also git svn dcommit back to the subversion repository. You can?t make the GitHub repository sync against the subversion repository, though. Also, when you have commits in your working copy that are not yet in the subversion repository you will need to rebase them if the subversion repository was updated, forcing you to git push --force the ?new? commits to GitHub.
We are considering switching our source control repository at my work from Perforce to either CVS or SVN. I said that I didn't think CVS was as popular as SVN recently, and was met with a lot of blank stares. My boss told me that I must be still stuck inside the Windows-programming world if I was considering SVN, because most UNIX-based developers use CVS. In addition, another coworker said CVS was a lot more popular than SVN. To be honest, I haven't heard much about CVS at all. It seems like SVN is supported by pretty much every application / web service I use. Am I missing something here? I am really only familiar with using SVN, Perforce, and Git. Thanks, sorry for the lame question.
The guys who make finalbuilder do a poll each year among their users about their version control system. These are the results for 2008:
And these are the results of a 2009 survey by Dr. Dobbs (image found in this Forrester post).
Some more fair questions might be:
Are new repositories being set up more in SVN or CVS?
Are repositories changing more from CVS to SVN or the reverse?
The overwhelming answers, as far as I can tell, are that many more new repositories use SVN than CVS, and the migration is all from CVS to SVN.
There are arguments for keeping CVS if you already have it, but for virtually any other case I'd recommend SVN over CVS, and so would most of the people who use either heavily.
Your boss wants to insult you, but sadly doesn't know what he is talking about. People "still stuck inside the Windows programming world" are generally using SourceSafe, or perhaps something really expensive like ClearCase.
Subversion was developed with the goal of being a functional replacement for CVS, a goal which it pretty much succeeds at. Its probably OK to still use CVS if you are working an old project that already has CVS history. However, if you have a choice you should use SVN instead.
That being said, you still at the end of the day are stuck with something built around CVS's workflow. The latest generation of revision control systems are much different. For instance, distributed revision control systems have far better tools for anyone who might ever have to access sources remotely (does your company have branch sites?)
Who cares which is the most popular?! Both have a large enough user base that they're not going to disappear overnight. Your decision should be based on which will do the job the best and not simply as a popularity contest.
Subversion was designed to fix some of the problems with CVS while maintaining a similar interface. They've largely succeeded which means that very few, if any, new projects use CVS and those that already use it seem to be considering migrating.
From the SVN FAQ under the question Why does this project exist:
To take over the CVS user base. Specifically, we're writing a new version control system that is very similar to CVS, but fixes many things that are broken.
I think they've been largely successful in doing that. Git is relatively new, but I see little benefit of using for small- to medium-sized projects.
From what I've seen at multiple client sites, CVS has been largely superceeded by SVN. Most (all?) of the major IDEs support it, and features like atomic commits are valuable. Most of the staff I meet are familiar with it as well. I'd be surprised to find a client now using CVS.
Anyone using CVS at this point should only be doing so because they're forced to, due to a situation where "that's just what we use". If you're selecting a new version control system, CVS shouldn't even be considered. Subversion does everything it does, except better. That was the whole point of SVN being written in the first place.
The relative popularity of the two systems shouldn't be used as a factor in deciding on one. Compare the features and take the one that suits your needs best. It won't be CVS.
I'm a Windows developer and I've been using Subversion for about 3 years. Before I switched from Visual Source Safe, my first instinct was to use CVS because that was what I had used many years ago in college (on unix).
But after some amount of research it was clear even back then that most CVS folks were switching to Subversion, which is why I chose it. Plus Joel Spolsky made a very positive mention of it at one point on his blog I think, which heavily influenced my decision.
Ironically I think your boss and co-workers are the ones stuck in the Windows world. Most Windows folks probably assume all Unix folks use CVS because thats what they used many years ago in college. Today, anyone who hasn't heard of Subversion probably doesn't keep up with what is happening in the development world.
Our organization strictly uses SVN. And yes, Git has been getting a lot of buzz lately.
I don't have a study about the real usage of Subversion and CVS. But your boss is wrong, Subversion is widely used and also on UNIX-systems. Subversion is targeted as successor to CVS, and many projects switched from CVS to Subversion. CVS was once the mainly used version-control, but in that time all the alternatives from today didn't exists. Subversion, git, mercurial and bazaar were developed later.
The only thing is, that already a new sort of version-control-systems exists, the distributed VCSs. These VCS (namely git, mercurial and bazaar) has recently got many love by some projects.
But I don't believe, that any new project starts on CVS today. Subversion has nearly the same interface and does many things better than CVS.
Popularity isn't a good way to judge. Witness the horror that is Bugzilla, which still gets picked because it's popular. It's just awful. Ok, now that's out of the way...
CVS vs. SVN is like asking whether you should buy Chevy or Pontiac. They're essentially the same thing. Subversion has a couple of features that should have been added to CVS, but for daily operation you'll hardly notice any difference. Both are widely available and work fine, despite what some people who've never seriously used CVS have to say about CVS.
But you should really consider some of the other options like Git, Mercurial, etc. Distributed systems like those are useful even if you're all in the same office, or even if it's just you alone.
SVN for me but Git(Hub) is getting a lot of buzz these days. Check this out:
SVN vs CVS http://www.google.com/trends?q=svn%2C+cvs
Every *nix server ships with CVS. You have to be a little more informed to use SVN. And it has to be installed first. These facts will affect the stats far more than "which is more popular".
Sourceforge added SVN. Now they are adding several more SCM systems.
I think your team would really regret it if they chose to use CVS. The company I work for is in the process of moving from CVS to SVN there really is no competition between the two. The main feature of SVN that makes a difference for me is how it treats folders. CVS essentially only versions files, while SVN keeps track of both files and folders. For me, at least, this makes maintaining and organizing code easier since it streamlines adding directories to version control and moving files around inside the directories.
That being said, if you use a modern IDE (eclipse or netbeans are the two I have the most experience with) all of the details are covered up, and you will probably never notice the difference.
I don't know about "installed base", but from the (large) number of developers I know from the internet, SVN is quite popular, unlike CVS; but Git is quickly coming up as a possible new favorite.
SVN.
That said, check these questions: subversion-vs-cvs, what-are-the-advantages-of-using-svn-over-cvs
Also note some projects that use SVN: Apache Software Foundation, KDE, Free Pascal, FreeBSD, GCC, Python, Django, Ruby.
CVS is an relique from the previous millenium. There has not been any development on CVS for 10 years. That's an eternity in this business. The entire open-source world (except perhaps the Eclipse community) has moved on to modern source-control systems: Subversion, Git, Mercurial, Bazaar, and so on.
To be honest, SVN was supposed replace CVS, but it's branching model is very close to VSS, and thus total shit.
If I was given an option between CVS and SVN I would chose CVS.
The good thing is that you have other choices. At the time I started to configure my personal setup, I chose mercurial because I felt that git was not yet ready on Windows.
If you can I would try to steer the bosses to mercurial or git. If they aren't happy with those then I hear that BitKeeper or Clearcase would also be good alternatives ( but don't have experience with them ) but they are expensive, and BitKeeper has a wakadoo writing it's license.
I cannot speak definitively, but of many places I've worked over the last 10 years, many have used Subversion. Several have used Perforce. None have used CVS (and I've never even heard of it being suggested seriously as an option).
(Side note: one place I've worked in in the last 10 years used Visual Source Safe. Perhaps unsurprisingly, they're out of business now.)
At the company I work we tend to use CVS on most projects, if not all... I know there is a Subversion repo somewhere, but mainly used for non-source-code (diagrams and documents). Why this is so is a great mystery to me. I have had lengthy discussions with a colleague about Subversion and how much better it is compared to CVS. We even tried to convince our boss to move all of our project's code (rather small in size, internal project) to SVN. But the effort was to no avail.
I am using SVN for almost everything, as far as my personal little projects go. And I wish someone had the sense to version all projects in Subversion at work too.
I've heard good things about Team Foundation, SVN, Git, bazaar, and mercurial.
I've used CVS, Clearcase, mercurial, SVN, and a little bazaar.
I'm not really on-board with the distributed version control systems; they sound like a nightmare for software engineering and controlling versioning for a product release. Of the dVCS, I prefer mercuruial(aka hg), due to the user-friendly docs.
I would recommend SVN for modern development.
Given that the CVS GUI that I've been using has not been updated since 2005, I'd say to not start using CVS.
I am having the strangest problem ... every time i commit i get and error like this:
commit failed (details follow): MERGE of '/svn/project/trunk/web/directory/': 200 OK (http://mydomain.com)
that is the directory of the file i modified.
Later Edit i have web dav SVN installed and i commit to a HTTP URL. and there is a post commit hook doing a svn update on a directory on the same machine
Any ideas ? thank you for your help.
You'll get that error if your post-commit is failing. Try running it from the command line with the same args to make sure it works properly. I had this error a week or two ago when my python script was erroring out.
I found this and this on Google... Might be helpful?
Looks like it's tied to the post-commit failing. However, it's probably actually committed.
I've encountered the same problem when I had made many changes and prepared to commit to CodePlex. I've tried do it on command line, but failed too. I have to revert my project and split my changes to some smaller ones and commit one by one. Then it's OK.
But I doesn't know WHY.
you need to add directoty which generates error, to the subversion.
I saw this article could help resolve this issue : http://cntrint.blogspot.com/2009/08/subversion-autodeploy-post-commit-hook.html
Try enabling Proxy Server in Tortoise, under Settings/Network option.
When updating from subversion repository using tortoise svn client I get error looking like that:
Could not read chunk size: An existing connection was forcibly closed by the remote host.
It doesn't prevent me from updating, just interrupts update process, so that I have to repeat update several times, before it is complete.
What can cause such behaviour and how to fix it?
I was getting the "Could not read chunk size" message from clients on several machines.
The key to figuring it out was this error in the Apache error log:
[Fri May 07 14:26:26 2010] [error] [client 155.35.175.50] Provider encountered an error while streaming a REPORT response. [500, #0]
[Fri May 07 14:26:26 2010] [error] [client 155.35.175.50] Problem replaying revision [500, #24]
[Fri May 07 14:26:26 2010] [error] [client 155.35.175.50] Can't open file '/usr/site/svnrep/impc/db/revs/16122': Too many open files [500, #24]
The Apache process handling the svn operation was running out of file descriptors. On my Ubuntu server, I fixed it by editing /etc/security/limits.conf and adding this at the bottom:
* hard nofile 5000
* soft nofile 5000
Which increases the file descriptor limit from 1024 to 5000. Then I logged in on a fresh shell and confirmed that the limit got increased via ulimit -n. Then restarted Apache.
I just had this happen to me, and it was not a server issue; my working copy got corrupted (by me, incidentally).
REPORT of '/svn/yunfiqun/!svn/vcc/default': Could not read chunk size: connection was closed by server (http://user11:81)
After a power failure,My repository is nearly crashed. above stated error is shown on Tortise SVN Checkout, even error is shown on 'show log', on working copy commit it also shows error.....
I think problem is same like http://toxicsoftware.com/subversion_repository_corrupted_again/
Is there any mechanism to recover corrupt repositories?
I just got the 'could not read chunk size' error AND FOUND A SOLUTION -- at least for one scenario.
SERVER: CollabNet Subversion Edge Server 2.0.0-2190.74 (Subversion binaries 1.6.17-2190.74) running on Windows Server 2003 32-bit.
CLIENT: TortoiseSVN 1.6.16, Build 21511 - 32-Bit (Subversion 1.6.17) running on Windows XP Pro 32-bit with SP3.
I got this error after right-click-dragging a versioned subfolder into another versioned subfolder within my local working copy folder and then choosing 'SVN Copy versioned item(s) here' (this is a TortoiseSVN context menu command in Windows Explorer when right-dragging folders). The subfolder contained one ANSI-encoded text file, MANIFEST.MF, which I believe I did not modify (my Subversion configuration does not include a mime type for .MF files). I subsequently committed the newly copied subfolder. Later, anytime I tried to update my Subversion local working copy folders on this PC, I got the chunk size error.
I resolved this by restarting my Subversion/Apache service (which in and of itself did not help and may not have been necessary), then deleting the newly added subfolder from my local working copy folder (it had already made it to the repo, so I wasn't going to lose anything), and THEN performing an Update, which succeeded without the chunk size error and re-fetched the subfolder I just deleted.
In my case, I had copied TWO versioned subfolders this way, and I could not successfully update the root of my local working copy folder until I had deleted BOTH of these new subfolders.
I assume this is a bug in Subversion server and/or TortoiseSVN client, but I do have the debugging skills to make that determination. I'll report my findings in the TortoiseSVN Issue Tracker and see where that goes.
Check the apache error log, there should be an error logged in there with an error number. That number will help finding out why the connection was dropped.
If there's nothing in the error log, check your virus scanner/firewall settings: some of those tools will drop a connection if they think the transferred data is dangerous.
I get that also. Our server is Apache running on Windows. My client is connected with a high speed but somewhat high latency (200ms.) The other part of the puzzle is that I am running windows Vista. Turning autoscaling and rss seems to improve the situation, but does not fix it.
For us the problem was an a timeout on Apache. The update was taking about 15 minutes, but Apache timed out after 10 minutes, causing our SVN server to give the error you see. The final solution was to increase the timeout setting for Apache. We use VisualSVN server - for detailed instructions on how to change this setting, look here: http://adventuresindotnet.blogspot.com/2010/09/svn-trouble.html
I changed to an Ubuntu server and we had this same error - across multiple client PC's, OS's, and client versions.
After making sure that both the file limit settings and Apache timeout settings were as suggested.
(See http://posidev.com/blog/2009/06/04/set-ulimit-parameters-on-ubuntu/ )
I eventually solved the problem by using the apache2-mpm-prefork package rather than the apache2-mpm-worker package.
There is another annoying cause for this error message. It could be your router or your router's firmware.
I had recently upgraded my Linksys WRT110's firmware from version 1.0.02 to 1.0.07 and after that, subversion could no longer add new files to the repository. It could only update existing files. Rolling back to 1.0.02 fixed the problem.
Sources:
Basically, anytime the connection is abruptly dropped, you're going to get this error. Could be a configuration error on Apache, like many of you stated. It could also be due to a slow server or overloaded connection, or it could be due to a cheap router, as was in my case.
When merging a couple of branches (using SVN 1.6.1) where a file has been added on both branches (and then worked on in those separate branches) I'm getting one of the new tree conflicts:
C foo.txt
> local obstruction, incoming add upon merge
I need the changes from both branches, but the tree conflict doesn't give me the usual .working, .merge-left & .merge-right files -- which is understandable due to the nature of the conflict. There are quite a few of these conflict, and ones where a delete of the same file has occurred on each branch, but they're simple to resolve.
How can I resolve this issue? The SVN redbean book (for 1.6) doesn't cover this situation.
I found a post suggesting a solution for that. It's about to run:
svn resolve --accept working
which will claim the local version files as OK.
You can run it for single file or entire project catalogues.
As was mentioned in an older version (2009) of the "Tree Conflict" design document:
XFAIL conflict from merge of add over versioned file
This test does a merge which brings a file addition without history onto an existing versioned file.
This should be a tree conflict on the file of the 'local obstruction, incoming add upon merge' variety. Fixed expectations in r35341.
(This is also called "evil twins" in ClearCase by the way):
a file is created twice (here "added" twice) in two different branches, creating two different histories for two different elements, but with the same name.
The theoretical solution is to manually merge those files (with an external diff tool) in the destination branch 'B2'.
If you still are working on the source branch, the ideal scenario would be to remove that file from the source branch B1, merge back from B2 to B1 in order to make that file visible on B1 (you will then work on the same element).
If a merge back is not possible because merges only occurs from B1 to B2, then a manual merge will be necessary for each B1->B2 merges.
What if the incoming changes are the ones you want? I'm unable to run svn resolve --accept theirs-full
svn resolve --accept base
I just managed to wedge myself pretty thoroughly trying to follow user619330's advice above. The situation was: (1): I had added some files while working on my initial branch, branch1; (2) I created a new branch, branch2 for further development, branching it off from the trunk and then merging in my changes from branch1 (3) A co-worker had copied my mods from branch1 to his own branch, added further mods, and then merged back to the trunk; (4) I now wanted to merge the latest changes from trunk into my current working branch, branch2. This is with svn 1.6.17.
The merge had tree conflicts with the new files, and I wanted the new version from the trunk where they differed, so from a clean copy of branch2, I did an svn delete of the conflicting files, committed these branch2 changes (thus creating a temporary version of branch2 without the files in question), and then did my merge from the trunk. I did this because I wanted the history to match the trunk version so that I wouldn't have more problems later when trying to merge back to trunk. Merge went fine, I got the trunk version of the files, svn st shows all ok, and then I hit more tree conflicts while trying to commit the changes, between the delete I had done earlier and the add from the merge. Did an svn resolve of the conflicts in favor of my working copy (which now had the trunk version of the files), and got it to commit. All should be good, right?
Well, no. An update of another copy of branch2 resulted in the old version of the files (pre-trunk merge). So now I have two different working copies of branch2, supposedly updated to the same version, with two different versions of the files, and both insisting that they are fully up to date! Checking out a clean copy of branch2 resulted in the old (pre-trunk) version of the files. I manually update these to the trunk version and commit the changes, go back to my first working copy (from which I had submitted the trunk changes originally), try to update it, and now get a checksum error on the files in question. Blow the directory in question away, get a new version via update, and finally I have what should be a good version of branch2 with the trunk changes. I hope. Caveat developer.
svnmerge.py script sucks, doesn't use --reintegrate option when merging back to trunk
When I merge stuff in my repository Subversion wants to add/change a lot of svn:mergeinfo properties to files that are totally unrelated to the things that I want to merge. Questions about this behaviour have been asked before here on Stackoverflow.com, as you can read here and here.
From what I understand from the topics mentioned above it looks like a lot of files in my repository have explicit svn:mergeinfo properties on them, when they shouldn't. The advice is to reduce the amount and only put those properties on relevant files/folders.
So now my question: how can I easily remove those unneeded properties? I'm using TortoiseSVN, but am reluctant to manually check/fix hundreds of files. Is there an easier way to remove those unnecessary svn:mergeinfo properties?
P.S. I'm not looking for C++ SVN API code.
Here is another way to delete all sub tree svn:mergeinfo properties but not at the root folder (this is needed for branching to work properly).
From the root of the project do:
svn propdel svn:mergeinfo -R
svn revert .
svn ci -m "Removed mergeinfo"
As mentioned in this thread:
Here is a way to delete all subtree svn:mergeinfo properties. Run it inside the root of your repository:
svn propget svn:mergeinfo --depth=infinity
| grep -v "^/"
| grep -v "^\."
| cut -d- -f1
| xargs svn propdel svn:mergeinfo
All in one line for easy copy/pasting:
svn propget svn:mergeinfo --depth=infinity | grep -v "^/" | grep -v "^\." | cut -d- -f1 | xargs svn propdel svn:mergeinfo
To preview which files this will effect before you run it, change the last "propdel" to "propget" or remove the last xargs pipe altogether.
If you're sure you want to mass-remove mergeinfo properties, you can use the following BASH script.
FILES=`svn status |grep "^ M " |sed s/" M "// |tr '\n', ' '`
svn revert $FILES
It gets a list of changed files, filters it to just mergeinfo only changes, strips everything but the actual file path, converts the one-per-line paths into a space delimited list, and the calls revert on that list.
I'm using TortoiseSVN, but am reluctant to manually check/fix hundreds of files. Is there an easier way to remove those unnesscery svn:mergeinfo properties?
If the number of properties you want to keep is very small relative to the ones you want to delete, I'd just use the command line to remove them all and add them back to the ones you want:
svn propdel svn:mergeinfo *
svn propadd ... [files to add to]
I know it's been a while, but I ran into a similar problem. I'm using TortoiseSVN 1.6.7. It just so happened that the property was on the root of my working copy. When I viewed the properties on the root and clicked Remove on svn:mergeinfo, it asked me if I want to remove it recursively. This got rid of all of my svn:mergeinfo cockups.
For many Subversion operations, appending the '@' symbol to the end of a file or URL argument allows you to target a specific revision of that file. For example, "svn info test.txt@1234" will give information about test.txt as it existed in revision 1234.
However, when the name of the file contains an @, it is incorrectly interpreted by Subversion as a revision specifier:
svn info 'test@.txt' svn: Syntax error parsing revision '.txt'
I've tried double and single quotes as well as escaping with '/', '\', and '@'. How can I tell Subversion to treat the @ symbols as part of the file name?
From the SVN book (emphasis added):
The perceptive reader is probably wondering at this point whether the peg revision syntax causes problems for working copy paths or URLs that actually have at signs in them. After all, how does svn know whether
news@11is the name of a directory in my tree or just a syntax for ?revision 11 of news?? Thankfully, while svn will always assume the latter, there is a trivial workaround. You need only append an at sign to the end of the path, such asnews@11@. svn cares only about the last at sign in the argument, and it is not considered illegal to omit a literal peg revision specifier after that at sign. This workaround even applies to paths that end in an at sign?you would usefilename@@to talk about a file named filename@.
The original answer is correct, but perhaps not explicit enough. The particular unix command line options are as follows:
svn info 'image@2x.png@'
or
svn info "image@2x.png@"
or
or svn info image\@2x.png\@
I just tested all three.
to add the following file : image@2x.png do the following: svn add image\@2x.png@
@David H
I just tried a similar command without escaping the @ symbols and it still works fine
svn ci splash.png splash@2x.png@
This is on GNU bash, version 3.2.48(1)-release (x86_64-apple-darwin10.0) and svn 1.6.16
In my case I needed to remove files from a SVN repo that contained an @ sign:
This wouldn't work:
svn remove 'src/assets/images/hi_res/locales-usa@2x.png'
But this did:
svn remove 'src/assets/images/hi_res/locales-usa@2x.png@'
Double the @.
So try svn info 'test@@.txt'
You're using subversion and you accidentally checkin some code before it's ready. For example, I often: a) checkin some code, then b) edit a little, then c) hit up, enter to repeat the previous command which unfortunately was a checkin.
Is it possible to retract such an accidental checkin from the server with subversion?
See the Red Book, specifically the 'Undoing Changes' section, and reverse merging.
Another common use for svn merge is to roll back a change that has already been committed. Suppose you're working away happily on a working copy of /calc/trunk, and you discover that the change made way back in revision 303, which changed integer.c, is completely wrong. It never should have been committed. You can use svn merge to ?undo? the change in your working copy, and then commit the local modification to the repository. All you need to do is to specify a reverse difference:
$ svn merge -r 303:302 http://svn.example.com/repos/calc/trunk
To clarify, your initial change will still be in the repository. But you've now retracted it in a later revision. i.e. the repository has captured all your changes (which is really what you want! Unless you've checked in a plaintext password or similar!)
Using TortoiseSVN, select Show log and locate the revision that you want to revert to. From the context menu, select Revert to this revision. This performs a reverse merge into your working copy, so you will have to commit your working copy to finish the operation.
See also http://stackoverflow.com/questions/747597/how-do-we-keep-track-of-our-working-copys-branch :-)
You cannot remove the revision - several answers here seem to be totally misunderstanding what you want. But you can change the checkin message to indicate that it it was unintended. Checkins don't cost very much so having the odd extra one is no big deal.
If what you meant is, how do I cleanly remove the history of an accidental checkin: This is difficult.
svn does not allow you to undo anything since it saves revisions as changesets. However, there are some tools, that let you do almost everything on a dump of a repository. You could :
dump your repo.
use one of these tools (can't remember links, but google will help) to get rid of the checkin.
put it back into the repo.
but this course of action can completely ruin your repo, so never ever try to do this, unless you absolutely know what you are doing and have everything backed up.
EDIT: info from comment (thx man!) and my own googlin:
This isn't what you normally want, but if you really want to remove the actual committed version from the repository, then you can do a nasty rollback on the repository as follows (this assumes that $REV is set to the latest revision, which you are removing):
svn revert -r $((REV-1)))db/revs/$REV and db/revprops/$REVdb/current and run svnadmin recover .This all assumes:
fsfs-based repository1.5.0 (otherwise you have to manually edit db/current and change the revision number rather than running svnadmin recover .)I've done it when a huge file was committed to a repository that I didn't want to stay in the history (and mirrors etc) forever; it's not in any way ideal or normal practice...
Yes, this is really what Subversion is for.
What you need to do is just replace your copy with previous revision in SVN repository.
There are several options:
But I strongly recommend you to do the following prior to replace your local copy:
WARNING: The accepted answer (by David Fraser) should work with an SVN 1.5 repository, but with SVN 1.6 you must also delete db/rep-cache.db before the next commit or you'll corrupt your repository and may not realize it until the next time you try a complete checkout.
[I submitted an edit to the answer last week with more details, but I'm new to Stack Overflow so my edit is awaiting peer review, and in the mean time I'd hate to have someone else learn the hard way as I did!]
I would doubt it. One of the main ideas of a source control is that a repository does not loose any history. You can't delete history. The best you can do is get an older version and overwrite the current one with that. But the history logs will still show your mistake.
(Offtopic: What kind of IDE are you using that does something like that?)
you cannot retract the revision, the most you can do is revert back to prior revision and do another checkin.
To comment on this as well: This is a series of commands that I did on a repository to revert it from revision 2 back to revision 1. You'd need to checkin at the end as well though.
Last login: Mon Apr 13 16:01:34 on ttys004
[wlynch@orange ~] cd /tmp
[wlynch@orange /tmp] svnadmin create foo
[wlynch@orange /tmp] svn co file:///tmp/foo foo-repo
Checked out revision 0.
[wlynch@orange /tmp] cd foo-repo/
[wlynch@orange foo-repo] ls
[wlynch@orange foo-repo] touch blah
[wlynch@orange foo-repo] touch repl
[wlynch@orange foo-repo] touch bar
[wlynch@orange foo-repo] svn add *
A bar
A blah
A repl
[wlynch@orange foo-repo] svn ci
Adding bar
Adding blah
Adding repl
Transmitting file data ...
Committed revision 1.
[wlynch@orange foo-repo] echo "hi" > bar
[wlynch@orange foo-repo] echo "oh no" > blah
[wlynch@orange foo-repo] svn ci
Sending bar
Sending blah
Transmitting file data ..
Committed revision 2.
[wlynch@orange older-foo] svn diff -r 1:2 file:///tmp/foo
Index: bar
===================================================================
--- bar (revision 1)
+++ bar (revision 2)
@@ -0,0 +1 @@
+hi
Index: blah
===================================================================
--- blah (revision 1)
+++ blah (revision 2)
@@ -0,0 +1 @@
+oh no
[wlynch@orange foo-repo] svn diff -r 1:2 file:///tmp/foo | patch -R
patching file bar
patching file blah
Problem
How do you create a shallow copy with git-svn from a Subversion repository, i.e. how do you pull only the last three revisions?
The git clone command can get the last n revisions from a Git repository if you use the option --depth, i.e. you get a shallow copy of the repository. Example:
git clone --depth 3 git://some/repo myshallowcopyrepo
Is there a similar option for git-svn?
My discoveries so far
So far I've only found the -rN option where N is the revision to pull. Example:
git svn clone -rN svn://some/repo
According to the documentation there is the possibility to use -r$REVNUMBER:HEAD. I tried the following to get the last 3 revisions which returned an error message.
$ git svn clone --prefix=svn/ -s -rHEAD~3:HEAD http://some/svn/repo .
revision argument: HEAD~3:HEAD not understood by git-svn
So I replaced HEAD~3 with the actual number of the third but last revision 534. That worked, but that requires me to first figure out the revision number of the third but last commit.
$ git svn clone --prefix=svn/ -s -r534:HEAD http://some/svn/repo .
Documentation
You've already discovered the simplest way to specify a shallow clone in Git-SVN, by specifying the SVN revision number that you want to start your clone at ( -r$REV:HEAD).
Git's data structure is based on pointers in a directed acyclic graph (DAG), which makes it trivial to walk back n commits. But in SVN ( and therefore in Git-SVN) you will have to find the revision number yourself.
I find myself using the following often to get a limited number of revisions out of our huge subversion tree (we're soon reaching svn revision 35000).
# checkout a specific revision
git svn clone -r N svn://some/repo/branch/some-branch
# enter it and get all commits since revision 'N'
cd some-branch
git svn rebase
And a good way to find out where a branch started is to do a svn log it and find the first one on the branch (the last one listed when doing):
svn log --stop-on-copy svn://some/repo/branch/some-branch
So far I have not really found the hassle worth it in tracking all branches. It takes too much time to clone and svn and git don't work together as good as I would like. I tend to create patch files and apply them on the git clone of another svn branch.
I know you can track a svn repo with git by using git svn init, however that is for if you want to create a brand new repo.
My situation is that I currently already have an existing git repo and want to track the trunk of a svn repo by making it a remote branch in my current git repo.
Any suggestions?
UPDATE:
After searching last night, I have finally found the answer:
http://i-nz.net/2009/01/15/selective-import-of-svn-branches-into-a-gitgit-svn-repository/
It seems that you have to actually go in and manually edit the .git/config file in order to add an svn branch to an existing git repo. So according to these instructions I would have to add an entry for each branch.
After searching last night, I have finally found the answer:
http://i-nz.net/2009/01/15/selective-import-of-svn-branches-into-a-gitgit-svn-repository/
It seems that you have to actually go in and manually edit the .git/config file in order to add an svn branch to an existing git repo. So according to these instructions I would have to add an entry for each branch.
This is actually what git svn init does -- the other git svn commands simply merge things together, etc. You can git svn init and/or copy the layout of an SVN repo cloned with git svn clone, and you should just be able to pull into a local branch, or fetch, and so on. Have some time with the man page for git svn and you shouldn't have too much trouble piecing something together; if you do, #git on freenode is a good resource. So, this should be possible without too much trouble, but I don't know exactly how to do it all.
1) Define the new branch in .git/config :
[svn-remote "release-branch"]
url = svn+ssh://xxxx@mono-cvs.ximian.com/source/branches/mono-2-2/mcs
fetch = :refs/remotes/git-svn-release-branch
2) Import the SVN branch. SVN_BRANCHED_REVISION is the the revision when the branch happened in SVN.
[~]$ git svn fetch release-branch -r SVN_BRANCHED_REVISION
3) Hook up a local Git branch to the remote branch:
[~]$ git branch --track release git-svn-release-branch
5) Checkout and update
[~]$ git checkout release [~]$ git svn rebase
I use to work with Visual Studio + C#, and have been using svn before, but not currently, so I want to put my code again on source's control.
Recently i heard about git, and I have been reading the git wiki and this and this, and i have read that there are no gui clients for git like TortoiseSvn, or at least, i haven't found'em.
My questions are:
There is a relevant question concerning tools for GIT similar to tortoise.
The advantages of GIT over SVN are discussed over and over so it's not something someone should elaborate here
And as for a Visual Studio plugin, i don't think there is, or will be one for quite some time. Maybe i am missing something here though.
Try here for a good guide on how to get started with git in windows
As for my entirely personal taste and view, i continue to stick to svn based on my personal requirements of what i want from my version control and i consider svn to be in a whole other level of tool and community support. Also i consider svn very mature and that doesn't necesserily mean that git doesn't get the job done.
Here my personal experiences with git vs. svn:
Especially when merging, git's extensive use of stored history (across renames and merges) comes handy to make much better informed decisions leading to less conflicts.
Having a complete, cryptographically verifiable integrity chain through the repository helps build trust in the underlying systems, or detect when they fail. On the downside it can be complicated to create "clean" patches. Having a proper workflow helps.
Finally, git works locally by default, giving it a unbelievably huge boost in contrast to SVN which must go to the central repo for almost any operation.
Software: See this question, there are several standalone GUIs for working with the repo, history browsers and shell extensions.
Studio Plugin: GitExtensions has a Visual Studio 2005 and 2008 plugin.
Documentation: Start with the GIT User's Manual. There are more links to tutorials and books on git-scm.com.
I don't want to hash over pros and cons of git vs svn but here is one simple set of comparisons :- Why Git is better than X.
Some good Git Resources:
Have fun!
TortoiseGit is available - just Google it (I can't remember the URL) And:
Being distributed, you don't need to be connected to a server all the time, just work locally and push when you need to.
It is very quick and doesn't use much bandwidth
And, the classic, if it's good enough for Linus, it's good enough for you :)
Update: Link to TortoiseGit
I haven't used git, but I used svn and bazaar (which is similar in philosophy to git), so I can answer you in general terms.
The advantage of the so called distributed version control systems (DVCS) is that the repo and the code are together on your machine, and you are not dependent on a remote repo for operations. Every developer has a "branch", his own copy of the repo to which he commits to. You can commit, revert, check previous revisions, without being connected to the net. Officiality of repository is granted by virtue of human agreement, not technical setup. In svn, you only have one repo, which is _the_repo_ you and all the other people commit to. In DVCS, you commit to your own repo, and another developer to his own repo, and each of you can push his modifications to the officially designed repo when he pleases.
Another clear advantage is that operations in a DVCS are fast, blazing fast. svn becomes incredibly slow when you start having a lot of stuff in your repo. This can become annoying very soon.
On the minus side, DVCS are more difficult to use, but you can use a DVCS as a centralized VCS if you want.
I'm not sure what the stability of TortoiseGIT is at this stage, and when you're talking about something that integrates that intimately with Explorer this is an important consideration. Can anyone speak to this?
Also bear in mind that git is not the only choice if you are looking for the benefits of a distributed VCS. Git has the twin virtues of being very powerful and also very complicated. You might find another DVCS such as Bazaar or Mecurial an easier transition to reap the benefits of a distributed system. Both have tortoise interfaces in development but again, I'm not sure of their stability. (Bazaar's is included in their windows package though, so you would assume it is at a reasonably good stage.)
A quick search has also turned up VisualHg and Bzr-VisualStudio although I have no idea of their readiness to be used in anger. Caveat emptor.
I had a feature branch of my trunk and was merging changes from my trunk into my branch periodically and everything was working fine. Today I went to merge the branch back down into the trunk and any of the files that were added to my trunk after the creation of my branch were flagged as a "tree conflict". Is there any way to avoid this in the future? I don't think these are being properly flagged.
Thanks.
I found the solution reading the link that Gary gave (and I suggest to follow this way).
Summarizing to resolve the tree conflict committing your working dir with svn client 1.6.x you can use:
svn resolve --accept working -R .
where . is the directory in conflict.
Subversion 1.6 added Tree Conflicts to cover conflicts at the directory level. A good example would be when you locally delete a file then an update tries to bring a text change down on that file. Another is when you you have a subversion Rename of a file you are editing since that is an Add/Delete action.
CollabNet's Subversion Blog has a great article on Tree Conflicts.
I don't know if this is happening to you, but sometimes I choose the wrong directory to merge and I get this error even though all the files appear completely fine.
Example:
Merge /svn/Project/branches/some-branch/Sources to /svn/Project/trunk ---> Tree conflict
Merge /svn/Project/branches/some-branch to /svn/Project/trunk ---> OK
This might be a stupid mistake, but it's not always obvious because you think it's something more complicated.
In my experience, svn creates a tree conflict WHENEVER I delete a folder. There appears to be no reason.
I'm the only one working on my code -> delete a directory -> commit -> conflict!
I can't wait to switch to GIT.
I should clarify - I use subclipse. That's probably the problem! Again, can't wait to switch...
Are you using the same version clients all over? Using a v 1.5 client and a v 1.6 client towards the same repo can create this kind of problem. (I was just bitten myself).
If you encounter tree conflicts which do not make sense because you didn't edit/delete/come anywhere near the file, there is also a good chance that there was an error in the merge command.
What can happen is that you previously already merged a bunch of the changes you are including in your current merge. For instance, in trunk someone edited a file, and then later renames it. If in your first merge you include the edit, and then in a second merge include both the edit and the rename (essentially a remove), it will also give you a tree conflict. The reason for this is that the previously merged edit then appears as your own, and thus the remove will not be performed automatically.
This can occur on 1.4 repositories at least, I'm not sure whether the mergetracking introduced in 1.5 helps here.
Is there a solution to this? Ever since I updated subversion to 1.6.6, I get tree conflicts with "local add, incoming add upon merge" on EVERY single merge I try to do.
I just created a branch off trunk, made zero commits to trunk, and later attempted to merge my topic branch into trunk. I fail to see how there could be any conflicts, yet, there are 14 (one for every directory). I have found elsewhere that I need to use "--accept working", but why do I need to do this on every merge? I am clearly missing something.
I came across this problem today as well, though my particular issue probably isn't related to yours. After inspecting the list of files, I realized what I had done -- I had temporarily been using a file in one assembly from another assembly. I have made lots of changes to it and didn't want to orphan the SVN history, so in my branch I had moved the file over from the other assembly's folder. This isn't tracked by SVN, so it just looks like the file is deleted and then re-added. This ends up causing a tree conflict.
I resolved the problem by moving the file back, committing, and then merging my branch. Then I moved the file back afterward. :) That seemed to do the trick.
I am evaluating git-svn and trying to determine how well it will play with a particular svn repository. I am mostly concerned with getting git-svn to perform merges in such a way that the svn:mergeinfo property is correctly set in the subversion repo. Is this possible?
Here is what I have done so far:
# Checkout the SVN repo.
$ git svn clone svn://server/project1 -T trunk -b branches -t tags
# Make sure we are working on trunk.
$ git reset --hard remotes/trunk
# Modify the working copy.
$ vim file.txt
# Commit locally to the git repo.
$ git commit -a
# Push the commits back to the SVN server.
$ git svn dcommit
Committing to svn://server/project1/trunk ...
M file.txt
Committed r178
M file.txt
r178 = b6e4a3a0c28e7b9aa71d8058d96dcfe7c8a2b349 (trunk)
Now how would I go about merging that particular commit into one of the subversion branches? Again, it is very important to me that git properly set the svn:mergeinfo property when committing the change.
Even though this is an old question, the current state of affairs with git-svn has changed since it was asked. Specifically, in git 1.7.5, there is some limited support for setting the svn:mergeinfo when dcommitting back to svn.
git svn dcommit now accepts the -mergeinfo=<mergeinfo> flag. To quote from the 1.7.5+ man page:
-mergeinfo=<mergeinfo>
Add the given merge information during the dcommit (e.g. --mergeinfo="/branches/foo:1-10"). All svn server versions can store this information (as a property), and svn clients starting from version 1.5 can make use of it. git svn currently does not use it and does not set it automatically.
One should be very careful when using this though. Even though the man page says "add" what it really means is "replace". That is, the svn:mergeinfo attribute is set based on what is passed, it does not add the specified revisions to the already existing svn:mergeinfo. Learn from my mistake?
It appears that they are still working on improving this even further. As of svn 1.7.7, the following text was added to the git-svn man page:
config key: svn.pushmergeinfo
This option will cause git-svn to attempt to automatically populate the svn:mergeinfo property in the SVN repository when possible. Currently, this can only be done when dcommitting non-fast-forward merges where all parents but the first have already been pushed into SVN.
Short answer: No, git-svn does not care about svn:mergeinfo properties since git-svn is not doing merges back to svn (it is doing commits).
Long answer: Most people use git-svn to get out of the brain-damaged merging of svn. The problem with svn is that it does not differentiate between copying files or folders (often caused by refactoring) and creating a branch since creating a branch or tag is done by using the "svn copy" command. The svn:mergeinfo property is a band-aid on this problem but there are still cases where modifications are ambiguous. Git has much more robust support for branching and merging.
Seems like they are working on it. It might be possible in next version:
http://git.kernel.org/?p=git/git.git;a=commit;h=6abd9332f97441a568421ba233ad8929b50a7efc
Some of my colleagues are convinced that committing build artefacts to the subversion repository is a good idea. The argument is that this way, installation and update on the test machines is easy - just "svn up"!
I'm sure there are weighty arguments against this bad practice, but all I can think of are lame ones like "it takes up more room". What are the best, killer reasons to not do this? And what other approaches should we do instead?
This is for Java code if that makes a difference. Everything is compiled from Eclipse (with no automated PDE builds).
When I say add the build artifacts, I mean a commit would look like this:
"Added the new Whizbang feature"
M src/foo/bar/Foo.java
M bin/Foo.jar
Each code change has the corresponding generated jar file.
In my opinion the code repository should only contain source code as well as third party libraries required to compile this source code (also the third party libraries might be retrieved with some dependency management tool during the build process). The resulting binaries should not get checked in along with the source code.
I think the problem in your case is that you don't have proper build scripts in place. That's why building a binary from the sources involves some work like starting up eclipse, importing the project, adjusting classpathes, etc...
If there are build scripts in place, getting the binaries can be done with a command like:
svn update; ant dist
I think the most important reason not to checkin the binaries along with the source is the resulting size of your repository. This will cause:
Another reason might be:
Also your approach as described above introduces a lot of overhead in my opinion. What if a developer forgets to update a corresponding jar file?
Firstly, Subversion (and all others nowadays) are not source code control managers (I always thought SCM means Software Configuration Management), but version control systems. That means they store changes to the stuff you store in them, it doesn't have to be source code, it could be image files, bitmap resources, configuration files (text or xml), all kinds of stuff. There's only 1 reason why built binaries shouldn't be considered as part of this list, and that's because you can rebuild them.
However, think why you would want to store the released binaries in there as well.
Firstly, its a system to assist you, not to tell you how you should build your applications. Make the computer work for you, instead of against you. So what if storing binaries takes up space - you have hundreds of gigabytes of disk space and super fast networks. Its not a big deal to store binary objects in there anymore (whereas ten years ago it might have been a problem - this is perhaps why people think of binaries in SCM as a bad practice).
Secondly, as a developer, you might be comfortable with using the system to rebuild any version of an application, but the others who might use it (eg qa, test, support) might not. This means you'd need an alternative system to store the binaries, and really, you already have such a system, its your SCM! Make use of it.
Thirdly, you assume that you can rebuild from source. Obviously you store all the source code in there, but you don't store the compiler, the libraries, the sdks, and all the other dependant bits that are required. What happens when someone comes along and asks "can you build me the version we shipped 2 years ago, a customer has a problem with that version". 2 years is an eternity nowadays, do you even have the same compiler you used back then? What happens when you check all the source out only to find that the newly updated sdk is incompatible with your source and fails with errors? Do you wipe your development box and reinstall all the dependencies just to build this app? Can you even remember what all the dependencies were?!
The last point is the big one, to save a few k of disk space, you might cost yourself days if not weeks of pain. (And Sod's law also says that whichever app you need to rebuild will be the one that required the most obscure, difficult to set up dependency you were ever glad to get rid of)
So store the binaries in your SCM, don't worry over trivialities.
PS. we stick all binaries in their own 'release' directory per project, then when we want to update a machine, we use a special 'setup' project that consists of nothing but svn:externals. You export the setup project and you're done as it fetches the right things and puts them into the right directory structure.
A continuous integration server like Hudson would have the ability to archive build artifacts. It doesn't help your argument with "why not" but at least it is an alternative.
I'm sure there are weighty arguments against this bad practice
You have the wrong presumption that committing "build artifacts" to the version control is a bad idea (unless you wrongly phrased your question). It is not.
It is ok, and very important indeed, to keep what you call "build artifacts" in version control. More than that, you should also keep compilers and anything else used to transform the set of source files to a finished product.
In five years from now, you'll certainly be using different compilers and different build environments, that may happen to not be able to compile today's version of your project, for whatever reason. What could be a simple small change to fix a bug in a legacy version, will transform into a nightmare of porting that old software to current compilers and build tools, just to recompile a source file that had a one-line change.
So, there is no reason you should be so afraid of storing "build artifacts" in version control. What you may want to do is to keep them in separate places.
I suggest separating them like:
ProjectName
|--- /trunk
| |--- /build
| | |--- /bin <-- compilers go here
| | |--- /lib <-- libraries (*.dll, *.jar) go here
| | '--- /object <-- object files (*.class, *.jar) go here
| '--- /source <-- sources (*.java) go here
| |--- package1 <-- sources (*.java) go here
| |--- package2 <-- sources (*.java) go here
You have to configure your IDE or your build scripts to place object files in /ProjectName/trunk/build/object (perhaps even recreating the directory structure under .../source).
This way, you give your users the option to checkout either /ProjectName/trunk to get the full building environment, or /ProjectName/trunk/source to get the source of the application.
In ../build/bin and ../build/lib you must place the compilers and libraries that were used to compile the final product, the ones used to ship the software to the user. In 5 or 10 years, you will have them there, available for your use in some eventuality.
In my experience could storing of Jars in SVN end in a mess.
I think it is better to save the Jar-files in a Maven-Repository like Nexus.
This has also the advantages, that you can use a dependecy managing tool like Maven or Ivy.
One good reason would be to quickly get an executable running on a new machine. In particular if the build environment takes a while to set up. (Load compilers, 3rd party libraries and tools, etc.)
Binaries, especially your own, but also third party, have no place in a source control tool like SVN.
Ideally you should have a build scripts to build your own binaries (that can then be automated with one of the many fine automatic build tools that can check the source straight out of SVN).
For third party binaries you will need a dependency management tool like Maven2. You can then set up a local Maven repository to handle all third party binaries (or just rely on the public ones). The local repo can also manage your own binaries.
Putting the binaries in the trunk or branches is definitely overkill. Besides taking up space like you mention, it also leads to inconsistencies between source and binaries. When you refer to revision 1234, you don't want to wonder whether that means "the build resulting from the source at revision 1234" vs "the binaries in revision 1234". The same rule of avoiding inconsistencies applies to auto-generated code. You should not version what can be generated by the build.
OTOH I'm more or less OK with putting binaries in tags. This way it is easy for other projects to use the binaries of other projects via svn:externals, without needing to build all these dependencies. It also enables testers to easily switch between tags without needing a full build environment.
To get binaries in tags, you can use this procedure:
svn copy myWorkingCopyFolder myTagURLWe have a tagbuild script to semi-automate steps 3 and 4.
"committing build artifacts to the subversion repository" can be a good idea if you know why.
It is a good idea for a release management purpose, more specifically for:
If a build artifact is not just an exe (or a dll or...), but also:
then it is a good idea to have a build artifact and all those associated files stored in a VCS.
(Because it is not anymore just a matter of "re-building" the artifact, but also of "retrieving" all those extra files that will make that artifact run)
Suppose you need to deploy many artifacts in different environment (test, homologation, pre-production, production).
If:
then having those artifacts in a VCS is a good idea, in order to avoid recreating them.
You can just query them from environment to environment.
But you need to remember:
1/ you cannot store every artifacts you make in the VCS: all the intermediate build you make for continuous integration purpose must not be stored in the VCS (or you end up with a huge repository with many useless versions of the binaries).
Only the versions needed for homologation and production purposes need to be referenced.
For intermediate build, you need an external repository (maven or a shared directory) in order to publish/test quickly those builds.
2/ you should not store them in the same Subversion Repository, since your development is committed (revision number) much more often than your significant builds (the ones deemed worthy of homologation and production deployment)
That means the artifacts stored in that second repository must have a naming convention for the tag (or for a property) in order to easily retrieve the revision number of the development from which they have been built.
Checking in significant binaries violates a usage principle of source code/SVN, namely that files in source control should possess a meaningful property of difference.
Todays source file is meaningfully different to yesterdays source file; a diff will produce a set of changes which make sense to a human reader. Todays picture of the front of the office does not possess a meaningful diff with regard to yesterdays picture of the office.
Because things like images do not possess the concept of difference, WHY are you storing them in a system which exists record and store the differences between files?
Revision based storage is about storing histories of changes to files. There is no meaingful change history in the data of (say) JPEG files. Such files are stored perfectly as well simply in a directory.
More practically, storing large files - build output files - in SVN makes checkout slow. The potential to abuse SVN as a generalised binary repository is there. It all seems fine at first - because there aren't many binary files. Of course, the number of files increases at time passes; I've seen modules which take hours to check out.
It is better to store large associated binary files (and output files) in a directory structure and refer to them from the build process.
On my projects, I usually have post-build hooks to build from a special working copy on the server, namely in a path reachable from a HTTP browser. That means, after every commit, anyone [who can read the internal web] can easily download the relevant binaries. No consistency problems, instant updating + a path towards automated testing.
Version control should have everything you need to do: svn co and then build. It shouldn't have intermediates or final product, as that defeats the purpose. You can create a new project in SVN for the result and version the binary result separately (for releases and patches if needed).
Do you mean you have the sources plus the result of the build in the same repository ?
This is a good argument for a daily build, with versioned build scripts in a separate repository. Binary in the repository itself is not bad, but sources + result of build looks bad to me
If you build several binaries and don't notice a build breakage somewhere, then you end up with binaries from different revision, and you are preparing yourself for some subtle bug chase.
Advocate for a daily, separately versioned autobuild script, than just against the binaries + code
Alternatives: Use continuous integration like Hudson or Cruise Control.
Is there any way to get a patch created with git format-patch to be svn compatible so that I can submit it to an svn repo?
I'm working off an svn repo on github and want to submit my changes back to the main repo. I need to create a patch to do this, however the patch cannot be applied since git formats that patch differently then svn. Is there some secret I haven't discovered yet?
UPDATE: Although currently there exists no script or native git way to do this, I did managed to find a post from earlier this year about how to manually accomplish this. I have followed the instructions and had success getting my git patches to work with svn.
If someone could take a stab at writing a script to accomplish this and contribute to the git project, I'm everyone would be much appreciated.
http://kerneltrap.org/mailarchive/git/2008/1/15/570308/thread#mid-570308
SVN probably cannot understand the output of git diff -p, but you can resort to brute force:
diff -r over the two clones.Here's a helper script for making a diff against the the latest svn changeset and the given commit: http://www.mail-archive.com/dev@trafficserver.apache.org/msg00864.html
#!/bin/sh
#
# git-svn-diff
# Generate an SVN-compatible diff against the tip of the tracking branch
TRACKING_BRANCH=`git config --get svn-remote.svn.fetch | sed -e 's/.*:refs\/remotes\///'`
REV=`git svn find-rev $(git rev-list --date-order --max-count=1 $TRACKING_BRANCH)`
git diff --no-prefix $(git rev-list --date-order --max-count=1 $TRACKING_BRANCH) $* |
sed -e "s/^+++ .*/& (working copy)/" -e "s/^--- .*/& (revision $REV)/" \
-e "s/^diff --git [^[:space:]]*/Index:/" \
-e "s/^index.*/===================================================================/"
Subversion < 1.6 doesn't have patch support. It looks like Subversion 1.7 will allow applying patches and the git/hg extensions to unified diff are on our TODO list.
It is indeed a feature request early 2008
Linus Torvalds said at the time:
So I would argue that you need something stronger to say "don't do a git diff", and that should also disallow rename detection at a minimum.
Quite frankly, any program that is so stupid as to not accept current git patches (ie TortoiseSVN), then we damn well shouldn't just disable the most trivial part of it. We should make sure that we do not enable any of the rather important extensions:
even if ToirtoiseSVN would ignore them, if ignoring them means that it mis-understands the diff, it shouldn't be allowed at all.
That may be why
git-format-patch: add --no-binary to omit binary changes in the patch.
has been introduced in Git1.5.6 in May/July 2008 (I have not tested it though)
What is a trunk, branch and tag in subversion and what are the best practices to use them.
What tools I can use for subversion in Visual Studio 2008?
The trunk is the main line of development in a SVN repository.
A branch is a side-line of development created to make larger, experimental or disrupting work without annoying users of the trunk version. Also, branches can be used to create development lines for multiple versions of the same product, like having a place to backport bugfixes into a stable release.
Finally, tags are markers to highlight notable revisions in the history of the repository, usually things like "this was released as 1.0".
See the HTML version of "Version Control with Subversion", especially Chapter 4: Branching and Merging or buy it in paper (e.g. from amazon) for an in-depth discussion of the technical details.
I use TortoiseSVN but no Visual Studio integration. I keep the "Check for modifications" dialog open on the second monitor the whole time, so I can track which files I have touched. But see the "Best SVN Tools" question, for more recommendations.
Great place to start learning about subversion.. http://svnbook.red-bean.com/
As far as VS tools are concerned I like AnkhSVN but I haven't tried the VisualSVN plugin yet.
VisualSVN does rely on TortoiseSVN, but Tortoise is also a nice compliment to Ankh IMHO.
The "trunk", "branches", and "tags" directories are conventions in Subversion. Subversion does not require you to have these directories nor assign special meaning to them. However, this convention is very common and, unless you have a really good reason, you should follow the convention. The book links that other readers have given describe the convention and how to use it.
To use subversion in VS2008, install tortoise and ankh.
TortoiseSVN is a really easy to use Revision control / version control / source control software for Windows. Since it's not an integration for a specific IDE you can use it with whatever development tools you like. TortoiseSVN is free to use. You don't need to get a loan or pay a full years salary to use it.
AnkhSVN is a Subversion SourceControl Provider for Visual Studio. The software allows you to perform the most common version control operations directly from inside the Microsoft Visual Studio IDE. With AnkhSVN you no longer need to leave your IDE to perform tasks like viewing the status of your source code, updating your Subversion working copy and committing changes. You can even browse your repository and you can plug-in your favorite diff tool.
The answer by David Schmitt sums things up very well, but I think it is important to note that, to SVN, the terms 'branch', 'tag', and 'trunk' don't mean anything. These terms are purely semantic and only affect the way we, as users of the system, treat those directories. One could easily name them 'main', 'test', and 'releases.'; As long as everyone using the system understands how to use each section properly, it really doesn't matter what they're called.
A trunk is considered your main code base, a branch offshoot of the trunk. Like, you create a branch if you want to impliment a new feature, but dont want to affect the main trunk.
Tortoise has good docs, and a great diff tool:
http://tortoisesvn.net/docs/release/TortoiseSVN_en/index.html
I use Visual studio, and I use VisualSvn and tortoise.
If you're new to subversion you may want to check out this post on SmashingMagazine.com, appropriately titled: Ultimate Round-Up for Version Control with SubVersion
It covers getting started with SubVersion with links to tutorials, reference materials, & book suggestions.
It covers tools (many are compatible windows) and it mentions AnkhSVN as a Visual Studio compatible plugin. The comments also mention VisualSVN as an alternative.
A fantastic free utility to use if you have a team of developers is SVN Monitor. It serves as a heartbeat for your tree, telling you when there are updates, possible conflicts, etc. It's not quite as useful for a solo developer though.
As for tools see:
Read http://svnbook.red-bean.com/nightly/en/svn-book.html for details of the recommended SVN directory layout.
A good book in Subversion: Pragmatic Version Control using Subversion, where is explained your question and gives a lot more information.
A colleague of mine agreed to using SVN for our little project, but only if he doesn't have to install it. He has a U3 USB stick where he keeps the project files and he would like the SVN client to live there as well. I tried searching for a non-installable SVN client, but couldn't find anything (although I suspect that many of the available clients would run if just copy-pasted from an installation folder). Can anyone recommend me some? I'd really like to get version control going. Would be best if it had a GUI for merging files too, not just command line.
Added: The copy-paste from an existing installation is one solution, but I'd like to see first if there perhaps isn't some client that does not require installation by design. If not, I guess RapidSVN is nice enough (although it does leave stuff in Windows registry).
I'd go with the copy and paste the bin folder from SlikSVN.
EDIT:
Seems like SlikSVN is the underlying platform behind several graphical SVN clients. In my experience it seems stable and reliable.
Specifically, the bottom link on this page seems to be a non-install/xcopy precompiled package (although I haven't tried this one myself, only inspected it). It does not appear to be the newest, though. You might do your friend a favour by installing the newest SlikSVN on your own computer, and then share the bin files with your co-dev.
Try RapidSVN. The CollabNet binaries can be used in a similar fashion for command-line support. Yes, these have installers, but you can simply copy the binaries around -- I use Universal Extractor to get the binaries out without having to run the installer.
Also, an enterprising user has packaged RapidSVN as a PortableApp. There is an "installer", but it really just unzips things into a directory of your choice and writes a default configuration file into that directory.
There's a portable version of SmartSVN which is what I use. It's a pretty good SVN client. Needs JRE though. Has a nice GUI and all.
If Java is available on the machines you could use SVNKit.
try this http://alagazam.net/
or you can compile it yourself ! Cheers ~
Alternative Two should be pretty sufficient. But both methods requires installing it to the USB device which I guess is similar to just copying onto it. I checked Wikipedia and there are some standalone listed there.
EDIT: SmartSVN, QSvn (portable version requires install), SyncrhoSVN (they have version which requires you to extract and run), etc. But is copy + run any different than installing to the USB?
Alternative One Load Cygwin on the USB device, install SVN support and run it off of that. No GUI as far as I know nor have I tried to set one up (which I assume is more than possible) since I've had the luxury of using TortoiseSVN (requires install).
Alternative Two Install TortoiseSVN on a USB device and use if off of that. Has GUI interface for merging and diff. This may be relevant to your interest. However, Google has some results indicting they are slow.
I was able to use the command line client that I had installed onto a usb stick. I then whipped up a couple batch files that did the basic checkout, checkin stuff, and one batch file that gave me a command prompt with a PATH set.
It doesn't have all the integration of something like tortoise, but I don't think you would be able to easily do that from a usb stick.
i've had this same problem, and thought it would be easier to find than it is..
Bert Huijben posted the solution as a reply to Cecil, but his link was outdated.
http://subversion.tigris.org/servlets/ProjectDocumentList?folderID=8100
scroll to bottom, you can grab a zip of the binaries. works for me
I put a mistake into a comment in SVN. Can I edit this after checkin?
Commit messages are "unversioned properties" and can be changed with the svn propset command, for example
$ svn propset --revprop -r 25 svn:log "Journaled about trip to New York."
property 'svn:log' set on repository revision '25'
This is setting the revision property called "svn:log" on revision 25
Because these are unversioned, a default installation of subversion won't let you modify these properties unless you provide a pre-revprop-change hook script.
Here's a typical script, from /var/lib/svn/hooks/pre-revprop-change on my system:
#!/bin/sh
REPOS="$1"
REV="$2"
USER="$3"
PROPNAME="$4"
ACTION="$5"
if [ "$ACTION" = "M" -a "$PROPNAME" = "svn:log" ]; then
echo "$1 $2 $3 $4 $5" >> /var/lib/svn/logchanges.log
exit 0;
fi
echo "Changing revision properties other than svn:log is prohibited" >&2
exit 1
This logs changes to svn:log revision properties, and allows the edit by using exit 0, any other revision property change is denied by using exit 1. See patmortech's answer for a Windows equivalent.
To enable the revision property modification, you need to create a pre-revprop-change hook script. Can read about it here: http://svnbook.red-bean.com/en/1.0/ch05s02.html (look for Hook Scripts section).
For Windows, here's a link to an example batch file that only allows changes to the log message (not other properties): http://ayria.livejournal.com/33438.html. Basically copy the code below into a text file and name it pre-revprop-change.bat and save it in the /hooks subdirectory for your repository.
@ECHO OFF
:: Set all parameters. Even though most are not used, in case you want to add
:: changes that allow, for example, editing of the author or addition of log messages.
set repository=%1
set revision=%2
set userName=%3
set propertyName=%4
set action=%5
:: Only allow the log message to be changed, but not author, etc.
if /I not "%propertyName%" == "svn:log" goto ERROR_PROPNAME
:: Only allow modification of a log message, not addition or deletion.
if /I not "%action%" == "M" goto ERROR_ACTION
:: Make sure that the new svn:log message is not empty.
set bIsEmpty=true
for /f "tokens=*" %%g in ('find /V ""') do (
set bIsEmpty=false
)
if "%bIsEmpty%" == "true" goto ERROR_EMPTY
goto :eof
:ERROR_EMPTY
echo Empty svn:log messages are not allowed. >&2
goto ERROR_EXIT
:ERROR_PROPNAME
echo Only changes to svn:log messages are allowed. >&2
goto ERROR_EXIT
:ERROR_ACTION
echo Only modifications to svn:log revision properties are allowed. >&2
goto ERROR_EXIT
:ERROR_EXIT
exit /b 1
A way to do a quick change to the log message without having to create a pre-revprop-change hook script is to use the following svnadmin command:
svnadmin setlog --bypass-hooks REPOS_PATH -r N FILE
where REPOS_PATH is the path to the repository on the server (e.g. /srv/svn/repository) and N is the revision number (e.g. 25) and FILE is a text file containing the correct commit log entry.
Two things: This requires filesystem access to the repository files, but so does creating a pre-revprop-change hook script... and secondly, this command will bypass any hook scripts that may be in place, so use advisedly...
svn propset svn:log --revprop -r <REVISION> "My corrected log message" <PATH-TO-REPOSITORY>
Using Tortoise SVN will make this very very easy for you. Simply bring up the log messages window, right click the revision log you would like to edit, and choose Edit Log from the context menu.
In Eclipse (or Rational Application Developer) using Subclipse:
choose Team --> Show History then Right-click the revision whose comments you wish to change, then choose "Set Commit Properties" and you can change the comment and/or author.
At work, one of the head managers asked me to research on what could be the benefits of changing the current source control server (Visual Source Safe) of my project to SVN.
I really don't have anything against SVN, actually I kind of dig it, but in my humble opinion, change to SVN will not bring any significant benefits to the project, and will force us to use some third-party tools to manage the source control from the Visual Studio (we develop using mostly Microsoft tools only).
So, as a first step in my research, I ask you: what could be the benefits of switching from VSS to SVN?
SVN is more popular than VSS and has lot's of advantages. VSS is old and outdated.
Many developers nowdays are moving from VSS to SVN. If you will search for "SVN" and "VSS" in Google, it will show you lots of articles related to VSS to SVN migration.
Now, this isn't to say that Subversion is faultless - there are certainly things it could do better, and things it doesn't do at all. But all the people who worked with VSS and SVN most likely will never come back to VSS.
If you will choose SVN. Here is a list of tools you may need:
Here is a great book on this subject: Version Control with Subversion by C Pilato

Another good alternative to VSS and SVN is SourceGear Fortress which has Issue Tracking system in addition to source control - all in one. Or SourceGear Vault - source control only. Also there is SourceAnyWhere solution. If you need Microsoft solution than go with TFS instead of VSS.
Microsoft has admitted to never using VSS on any of their internal projects (can't find the reference right now though :/). I used it for two years and it was stupid bad. Database was corrupted at least once a week.
Also, one of my favorite things to quote to VSS users is the first quote on Eric Wadworth's page, reportedly from someone at Microsoft:
"Visual SourceSafe? It would be safer to print out all your code,
run it through a shredder, and set it on fire."
Definitely go with SVN. VSS is like the nightmares of 1000 demons.
Consider a more modern tool like Git, Mercurial or Darcs. There are plenty of advantages, I'll leave the googling as an exercise to the reader.
We use SVN where I work and with the right documentation, right client and tools it is a snap - so far it is highly reliable to work with. After having spent the past 10 years with VSS I can say I don't miss it a bit.
I like SVN so much I wrote a review of what I consider to be the most valuable clients (some are not) and additional tools. This is a new article so it is very timely: http://codertools.wordpress.com/2009/03/24/svn-subversion-clients-and-other-tools/
I would not hesitate to recommend SVN to anyone - GIT is next on my list to look at.. Hope this is helpful.
Avoiding the headaches of a Source Safe database crash taking your whole codebase with it is a biggy.
Not having to worry about who has a file checked out is another.
I find merging files with VSS to be very cumbersome, but it's great with SVN. Also, and I don't have any evidence of this, but SVN seems faster.
VSS is old and outdated. The database gets corrupted way too often. There's a reason why MS built TFS too.
SVN is very popular (meaning lots of community support, meaning free support), there are many tools that hook to it (CruiseControl for Continuous Integration for example) and it's rather simple to use.
You have to consider there's a learning curve if you are already using VSS and that's something that you have to weigh in your research. If the other developers haven't used SVN (or CVS) then it could be costly, although all you need is one person who really gets to know the system and then coach the rest.
We did change from VSS to SVN 4 years ago and we haven't looked back since.
Just as an aside, we've been using Sourcegear Vault for a number of years quite happily. Having repositories and a central SQL Server database along with great access over the internets made it a slam dunk for our organization.
I think it's reasonably priced and at least worth a look.
AnkhSVN 2.0 is really very good.
If you had Visual Studio integration as a requirement, I would have warned against SVN even a year ago, but that's changed in a big way. It's still not as good as, say, VS Team System, but it's much better than the old MSSCCI-based VSS integration. There's no reason not to use SVN with .NET.
Another "definitely SVN" vote here. I was part of a migration team at a previous job. I can't tell you how nice it was to get rid of VSS.
I could go on, but the memories of the VSS shackles are too painful. Just say no.
SourceGear Vault is an excellent replacement for VSS. It started out being "VSS features but using a real database", and grew from there.
Almost Definitely SVN. SVN sports a different way of working (Copy-Modify-Merge instead of Lock-Modify-Unlock). It's a bit of a learning curve, but it's the way things have gone for several years now, so most devs will have to learn it at some time or other anyway. Lock-Modify-Unlock is way too much of a pain, and there are serious collaboration problems that it actually contributes to, which I'd be happy to explain if you're curious.
Seconding the comments about how bad VSS is as well. Here are various links that cover the topic:
http://www.codinghorror.com/blog/archives/000660.html
http://www.developsense.com/testing/VSSDefects.html
http://wadhome.org/svn_vs_vss.html
Edit: See also: http://stackoverflow.com/questions/283221/source-control-lock-vs-merge#283236
Speaking as someone who went through the VSS -> SVN transition process for a large codebase, I would say the biggest benefit is being able to sleep soundly knowing that your SCM system wont suddenly have a hiccup that corrupts your database and you have to go back to yesterday's backup. You do backup your database daily, right?
With VSS, corruption happened at least once per month. With SVN (same hardware & OS) - not once in over two years.
Oh, and the branching/merging capabilities are sweet!
Just an addition to Koista Navin's answer.
He said: Here is a great book on this subject: Version Control with Subversion by C Pilato
There is a free online version:
Definitely, go with SVN, for all stated reasons above. You could try it ankhsvn which is a svn plugin for visual studio. This way you get the best of both worlds: using SVN and all work still gets done inside visual studio.
Team Foundation Server is the optimal choice for developing in the .NET world. However it is not free and for the current version 2008 it can be quite expensive. If you have higher level package for Visual Studio you do get TFS workgroup edition for free which allows 5 users access for no additional cost.
There are some major caveats to the workgroup edition you must use one of the 5 slots for the TFS service account unless you set it up to run under a users account that will be included in the TFS member list. The other is once you hit your 5 user limit the jump to 6 users is a fairly staggering cost as the current license requirements include the need to purchase the server (a few thousand dollars) AND CALs for every member of the team. That's a fairly prohibitive cost to add one more member to the team.
However, Microsoft has come to realize this and is changing this for 2010. You will no longer need to purchase the server itself and will only need to purchase CALs. TFS 2010 server licensing: It's included in MSDN subscriptions
How to get latest revision number using SharpSVN?
The least expensive way to retrieve the head revision from a repository is the Info command.
using(SvnClient client = new SvnClient())
{
SvnInfoEventArgs info;
Uri repos = new Uri("http://my.server/svn/repos");
client.GetInfo(repos, out info);
Console.WriteLine(string.Format("The last revision of {0} is {1}", repos, info.Revision));
}
Ok, I figured it by myself:
SvnInfoEventArgs statuses;
client.GetInfo("svn://repo.address", out statuses);
int LastRevision = statuses.LastChangeRevision;
I am checking the latest version of the working copy using SvnWorkingCopyClient:
var workingCopyClient = new SvnWorkingCopyClient();
SvnWorkingCopyVersion version;
workingCopyClient.GetVersion(workingFolder, out version);
The latest version of the local working repository is then available through
long localRev = version.End;
For a remote repository, use
var client = new SvnClient();
SvnInfoEventArgs info;
client.GetInfo(targetUri, out info);
long remoteRev = info.Revision;
instead.
This is similar to using the svnversion tool from the command line. Hope this helps.
i googled also a lot but the only one thing which was working for me to get really the last revision was:
public static long GetRevision(String target)
{
SvnClient client = new SvnClient();
//SvnInfoEventArgs info;
//client.GetInfo(SvnTarget.FromString(target), out info); //Specify the repository root as Uri
//return info.Revision
//return info.LastChangeRevision
Collection<SvnLogEventArgs> info = new Collection<SvnLogEventArgs>();
client.GetLog(target, out info);
return info[0].Revision;
}
the other solutions are commented out. Try by yourself and see the difference . . .
Well, a quick google search gave me that, and it works (just point at the /trunk/ URI):
http://sharpsvn.open.collab.net/ds/viewMessage.do?dsForumId=728&dsMessageId=89318
Can subversion be hosted on Amazon's hosted cloud service?
Sure. Set up an ec2 instance with linux and install svn on that server.
Absolutely - my company hosts a public open source SVN repository and our private repository on an Amazon EC2 instance. You'll want to be careful about data integrity and backups; we store the repository data on an Elastic Block Store volume for resilience, svnsync the repositories to another EC2 instance and EBS volume so that we can quickly bring up a new SVN server if the main one goes down, and also do an offsite backup via svnadmin dump to one of our physical servers just in case the whole cloud goes offline (hey, our source code is our crown jewels after all !)
The only other thing I can think of is that Amazon isn't particularly up to date with the Linux versions that they provide. We run Fedora Core, and the latest version available on EC2 is Fedora Core 8. The version of SVN that's installed via yum on FC8 is only 1.4.2.2, so if you want a newer version like 1.5 you may have to compile it from source.
Get a reserved instance at ec2 if you plan on using it for at least a year.
On a one year contract you pay $227.50 + $0.03/hr for a default instance, and on a three year contract it's $350 + $0.03/hr.
If you were to keep them running full time:
For full details of the various instance options see http://aws.amazon.com/ec2/#pricing
Use amazon's free tier and host your subversion for... wait for it... free!
Doesn't EC2 cost about $0.10/minute to keep your server up? (That's what it cost a year ago, the last time I checked.) There are other hosted subversion options that cost significantly less. I used to use cvsdude for about $5-10/month.
You can try the hosted Indefero offer. It will cost you $0.007/hour (£49/year). So cheaper than EC2. The day you want to get your own server, you just download all your data, load that in your server, change your DNS entry and go.
As you have the full data export, your forge is under your own domain and Indefero is GPL software, you have no vendor lock-in effect.
How can I get a list of all svn:externals (recursively) in a directory? Is there any utility for this?
(I'm using Windows (and tortoise))
I have a bunch of svn:externals linking to different shared parts of my project and I when I branch it's usually quite error prone to find all externals and changed them so that the link to paths within the new branch.
Do the following in the root of your working copy:
svn propget svn:externals -R
Manually changing all of those external properties sounds tedious. Have you looked at the new functionality for externals added in Subversion 1.5?
Subversion 1.5 takes a huge step in relieving these frustrations. As mentioned earlier, the URLs used in the new externals definition format can be relative, and Subversion provides syntax magic for specifying multiple flavors of URL relativity.
../
Relative to the URL of the directory on which the svn:externals property is set
^/
Relative to the root of the repository in which the svn:externals property is versioned
//
Relative to the scheme of the URL of the directory on which the svn:externals property is set
/
Relative to the root URL of the server on which the svn:externals property is versioned
Maybe one of those would help? I guess it depends on exactly how you are branching and what your repository structure looks like.
I am moving my Subversion repository from one machine to another. I have a few scattered working copies on various machines, and I have found that I can easily switch the working copies from the old server to the new one with the following command:
svn --relocate svn://oldServer/repo svn://newServer/repo
However, on one of my machines, I use Eclipse with Subclipse, and I don't like to use command-line SVN on my Eclipse projects. My question is whether it is possible to switch SVN repositories from within Eclipse using either Subclipse or Subversive.
I think you need to go into your 'repository browser' perspective there you right click your current repository and 'relocate' it to another domain.
@Stan Riley
I don't have the privilage to comment, so here comes a separate answer: Do not use the "Team/switch" option, but rather change to the "SVN repository exploring" perspective and change the URL location there in the location properties of your repository. Works like a charm on Indigo - using Subversive in my case
Al least with Eclipse Indigo 3.7 this is not possible.
From the context menu in the project, the "Team/switch" option won't let you switch to a location in another server.
The "Browse" button in the "Switch to" dialog will only let you choose locations in the current repository, although you have more then on repository defined in the "Repository browser" perspective.
Even if you manually edit the displayed URL and change the server, the OK button will get disabled.
Al least with Eclipse Indigo 3.7 this is not possible.
From the context menu in the project, the "Team/switch" option won't let you switch to a location in another server.
The "Browse" button in the "Switch to" dialog will only let you choose locations in the current repository, although you have more then on repository defined in the "Repository browser" perspective.
Even if you manually edit the displayed URL and change the server, the OK button will get disabled.
I'm using git-svn to store a "staging" version of some SVN repo, where other users are allowed to pull from this staging repo and commit there changes back to it, then the commits on the staging repo are periodically committed the upstream SVN repo.
I want to know if there's a way to map between the git committers' names and SVN usernames, so that their information would be kept intact when committing back to the SVN repo?
Vincent Danen does mention the -A option when using git svn:
So using ~/git as a top-level directory for Git repositories
[...]create an authors.txt file.
This file will map the names of Subversion committers to Git authors, resulting in a correct history of the imported Subversion repository.
For projects with a small number of committers, this is quite easy. For larger projects with a lot of committers, this may take some time. The syntax of the file would be:
user = Joe User <user@example.com>
vdanen = Vincent Danen <vdanen@somewhere.com>
The short name is the committer name for Subversion whereas the long form is the user?s full name and e-mail address, as used by Git.
The final step is to clone the Subversion repository, which creates a local Git repository based on it. Assuming your repository uses the standards of /trunk, /tags, and /branches, use:
# git svn clone --no-metadata -A authors.txt -t tags -b branches -T trunk https://svn.example.com/svn/repo
-A<filename>
--authors-file=<filename>
Syntax is compatible with the file used by git-cvsimport:
loginname = Joe User <user@example.com>
If this option is specified and
git-svnencounters an SVN committer name that does not exist in the authors-file, git-svn will abort operation.
The user will then have to add the appropriate entry.
Re-running the previousgit-svncommand after the authors-file is modified should continue operation.
config key: svn.authorsfile
This should work for all git-svn commands, including git-svn dcommit (when you push to SVN) (Note: I have not tested it directly though).
Mohammed Gamal does report (in the comments) it is working, but without the --no-metadata option.
What GUI Administration / Management tools are there for an SVN repository on Windows?
Look at visualsvn:
VisualSVN Server is a package that contains everything you need to install, configure and manage Subversion server for your team on Windows platform. It includes Subversion, Apache and a management console.
User-friendly Management Console
- Create, import and remove repositories
- Create and delete folders in repository
- Dashboard showing overview status of Subversion server
- Manage Subversion security policy
- Start, stop and restart service
- Repository browser
- Manage users and groups
- Edit Subversion hooks
Do you want to admin a remote repository (whether it be a linux or windows box), or a local repository?
Personally I haven't come across any decent utility, so I use an AutoIT script that uses PuTTY's plink.exe to interface with svnadmin on my linux server.
EDIT: fairly lame code, but it serves my purposes. Assumes that you have a "conf/shared" directory in your $svndir, which will be shared by the repositories created by this script. Scripted with AutoIt
$plink_bin = "C:\path\to\plink.exe"
$svndir = "/subversion"
$sshuser = "username"
$hostname = "host.domain.com"
$proj = InputBox("Enter project name", "Please enter a subversion project name", "")
if ($proj = "") Then
Exit(1)
EndIf
$arg = "cd " & $svndir & ";"
$arg = $arg & "svnadmin create " & $proj & ";"
$arg = $arg & "rm -fr " & $proj & "/conf;"
$arg = $arg & "ln -s ../conf/shared " & $proj & "/conf"
$command = $plink_bin & " " & $sshuser & "@" & $hostname & " " & $arg
Run($command)
found this tool : http://sublimesvn.com/download/index.html
This is a beta release of Sublime. It is free to use without restriction until it expires on September 1st, 2009. Pricing will be announced when Sublime 1.0 is released later this year.
There's also my own program called PainlessSVN. It only works with repositories setup to be served with svnserve.exe It can work with Subversion servers in your LAN. I'm currently working on version 1.1, which is almost a complete rewrite. Check the blog to see what the new stuff is.
If you want to work with an existing Subversion server, then my program will work for you. If you want to start from scratch, then VisualSVN Server is pretty good.
svn-access-manager seems to be a great open-source web administration GUI for SVN too (and currently active ...).
Try also USVN.
I recommend you look at Subversion Edge.
Subversion Edge is a distribution of the latest versions of Apache Subversion, httpd and ViewVC all tested and designed to work together. It also includes an easy to use web console for configuring and managing the server. It is very easy to install and get running and includes a built-in updater that lets you install updates remotely via your web browser. So you are always up to date with the latest security fixes and do not have to worry about the components not working together.
Subversion Edge is free and open-source.
I'm looking for a succinct and well-written tutorial on using svn:externals.
I already know how to use them in a basic way myself, but I want a good article that I can link to when answering questions like this one that come up recently:
I'd do it myself, but I don't use them often enough to want to stick my neck out and write a tutorial on it. Google was surprisingly unhelpful with this topic.
I wrote a tutorial and put it on my site, because this is a much asked question. Also, I always forget how to do this, and I need to look it up all the time.
Here are som sections about it in the svnbook / TortoiseSVN manual:
I am about to start a project (.NET) and need to decide between TFS and SVN.
I am more used to SVN(with tortoise client), CVS and VSS. Does TFS have all features available in SVN
Have any of you switched from SVN to TFS and found it worthwhile?
Also it looks like we may need Visual Studio if we need to work with TFS.
[Edit]
Money is not a consideration since we already have the licenses for TFS in place. And I am more interested in the Source Control features of TFS vs SVN, of course other features list is also welcome.
"One can not compare between TFS and SVN"
SVN: is Source Code Versioning System
TFS: is full fledged Software Development Management system which contains, Version control, Release management, Requirements tracking, Document publishing and other things.
Both have nice to use IDE integration add-ins(e.g. AnkhSVN, Collabnet's add-in) available for VS2005, so that is not the point to consider.
Criteria to consider for choice:
- If you have a no or small budget project choose SVN
- If you are only looking for version control system choose SVN, if you are looking for complete development management choose TFS
- If you have patience to juggle with different integration tools (CruiseControl.Net, NUnit, NCover, FIT) to achieve proper development environment choose SVN, or if you are looking for out of the box implementation of all these for you then choose TFS
Having used TFS 18 months back I found it buggy, slow, annoying, very limited search criteria and it had the feel of a product rushed out by a team of un-interested, under paid, over worked techs being forced to use Sharepoint and other MS technologies because that's what marketing wanted. Seriously it was a dog, I would have rather used SourceSafe!
SVN on the other hand is bit techie, IDE integration is a pain, and it can occasionally get confused, but the user base is massive and most issue can get resolved with a quick SO quesition.
Have you considered Vault? Works well, and isn't too pricey.
It's been 1.5 years now that I'm using SVN for various projects. Setups I've used so far:
Haven't had any problems with any of these setups and I definetly recommend using SVN as it's free and easy to start using. Also many project management / bug tracking packages integrate with SVN (like trac for instance).
Check out this article before you decide: A Comparison of TFS vs Subversion for Open Source Projects
I've used both - but actually, I've switched my main projects from TFS into SVN. I find the offline and anonymous access very valuable in my projects.
In general, I think they are comparable. I would just pick the one you know the best, and you are the happiest maintaining. I don't find the specific features in one dramatically outweight the features in the other system.
If you're familiar with svn I'd stick with it. Tfs isn't free and isn't simple. It does far more than just source control. If you're a .net shop like us and you're deciding what product to use for the whole dev cycle it's a contender, but for simple source control it's overkill.
I'd pick SVN. I've worked with SVN from a developer standpoint before and I currently work with TFS, and let me tell you that TFS is painful. While TFS is feature full and is more than just version control, its version control is sloppy at best. Merging is horrendous and many of us now turn to manual merging or merge tools because we can't rely on TFS. Files go missing, aren't downloaded to the local system sometimes, and there are just oddities in its behavior that make you want to bang your head against a desk.
That being said, if you want TFS in all its glory, are willing to work with its pain points, it is a great tool to setup automated builds, and releases.
I'd say TFS is more than just source control. If you can afford it, I would definitely advise to use it. When you start using Team Builds for example, or using stuff like Work Items, then you'll see that TFS can really manage your whole development life cycle, providing a rich environment in which reporting, ease of use, slick VS integration and solid source control are all rolled in to one.
It does require some iron on the server side. I do not find it to be slow however, it works nicely over VPN and supports offline work.
A major con is the install process (on the server side) which is tedious, non-flexible and in my mind (I come from a field in which packaging up apps and deployment are very important) a bad example of how SQL Server, Reporting Services, Sharepoint and webservices could be installed.
TFS can import from SVN, however SVN cannot import from TFS. So if you don?t find a good reason otherwise use SVN, as it is easier to change your mind later.
One of the best things about SVN is that every source code control system I know of can import from it, so choosing SVN us a very low risk option.
I don't have experience with TFS, but IDE integration is something you should think about. TFS obviously integrates very well with Visual Studio. AnkhSVN, the only usable free plugin for VS, is often problematic, even in the new versions. I haven't tried VisualSVN, though.
Well, to me, the choice is obviously TFS :
SVN integration into Visual Studio is incomplete to say the least (a lot of features aren't available from the IDE), and a bit buggy (AnkhSVN certainly is), while TFS one is perfect (which makes sense...). I've had my whole workspace corrupted several times using SVN (during one month), never using TFS (aprox 2 years)
While Source-Control related features of both systems are probably quite equivalent, they are accessible directly from the IDE with TFS, while you have to rely on TortoiseSVN or other external tools if you use SVN. Almost all TFS tasks are accessible in a few clicks on the solution explorer tab.
Merging is a lot easier with TFS, even for complex merges (for example, SVN will add <<<<<<'s and >>>>>>>>>'s to your .csproj files, so you'll need to manually edit them to open them again from VS.)
While I think those reasons are more than enough to prefer TFS over SVN, I mus add that :
TFS is more than just a source-control tool (think work items, project portal, etc.)
I've used it on a medium-sized project (12 coders, 3 testers, 3 business analysts) in the past, and we've been able to successfully centralize all the tasks in TFS (bug reports, project documentation, build process, etc.)
I'm not saying it's not possible to do the same using SVN and other third-party tools, but it's definitely nice to have all things nicely integrated in one product.
To stay fair, here are the two obvious drawbacks of TFS :
Its price
Installing TFS is quite a pain, while SVN installation is a matter of minutes.
Installing TFS 2008 over SqlServer 2008 is quite complicated, you cannot install TFS on a PDC, etc. To me, it's definetely the worst installation experience I've ever had with a Microsoft product.
That being said, once installed, TFS is very easy to use (especially for coders not familiar with source control systems)
In my current project, I started with SVN, and quickly switched to TFS. I'm happy I did.
The main reason why I've decided to switch is clearly the overall buggy behaviour of SVN (I was using VisualSVN as a server and AnkhSVN as a client). At least once a week, I found myself spending hours on cryptical AnkhSVN error messages.
To date, I haven't found a single reason to regret the switch to TFS.
Consider that TFS 2010 can be installed also on Windows Vista / 7 client OSs and that it supports an express, three clicks, installation.
We have been using TFS 2010 on a very large project for whole of SDLC and rigorous CI for a year now and we hate it. We are attempting to use pritty much every feature of this product with VS, Test Center, Urban Turtle etc, it's been painful and to get things to work properly. It has simply taken too much time and budget. Time which would be better spent on design and actually cutting code. I think it's the worse product to come out of MS since Windows Fista; so unintuitive, poorly architected, little thought has been given towards backward compatibility to previous versions and the implementation quality is shocking. The team who implemented the Workflow Build component should be taken outside lined up and shot, NANT was so much simpler, easier. What TFS attempts to do is massive it was a worthy lofty goal but the implementation was rushed IMO.
Pros:
Cons:
I've been doing all my work in Git and pushing to GitHub. I've been very happy with both the software and the site and I have no wish to change my working practices at this point.
My PhD adviser is asking all students to keep their work in SVN. I've found tons of documentation and tutorials about to pull down an existing SVN repo into git, but nothing about pushing a git repo to a fresh SVN repo. I expect there must be some way to do this with a combination of git-svn and a fresh branch and rebasing and all those wonderful terms, but I'm a git newbie and don't feel confident with any of them.
I then want to just run a couple of commands to push commits to that SVN repo when I choose, I wish to keep using Git and just have the SVN repo mirror what's in Git.
I'll be the only person ever committing to SVN, if this makes any difference.
Any instructions on how to do this would be very much appreciated!
I needed this as well, and with the help of Bombe's answer + some fiddling around, I got it working. Here's the recipe:
1. cd /path/to/git/localrepo
2. svn mkdir --parents protocol:///path/to/repo/PROJECT/trunk -m "Importing git repo"
3. git svn init protocol:///path/to/repo/PROJECT -s
4. git svn fetch
5. git rebase trunk
5.1. git status
5.2. git add (conflicted-files)
5.3. git rebase --continue
5.4. (repeat 5.1.)
6. git svn dcommit
After #3 you'll get a cryptic message like this:
Using higher level of URL:
protocol:///path/to/repo/PROJECT => protocol:///path/to/repo
Just ignore that.
When you run #5, you might get conflicts. Resolve these by adding files with state "unmerged" and resuming rebase. Eventually, you'll be done; Then sync back to the svn-repo, using dcommit. That's all.
You can now sync from svn -> git, using the following commands:
git svn fetch
git rebase trunk
And to sync from git -> svn, use:
git svn dcommit
You might want to try this out on a local copy, before applying to a live repo. You can make a copy of your git-repo to a temporary place, simply using cp -r, as all data is in the repo itself. You can then set up a file-based testing repo, using:
svnadmin create /home/name/tmp/test-repo
And check a working copy out, using:
svn co file:///home/name/tmp/test-repo svn-working-copy
That'll allow you to play around with things before making any lasting changes.
git svn initIf you accidentally run git svn init with the wrong url, and you weren't smart enough to take a backup of your work (don't ask ...), you can't just run the same command again. You can however undo the changes by issuing:
rm -rf .git/svn
edit .git/config
And remove the section [svn-remote "svn"] section.
You can then run git svn init anew.
Create a new directory in the subversion repository for your project.
# svn mkdir --parents svn://ip/path/project/trunk
Change to your Git-managed project and initialize git-svn.
# git svn init svn://ip/path/project -s
# git svn fetch
This will create a single commit because your svn project directory is still empty. Now rebase everything on that commit, git svn dcommit and you should be done. It will seriously mess up your commit dates, though.
Using git rebase directly will lost the first commit. Git treats it different and cant rebase it.
There is a procedure that will preserve full history: http://kerneltrap.org/mailarchive/git/2008/10/26/3815034
I will transcribe the solution here, but credits are for Björn.
Initialize git-svn:
git svn init -s --prefix=svn/ https://svn/svn/SANDBOX/warren/test2
The --prefix gives you remote tracking branches like "svn/trunk" which is nice because you don't get ambiguous names if you call your local branch just "trunk" then. And -s is a shortcut for the standard trunk/tags/branches layout.
Fetch the initial stuff from svn:
git svn fetch
Now look up the hash of your root commit (should show a single commit):
git rev-list --parents master | grep '^.\{40\}$'
Then get the hash of the empty trunk commit:
git rev-parse svn/trunk
Create the graft:
echo <root-commit-hash> <svn-trunk-commit-hash> >> .git/info/grafts
Now, "gitk" should show svn/trunk as the first commit on which your master branch is based.
Make the graft permanent:
git filter-branch -- ^svn/trunk --all
Drop the graft:
rm .git/info/grafts
gitk should still show svn/trunk in the ancestry of master
Linearize your history on top of trunk:
git svn rebase
And now "git svn dcommit -n" should tell you that it is going to commit to trunk.
git svn dcommit
If you want to keep on working with git as your main repository and just need to "export" the revisions to svn from time to time, you could use tailor to keep the svn repository in sync. It can copy revisions between different source control systems and would update the svn with the changes you make in git.
I haven't tried a git -> svn conversion, but for a svn -> svn example see this answer.
You can make a new svn repo. Export your git project (fleshing out the .git files). Add it to the svn repo (initializing the repo with what you had so far in git). Then use the instructions for importing svn repos in a fresh git project.
But this will loose your previous git history.
I know how to browse my project's subversion repository through its web front-end, but it seems that I can only browse the latest revision of the trunk. Is there a way to browse an older revision of the trunk through the web-ui?
I know how to do this from the command-line, but I need to know how to do this using URL's, because I'm embedding these URL's into a document. I also know I could create an svn-style tag of the trunk, but I would prefer not to do that.
Append something like this to your repository URL:
!svn/bc/<revision_number>/
E.g.
http://www.example.com/svnrepository/!svn/bc/3/
Edit: just copying here what Bert Huijben said in a comment, in case someone misses it:
If your repository is hosted using Subversion 1.6.0 or lateryou can use example.com/svnrepository/?p=3 for the same result... This method /is/ documented. (?r= revision of the file, ?p= operational revision of the url). See the subversion 1.6 release notes
The built-in web interface does not allow retrieving of old revisions (or any other info than what you've already seen). You can install third-party web-based repository browsing software to get around this limitation. I haven't used any myself, so I'm not going to offer recommendations, but I'm sure others will (a quick google search will help you find some too).
It depends on the svn webclient you're using. In the case of trac (and maybe some others), just add the the parameter rev= to the querystring.
i.e. http://trac.example.com/log/trunk/client/filename?rev=123
With TortoiseSVN, I can move a file into the ignore-on-commit changelist, so that when I commit a whole tree, changes to that file do not get committed.
Is there a way to do something like that using the svn command-line tool?
EDIT: Thanks for the suggestions to use svn:ignore, but that doesn't do quite what I was looking for.
svn:ignore affects things like svn add & import. It gives it a list of filename patterns to ignore.
I have a file that's already under source control, but I want to make temporary changes to that file that I don't want to be committed later on when I commit the whole source tree. I am making a lot of other changes and I could stick a note on my monitor telling me to revert that file before I commit the tree, but it would be nice if svn could automatically skip that file.
To handle this using the ignore-on-commit changelist from the command-line, try this:
svn changelist ignore-on-commit file-you-want-to-add
I just tried it myself, and it added it to the same ignore-on-commit changelist when I checked my commit list in TortoiseSVN, so presumably it's doing the same thing...
EDIT:
It would appear this does not mark the file as don't commit (it's probably a rule TortoiseSVN has), however, if your other files are in a changelist, adding '--changelist foo' to your svn commit would do the trick. I haven't found a way to exclude a changelist yet.
I don't believe there is a way to ignore a file in the repository. We often run into this with web.config and other configuration files.
Although not perfect, the solution I most often see and use is to have .default file and an nant task to create local copies.
For example, in the repo is a file called web.config.default that has default values. Then create a nant task that will rename all the web.config.default files to web.config that can then be customized to local values. This task should be called when a new working copy is retrieved or a build is run.
You'll also need to ignore the web.config file that is created so that it isn't committed to the repository.
Check out changelists, which can provide you with an option to filter out files you have changed but do not want to commit. SVN will not automatically skip a file unless you tell it to - and the way you tell it that this file is somehow different to other files is to put it in a changelist.
It does require more work for you, and you can only apply the changelist to your working copy (obviously, imagine the chaos that could ensue if you could apply a 'never update' property to a revision!).
Example:
$ svn propset svn:ignore -F .cvsignore .
property 'svn:ignore' set on '.'
Try adding a matching pattern in your ~/.subversion/config file (or the Tortoise equiv whatever that might be)
I would instead write a helper bash script that runs svn commit on all the files you need to and none of the ones you don't. This way you have much more control.
For example, with one line, you can commit all files with extension .h and .cpp to which you made changes (and which wouldn't cause a conflict):
svn commit -m "" `svn status | grep "^M.*[h|cpp]$" | awk '{print $2}' | tr "\\n" " "`
Change / add extensions to the [h|cpp] part. Add a log message in between the quotes of -m "" if needed.
Conflicted files are not allowed to be committed. You can take advantage of this to keep your private changes out of the repository. This works best with a small number of files.
To get a conflict for a-file, your working copy (WC) does not have the up to date a-file from the repository, and that the a-file in your WC has changes that are in the same location as changes in the repository (changes that you didn't update to yet). If you don't want to wait for the conditions above you can create a conflict for a-file like this:
In working copy 1 (WC1), add a line of text to the top of a-file, such as "make a conflict here". Use the necessary syntax so that you don't break the repository. Commit a-file from WC1. In WC2, add a different line of text to the top of a-file, like "i want a conflict". Update from WC2, and now a-file should be in conflict.
I came to this thread looking for a way to make an "atomic" commit of just some files and instead of ignoring some files on commit I went the other way and only commited the files I wanted:
svn ci filename1 filename2
Maybe, it will help someone.
Your question is "Is there a way to do something like that using the svn command-line tool?" but from the statement of the problem it does not follow that the solution should necessarily lie with the svn command-line tool.
It seems to me that all you want is to somehow prevent the current working copy from being committed.
There exists a very nice (IMHO) solution to your problem, and it is called the NOCOMMIT keyword, enforced by means of a pre-commit hook in SVN. I have written about it in this thread: Subversion: prevent local modifications to one file from being committed?
Guys I just found a solution. Given that TortoiseSVN works the way we want, I tried to install it under Linux - which means, running on Wine. Surprisingly it works! All you have to do is:
(The reason why need to exclude files by CLI is because the menu entry for doing that was not found, not sure why. Any way, this works great!)
svn propset "svn:ignore" "*.xml" .
the *.xml is the pattern of files to ignore; you can use directory names here as well
I did a little googling and found that there isn't really a resource of SVN hooks for Windows. So I figured I'd start a wiki here to centralize it.
If you contribute. Please be sure to indicate:
NOTE: I suspect posting an epic script will not be useful.
* UPDATE: This no longer works, as Twitter has deprecated username/password authentication in favor of OAuth. *
echo status= > c:\hook\post-commit\msg.txt
echo Rev#%2 by >> c:\hook\post-commit\msg.txt
"%VISUALSVN_SERVER%\bin\svnlook.exe" author -r %2 %1 >> c:\hook\post-commit\msg.txt
"%VISUALSVN_SERVER%\bin\svnlook.exe" log -r %2 %1 >> c:\hook\post-commit\msg.txt
"c:\Program Files (x86)\GnuWin32\bin\wget.exe" --user=twitterUsername --password=twitterPassword --post-file=c:\hook\post-commit\msg.txt --append-output=c:\hook\post-commit\log.txt --output-document=c:\hook\post-commit\download.txt --delete-after http://twitter.com/statuses/update.xml
Source:
"c:\Program Files\Subversion\bin\svnlook.exe" log -t %2 %1 | FindStr [a-zA-Z0-9]
IF %ERRORLEVEL% EQU 0 GOTO OK
echo "Commit Comments are Required" >&2
exit 1
:OK
exit 0
@ECHO OFF
:: Set all parameters. Even though most are not used, in case you want to add
:: changes that allow, for example, editing of the author or addition of log messages.
set repository=%1
set revision=%2
set userName=%3
set propertyName=%4
set action=%5
:: Only allow the log message to be changed, but not author, etc.
if /I not "%propertyName%" == "svn:log" goto ERROR_PROPNAME
:: Only allow modification of a log message, not addition or deletion.
if /I not "%action%" == "M" goto ERROR_ACTION
:: Make sure that the new svn:log message is not empty.
set bIsEmpty=true
for /f "tokens=*" %%g in ('find /V ""') do (
set bIsEmpty=false
)
if "%bIsEmpty%" == "true" goto ERROR_EMPTY
goto :eof
:ERROR_EMPTY
echo Empty svn:log messages are not allowed. >&2
goto ERROR_EXIT
:ERROR_PROPNAME
echo Only changes to svn:log messages are allowed. >&2
goto ERROR_EXIT
:ERROR_ACTION
echo Only modifications to svn:log revision properties are allowed. >&2
goto ERROR_EXIT
:ERROR_EXIT
exit /b 1
Source:
rem Only allow log messages to be changed.
if "%4" == "svn:log" exit 0
echo Property '%4' cannot be changed >&2
exit 1
For the .NET developers using Subversion on Windows, Phil Haack posted about CaptainHook.
CaptainHook is a simple plugin framework for writing Subversion hooks using .NET
The project is hosted at Source Forge
I started a repository of hooks using C#. My first hook was one to send check in notices to a RSS feed: SubversionRss I'm currently working on one post-commit hook to send check in notices to a Twitter feed.
The actual script
rem Make sure that the log message contains some text.
set REPOS=%1
set TXN=%2
"C:\Program Files\Subversion\bin\SVNlook.exe" log -t %TXN% %REPOS% | FindStr [a-zA-Z0-9]
IF %ERRORLEVEL% EQU 0 GOTO OK
echo Your commit has been blocked because you didn't provide a log message 1>&2
echo Please write a log message describing the purpose of your changes and 1>&2
echo then try committing again. -- Thank you 1>&2
exit 1
:OK
rem Check if comment is in list of reserved words to not be used..
"C:\Program Files\Subversion\bin\SVNlook.exe" log -t %TXN% %REPOS% >comment
setlocal enabledelayedexpansion
Set SEPARATOR=
set COMMENT=
for /f "delims=" %%a in (comment) do (
set currentline=%%a
set COMMENT=!COMMENT!%SEPARATOR%!currentline!
)
FIND "%COMMENT%" "C:\Program Files\Subversion\excludedwords.txt">Null
If %ERRORLEVEL% EQU 1 goto OK2
:Fail
echo Your commit has been blocked because the single word comment you provided is not allowed 1>&2
echo Line is -%COMMENT%- 1>&2
echo Please write a proper log message describing the purpose of your changes and 1>&2
echo then try committing again. -- Thank you 1>&2
exit 1
:OK2
rem Check that the author of this commit has the rights to perform
rem the commit on the files and directories being modified.
rem commit-access-control.pl "$REPOS" "$TXN" commit-access-control.cfg || exit 1
rem All checks passed, so allow the commit.
exit 0
Sample Excluded words file: Updated updated updated. Updated. Fix fix Fix. fix. .. . ... . . . . sorted sorted. Sorted Sorted.
etc etc etc etc
I wrote an application and its WiX installer and put it under version control using subversion. When the WiX installer builds I want its version number to be the current build version of the application. How do I accomplish this? I used c# to code the application.
N.B. I am using ccnet to build this project
You could use Product/@Version="!(bind.FileVersion.FileId)" and light.exe will populate the value with the version of the file referenced by the FileId.
I did this in one of my projects by writing a preprocessor extension to read the file version from my executable. So the WiX file looks something like:
<?define ProductName="$(fileVersion.ProductName($(var.MyApp.TargetPath)))" ?>
<?define CompanyName="$(fileVersion.CompanyName($(var.MyApp.TargetPath)))" ?>
<?define ProductVersion="$(fileVersion.ProductVersion($(var.MyApp.TargetPath)))" ?>
<Product
Id="<product ID>"
Name="$(var.ProductName)"
Version="$(var.ProductVersion)"
Manufacturer="$(var.CompanyName)"
Language="1033"
UpgradeCode="<upgrade code>">
I've posted the code for in on CodePlex: http://wixfileversionext.codeplex.com/
This looks reasonably close to what you are trying to accomplish. See what the equivalent is in cruise control.
http://www.ageektrapped.com/blog/setting-properties-for-wix-in-msbuild/
When I'm doing a tortoise svn merge, it includes a bunch of directories, and some files into the modified files, even know there are no actual changes.
It changes the property svn:mergeinfo
Is there any reason why these properties set on the directory/files are needed? Is there any way to get around not doing these changes to svn:mergeinfo?
I usually just revert the items then commit, but this wastes extra time
That is happening, very likely, because those files and directories have the svn:mergeinfo property set from a previous merge. I don't think it's generally a good idea to merge individual files or directories in a way that causes the mergeinfo to be written to individual files. You should get into the habit of merging at the highest level possible for your workflow, so that the mergeinfo property is only set on structural directories, such as /trunk or /branches/1.0.
However, if you do find yourself with mergeinfo properties on individual files and folders, there are two things you can do: the first thing is simply to remove the svn:mergeinfo property from the files and directories in question. I'm not sure this is recommended unless you really know what you're doing, and what the effects might be. Read the documentation before you do this!
The second thing you can do is commit the property changes the way SVN wants you to, which, if you trust the software, is probably the right thing do.
That having been said, I've been working with my teammates to get in the right habits so that we don't have this annoyance any more.
update: this should now be fixed in SVN 1.7. From the release notes:
Merges no longer record mergeinfo (describing the merge) on subtrees (that have their own explicit mergeinfo), if the subtree was unaffected by the merge. This should greatly reduce the number of spurious svn:mergeinfo property changes for users who have large numbers of subtrees with explicit mergeinfo.
What happens is that once a file/folder has explicit mergeinfo, each subsequent merge to the branch will update that mergeinfo even if the file/folder is unrelated. This is annoying as it introduces more and more clutter in the changelist for each merge.
To avoid this, only merge to the "root" folder of the branch, for example "/branches/maintenance2.x". None of the files or folders below "/branches/maintenance2.x" should then get mergeinfo. Follow the merging advice in the svn book.
Unfortunately, even if you merge only at the "root" folder of the branch, empty svn:mergeinfo properties can still appear on individual files and folders when they are copied, to indicate that they have not received the same merges as their siblings.
It is probably safe to delete the superfluous subtree mergeinfo. One way to do this is by doing a recursive deletion of the svn:mergeinfo property on each file and folder in your project root. (But keep the mergeinfo on the root folder itself!)
Alternatively, you can upgrade to subversion 1.6. I believe have verified that it fixes this issue. It even seems to delete superfluous mergeinfo added by earlier versions for you.
edit: judging from the comments there are still cases in svn 1.6 where superfluous sub-tree mergeinfo appears. But I have not been able to reproduce that.
If you do your merges with the --ignore-ancestry option, then the mergeinfo properties will not be created in the first place.
svn merge --ignore-ancestry -c 1234 svn://sourcecontrol .
svn:mergeinfo is the property Subversion uses to track merge history. I'd just let it do what it has to do... you might need merge history tracking later and discover that it doesn't work because you didn't commit those properties.
Although this is quite an old question, I just thought that I would add that at least one part of this bug was fixed in subversion 1.5.5. From the 1.5.5 CHANGES file:
do not create mergeinfo for wc-wc moves or copies (r34184, -585)
That is, there was a bug in svn prior to 1.5 where it would create mergeinfo entries that it didn't use, and were superfluous, and this is likely what the original questioner was hitting if they had a lot of svn:mergeinfo properties.
The command given in this solution below will remove any extra mergeinfo:
Remove unnecessary svn:mergeinfo properties (Stackoverflow)
We removed it recursively on our project because just about all files had this info which made mergeing very annoying (if only one file had been altered, all files had to be merged). From now on we'll only merge on the root, which should avoid this situation in the future.
It hasn't given us any problems so far. Logging is still available on files and seems to be the same (but do it at your own risk anyway!).
Oh, we did it on our trunk, just before making a new branch. This way, we can start from a clean slate.
Great question and answer! We've been having this probelm lately, because we're trying to work around limitations of our automated build system. Our build system auto-increments the .bdsproj and some of the .dpr/.dpk files with version and path info. I want to change that... but right now, if you want to merge one branch with another, you get the handful of files that you changed, and then 1000 files that the build machine changed. So we've been doing "targeted" merges, sometimes a file at a time. Especially with .dpr or .bdsproj files that have legitimate changes (such as the inclusion of an extra unit). Now I know what's going on, so I can hopefully put a stop to the madness. Thanks SO!
What Subversion (SVN) Server would recommend a newbie get started on the Windows Server OS?
I think I'll be using TortoiseSVN on the client and will be doing .NET development mostly.
UPDATE:
Great advice. I'm picking my answer based on votes. I will try VisualSVN and CollabNet. Please read chyne's answer which I thought was really good too (+1). I'll try that method out too.
I'll come back to this question in a week or two an update with my thoughts in the comments.
I use VisualSVN server and find it really easy to setup and use.
Also if you're doing .NET development, look into AnkhSVN for Visual Studio integration. I have both that and tortoise SVN installed as clients.
Just use the standard windows distribution of the SVN server, running as a service. It works perfectly fine for me. I use TortoiseSVN for the client, as well.
If you're talking one person, just getting started, working on your own personal projects on a single PC, then I would recommend starting with a file system based repository and skip the server altogether. Keep it simple.
TortoiseSVN can create a local repository (on a network drive, or external drive if you need the safety of having your working copy and repository in different places).
Just create a folder somewhere for your repository, right-click it and use Tortoise's "Create Repository Here" command.
The URL of your repository will then be something like: file:///X:/path/to/repository.
You can always move your repository to a server later if necessary.
sliksvn simple, free and just works - runs as a service, no need for a web server.
Visual SVN is great, but I found it a little too magical.
I set mine up following the directions from Code Magazine.
I had trouble with SlickSVN as you can read about here. In the end I went with the CollabNet binaries.
I'd just go for the basic run of the mill SVN server package, especially since you'll be using Tortoise. It's lean :)
I often use TortoiseSVN in combination with the offical simple Subversion server that's included with the official Subversion Windows binaries. I've created a simple batch script file that starts the server when I need it. Here it is:
@echo Starting SVNServe in daemon mode...
C:\Utils\SVN\bin\svnserve.exe -d -r C:\Repositories
As you can see I keep my repositories in C:\Repositories.
Ofcourse this is a very simple approach. If you want more security, you'd probably host the repositories on a different server etc. But on the other hand this is very easy to manage.
Where are the windows binaries for the command line version of svn??
Everywhere I search, it has to be some company's fancy client software with an installer.
Just give me the plain command-line binaries, where the hell are they??
I'm working on a machine where I don't have administrator account
The former direct links don't work, but the subversion project now provides several offsite links to Windows binaries:
I use Slik SVN. It doesn't require a bunch of registration information like the CollabNet one does.
Get the version from Slik SVN, which doesn't require registration, and you should be able to install it anywhere you want (and have permissions).
If you can't run the installer, you could always try extracting the files from it using UniExtract, or possibly Total Commander with the MSI plugin.
The Command Line Client from CollabNet, while it does have an installer for windows, all it asks you is where you want to put the files, and then finish. Its just the command line client, like it says, nothing else. Subversion doesn't distribute their own binaries.
The Subversion project does not officially endorse or maintain any binary packages of the Subversion software. However, volunteers have created binary packages for different distributions and platforms, and as a convenience, we maintain a list of links to them here. If there are any problems with or questions about the different binary packages please send email to the Subversion users mailing list.
The client-side binaries ship with the source, as well as several other packaged installers.
I have hust found this: http://alagazam.net/ . I haven't tried it out, though.
You could always use cygwin and install the subversion package during install which would make it accessible in command prompt (with some $PATH changes) but I understand if this doesn't fit your criteria of 'just binaries'.
Edit: I understand why people are downvoting but it was just a last resort suggestion to getting the binaries for subversion. To answer the question 'why install all of cygwin if you just need subversion': I find that originally being a linux app that I'd be more comfortable using subversion in a *nix environment such as cygwin and could consequently leverage GNU utils such as find, grep, bash etc to perform file based operations, which subversion primarily deals with.
I suggested it because of this and I thought it would be the easiest and quickest way to get subversion as the OP had expressed dismay about finding legitimate binaries: a few clicks and you're done. It was a suggestion that was asked for and in my original comment I had the caveat of installing cygwin right there.
I've successfully downloaded the binaries in a zip file and used them on windows w/o administrator access from here:
SVN made branching much easier by making branches really cheap, but merges remain a real problem in SVN - one that Git supposedly solves.
Does Git achieve this, and how?
(disclaimer: All I know about Git is based on the Linus lecture - total git noob here)
Git will not prevent conflict in merges but can reconcile history even when they do not share any parent ancestor.
(through The grafts file (.git/info/grafts), which is a list, one per line, of a commit followed by its parents, that you can modify for that "reconciliation" purpose.)
So pretty powerful right there.
But to really have a glimpse on "how merges have been thought through", you can start by turning to Linus himself, and realize this issue is not so much about "algorithm":
Linus: Me personally, I want to have something that is very repeatable and non-clever. Something I understand or tells me that it can't do it.
And quite frankly, merging single-file history without taking all the other files' history into account makes me go "ugh".The important part of a merge is not how it handles conflicts (which need to be verified by a human anyway if they are at all interesting), but that it should meld the history together right so that you have a new solid base for future merges.
In other words, the important part is the trivial part: the naming of the parents, and keeping track of their relationship. Not the clashes.
And it looks like 99% of SCM people seem to think that the solution to that is to be more clever about content merges. Which misses the point entirely.
So Wincent Colaiuta adds (emphasis mine):
There is no need for fancy metadata, rename tracking and so forth.
The only thing you need to store is the state of the tree before and after each change.What files were renamed? Which ones were copied? Which ones were deleted? What lines were added? Which ones were removed? Which lines had changes made inside them? Which slabs of text were copied from one file to another?
You shouldn't have to care about any of these questions and you certainly shouldn't have to keep special tracking data in order to help you answer them: all the changes to the tree (additions, deletes, renames, edits etc) are implicitly encoded in the delta between the two states of the tree; you just track what is the content.Absolutely everything can (and should) be inferred.
Git breaks the mould because it thinks about content, not files.
It doesn't track renames, it tracks content. And it does so at a whole-tree level.
This is a radical departure from most version control systems.
It doesn't bother trying to store per-file histories; it instead stores the history at the tree level.
When you perform a diff you are comparing two trees, not two files.The other fundamentally smart design decision is how Git does merges.
The merging algorithms are smart but they don't try to be too smart. Unambiguous decisions are made automatically, but when there's doubt it's up to the user to decide.
This is the way it should be. You don't want a machine making those decisions for you. You never will want it.
That's the fundamental insight in the Git approach to merging: while every other version control system is trying to get smarter, Git is happily self-described as the "stupid content manager", and it's better for it.
It is now generally agreed on that 3-way merge algorithm (perhaps with enhancements such like rename detection and dealing with more complicated history), which takes into account version on current branch ('ours'), version on merged branch ('theirs'), and version of common ancestor of merged branches ('ancestor') is (from the practical point of view) the best way to resolve merges. In most cases, and for most of the contents tree level merge (which version of file to take) is enough; there rarely is need for dealing with contents conflicst, and then diff3 algorithm is good enough.
To use 3-way merge you need to know common ancestor of merged branches (co called merge base). For this you need to know full history between those branches. What Subversion before (current) version 1.5 was lacking (without third party tools such like SVK or svnmerge) was merge tracking, i.e. remembering for merge commit what parents (what commits) were used in merge. Without this information it is not possible to calculate correctly common ancestor in the presence of repeated merges.
Take for account the following diagram:
---.---a---.---b---d---.---1
\ /
\-.---c/------.---2
(which would probably get mangled... it would be nice to have ability to draw ASCII-art diagrams here).
When we were merging commits 'b' and 'c' (creating commit 'd'), the common ancestor was the branching point, commit 'a'. But when we want to merge commits '1' and '2', now the common ancestor is commit 'c'. Without storing merge information we would have to conclude wrongly that it is commit 'a'.
Subversion (prior to version 1.5), and earlier CVS, made merging hard because you had to calculate common ancestor yourself, and give information about ancestor manually when doing a merge.
Git stores information about all parents of a commit (more than one parent in the case of merge commit) in the commit object. This way you can say that Git stores DAG (direct acyclic graph) of revisions, storing and remembering relationships between commits.
(I am not sure how Subversion deals with the issues mentioned below)
Additionally merging in Git can deal with two additional complication issues: file renames (when one side renamed a file, and other didn't; we want to get rename, and we want to get changes applied to correct file) and criss-cross merges (more complicated history, when there is more than one common ancestor).
Answers above are all correct, but I think they miss the centerpoint of git's easy merges for me. An SVN merge requires you to keep track and remember what's been merged and that's a huge PITA. From their docs:
svn merge -r 23:30 file:///tmp/repos/trunk/vendors
Now that's not killer, but if you forget whether it's 23-30 inclusive or 23-30 exclusive, or whether you've already merged some of those commits, you're hosed and you've got to go figure out the answers to avoid repeating or missing commits. God help you if you branch a branch.
With git it's just git merge and all this happens seamlessly, even if you've cherry-picked a couple commits or done any number of fantastical git-land things.
As far as I know, the merging algorithms are not any smarter than those in other version control systems. However, because of git's distributed nature, there is no need for centralized merging efforts. Every developer can rebase or merge small changes from other developers into his tree at any time, thus the conflicts that arise tend to be smaller.
Git just makes it more difficult to screw up everyone else's repository with a bad merge.
The only real benefit is that Git is much, much faster at merging because everything is done locally and it's written in C.
SVN, properly used, is perfectly usable.
I'm using git-svn with a couple of work projects and I've noticed that for just about every action I take, I get prompted for my Svn password. For some actions, I get prompted multiple times (presumably b/c there are several actions going on behind the scenes). For example, when cloning a repository, I'm prompted 5 times before the cloning actually begins.
Projects for which I'm using Svn directly don't do this. Is this expected? Is there anything I can do to cache my credentials?
Thanks.
I ended up having to delete the auth directory all together and allow Subversion to rebuild it for me. Nothing else seemed to work. For anyone who doesn't know, the auth directory is in ~/.subversion (Mac/Linux).
You should ask SVN to cache your credentials:
# $ svn update --username 'user2' --password 'password'
# user1@domain.com's password:
However, as mentionned in the SO question Subversion ignoring ??password? and ??username? options, check what exactly is prompting you for a password.
It is good practice to remove old code instead of just commenting it out. It is often claimed that the old code parts can always be found again in the old SVN repository revision, if needed.
But practically, it's not that easy, right? If the old code is in some unknown old SVN revision then it can be quite hard to find.
I'm exactly in that situation right now: There's a function that I don't need anymore, and I should throw it out, since it's in SVN, but I hesitate because I might need it again, and I'm afraid it's going to be hard to find in the repository.
Of course, one can always make a commit message, saying "removed function myFunction", but sometimes you can't note every little code removal in the commit message, and it can also be tedious to look through all commit messages to find something again.
An automatic tool would be better, something like
svn find "void myFunction\(" my-file.cc
which would tell me the different results from different revisions. Does something like that exist?
EDIT: Do other version control systems have it? Git maybe? (That'd be a reason to switch, I'd say.)
UPDATE: So there's no real answer except the tiny brittle shell script I found more or less by accident (see my answer below). I think, that's really a shame for SVN. Finding something in earlier revisions should be one of the central functionalities of version control. Does anyone have more info?
I googled some more and found the following script (see here). I tested it briefly and it seems to be working fine:
rev_grep.sh
=====================
#!/bin/ksh
URL=$1
REGEX=$2
LAST_REV="n/a"
svn log -q $URL | perl -ne 'print "$1\n" if /^r(\d+)/' |
while read r
do
##svn cat -r $r $URL | grep "$REGEX" > /dev/null
BUFFER=`svn cat -r $r $URL | grep "$REGEX"`
RET=$?
if [ $RET -eq 0 ]
then
echo "Match in revision: $r. Removed in $LAST_REV."
echo $BUFFER
exit 0
elif [ $RET -ne 1 ]
then
## grep hit an error
exit 2
fi
LAST_REV=$r
done
exit 1
The only problem is that, if your repository requires a password, you'll have to enter it many times.
As it turns out, Git has exactly this feature. You can use Git to clone your Subversion repository (using git svn), and then use the Git tools (in particular gitk makes this easy) to search for any text added or removed anywhere in the repository history.
To find the latest revision that still contained some specific text, you can use git bisect to efficiently search the history for the revision where some condition changed.
I guess will get a couple of negative votes for this...
There are some things that are more easily solved on non-technical grounds. Write in the log message that you are removing the function. Searching for removals will be just parsing the svn log:
$ svn commit file.c -m "Removal of void deprecated_function()"
Now you can just search the log. Commits should always identify on a human readable short way what the changes are.
This is similar to the shell script from the answer by dehman but is written in python. This way you only need python to run the script and maybe more friendly to different operating systems.
import os
import re
filename = 'CustomROIMarker.cpp'
stringToFind = 'ImageMarker::outOfDataSet;'
log = os.popen('svn log ' + filename).read()
versions = re.findall('r\d+',log)
for v in versions:
numVer = int(v.strip('r'))
cmdString = 'svn cat -r ' + str(numVer) + ' ' + filename
contents = os.popen(cmdString).read()
if re.search(stringToFind,contents) != None:
print "Present in " + str(numVer)
else:
print "Not Present in " + str(numVer)
You will have to edit the filename and stringToFind variables.
What is the best branching strategy to use when you want to do continuous integration?
Release Branching - Unstable Trunk:
or
Feature Branching - Stable Trunk:
Does it make sense to use both of these strategies together? As in, you branch for each release but you also branch for large features?
Does one of these strategies mesh better with continuous integration? Would using continuous integration even make sense when using an unstable trunk?
I find the topic really interesting since I heavily rely on branches on my daily job.
I remember Mark Shuttleworth proposing a model about keeping the main branch pristine while going beyond conventional CI. I posted about it here.
Since I'm familiar with Cruise Control, I also blogged about task branches and CI here. It's an step by step tutorial explaning how to do it with Plastic SCM.
Finally, I found some of the topics about CI (and potentially talking about branching) at Duvall's book on CI very interesting too.
Hope you find the links interesting.
The answer depends on the size of your team and quality of your source control and the ability to merge correctly complex change sets. For example in full branch source control like CVS or SVN merging can be difficult and you might be better off with the first model, while if using more complex system like IBM ClearCase and with a larger size of team you could be better of with the second model or a combination of the two.
I personally would separate the feature branch model, where each major feature is developed on a separate branch, with task sub-branches for each change done by individual developer. As features stabilize they get merged to trunk, which you keep reasonably stable and passing all regression tests at all times. As you near the end of your release cycle and all feature branches merge, you stabilize and branch of a release system branch on which you only do stability bug fixes and necessary backports, while the trunk is used for development of the next release and you again branch off for new feature branches. And so on.
This way trunk contains always the latest code, but you manage to keep it reasonably stable, creating stable labels (tags) on major changes and feature merges, the feature branches are fast paced development with continuous integration and individual task sub-branches can be often refreshed from the feature branch to keep everyone working on the same feature in sync, while simultaneously not affecting other teams working on different features.
At the same time you have through the history a set of release branches, where you can provide backports, support and bugfixes for your customers who for whatever reason stay on previous versions of your product or even just latest released version. As with the trunk, you do not setup continuous integration on the release branches, they are carefully integrated upon passing all regression tests and other release quality control.
If for some reason two features are co-dependent and need changes done by each other, you can consider to either develop both on the same feature branch or to require the features to regularly merge stable parts of the code to trunk and then refresh changes from trunk to exchange code between trunk branches. Or if you need to isolate those two features from others, you can create a common branch off which you branch those feature branches and which you can use to exchange code between the features.
The above model does not make much sense with teams under 50 developers and source control system without sparse branches and proper merging capability like CVS or SVN, which would just make this whole model a nightmare to setup, manage and integrate.
I personally find it much cleaner to have a stable trunk and do feature branching. That way, testers and the like get to stay on a single "version" and update from trunk to test any feature that is code complete.
Also if multiple developers are working on different features, they can all have their own separate branches, then merge to trunk when they're done and send a feature to be tested without the tester having to switch to multiple branches to test different features.
As an added bonus, there is some level of integration testing that comes automatically.
Release branches are very useful, and even absolutely required, if you need to maintain several versions of your app.
Feature branches also are very convenient,notably if one developer needs to work on a huge change, while others still release new versions.
So to me using both mecanisms is a very good strategy.
Interesting link from the Book of SVN: http://svnbook.red-bean.com/en/1.5/svn.branchmerge.commonpatterns.html
SirFabel
I've recently come to like this model when using git. Although your question is tagged "svn", you might still be able to make some use of it.
Continuous Integration can to some extent happen in the "develop" branch (or whatever you call it) in this model, though having long running feature branches for future releases wouldn't make it so rigid as to consider every change happening to code somewhere. The question remains, whether you'd really want that. Martin Fowler does.
As long as you understand principles, you can always re-invent the best practices. If you don't understand principles, the best practices will take you that far before falling apart due to some conflicting external requirement.
For best intro into the Mainline Model, read this: http://oreilly.com/catalog/practicalperforce/chapter/ch07.pdf
Read the link. Once you got the basics, read the following article by venerable Henrik Kniberg. It will help you relate Mainline Model with continuous integration.
Continuous integration should not be any kind of a factor in determining your branching strategy. Your branching approach should be selected based on your team, the system under development and the tools available to you.
Having said that ...
All of this was answered in the fourth question on the page that you took the diagrams from: http://blogs.collab.net/subversion/2007/11/branching-strat/
The way I see it you want to have a limited set of branches where you can focus. Since you want tests, code quality metrics, and many interesting things to run with the builds, having too many reports will probably get you to miss info.
When and what to branch, usually depends on the size of the team and the size of the features being developed. I don't think there is a golden rule. Make sure you use an strategy where you can get feedback early/often, and that includes having quality involved from the very beginning of the features. The quality bit, means that as you are automating as the team develops, if you branch for a large feature set a team is building, you gotta have quality involved in the team as well.
ps Where did you get those approach references? - doesn't feel that those graphs represent all the options
Update 1: Expanding on why I said it isn't a golden rule. Basically for relatively small teams I have found it best using an approach that is a mix. Feature branches are created if it is something long and part of the team will continue adding smaller features.
When we started our team we inherited a release-based strategy from the vendor that originally developed the system we were about to get in charge of. It worked up until the time when our customers requested that several developed features should not be included in a release (f.y.i. ~250k lines of code, ~2500 files, Scrum with XP SDLC).
Then we started looking at feature-based branches. This also worked for a while - like 2 months until the point we realized that our regression testing process would take over 2 weeks which combined with the uncertainty of what would be released created a huge inconvenience.
The final "nail in the coffin" of pure SC strategies came when we decided that we should have 1. stable trunk and 2. Production should contain ST, UAT, and Regression tested BINARIES (not just source - think CC.)
This lead us to devise a strategy that is a hybrid between feature and release-based SC strategies.
So we have a trunk. Every sprint we branch out the sprint branch (for the non-agile folks - a sprint is just a time-boxed development effort with variable output based on complexity.) From the sprint branch we create the feature branches and parallel development starts in them. Once features are complete and system tested, and we receive intent to deploy them, they are merged to the sprint branch - some may float across several sprints, usually the more complex ones. Once the sprint is near its end and the features are complete ... we "rename" the sprint branch to "regression" (this allows CruiseControl to pick it up without any reconfiguration) and then regression/integration testing begins on the cc-built EAR. When that is all done, it goes in production.
In short, feature-based branches are used to develop, system test and UAT functionality. The sprint branch (really the release branch) is used to selectively merge features on-demand and integration-test.
Now here is a question to the community - we are obviously having trouble performing continuous integration because of the fact that development happens on many branches and the reconfiguration overhead of CruiseControl. Can someone suggest and advice?
I think either strategy can be used with continuous development provided you remember one of the key principles that each developer commits to trunk/mainline every day.
http://martinfowler.com/articles/continuousIntegration.html#EveryoneCommitsToTheMainlineEveryDay
EDIT
I've been doing some reading of this book on CI and the authors make suggest that branching by release is their preferred branching strategy. I have to agree. Branching by feature makes no sense to me when using CI.
I'll try and explain why I'm thinking this way. Say three developers each take a branch to work on a feature. Each feature will take several days or weeks to finish. To ensure the team is continuously integrating they must commit to the main branch at least once a day. As soon as they start doing this they lose the benefit of creating a feature branch. Their changes are no longer separate from all the other developer's changes. That being the case, why bother to create feature branches in the first place?
Using branching by release requires much less merging between branches (always a good thing), ensures that all changes get integrated ASAP and (if done correctly) ensures your code base in always ready to release. The down side to branching by release is that you have to be considerably more careful with changes. E.g. Large refactoring must be done incrementally and if you've already integrated a new feature which you don't want in the next release then it must be hidden using some kind of feature toggling mechanism.
ANOTHER EDIT
There is more than one opinion on this subject. Here is a blog post which is pro feature branching with CI
http://jamesmckay.net/2011/07/why-does-martin-fowler-not-understand-feature-branches/
I am supporting a number of .Net developers who are using Subversion to version control their work, but we have been running into a number of issues that seem to revolve around the additional files that Visual Studio uses to manage projects, do debuging, etc. Specifically, it seems that these files are causing conflicts due to the fact that they are already in the repo. I know how to get them out and how to handle them, but I need to know what "they" are first.
So, what are the files/directories that Subversion can ignore, and why can they be ignored?(aka. what do those files do?)
This is a large, rather un-organized ASP.Net site and deploying the site is done via. svn updates, so files needed by IIS to dynamically compile (I think that's what it is) the site as files change needs to be left in the repo.
I have had good luck with this global ignore pattern:
I am running the Resharper plugin, so you can probably ignore that. ".~m2" is for a temporary file my data modeler creates.
I think a better question would be "What files should I add to Subversion?"
The AnkhSVN 2.0 Subversion integration asks exactly this question to all the projects in your solution. (This question is one of the key parts of the SCC specification.) It will then only suggest adding these files.
As user you can add other files manually (or mark some of the files suggested as ignored), but this behavior makes it very easy to do the right thing.
Most other subversion clients don't have the luxury of talking to a system that really understands what should and shouldn't be added. (E.g. External clients like TortoiseSVN and its frontends can just guess based on file extensions).
AnkhSVN does a great job of only checking in the files that are necessary to the project.
I would probably say anything in the bin directory.
In addition to the ones people have suggested above, I frequently have to ignore *.cache because for some reason I don't know Resharper likes to put it's .cache files in the same folders as the code I work on. Also, I don't think anyone has mentioned *.pdb yet.
Here's my TortoiseSVN global ignore:
*.suo *.resharper *.sln bin obj *.user *.suo Debug Release *.pdb test.* _ReSharper*.* *.scc *.vssscc *.vspscc
The last 3 help when you transition from Microsoft Visual SourceSafe.
I had TSVN installed first and been using for a long time. Then I install T-HG and when I right click I dont see any TortoiseHG.
Does anyone have this same problem?
All the T-SVN overlays are still there.
Starting with version 0.8 (released 2009-07-01) TortoiseHg supports Windows Vista 64bit explorer shell integration. Thanks to the new C++ shell extension (I contributed significantly to that).
Check current release TortoiseHg-0.8.1-hg-1.3.1.exe available from http://bitbucket.org/tortoisehg/stable/downloads/
EDIT This information is out of date.
EDIT: I think this has to do with me using Windows XP x64 See here:
Does TortoiseHg work on Vista?
TortoiseHg => 0.4 does work on 32-bit Windows Vista, but there are still problems with 64-bit Vista. Context menus do not work in the 64-bit Windows Explorer. You must use the 32-bit Windows Explorer as described below. The overlays and context menu do work with third-party 32-bit file managers, like FreeCommander or TotalCommander.
Also note that the GTK theme used on Vista had problems on versions before 0.7. In version 0.7, we changed the default theme to one that worked properly on Vista. In 0.7.1, we upgraded GTK so even the old MS-Windows theme should work properly on Vista. How can I get the context menus working on 64-bit Vista?
The problem is that Windows Explorer is a 64-bit process, and 64-bit processes can not communicate directly with 32-bit libraries. However, fortunately Vista 64 comes with a 32-bit version of Explorer. To start the 32-bit version of Explorer, create a shortcut with the following settings: Target: %windir%\syswow64\explorer.exe /separate Start In: %windir%\syswow64\
From this instance of Explorer, you can access the TortoiseHg shell extension.
On day 1, Yes. TortoiseHG (0.9.3 via the Kiln Client download at FogBugz) and TortoiseSVN (1.6.7, Build 18415 - 64 Bit , 2010/01/22 17:55:06) seem to play together with no issues on Windows 7 x64.
Right-clicking in Explorer gives you both submenus and the overlays seem to work fine for both types of repositories.
I haven't tried too hard to create both types pf repository in the same place but it seems like Subversion won't create one where there is already a Mercurial (Hg) repo. However HG seemed happy to create a repo in the same place as an existing SVN repo. I didn't test too far as to whether both repos synced properly yet so be careful there. Test that one before you use it in anger.
I see the same problem as you. I have TortoiseSVN installed, and can't get TortoiseHG or TortoiseGit to work. Only TortoiseSVN shows up in the context menus. Running 64-bit Vista.
I had this problem too, on one machine (a Windows 2000 box). On my other, XP, machine I have the two living happily together.
The XP machine recently had its overlays disappear when I upgraded T-Svn. I fixed the problem by reinstalling both. Perhaps that's your answer here, to fix your right-click menu.
I had this on my vista and XP, no problem. I even have a folder version controlled by 2 of them, but in case of overlay problem, I write 2 script to make sure only one of them active:
EnableHg.cmd:
FOR /R %%f IN (.svn) DO IF EXIST "%%f"
ATTRIB -h "%%f"
RENAME "%%f" 3.svn
ATTRIB +h "%%f"
)
move 3.hg .hg
EnableSVN.cmd:
move .hg 3.hg
FOR /R %%f IN (3.svn) DO IF EXIST "%%f" (
ATTRIB -h "%%f"
RENAME "%%f" .svn
ATTRIB +h "%%f"
)
move 3.hg .hg
Then, I updated my svn and hg ignore pattern to make sure 2 cmd files are ignored by both and svn ignores *.hg folder, .hgignore file and hg ignores *.svn folder.
Reference: Re: Command Line Update with TSvn for VS
You can launch a 32-bit version of Explorer in Vista. The T-HG shortcuts will show up when you launch the 32-bit version.
To launch a 32-bit version of Explorer in 64-bit Vista create a shortcut with the target: %Systemroot%\SysWOW64\explorer.exe /separate
When you launch Explorer using the shortcut it should work.
Using PHP, Perl, or Python (preferably PHP) I need a way to query an SVN database and find out the last revision number sent to SVN. I don't need anything other than that. It needs to be non-intensive (so I do it every 5 minutes as a cron, SVN's performance cannot be affected).
SVN is located on my Intranet, but not my specific computer.
I have SVN installed, but no bindings installed for PHP/Perl/Python. I'm running Windows XP, but I would prefer a platform independent solution that can work in Linux. If you have a Linux only (or XP only) solution that is also helpful, though not ideal.
If you want to analyse a local working copy, the best tool is svnversion, which comes with subversion and produces output like 968:1000M. The docs say:
The version number will be a single number if the working copy is single revision, unmodified, not switched and with an URL that matches the TRAIL_URL argument. If the working
copy is unusual the version number will be more complex:4123:4168 mixed revision working copy
4168M modified working copy
4123S switched working copy
4123:4168MS mixed revision, modified, switched working copy
This should work in bash, from a working directory. I've used it in windows with unixutils installed.
svn info |grep Revision: |cut -c11-
<?php
$url = 'your repository here';
$output = `svn info $url`;
echo "<pre>$output</pre>";
?>
You can get the output in xml like so:
$output = `svn info $url --xml`;
If there is an error then the output will be directed to stderr. To capture stderr in your output use thusly:
$output = `svn info $url 2>&1`;
svn info -r 'HEAD'
This will give you the latest revision number at the head of your repository.
There are some nice blog posts about integrating subversion numbers into your build script:
Would the following work?
svnlook youngest <repo-path>
It returns a single revision number.
Someone else beat me to posting the answer about svnversion, which is definitely the best solution if you have a working copy (IIRC, it doesn't work with URLs). I'll add this: if you're on the server hosting SVN, the best way is to use the svnlook command. This is the command you use when writing a hook script to inspect the repository (and even the current transaction, in the case of pre-commit hooks). You can type svnlook help for details. You probably want to use the svnlook youngest command. Note that it requires direct access to the repo directory, so it must be used on the server.
I think you are looking for
svn info -r HEAD
can you shell to that command?
you'll probably need to supply a login credentials with repo as well
Looks like there is an entry in the official FAQ for this. The source code is in C but the same principle applies, as outlined here in this mailing list post.
You're looking for a call that's similar to the commandline call
svn info URL
It seems that this is possible using the pysvn library, there's a recipe that should help you get started. I'm not sure if there's something similar for php.
If you need to resort to calling the svn binary yourself, make sure to use the --xml parameter to get the result as xml, that should be easier to parse than the commandline output
You can use xml out format,for example:
svn info --xml | grep 'revision' | head -1 | grep -Eo "[0-9]+" | xargs expr -1 +
example: using the revision number
working=`svn info --xml | grep 'revision' | head -1 | grep -Eo "[0-9]+" | xargs expr -1 +`
svn diff -r $working:HEAD --summarize --xml
Sorry to use up a spot for yet another answer, just wanted to note this about getting latest revision number.
Say I've cd-ed in a revisioned subdirectory (MyProjectDir). Then, if I call svnversion:
$ svnversion .
323:340
... I get "323:340", which I guess means: "you've got items here, ranging from revision 323 to 340".
Then, if I call svn info:
$ svn info
Path: .
URL: svn+ssh://server.com/path/to/MyProject/MyProjectDir
Repository Root: svn+ssh://server.com/path/to/MyProject
Repository UUID: 0000ffff-ffff-...
Revision: 323
Node Kind: directory
Schedule: normal
Last Changed Author: USER
Last Changed Rev: 323
Last Changed Date: 2011-11-09 18:34:34 +0000 (Wed, 09 Nov 2011)
... I get "323" as revision - which is actually the lowest revision of those that reported by svnversion!
We can then use svn info in recursive mode to get more information from the local directory:
> svn info -R | grep 'Path\|Revision'
Path: .
Revision: 323
Path: file1.txt
Revision: 333
Path: file2.txt
Revision: 327
Path: file3.txt
Revision: 323
Path: subdirA
Revision: 328
Path: subdirA/file1.txt
Revision: 339
Path: subdirA/file1.txt
Revision: 340
Path: file1.txt
Revision: 323
...
... (remove the grep to see the more details).
Finally, what to do when we want to check what is the latest revision of the online repository (in this case, @ server.com)? Then we again issue svn info, but with -r HEAD (note the difference between capital -R option previously, and lowercase -r now):
> svn info -r 'HEAD'
USER@server.com's password:
Path: MyProjectDir
URL: svn+ssh://server.com/path/to/MyProject/MyProjectDir
Repository Root: svn+ssh://server.com/path/to/MyProject
Repository UUID: 0000ffff-ffff-...
Revision: 340
Node Kind: directory
Last Changed Author: USER
Last Changed Rev: 340
Last Changed Date: 2011-11-11 01:53:50 +0000 (Fri, 11 Nov 2011)
The interesting thing is - svn info still refers to the current subdirectory (MyProjectDir), however, the online path is reported as MyProjectDir (as opposed to . for the local case) - and the online revision reported is the highest (340 - as opposed to the lowest one, 323 reported locally).
Well, I hope now I'll have an easier time remembering all this, :)
Cheers!
I'm a recent git convert. It's great to be able to use git-svn to keep my branches locally without disturbing the svn server. There was a bug that existed in the latest version of the code. I wanted to establish a time when it worked so that I could use git bisect. I couldn't find the right command to move back in time. Thanks.
git checkout HEAD~1
This will move your current HEAD to one revision earlier.
git checkout <sha>
This will move your current HEAD to the given revision. Use git log or gitk to find the revision you?re looking for.
And getting back to latest (equivalent to: svn up), you'll need to update the branch, usually:
git checkout master
This is because the HEAD refers to the version that is being checked out.
I'm relatively new to Git, but I've found it so easy to work with at home that I'd like to use it at work where our projects are stored in Svn repositories. Unfortunately, the repositories are slightly non-standard and I'm having trouble getting them cloned. Sure, they all have trunk, branches/ and tags/, but branches/ and tags/ have subdirectories before hitting the real project directories:
After cloning:
I get none of the actual project branches or tags. I actually need to be able to work on the trunk, one maintenance branch and one development branch. I've tried this approach in addition to several hacks at modifying the config, but nothing is working for me.
Is there any way I can get the key components of my non-standard Svn project into a local git repository so that I can easily move between them?
Many thanks.
I'm relatively new to Git, but I've found it so easy to work with at home that I'd like to use it at work where our projects are stored in Svn repositories. Unfortunately, the repositories are slightly non-standard and I'm having trouble getting them cloned. Sure, they all have trunk, branches/ and tags/, but branches/ and tags/ have subdirectories before hitting the real project directories:
After cloning:
I get none of the actual project branches or tags. I actually need to be able to work on the trunk, one maintenance branch and one development branch. I've tried this approach in addition to several hacks at modifying the config, but nothing is working for me.
Is there any way I can get the key components of my non-standard Svn project into a local git repository so that I can easily move between them?
Many thanks.
UPDATE: I should add that I can't do a wholesale switch to Git (yet). There are other team members involved and an international presence. The logistics of the transition are more than I'm willing to undertake until I'm much more comfortable with Git; as I mentioned, I'm still pretty new. I've barely scratched the surface of its capabilities.
Lee B was right. The answer, provided by doener in #git, is to upgrade git to 1.6.x (I had been using 1.5.x). 1.6.x offers deep cloning so that multiple wildcards can be used with the --branches option:
Exactly what I needed. Thanks for the insight, all.
Could you try nirvdrum's svn2git (seems the most up-to-date) in order to import your svn into a git repository ?
(Early 2009, Paul mentioned this iteman's svn2git in replacement of this original jcoglan's svn2git, which was, as his author mentioned: "a quick hack to get my code out of Subversion")
It is better than git svn clone because if you have this code in svn:
trunk
...
branches
1.x
2.x
tags
1.0.0
1.0.1
1.0.2
1.1.0
2.0.0
git-svn will go through the commit history to build a new git repo.
It will import all branches and tags as remote svn branches, whereas what you really want is git-native local branches and git tag objects.
So after importing this project, you would get:
$ git branch
* master
$ git branch -a
* master
1.x
2.x
tags/1.0.0
tags/1.0.1
tags/1.0.2
tags/1.1.0
tags/2.0.0
trunk
$ git tag -l
[ empty ]
After svn2git is done with your project, you'll get this instead:
$ git branch
* master
1.x
2.x
$ git tag -l
1.0.0
1.0.1
1.0.2
1.1.0
2.0.0
Of course, this solution is not meant as a one-way trip.
You can always go back to your svn repository, with... git2svn (also present there)
The idea remain:
SVN at work as a central repository.
Git "elsewhere" to quickly experiment amongst multiple Git-private branches.
import back only consolidated Git branches into official SVN branches.
For repo layouts not served by plain wildcards: (from my answer to this related question)
The current git-svn manpage says:
It is also possible to fetch a subset of branches or tags by using a comma-separated list of names within braces. For example:
[svn-remote "huge-project"]
url = http://server.org/svn
fetch = trunk/src:refs/remotes/trunk
branches = branches/{red,green}/src:refs/remotes/branches/*
tags = tags/{1.0,2.0}/src:refs/remotes/tags/*
I think you'd get better responses asking this in #git on IRC or on a mailing list.
Subversion, Git, Mercurial and others support three-way merges (combining mine, theirs, and the "base" revision) and support graphical tools to resolve conflicts.
What tool do you use? Windows, OSX, Linux, free or commercial, you name it.
Here's a few that I've used or heard of, just to get the conversation started: kdiff3, DiffMerge, P4Merge, Meld, Beyond Compare Pro.
(I recognize that this is sort of like the Best Diff Tool but it's different in that I explicitly focus on three-way merge tools; WinMerge is off the list, for example.)
Beyond Compare 3 supports 3-way merging, and is a pretty impressive merge tool. It's Commercial (but worth it, imho) and is available on both Windows and Linux.
As pointed out in a comment, it's also inexpensive.
I have had only good experiences working with Meld. I use it when I have to do messy code merges between branches. It is simple to use and has a clean interface. It however may not be what you are looking for if you are locked into a windows environment.
In Ubuntu, install is as simple as: sudo apt-get install meld
Cross-platform, true three-way merges and it's completely free for commercial or personal usage.
Just checked out P4merge since I heard about it in another blog article:
Very slick interface, and FREE! I've been a faithful Araxis Merge user, but considering this is free and awesome, I'd encourage you to check it out.
I use KDiff3 open source, cross platform
It's keyboard-navigation is great: ctrl-arrows to navigate the diffs, ctrl-1, 2, 3 to do the merging.
Araxis Merge. Commerical, but so worth it... available for Windows and the Mac
vimdiff. It's great. All you need is a window three feet wide.
Ultracompare, really good and handles large files (1G+) well, windows only, its commercial but worth it.
xxdiff if you're in linux land.
TortoiseSVN comes with TortoiseMerge which can be very handy if you don't want to install/configure additional tools. It isn't as easy to use as TortoiseSVN itself though. Well after getting used to it, it's really a good tool.
See also 3-way XML merge algorithm where I ask about 3-way merge of XML or HTML files.
Diffuse is an easy to use three-way merge tool. It supports all of the platforms and version control systems you mentioned.
I would like to add that you can also get BeyondCompare 3 Pro for Linux (not just windows). I hope that they release an OS X version in the future.
Kdiff3 algorithm is really impressive.
Even when subversion indicates a conflict, Kdiff3 solves it automatically. There's versions for Windows and Linux. It is possible to integrate it with TortoiseSVN and with your linux shell.
It is one of my favorites open source softwares.
My only annoyance is that it is a little difficult to compile if it doesn't exist in your favorite disto repository.
I wrote a review of some merge tools a while back that may be useful: http://www.misuse.org/science/2007/02/24/3-way-merging/
The summary is that I found ECMerge to be a great, though commercial product. http://www.elliecomputing.com/products/merge_overview.asp
I also agree with MrTelly that Ultracompare is very good. One nice feature is that it will compare RTF and Word docs, which is handy when you end up programming in word with the sales guys and they don't manage their docs correctly.
I have two SVN project using sharing another SVN using svn:externals. I want to have that same structure with GIT but I can't find how.
Git has two approaches similar to, but not exactly equivalent to, svn:externals:
Subtree merges insert the external project's code into a separate sub-directory within your repo. This has a detailed process to set up and then is very easy on other users, because it is automatically included when the repository is checked out or cloned. This can be a convenient way to include a dependency in your project.
It is easy to pull changes from the other project, but complicated to submit changes back. And if the other project were to merge from your code, the project histories get merged and the two projects effectively become one.
Git submodules link to a particular commit in another project's repository, while svn:externals always fetch the latest revision. Submodules are easy to set up, but all users have to manage the submodules, which are not automatically included in checkouts (or clones).
Although it is easy to submit changes back to the other project, doing so may cause problems if the repo has changed. Therefore it is generally not appropriate to submit changes back to a project that is under active development.
You should look into git submodules, it should allow almost exactly what you're looking for.
There isn't an exact analogue, but here are a pair of workarounds:
I've got a 'git-svn' working tree. I'd like to clone a "pure" git repo off this, and then use git push/pull to move changes between the git-svn tree and the git tree, while also using 'git svn dcommit/rebase' to move changes between the git-svn tree and the SVN repo it's based on.
This seems to work okay as far as moving things back and forth between the git trees using git methods, but as soon as I interact with the SVN repo in the git-svn tree, things get wonky -- either I get errors when pushing or pulling between the git trees, or I lose commits in the git-svn tree, or other oddness.
Is this type of SVN <-> git-svn <-> git workflow supported at all or should I just quit barking up this tree?
I have a bridge setup for some of my projects, but it's only one-way from git to svn (providing a public readonly SVN mirror of our git master branch). However, since it works fine it might help you or point you in the right direction in your two-way scenario anyway, as I assume it's git->svn that makes problems, not svn->git:
My one-way scenario: Existing git repository at github, need a readonly svn mirror of the git master branch
svnadmin create svnrepo
mkdir trunk
svn import trunk svn://yoursvnserver/svnrepo
rmdir -rf trunk
git svn clone svn://yoursvnserver/svnrepo/trunk
cd trunk
git remote add github git://github.com/yourname/repo.git
git fetch github
git branch tmp $(cat .git/refs/remotes/github/master)
git tag -a -m "Last fetch" last tmp
INIT_COMMIT=$(git log tmp --pretty=format:%H | tail -1)
git checkout $INIT_COMMIT .
git commit -C $INIT_COMMIT
git rebase master tmp
git branch -M tmp master
git svn dcommit --rmdir --find-copies-harder
git fetch github
git branch tmp $(cat .git/refs/remotes/github/master)
git tag -a -m "Last fetch" newlast tmp
git rebase --onto master last tmp
git branch -M tmp master
git svn dcommit --rmdir --find-copies-harder
mv .git/refs/tags/newlast .git/refs/tags/last
This two articles from googlecode might help as well:
One thing that may be causing you trouble is that git svn dcommit will rewrite all the commits it sends to SVN- at least if it's configured to add the SVN metadata note to the bottom of the commit messages. So you will have to adopt a flow where any repositories taking commits from your git-svn workspace rebase against it, losing all the merge history which can't be stored in SVN anyway.
Based on what I've seen, this workflow isn't supported with git-svn, and won't be, due to the way SVN represents merges.
As I've often said on #git:
git-svn is like a flying car. Everybody wants a flying car, until they realize a flying car is pretty bad as either a car or a plane.
The real solution is to get away from SVN entirely, as quickly as possible. Use git-svn for a one-time migrate, then move everyone over. Git is not that hard to learn.
Using git and git-svn 1.7.1, it seems that the test I just did seems to work just fine.
git svn init [url]
git svn fetch
you must then create and checkout a dummy branch to be able to push to the master branch.
git checkout -b dummy
Then you can clone it (git clone ...) into another pure git repo, modify it, commit it(git commit) then push (git push) into the git-svn repo.
back to the git svn repo:
git checkout master
git svn dcommit
will commit all git commits that have been pushed.
My development team has worked with subversion for quite some time. The way that manage the trunk and branches is as follows:
We (almost) always release from the trunk
Each release gets its own branch.
When a release is ready for QA, we merge the branch back into the trunk and create a new branch for the next release.
Developers work off of either the trunk or the branch, but there are no developer-specific branches.
Lately, we have had some nightmare merging sessions, in part due to some major changes to the application. These don't always go smoothly and issues sometimes pop-up during QA where subversion did not merge quite right.
One solution might be to merge trunk changes into the release branch on a regular basis, say weekly, to ensure that the most up-to-date trunk changes are in the branch. Conflicts can then be fixed in closer to real-time.
What is your experience with this issue? Is there a standard best practice? Also, do you have a good way of keeping track of which revisions have been merged into the branch (decent comments in subversion could probably handle that).
Firstly, I don't think there's a one-size fits all solution when it comes to managing code branches and releases. But to touch on a few of your points from my perspective:
Yes, I would merge changes from trunk into the release branch more often. Smaller chunks are always going to be more manageable than one large integration. And of course this means you're working against the latest most stable code.
Proactively teach people how to merge well. The developer who made the change should be doing (or be closely involved with) the merge. Understand what it is you are taking and what it should look like when it is finished. I too often see people run a integration without really knowing what they are doing and what they are expecting as the result.
Perhaps you want to have an integration branch that isn't trunk. This can be tested daily and any issues caught here before they go and break trunk and scare everybody.
So assuming I've got your model right here: You develop major changes to the project in a branch (off of trunk) which can get quite old.
You continue to do other development on trunk which always holds the 'live' software, so these changes are minor updates and bug fixes. You're getting problems when you merge the monumental development branch back into trunk.
You can only effectively manage 2 concurrent product versions with that model, which may be enough for now, but might bite you in other ways anyway and will get worse if you ever need to manage 3 or 4 versions. Can I suggest inverting the way you work?
Have a Version branch for each release. This should be branched from trunk (at any revision). The only way you modify the version branch is to merge in revisions from trunk.
This means you can work primarily on trunk instead of in a large development branch. You also apply your bug fixes directly to trunk - so you've got no major integration issues being stored up for the next release. To release bug fixes to the previous versions, just merge the required trunk revisions into the appropriate Version branch.
This way you can keep everything you want to release in branch, but only actually ever release what you're happy with, because that's all you merge in to the version branch.
You can still take development branches if you need, but you can keep them targetted and small, perhaps individual features rather than large projects.
This will allow you to manage multiple versions in a sane way and keep a good track of what's in each release using svn's merge-info.
Our experience is to clearly differentiate:
Trunk is only for recording stable released version, from which we can branch.
In the "development branch", we can manage important changes, included some which will not end up in the next release (because too complex, not ready in time, dependent on other late developments, ...)
The consolidation branch represents the final steps (note the plural) needed to finalize the release. It happens after a meeting where all the feature needed to be delivered are validated.
We only merge into the "consolidation branch" what we are sure to put into production. We go on on that branch until the final release.
Totally agree with Andy: There's no "one-size fits all solution", but the issue shouldn't be keeping your release branch up to date, rather the other way around.
Good change control should keep your branch from being volatile. Gating issues should be fixed on the release branch and then merged to the trunk immediately. Be ready for this "merge" to be non-trivial, the release gating issue may not even exist on the trunk but you need to do an analysis and test for it anyawy.
It sounds from what you say that you are developing on your branch and then merging all at once to your trunk just before you release and just crossing your fingers. I wonder how many bugs you are introducing by doing this.
First, I wholeheartedly agree with the previous responders that there is no one-size fits all solution.
In our case, we have many relatively small applications, with each application normally having only a single developer. When we do engage in collaborative development, there tends to be only 2 to 4 developers.
Our general policy is:
Andy also made an important point that needs emphasizing: "Proactively teach people how to merge well." Many, if not most of our problems seem to arise from poor merging practices.
When I look in the SVN log I really wish I could see markers that tell me when releases were done. I've seen this in other version control systems such as PVCS and Perforce.
Can this be done in SVN? I've done a little bit of research and so far it looks like this sort of thing is not supported.
We don't want to have to copy our source to a different folder for each release. This results in a huge amount of unnecessary duplication of files on the developers machine and only gives us a record of the revision number of each release. I can do that using a text document!
My goal is to have a single view that shows me a chronology of my releases, between which I can see all of the code changes that took place between each release. This then makes it easier to compile release notes.
Not as such. The accepted way to do releases in SVN is to have a "tags" directory where your release source is copied for each particular release. For example /tags/release-0.11 ... There isn't anything preventing you from messing with the tags directory by accident, out of the box, but some people like to set up pre-commit hooks to prevent accidental commits to release tags.
Here's a decent article describing a release process in SVN.
Richard, tags are very close, but I wonder if what you need might not be a dedicated release branch.
For this, make a branch from trunk early on called something like 'Release'. Then work on trunk as normal, when you're ready for a release, merge your changes from trunk into 'Release'. This is the only way that you should modify release.
You can then tag from release if you want, not 100% necessary.
But what this will give you is a branch that has a subset of the trunk's revisions in it. Find out your release dates with:
svn log --stop-on-copy svn://server/project/branches/release
This will give you a list of release dates (with the revisions). To see what's in each release do:
svn mergeinfo --show-revs=merged "svn://server/project/trunk" "svn://server/project/branches/release"@<release revision>
Also note that by working this way, you aren't limited to a strictly sequential release of everything in trunk - you can cherry pick revisions, excluding revisions if you don't want to release them just yet, but still including subsequent revisions.
My goal is to have a single view that shows me a chronology of my releases, between which I can see all of the code changes that took place between each release.
Have you investigated the Tortoise SVN revision graph? If you tag each release (which as others have pointed out does not involve copying files, either on the server or the workstation), then you can see all the revisions in chronological order, with the tags indicating actual releases. You can diff between releases and/or trunk by hilighting the two revisions you are interested in and selecting diff from the context menu.
Copying the trunk to a tags path in the svn repository is the way to achieve this. It is an svn copy, so doesn't end up with duplicates of files on the svn repository server. You only have duplicate files locally if you chose to checkout a svn path other than the trunk. Commits on those working copies then go back to the svn path they were checked out from.
This is essentially a specific conventional implementation of branching in svn. Take a look at the online svn book for more details.
The marker would be the commit message written when a tag for the release is made (a svn copy to the /tags). Atleast that is the most common method used.
While Subversion does not provide release management in and of itself, version control tools are not typically tasked with this activity. What you are looking for is an activity/issue/change management tool that can interact with Subversion.
To that end we use Jira at my place of work and we link it with Subversion. Jira provides a roadmap and change history that includes issues in each release. Each one of those issues has links to the changes in source code control. Thus you can link changes in source code with released versions.
I think it's generally better to keep these two tools separate. Though Perforce in particular tries to tie the two together, they do so only simply. There are some things, like emailing users of changes to issues, adding comments to issues, adding attachments to issues that are much better done in a specialized piece of software like Jira. On the other hand Jira is not very good at versioning, merging and branching source ... which is better handled in a specialised piece of software like Subversion.
For full disclosure, there are other tools than Jira like Bugzilla, Trac, IBM Rational Jazz, etc. that can do the same thing with Subversion that Jira does though with varying levels of functionality.
Take a look at the SVN Book's topics:
Tags and Browsing the Repository
Tags and Branches are "copy on write", meaning that there are not extra copies in the repository. Generally an individual developer would not need to have a local copy unless he needed it for a reason (I.E. developing on a branch).
If you tag each release, then you can see the tags by browsing the repository. The above links talk directly about the command line tools, but there are also GUI tools like TortoiseSVN on Windows. You can get history, do comparisons, etc.
To see the changes made in a release, you would just show a log of the trunk from the revision of the tag you want back to the previous tag's revision +1. It sounds like extra work, but it is pretty simple once you get used to it.
With our build tools, we also commit back a file with some version number information back to the trunk, and the comment has the version number of the build. If your main code is in the trunk, this can also work as a marker for what is in a build (look between the version commits).
Additionally, if you know which revisions you are comparing you can do an SVN diff and you will see which files have changed and how between the two revisions.
Not sure about your total setup but someone mentionned TortoiseSVN. That's definitively a good start. I personally use Eclipse with the subclipse plug-in and it allows me to perform diffs in a graphical environment between revisions. As long as you have your project your can compare any revision to any other revision and as such you don't need to have all kind of file duplication.
Also, we usually set up three directories in each repository. Branches, Trunk and Tags. As someone noted, Tags are used specifically for identifying a release.
+1 for using the commit message.
For a project I created an SVN user called build. The build machine used this login for SVN. Whenever the build machine/process did a build it also updated a file and the SVN commit message was the version/other identifier for the build.
Then we also created a tag for that build. This way in the trunk we could see the builds when/where they are interspersed with other changes.
So my suggestion (simplest way to do it) is to create another files called build (or anything else you want) and append to that or just modify it in your build script/process and then check it back in/commit it with the name of the release version as the commit message. Simple. It will then show up in your history queries.
I encounter the same problem and the way I have tried to fix it for my company is to have a 'release' folder in trunk, this folder only contains the actual executable or what needs to be part of deployment.
I create a new folder for each release starting with '1.0.0.0' in 'release' folder and also tag the code with same release folder name i.e 1.0.0.0 in the case.
I am not sure if it is the right way to do it but it solves my problem to find out executable that I have deployed.
If you follow the normal svn convention of "tags/branches/trunk" at the root of your repository, developers typically would not want check out the entire repository, only from the trunk down.
FYI,
SVN copy is not hard-copy, it's just linking therefore won't take any space other than changed files. And those versions will take space anyway. So creating a copy for every release will not take any space.
I would like feedback on what people consider the "best" free (or cheap) subversion tool for C#... By "best" I mean easiest for a given level of capability. I am a complete newbie in C#, and am using Visual C# Express as my development tool. Obviously I am not a sophisticated C# user!
In Java I use Eclipse, and Subclipse, which I find fairly easy to use. I tried TortoiseSVN, and couldn't get to first base with it - not sure why not - maybe just the wrong mental habits! Ideally I would like something that has the same relationship to Visual C# Express that Subclipse has to Eclipse... Help would be appreciated.
Tortoise SVN is the best for windows. Spend some time reading the documentation and you'll get it. The interaction between the explorer window, the overlay icons, and the repository is quite nice.
Similarly, I like the VisualSVN plugin for Visual Studio, to make interacting with the SVN repository directly from the IDE easier. However, I don't believe it will work with Visual Studio express edition.
The "Express" IDEs don't support source control integration, so I think you're going to have to choose between switching IDEs or learning to use an external tool. TortoiseSVN is considered to be the best external tool by far, so I doubt you'll find anything better. I'd just spend a few hours and put the effort into learning Tortoise, it's not particularly difficult, just requires a slight modification of your workflow.
In terms of plugins for visual studio Visual SVN is very good but is not free software. Ankhsvn is your best bet for something like subclipse but for Visual Studio.
VisualSVN integrates well with VS. However, it's not free, altough it's relatively cheap at $49.
AnkhSVN is your other alternative. It's free and I've heard good things about it, however I personally have not used it.
I don't know if any of these two integrate with Visual C# Express, though.
With C# Express, you can not have plug-ins so VisualSVN and AnkhSVN are impossible to use.
On Garry blog , there are settings that you can use to have Toolbarmenu and menu added to Visual Studio (including express) to interract with TortoiseSVN without leaving Visual Studio.
I use VisualSvn, its the easiest one i have found. I tried AnkhSVN, but wasnt too impressed. VisualSVN does cost ($50), but it seems worth it.
Try to use #Develop. This is open-source full featured IDE for C# (among others). It has SVN integration build-in. Interface of the #Develop very similar to VS Express.
I've used VS with Visual SourceSafe integration, and I've used VS with TortoiseSVN in a separate Windows Explorer window. The latter is so much easier to live with it's hard to begin describing it. TortoiseSVN is so straightforward I've never felt the need to figure out how to integrate SVN with VS.
But there are two pretty significant issues about using non-integrated source control.
The first is that when you add a new file to a project, you have to add it to SVN as a separate action. Without VS integration, you can't tell (by looking at Solution Explorer) that you haven't done this yet. This is pretty dangerous.
The second is that importing a project into SVN is really clumsy. There's two ways to do it and they both suck. I'd presume that a decent VS integration would make this a one-button operation.
(How to import a project with TortoiseSVN: Make a copy of your project directory called projectName.import. Delete every file from that directory tree that you don't want source-controlled, like everything in the bin directory. Import it into SVN and then throw away projectName.import. Rename your project directory as projectName.original. Create a new directory called projectName. Check your project out into that directory. Build and test. Once you're comfortable that everything's really in SVN you can throw away projectName.original.)
I've learned to live with both of those problems. Also, since I don't have SVN integration in Eclipse either, it means that I've only had to learn one thing instead of three.
The only benefit I've found for an integrated subversion plug-in is that you're less likely to forget to add new files to the repository. Apart from that, tortoisesvn works really well.
It'm not sure if subclipse does something fancy to get you started, in tortoise, open windows explorer:
You can also use tortoise svn to create a new blank repository in an empty folder.
Free source code control for Visual C # Express 2010: (Untested)
I voted up @Simucal's recommendation of TortoiseSVN. I've used it for quite a while now and I like it.
I also use Subclipse, an SVN plugin for Eclipse. And I find that knowing my way around the straight-up command-line version of SVN is helpful too.
(That command-line hyperlink also contains a table of third-party Subversion clients for various platforms.)
Assuming that I'm starting a new web project at home using Visual Studio, which version control system, viz. Git or Subversion will be better to use? Which one will have the least setup complexity?
Since this is for your own personal playing around, my question is simple: Do you know Subversion or Git already?
If you don't know either - use SVN. It's a better introduction.
I'd go with Git. It's not that bad getting up to speed on the basics (there are now a ton of good resources, including learn.github.com) and it'll pay off in spades. And I've been using it on Vista with no probs.
Subversion is far more Windows-friendly in my experience and also more immediately useful for the solo developer.
Another possibility is Perforce, which is slightly less Windows-friendly, but full featured and fairly easy to use, not to mention free for up to two users.
Git is a distributed source control setup and as you are the only user I can't imagine that you would benefit much from its features. Subversion is (in my opinion) easier to set up so I would recommend you go with it.
If you are working alone and want some kind of version control easy to use, then use Subversion.It works great on Windows, setting up the repository is one right click in an empty with Tortoise SVN. Ankh SVN provides a very good integration with Visual Studio - almost on par with TFS provided you use VS 2005 or more recent.
On the other hand, Git is much more promising than SVN. I'll check it during this year, but third party tools are not on par yet.
I'd go with Mercurial instead. It's supposed to be similar to Git (which I never could get running because of the Windows issue) and is really easy to setup in Windows & very nice for "personal" version control systems.
Which one you decide to use depends a lot on what your needs are now and going forward. Git has a very nice community built a round it with GitHub which is great for sharing code and projects. SVN is pretty simple to setup and get going, but in large teams Git has it beat hands down with it's branching and merging. This is ideal in cases where you have multiple people working on the same project, either in an office setting or an OSS sense where the team is spread out.
If all you need is something quick and simple to setup and get going so you can start your project, SVN should be fine. SVN is also integrated into many editors and IDE's as well as many bug tracking and continuous integration systems.
If you plan on having a team, or already do, Git is worth looking at for its branching and merging setup. Git however, due largely to still being kind of young, doesn't have nearly as much support available
Let's my ride-in on your question and ask:
On a side note: If it's really a one man home project, you don't really need any source control tool. Just put your project in a DropBox folder and you're done (auto-commits, infinite revisions, undelete). Unless you really think you're going to need tags and branches and stuff. But for personal home projects... do ya?
If you want Visual Studio integration there is no question. Only Subversion has Visual Studio integrations (AnkhSVN, VisualSVN and several scripts that allow access to TortoiseSVN).
One of the most important reasons that Subversion has such a large amount of tools written for it is that it was designed as a stable library for use by multiple clients.
It's unlikely that Git gets the same level of integration in Visual Studio before git support is available as some kind of reusable library. (There are plans for a libgit2 that could make this a reality).
You can make your own opinion after reading this : http://whygitisbetterthanx.com
With SVN you will have to set up a server, create a repository there, check out the (empty) repository, add your files, and then commit.
With Git, all you need is git init in your project's root directory. Then you can add and commit files as you see fit.
There's not really any idea in setting up a Subversion server, since you're the only one working on the source. Contrary to what many people think, solo projects is a perfect match for distributed version control tools. It's also very easy to grow your project later on.
In my experience, Subversion is easier to "grok", but Git is faster and easier to engage in software development best practices. As a former CVS user, Subversion made immediate sense to me when I started using it. Git took some study and I still have to refer to the manual from time to time, but I love how easy it is to branch and merge code when I've got to maintain a release process.
If you are already familiar with CVS and just need something to keep your history and diffs, Subversion will be easier to get started with. If you are new to version control, the tide is shifting toward DVCS in general and Git in particular, so you may get more mileage out of that in general.
I do recommend you look at a hosted provider so you don't have to worry about setting up a Subversion server or so you can have a backup location for your Git data. You can Google for "subversion hosting" or "git hosting" to see the premier providers in the space.
Git................................(these dots are there because SO wont accept a 3 lettered answered).
If you plan to take your project along on an USB stick, use Subversion. Windows XP it really, really, really bad at caching lots of small files on an USB stick. Git writes many small files for commit operations and that takes ages on Windows.
[EDIT] The problem with Windows XP and files on an USB stick is caching (or the lack thereof). To prevent data loss, XP will always write files synchonously on an USB stick (so any write will come back only after the FS has reported that all blocks have been written to the stick). Add that to the fact that USB sticks are slow when handling small files (they have a lot of overhead initializing their wear level management) which leads to very poor performance for any kind of application which writes lots of small files.
[EDIT2] If you put a SVN checkout on the USB stick, you will also have a lot of small files (especially in the .svn directories). So the solution in this case is to put the Subversion repository (the "server") on the USB drive. The repository uses only a bunch of big files (if you use the database option instead of the file based one: svnadmin create --fs-type bdb). This avoids the "many little files problem". There is no way to achieve the same thing with current versions of Git.
I was just thinking of writing a shell script to implement the obliteratee functionality in an easy to do way (externally, using the suggested way, but automated).
Here's what I had in mind:
On the client
svn list -R > file-list.grep XXX file-list>>files-to-delete.files-to-delete to the server using scp.On the server
svnadmin dump /path/to/repos > repos-dumpfile, this can be kept as a backup too.cat repos-dumpfile | svndumpfilter exclude $file > new-dumpfilesvnadmin create new-name; svnadmin load new-name < new-dumpfileWould this work? How can it fail? Any other ideas?
Thanks.
Yes, that script would work. But usually you don't obliterate that many files. Usually obliterate is only needed if you commit confidential information accidentally.
Are you sure you want to use obliterate for so many files?
I think cat new-dumpfile | svndumpfilter exclude $file > new-dumpfile is a dangerous example. new-dumpfile will not be completely processed and it's contents will be probably lost, no?
From the comments below: the new-dumpfile will surely be lost, because the shell will clobber (truncate to zero length) it even before starting up the command.
I had a similar but slightly more complex requirement. Several hundred revisions in the past, some very large (>1GB) sample data files were committed to the repository. They were then moved around and eventually deleted from HEAD. However they were still in revision history, making the repository cumbersomely large. I could not use svn list -R, since the files no longer appeared in the working copy.
However, svn list can be given a revision argument. I wasn't sure exactly when the big files had been checked in, but I knew it was sometime after revision 2000. I also had a list of file names. So I used a simple loop and uniq to generate my files-to-delete:
cd $working_copy
for rev in {2000..2437}; do
svn ls -R -r$rev | grep -f ~/tmp/big-file-names >> ~/tmp/file-paths;
done
cat ~/tmp/file-paths | sort | uniq > ~/tmp/files-to-delete
cd ~/tmp
# You should inspect "files-to-delete" to see if it looks reasonable!
cat dumpfile | svndumpfilter exclude `cat files-to-delete` > dumpfile.new
What about files with the same path in different revisions? For example, if you commit /trunk/foo, then rename it to /trunk/bar, then commit something else at /trunk/foo that you want to obliterate. You don't want to lose the history of what's now /trunk/bar. Maybe svndumpfilter supports peg revisions?
So you're making a new repository any time you want to filter something out? Why not just delete the filtered files from the repository?
I've been working with eclipse and SVN for many years in teams from a single developer up to 12 and I always was the one to setup our folder structure. I managed to get it working somehow, but I feel that my folder layout is far from optimal. It's hard to tell what my typical folder layout looked like, because it looked very different each time.
I'm just starting another big project now, and I want to do it the professional way this time.
Those are the facts right now:
I'm alway unsure wether to commit those files generated by eclipse (like ''.project'' and ''.classpath''). In prior projects, sometimes we put them into the SVN, sometimes we didn't, and both approaches had ther pros and cons. Once, we even committed the whole workspace, but that seemed to be a bad idea.
One key concept that I'm certainly missing is how Eclipse handles its workspace. By default, the whole project lies inside the workspace-folder, but there can be projects that are external, which are linked in some magic manner I just don't understand.
I'm unsure how to layout the project locally and on the repository. I think there are three possibilities:
A dummy folder structure, maybe something like that (do I just answer my own question?):
Along with a hint what to checkout where, like that:
And some guidlines like
Workspaces and repositories shouldn't be related.
The workspace is really just where Eclipse stores a bunch of settings. Project files can (and usually do) live in the workspace, but as you know, they can be imported from an external source--the import is just a logical link.
You can create as many workspaces as you want for specific purposes; you could even import projects in one workspace into another if you had reason to do so.
The SVN layout should be separate from how your workspace is defined. They may end up looking similar, but that shouldn't imply that they're actually the same. I'd recommend each Eclipse project have its own SVN project, so that instead of having
you have
What this does for you is give you the flexibility to lay out your workspace completely separate from how your repository is structured. You'll be able to check out individual projects into the workspace without having to checkout the entire codebase. You'll be able to have projects checked out on development branches while others are on the trunk, you can revert changes to one project while leaving another alone and so forth.
The last question about which artifacts to check into SVN is a matter of taste. I'd recommend checking in whatever artifacts are universal across the development team. If Eclipse is the standard IDE, go ahead and check in the .project and .classpath files so that a new developer will be able to checkout and build immediately. If certain plugins are universal and have config files of their own, go ahead and check those in as well. On the other hand, anything that isn't shared across the dev team should be left out of the repository.
Hope this helps.
EDIT
Further experience has taught me that the only things that should go into source control are the actual source files. Configuration and setup files should be regenerated by the developer when setting up a new project.
We have a similar setup (Mac, Linux, and Windows users) and our folder structure is:
We do check in the .project, .settings, and .classpath files as well the code but NOT the workspaces. The real gotchas have to do with the build path. If you solve these there is no headache and no requirement as to which directory things need to be checked out in.
Some tips:
All this works with Eclipse SVN plugins or without.
In both Macromedia Dreamweaver and Eclipse I've been doing the following:
Working folder:
C:\Development\
\ProjectA
\ProjectB
\ProjectC
Each project has its own repository, and each checkout is only of the /trunk/.
Note: For Eclipse, don't create a SVN Repository project, just create the "Java App" or "PHP App" project like you normally would, and use an external program to do the checkout into that folder. Eclipse will then automagically detect the .svn information and allow you to use the SVN tools, while still using the proper workspace.
I use, and strongly recommend the repository structure something like:
On disk use a layout like:
c:\dev\
\ProjectAtrunk\
\ProjectBbranch4\
Working this way you're branches and tags are near your trunks and you're unlikely to depend upon the structure of the projects in your repository to reference external libraries. All references to code outside the project trunk should use externals.
All this means that you're more likely to be able to keep the maxim that checking out trunk is all you need to be able to build your project. Shared code is kept in and managed as a separate project and referenced with externals.
You're more able to view changes on a project trunk and see a complete history of your project without garbage. You're less likely to have changes to your project that aren't visible when you look at your revision history on trunk.
When releasing, make use of stable branches and svn-merge.
I recently started using Subclipse and have a method that works for me. We're working with PHP applications, so I create a new SVN project through the Eclipse project wizard, choosing to 'Checkout Projects through SVN'. I then configure that project using the project configuration wizard and select PHP as the project type. I name the project so that in my workspace I have the project name at the top-level of the project explorer.
I never commit anything that is created specifically for Eclipse, especially since not everybody on our team uses Eclipse. That means excluding the .project files and any other Eclipse-created files.
An additional benefit of using this method is that you can have more than one repository checked out into the workspace. We work with two repository locations for our project (for specific reasons that I won't go into), so this makes it easy and convenient for me to work on both 'projects' simultaneously.
I'm sure there are other ways to do this, but this is what I have found to be the easiest way to use Subversion and Eclipse.
I'm having the same problems with the eclipse workspace / SVN checkout. I can get it all to work and build on my local workspace using the project reference system, but how do I capture that so everyone else on the project can check the whole project out without having to populate their personal workspace with the all the projects manually? (a solution stores this information in visual studio) For example exe project X needs static libraries Y and Z. A new user would have to manually create a workspace and add X, Y and Z (having to find out for themselves that X needs Y and Z). Adding the workspace to subversion seems like a hack way around the problem. I basicallly need a "workspace" level checkout. Its ok for Java apps because they have packages to sort this problem.
Ickster says "...but as you know, they can be imported from an external source--the import is just a logical link."
Actually, this is not quite true. An import performs a copy, whereas a linked resource is a link to the outside source structure. See: Linked Resources: http://help.eclipse.org/galileo/topic/org.eclipse.platform.doc.user/concepts/concepts-13.htm and Creating Linked Resources: help.eclipse.org/galileo/topic/org.eclipse.platform.doc.user/tasks/tasks-45.htm
I am looking into using git on a massive scale. I was hoping to increase adoption and make things easier by calling the master branch trunk. This can and will give SVN users some feelings of comfort. I know I can create a branch called trunk but that seems to deviate from the git norms and might cause some users to get confused. I know that I can also create and delete tags to my heart's content but when I checkout those tags it tells me it is a non local branch which is just fine with me but probably not what I want to be doing. I am a total git newb but a seasoned professional at release and build systems. What I want to do is to be able to call master trunk. I have seen the ability to alias commands does this apply for the names of versioned objects as well? I know git-svn exists and other tools but the overhead of layered repository systems frightens me.
You can rename the master branch trunk as Greg has suggested, or you can also create a trunk that is a symbolic reference to the master branch so that both git and svn users have the 'main' branch that they are used to.
git symbolic-ref refs/heads/trunk refs/heads/master
Note that trunk isn't a first class citizen. If you checkout trunk and perform a git status you will actually be on master, however you can use the trunk command in all places that you use the branch name (log, merge, etc.).
There is nothing special about the name "master" in Git, it's just called that by convention (and by default). You can certainly call it "trunk" if you like:
git branch -m master trunk
This is very much like Subversion, where the name "trunk" is only called that by convention too. You could have called the main branch "master" in Subversion.
How can I "delete" a file which is already in the SVN repository without deleting it from my file system?
Tortoise or Command Line instructions welcome.
Thank you.
svn delete --keep-local the_file
If you want to delete an item from the repository, but keep it locally as an unversioned file/folder, use Extended Context Menu ? Delete (keep local). You have to hold the Shift key while right clicking on the item in the explorer list pane (right pane) in order to see this in the extended context menu.
Delete completely:
Shift ? Menu ? Delete
Delete & Keep local:
Shift + right mouse ? Menu ? Delete
In Tortoise, you can also Shift+Right-click to get a menu that includes "Delete (keep local)".
It would work but I'm hoping for something nicer.
In Tortoise, use the Repo-browser.
Rename your file, commit the changes including the "deleted" file,
don't include the new (renamed) file.
Rename your file back.
Rename your file, commit the changes including the "deleted" file, don't include the new (renamed) file. Rename your file back.
that works, but the icons still indicate they are in the repository. it seems, sometimes i'm lucky using tortoise's clean up command to also clean up the icons. anybody has a different idea?
Delete the file from the remote repository:
svn delete http://svn.yourdomain.com/path/to/file.ext
I'm evaluating various options for getting our team away from CVS. We have another large team on another site using Subversion, and some of our developers work with the Subversion server. Therefore, Subversion is an obvious choice for our team. However:
git-svn looks interesting but what I'd like to know is how much of the power of a DVCS such as git is lost by having a handful of centralised branches in Subversion. In particular, I'd still like to be able to keep the kind of workflow we have with Mercurial, such as:
Many of us are used to the idea of a main fairly stable shared branch with a simple linear history which everyone can push to, and so they merge to the tip regularly. It isn't clear to me how to support this work flow well with git (or Mercurial or Bazaar).
You do lose a lot, and it feels kind of second class, but you do gain all the wonderful branching stuff.
I learned git by using it to work on a project that was hosted in subversion. git allowed me to do all my local development and make quite a bit of progress on the project while still tracking the mainstream branch and even sharing my work with others.
In the end, we ended up pushing the whole project to git because of all of the information that was lost when going to subversion.
What you lose:
I say "sort of" WRT #1 because if you keep one tree together, it'll track the merges and stuff that you did with git and applied to subversion, but once you try to clone that repo, or someone else does a git-svn clone, you lose that and merges get really painful again.
The authorship stuff matters a lot to me, because I find it very important to make sure people get credit for the work they do.
For what I've seen, you can use git between repository retrieve with git-svn (so you could have a git public repository which would be the "mirror" of the svn repo you're talking about, but the git repo could be hosted in you site).
Thus checkout/clone/push/pull for git users will be fast. Then I guess you can add hooks to your git repo to sync with the svn repo via git-svn, but you'll have to deal with conflict until you use different branches.
What we do here is that every dev has a branch with his name in it and he has to merge with master branch (so he's handling the conflict) before an admin merges his branch with the master, without any conflict since the dev already handle it.
Hope this help.
I'm looking for a place to put a few GB of documents (mostly .doc and .xls). My team already has a Subversion server set up for managing the documents we create, so I'd prefer to use that if possible. How well will Subversion handle all this extra stuff? Most of it is legacy information and will only ever have one version, but it is possible that a few documents could be updated.
I've been warned that SVN isn't particularly lots-of-big-binary-files-friendly. I'm wary of trying it to see whether it works since they'll always be in the repository history even if I later delete them.
Any alternatives? We'll need the ability to comment on and/or tag documents, but we can use a Delicious-like service combined with the URLs for the documents in SVN (or similar).
Later I'm not so worried about diffs on the binaries since, as stated above, they won't change much. I'm OK with a slight hassle if they do -- it's no worse than SharePoint.
In my previous company we setup Subversion to store CAD files. Files upto 100 MB were stored in Subversion. If many people 'add' big files to Subversion webserver can be a bottleneck. However, incremental commits were perfectly ok.
Subversion stored 'binary delta'. In fact, on server side, binary and text files are treated exactly same in storing the 'delta'. Check "binary delta encoding improvements' section on page http://subversion.tigris.org/svn_1.4_releasenotes.html. It explicitly says "Subversion uses the xdelta algorithm to compute differences between strings of bytes" (and not strings of 'characters').
Just for experiment, I stored the 10 version of CAD (CATIA part file). Each version I made minor modifications to part and then check the serverside repository size. The total size was about 1.2x for about 10 revision (x - being the original file size).
Remember to set svn:needs-lock property. In my experience, Best way is to use 'auto props' to set the svn:needs-lock based on file extension.
There's a difference between lots of big binary files, and a big number of binary files.
In my experience SVN is fine with individual binary files of several hundred megabytes. The only problems I've seen begin to occur with individual files of around a gigabyte or so. Operations fail for mysterious and unknown reasons, possibly SVN failing to handle network related problems.
I am not aware of any SVN problems related to the number of binary files, beyond their lack of merge-ability and the fact that binary files often can't be efficiently stored as deltas (SVN can use deltas).
So;
I would hope the size of your documents fits into one of the fine categories :)
PS - Thanks for the list formatting fix :)
It depends on how often the files are updated. It can't do anything about merging binary files and so everytime there's a conflict you'll have pain. Otherwise it's just storage and retrieval, and while it's not as good as with text it still handles that just fine.
ditto what Dave said about Mercurial, but replace Mercurial with git.
I personally use Mercurial for such tasks. I've used it to store several hundreds of gigs of media. Yes, it takes up some disk space, but disk space is cheap. With Mercurial, you also get the benefit of it being distributed, so doing a "checkout", or clone as is know in Mercurial, you get the whole repo, not just a snapshot. If your server ever dies then, your still in business.
From what I've seen Git is very fast compared to Subversion, and I've heard it's somewhat faster than Mercurial, but only by a bit. However, I've not specifically tested it with large, or lots of, binary files.
That being said the way Git tracks changes, I would imagine it's very efficient at dealing with binary files.
I can say this for sure though; Once I got used to Git there's no way I'd choose to go back to Subversion. When I have to work with Subversion repositories I still use Git though git-svn. This way I get all the advantages of distributed version control, but still have really nice support for pushing commits back to the central Subversion repository.
We built our subversion client exactly for this, as we did really big design/consulting jobs that really needed version control. We never had any problems with it.
Well it's going to take up alot of space storing all that in Subversion, I'll tell you that much. Subversion doesn't store binary files via delta's the way that it stores text files. It'll probably take up as much space as it would to just store a bunch of binary files on your hard drive, plus the repository.
You may be able to a server-side tiddlywiki to store the urls to the documents within Subversion.
If they are mostly .doc and .xls files, there's also Microsoft's Sharepoint.
is there a way to perform a SVN checkout (or export), which would fetch only the directory structure, i.e. no files?
Thanks in a advance.
svn ls -R {svnrepo} | grep "/$" | xargs -n 1 mkdir -p
Export, not a checkout.
[Updated]
With Export:
env REPO={repo} sh -c 'svn ls -R $REPO | grep "/\$" | xargs -n 1 svn co --depth=empty $REPO'
This will be pretty slow for anything too large.
There is a python script in the contrib tools of subversion, which creates the directory structure with empty files. With a little bit of python knowledge, it should not be to hard to skip creating the files at all.
SVN can't do that per se, but if you just want to export directory structure, try svn ls -R --xml to get XML listing of the directory structure and then recreate it by hand.
You can specify --non-recursive to the checkout command, might help you to get what you want.
A use for checking out just the directory structure is a partial workaround for not being able to exclude one or more directories from being checked out. It is assumed that the cost of just checking out the directory tree is negligible in comparison to checking out the full source. With a versioned directory structure checked out I could then use Subversion's update and sparse directories to selectively pick what directory trees should have files.
I can't see that there is a way to do it from a brief look at svn help co. Something I've done before for updating a repository from a new version of a downloaded library (i.e. a vendor branch) is to delete everything which isn't an .svn folder:
#!/bin/sh
find ./ -type f | grep -v .svn | xargs rm -f
It's not particularly efficient if you were trying to avoid having to check those files out in the first place, but it should have the same result.
There's no way to do this, and in fact it's a slightly odd thing to want to do, so now I'm curious!
This may not be relevant, but you can prevent the files being comitted in the first place by adding an svn:ignore property on the relevant directories. This is particularly useful to prevent generated artifacts such as documentation or cache files being comitted.
on windows and with TortoiseSVN you can do Checkout -> checkout depth: only this item. this way you can get single folders/files. you could rebuild your structure this way (using the repobrowser). a bit cumbersome, but doable if your directory structure is not too complicated. i preferred this over checking out thousands of small files (several gigabytes) over slow network ...
You may use this script which will svn list the repos and create the structure in a directory.
usage : perl checkout-structure.pl repos destdir
repos must not be the root of your repos, it can also precise a directory.
Fails to create dirs containing accentuated caracters (àéîùç...), but works fine with spaces. For these who have time for that, I think it's an encoding problem.
checkout-structure.pl :
#!perl
my @dirs;
my $repos = shift;
my $dest = shift;
@dirs = grep { /\/$/ && /^[^\.]/ } `svn list -R $repos`;
foreach(@dirs) {
s/\/$//;
chomp;
mkdir("$dest/$_") or warn $!." trying to create $dest/$_";
}
Hi can any one suggest tool for migrating from SVN to TFS preferred Open Source
You can try the codeplex project SVN to TFS Migration Tool.
New codeplex project svn to tfs 2010 fo free http://svn2tfs.codeplex.com/
Seeing as the codeplex project that was accepted as the original answer has now closed down, I thought it would be useful to note that Microsoft has a number of conversion tools listed here: Source control migration tools.
You may want to have a look at this discussion: this discussion. Two tools are named in it. My experience with migrating the other way was very bad, by the way. Getting your history out of TFS is very difficult and requires custom coding. Just so you know.
You can try out:- http://www.persistentsys.com/CompetencyCenters/Microsoft/MicrosoftTFSMigrationToolforSubversion/tabid/307/Default.aspx
You can try out:
We would like to share runtime project binary files. So every team member could take current working version. It is acceptable/good to store runtime binaries in the SVN?
The two common reasons you may want to store binaries in a Version Control System are:
store external third-party libraries.
Usually one stores them into a Maven repository, but to store them into SVN allows you to have one and only one referential for all your need: get your sources, and get your libraries you need to compile those sources. All comes from one repository.
store deliveries for quicker deployment.
Usually deliveries (the executable you build to deploy into production) are built on demand.
But if you have many pre-production environment, and if you have many deliveries, the cost of building them for assembly, integration, homologation, pre-production platforms can be high.
A solution is to build them once, store them in a deliveries section of your SVN, and use them directly in your different environment.
Note:
This apply also to development elements: if you have a Jaxb process which generates 900 POJO files (through XML binding), and you need to download that development set in multiple environments, you may want 1 compressed file copy transaction, rather than 900 ones.
So yes, it is "acceptable/good to store runtime binaries in the SVN"... for the right reasons.
I would say that if it makes your team's lives easier, then do it. If it lessens the time taken to set up a working development environment, go for it.
Yes, store it.
We used to store the binaries we delivered to customers in the SVN repository to keep track of it.
Also another use of storing the binaries in SVN (or source control) is if you are providing some internal utility modules to other teams in your company who don't want to build your project to save their build time. I believe it's a common practice.
But we never allowed to store .classpath and .project files of Eclipse (workspace related settings).
It's perfectly fine and acceptable to store binaries in the SVN repo. As a sidenote, I can't see why would anyone want to store build artifacts in the repository (I'm not saying you do that).
Not for this purpose, no. You should use an external file store, like an FTP or Web server. This way it is easy to download a particular version of your runtime binary without having to update to that revision in SVN first.
If you're developing in Java, then you can set up a local repository and then use a tool like maven or ivy+ant to access it.
You can upload updates of your local build artifacts back to your local repository as they are ready for others in the company to use.
For other development environments, I don't know what tools similar to the above are available - I have tended to just put them in SVN and be done with it.
I usually use a separate repository for storing third-party libraries to keep them out of the regular development repositories, and have my build files load them in an expected location relative to the project's base folder.
Actually, I use two repositories. One for the minimal files that I need for building my projects (e.g., jar, lib files) and another for the entire third-party package (including the source, documentation or whatever) which I usually store tar.bz2.
That way, if you just want to get the minimum you need to build stuff, you grab the first repository, and if you need to figure out what is going on with, or how to use a third-party package you can start pulling stuff out of the second repository.
It ain't the ideal solution, but it works pretty well.
Here is some more information on how svn handles binary files.
As many have already said, it's acceptable.
Yes, it is convenient to have everything handy from one location, from where you can (for example) checkout an older tag already in binary form with its correct dependencies.
But it is NOT good, especially for backup purposes. We stored all our binaries (and part of the dependencies) in SVN and as the project grew, so that binary section did.
Unfortunately, svnadmin dump just dumps everything, you cannot specify a path of the repository to exclude. Thus, backups (and upgrades of the svn server) became very painful!
If you add that after a not-so-long time in our case those binaries were not useful anymore, I'm sure I will not do that again in a similar case (but I would do for a smaller project).
So I would recommend to think twice before doing that and try to forecast how big can you grow and what else might happen.
I would let my build and continuous integration system handle the latest working version of things, by automatically copying them to an FTP, web or file share for easy access.
Even better I would invest in a CI system that automatically handles build artifacts, I love TeamCity from jetbrains myself but there are others. This way you can handle it fully automatic.
Storing binaries under version control is perhaps defeating the purpose of version control. You are better off using HTTP/FTP..This discussion on SO at http://stackoverflow.com/questions/104453/version-control-for-binaries might be useful!
Our Java .jar file builds were binding in their .jar file dependencies, which we were checking into svn. A lot of this was redundant in practice, but we wanted to insure every Java app build we produced had precisely the libraries it underwent QA with.
What really aggravated me, though, with this approach was when I started doing remote connections to the repository and syncing. Would take forever to just churn through all the binary libraries.
We've since abandoned that practice and now use Maven to manage library dependencies - even for projects that we're still building with ant. No more binaries being checked into svn. Life is much better on several fronts because of this shift of strategy. And we have the rigorous control over versions of library dependencies that we desired.
For our .NET builds, one of my developers has devised a solution that works in large part like Maven in respect to all the dependency management stuff, and is achieving much the same benefit there too.
Whenever I see a library in a Subversion directory, I ask the following questions:
axis.jar and not axis-1.4.jar)If you don't have a dependency management system in place, you normally can't answer both questions. And it's the first step to Jar Hell.
I can recommend Apache Ivy (other may swear by Maven) with an intranet repository. Using Ivy, I never had to store libraries into SVN and could always answer the above mentioned questions.
Store binaries that not everyone can build. I design chips in Verilog and VHDL and the software team doesn't have those tools. So we store the output binaries in SCM.
There's some contention on this matter but I say yes.
At least I store the binaries in the SVN, this way I can quickly revert to the particular version binary and see whether the bug was happening in it or not and trace the version, where the bug was introduced, rather then checking out the whole project, set up all the particular project related and environment settings, and then compile it.
No, don't store binaries next to their source code (unless you have good reasons that offset the disadvantages).
Disadvantages:
svn update will update the timestamp of your binaries, confusing your build tools which will erroneously think the binaries are newer than your source code changes.In general, avoid committing anything that is generated automatically in a deterministic way from other versioned resources. No redundancy -> no opportunity for inconsistencies.
Instead, use a continuous integration server to automatically rebuild (and run the tests) on each commit. Let this build server publish the binaries somewhere (outside SVN) if necessary.
Now, this does not mean that you should take this as an absolute rule or avoid all binaries. By all means, put your build tools and third-party closed-source binaries inside your projects. And make exceptions when it makes sense. Ideally a new developer should be able to do a check out and immediately launch the build script without spending a day or two on setting up his environment.
At my company we have a group of 8 web developers for our business web site (entirely written in PHP, but that shouldn't matter). Everyone in the group is working on different projects at the same time and whenever they're done with their task, they immediately deploy it (cause business is moving fast these days).
Currently the development happens on one shared server with all developers working on the same code base (using RCS to "lock" files away from others). When deployment is due, the changed files are copied over to a "staging" server and then a sync script uploads the files to our main webserver from where it is distributed over to the other 9 servers.
Quite happily, the web dev team asked us for help in order to improve the process (after us complaining for a while) and now our idea for setting up their dev environment is as follows:
The question is now: How do we manage to deploy the changed files on to the server without accidentaly uploading bugs from other projects? My first idea was to simply export the latest revision from the repository, but that would not give full control over the files.
How do you manage such a situation? What kind of deployment scripts do you have in action?
(As a special challenge: the website has organically grown over the last 10 years, so the projects are not split up in small chunks, but files for one specific feature are spread all over the directory tree.)
Cassy - you obviously have a long way to go before you'll get your source code management entirely in order, but it sounds like you are on your way!
Having individual sandboxes will definitely help on things. Next then make sure that the website is ALWAYS just a clean checkout of a particular revision, tag or branch from subversion.
We use git, but we have a similar setup. We tag a particular version with a version number (in git we also get to add a description to the tag; good for release notes!) and then we have a script that anyone with access to "do a release" can run that takes two parameters -- which system is going to be updated (the datacenter and if we're updating the test or the production server) and then the version number (the tag).
The script uses sudo to then run the release script in a shared account. It does a checkout of the relevant version, minimizes javascript and CSS[1], pushes the code to the relevant servers for the environment and then restarts what needs to be restarted. The last line of the release script connects to one of the webservers and tails the error log.
On our websites we include an html comment at the bottom of each page with the current server name and the version -- makes it easy to see "What's running right now?"
[1] and a bunch of other housekeeping tasks like that...
You can probably use Capistrano even though is more for ruby there are some articles that describe how to use it for PHP
I think Phing can be use with CVS but not with SVN (at least that what I last read)
There are also some project around that mimic Capistrano but written in PHP.
Otherwise there is also a custom made solution :
You should consider using branching and merging for individual projects (on the same codebase), if they make huge changes to the shared codebase.
we usually have a local dev enviroment for testing (meaning, webserver locally) for testing the uncommited code (you don't want to commit non functioning code at all), but that dev enviroment could even be on a separeate server using shared folders.
however, committed code, should be deployed to a staging server for testing before putting it in production.
Naturally check out SVN for the repository, Trac to track things, and Apache Ant to deploy.
The basic process is managing in Subversion, tracking the repositroy and developers in Trac and using Ant deployment scripts to push your site out with the settings needed. Ant allows you to easily deploy a project to a specific location. (Dev/test/prod) etc.
You need to look at:
You may not get to a perfect solution, especially not at first, but the more you use your chosen solution, the more comfortable everyone will get and be able to make suggestions on improving it.
We check for the stability with ant, every night. And use ant script to deploy. It is very easy to configure and use.
I gave a similar answer yesterday to another question. Basically you can work in branches and integrate before going live.
The biggest thing you will have to get your head round is that you are dealing with changes to files, rather than individual files. Once you have branches there isn't really a current version there are just versions with different changes in.
I'm reading this post with interest because we (4 people... sometimes 5 or 6) use Sourcegear's Vault (and a very outdated version of it at that) for development and testing and then we ftp everything to production.
Weak. I know. Vault is fine if you are using Windows but I work on a Mac and am forced to use it from the command line which cuts out all of the most useful features that the Windows only GUI client offers. I wish we used subversion or git or mercurial or anything else that is decent (all of which I prefer and all of which would offer so much more power from the command line) but it's not my call. Then I wish we had some "real" deployment solution aside from "FTP these files onto the production server and take it for a spin... see if you find any problems".
I look forward to seeing what sorts of real world, non-cludgy, solutions people post here.
I am looking for a way to do daily deployments and keep the database scripts in line with releases.
Currently, we have a fairly decent way of deploying our source, we have unit code coverage, continuous integration and rollback procedures.
The problem is keeping the database scripts in line with a release. Everyone seems to try the script out on the test database then run them on live, when the ORM mappings are updated (that is, the changes goes live) then it picks up the new column.
The first problem is that none of the scripts HAVE to be written anywhere, generally everyone "attempts" to put them into a Subversion folder but some of the lazier people just run the script on live and most of the time no one knows who has done what to the database.
The second issue is that we have 4 test databases and they are ALWAYS out of line and the only way to truly line them back up is to do a restore from the live database.
I am a big believer that a process like this needs to be simple, straightforward and easy to use in order to help a developer, not hinder them.
What I am looking for are techniques/ideas that make it EASY for the developer to want to record their database scripts so they can be ran as part of a release procedure. A process that the developer would want to follow.
Any stories, use cases or even a link would helpful.
For this very problem I chose to use a migration tool: Migratordotnet.
With migrations (in any tool) you have a simple class used to perform your changes and undo them. Here's an example:
[Migration(62)]
public class _62_add_date_created_column : Migration
{
public void Up()
{
//add it nullable
Database.AddColumn("Customers", new Column("DateCreated", DateTime) );
//seed it with data
Database.Execute("update Customers set DateCreated = getdate()");
//add not-null constraint
Database.AddNotNullConstraint("Customers", "DateCreated");
}
public void Down()
{
Database.RemoveColumn("Customers", "DateCreated");
}
}
This example shows how you can handle volatile updates, like adding a new not-null column to a table that has existing data. This can be automated easily, and you can easily go up and down between versions.
I posted a comparison of the various migration frameworks in .NET here: http://flux88.com/blog/net-database-migration-tool-roundup/
This has been a really valuable addition to our build, and has streamlined the process immensely.
Read K.Scott Allen's series of posts on database versioning.
We built a tool for applying database scripts in a controlled manner based on the techniques he describes and it works well.
This could then be used as part of the continuous integration process with each test database having changes deployed to it when a commit is made to the URL you keep the database upgrade scripts in. I'd suggest having a baseline script and upgrade scripts so that you can always run a sequence of scripts to get a database from it's current version to the new state that is needed.
This does still require some process and discipline from the developers though (all changes need to be rolled into a new version of the base install script and a patch script).
We've been using SQL Compare from RedGate for a few years now:
http://www.red-gate.com/products/index.htm
The pro version has a command line interface that you could probably use to setup your deployment procedures.
Go here:
http://www.codinghorror.com/blog/archives/001050.html
Scroll down a bit to the list of 5 links to the odetocode.com website. Fantastic five-part series. I would use that as a starting point to get ideas and figure out a process that will work for your team.
If you are talking about trying to keep database schemas in sync, try using Red Gate SQL Comparison SDK. Build a temp database based on a create script (newDb) - this is what you want your database to look like. Compare newDb against your old database (oldDb). Get a change set from that comparison and apply it using Red Gate. You could build this upgrade process into you tests, and you can try and get all the devs to agree that there is one place where the create script for the database is kept. This same practice works well for upgrading your database across several versions and running data migration scripts and processes between each step (using an XML doc to map the create and data migration scripts)
Edit: With Red Gate technique, you only are concerned with create scripts, not upgrade scripts since Red Gate comes up with the upgrade script. It will also let you drop and create indexes, stored procedures, functions, etc.
We use a modified version of the database versioning described by K. Scott Allen. We use the Database Publishing Wizard to create the original baseline script. Then a custom C# tool based on SQL SMO to dump the stored procedures, views and user functions. Change scripts which contain schema and data changes are generated by Red Gate tools. So we end up with a structure like
Database\
ObjectScripts\ - contains stored procs, views and user funcs 1-per file
\baseline.sql - database snapshot which includes tables and data
\sc.01.00.0001.sql - incremental change scripts
\sc.01.00.0002.sql
\sc.01.00.0003.sql
The custom tool creates the database if necessary, applies the baseline.sql if necessary, adds a SchemaChanges table if necessary and applies the change scripts as necessary based on what's in the SchemaChanges table. That process occurs as part of a nant build script each time we do a deployment build via cc.net.
If anyone wants the source code to the schemachanger app I can throw it up on codeplex/google or wherever.
You should consider using a build tool like MSBuild or NAnt. We use a combination of CruiseControl.NET, NAnt, and SourceGear Fortress to handle our deployments, including SQL objects. The NAnt db build task calls sqlcmd.exe to update scripts in our dev and staging environments after they're checked into Fortress.
We use Visual Studio for Database Professionals and TFS to version and manage our database deployments. This allows us to treat our databases just like code (check out, check in, lock, view version history, branch, build, deploy, test, etc.) and even include them in the same solution files if we wish.
Our developers can work on local databases to avoid stepping on each other's changes in a shared environment. When they check database changes into TFS, we have continuous integration to build, test and deploy to our integrated dev environment. We have separate builds on release branches to create differential deployment scripts for each subsequent environment.
Later, if a bug is discovered in a release, we can go to a release branch and hotfix the code and database at the same time.
This is a great product, but its adoption was hindered early on due to a Microsoft marketing blunder. It was originally a separate product under Team System. This meant in order to use features of the developer edition and database edition at the same time, you were required to step up to the much more expensive Team Suite edition. We (and many other customers) gave Microsoft grief about this, and we were very happy they announced this year that DB Pro has been folded into the developer edition, and that immediately anyone licensed with developer edition can install the database edition.
Gus off-handedly mentioned DB Ghost (above) ? I second it as a potential solution.
A brief overview of how my company is using DB Ghost:
The 'update' process involves the creation of a clean 'source' DB and then (after pre-update custom scripts), a comparison between the schemas of the source DB and the target DB. DB Ghost updates the target DB to match
We routinely make changes to production DBs (we have 14 customers in 7 different production environments) but inevitably deploy a large-enough set of changes with a DB Ghost update executable (created during our build process). Any production changes that were not checked-in to source (or that were not checked-in to the appropriate branch being released) are LOST. This has forced everyone to check-in changes consistently.
To summarize:
There are some caveats and some limitations in what changes are 'easily' deployed with this tool (really a suite of related tools), but they are all fairly minor (at least for my company):
Red Gate has a paper describing how to achieve build automation: http://downloads.red-gate.com/HelpPDF/ContinuousIntegrationForDatabasesUsingRedGateSQLTools.pdf
This is built around SQL Source Control, which integrates with SSMS and your existing source control system.
There are a bunch of links in these posts that I'll want to follow up on (I "rolled my own" system years ago, have to see if there are similarities). One thing you will need, and that I hope is mentioned in these links, is discipline. I don't quite see how any automated system can work if anyone can change anything at any time. (Your question implies that this can happen on your production systems, but obviously that can't be true.)
Having one person (the fabled "database administrator") dedicated to the task of managing changes to databases, particularly production databases, is a very common solution. As for maintaining consistency across X development and testing databases: if it/they are used by many users, once again you are best served by having an individual act as a "clearing house" for changes; if everyone has their own database instance, then they're responsible for keeping it in order, and having a central consistent database "source" will be critical when they need a refreshed baseline database.
Here's a recent Stack Overflow post that may be of interest: how-to-refresh-a-test-instance-of-sql-server-with-production-data-without-using
The book Refactoring Databases addresses many of these issues at a conceptual level.
As far as tools go, I know that DB Ghost works well for SQL Server. I have heard that the Data Dude edition of Visual Studio has really been imporved upon in the latest release but I don't have any experience with it.
As far as really pulling off continuous integration style database development, it gets really resource instensive really fast because of the number of database copies you need. It is very doable when the database can fit on a developer workstation but impractical when the database is so large that it needs to be deployed across a grid. To do it you bacically need 1 copy of the database per developer [developers who make DDL changes, not just changes to procs] + 6 common copies. The common copies are as follows:
*When copying databases across DEV/QA/PROD lines, you will also need to run scripts to update test data relevant to the particular environment (e.g. setting up users in QA that the QA team uses to test but that don't exist in production).
One possible solution is to look into implementing DML auditing on your test databases, then just rolling those audit logs into a script for final testing and live deployment. SQL Server 2008 significantly improves on DML auditing, but even SQL Server 2005 supports it via triggers.
I've written a .NET based tool to handle database versioning in an automated fashion. We have been using this tool in production to handle rolling out database updates (including patches) to multiple environments, keep a log in each database of which scripts have been run, and do it all in an automated fashion. It has a command-line console so you can create batch scripts which use this tool. Check it out: https://github.com/bmontgomery/DatabaseVersioning
For what it's worth, this is a real example of a simple, low cost approach used by my former employer (and which I am trying to impress on my current employer as a basic first step).
Add a table called 'DB_VERSION' or similar. In EVERY upgrade script, add a row to that table which can include as little or as many columns as you see fit to describe the upgrade but at a minimum I would suggest { VERSION, EXECUTION_DATE, DESCRIPTION, EXECUTION_USER }. Now you have a concrete record of what has been going on. If someone runs their own unauthorised script you'd still need to follow the advice of the answers above, but this is just a simple way of dramatically improving on your existing versioning control (i.e. none).
Now let's you have an upgrade script from v2.1 to v2.2 of the database and you want to verify the lone maverick guy has actually run it on his database, you can just search for rows where VERSION = 'v2.2' and if you get a result, don't run this upgrade script. Can be built into a console utility app if necessary.
Reasons for doing this aside, is there a reasonable way to convert an entire git repository to subversion?
I can find only tons on information on migrating from subversion to git, and exchanging changesets between the two, but not for doing a simple conversion of the entire git repository to svn.
The general problem with doing conversions this direction is that Git repositories can contain more than just a linear history of revisions, as Subversion would expect. Multiple ancestries with divergent histories and frequent merge commits are all possible, which can't be easily represented in a Subversion repository.
For simple cases where you do have a linear history in your Git repository, you can use git-svn dcommit to push the lot up to an otherwise empty Subversion repository.
I have access to a very large code base stored in a subversion repository. I would like to be able to perform Google type searched on the code base. I have done this before when I have access to the server by creating a network share and using Google desktop.
I currently do not have access to this subversion server box.
Any Ideas?
Some more info
The code changes often
Wondering if there are any tool that can search remote svn repositories?
FishEye is a pretty well-known tool in this space.
I have also seen people use a search engine indexers (e.g. Lucene) to crawl the repo. Set this up with a post-commit hook to trigger a re-index when the content changes.
As long as the repo can be accessed via http, it can be crawled by most web content indexers. The only problem is that it will only index the HEAD, not older revs. For that, you need an indexing tool that understands the revision structure (that's where FishEye comes in).
You could try Supose. It is a subversion indexing and query application in Java. Best of it all, is that it indexes not only the trunk or current snapshots but all revisions.
Why not just check it out to a local drive and use Google Desktop?
It seems there are some tools, but they do not seem very mature yet. One I have found some time ago is VoilaSVN - search is only a part of it, and its installation does not seem to be ot very straightforward.
Here's the repo search plugin for trac:
I use krugle. They have a free VMWare image (Basic). It's a bitch to download and setup (it's big, and the admin interface is a bit clunky), but once set up, searching and seeing activity is pretty good.
How about using Trac. It has a decent GUI and is open source.
I deleted a file from a repo and now want to put it back. The best I can figure out is to:
That just smells bad and it looses all history to boot. There has got to be a better way to do this. I have already looked in The SVN Book but didn't find anything and am now looking down the SVN tag list.
The problem with doing an svn merge as suggested by Sean Bright is that is reintroduces other changes made in the same revision as the deletion. An svn copy is a more targeted operation that will only affect the deleted files.
Using Tortoise SVN you can resurrect a file that has been deleted from your working copy directory and from later SVN revisions, via a svn copy as follows:
The deleted file will now be in the working copy folder. To re-add it back to SVN, right click on the restored file and select SVN Commit.
NB: This method will preserve the previous history of the restored file, however to see the prior history in the TortoiseSVN log you need to make sure "Stop on copy/rename" is unchecked in the Log messages dialog.
Use svn merge:
svn merge -c -[rev num that deleted the file] http://<path to repository>
So an example:
svn merge -c -12345 https://svn.mysite.com/svn/repo/project/trunk
^ The negative is important
For TortoiseSVN (I think...)
That is completely untested, however.
Edited by OP: This works on my version of TortoiseSVN (the old kind without the next button)
The trick is to merge backwards. Kudos to sean.bright for pointing me in the right direction!
Edit: We are using different versions. The method I described worked perfectly with my version of TortoiseSVN.
Also of note is that if there were multiple changes in the commit you are reverse merging, you'll want to revert those other changes once the merge is done before you commit. If you don't, those extra changes will also be reversed.
For completeness, this is what you would have found in the svn book, had you known what to look for. It's what you've discovered already:
Same thing, from the more recent (and detailed) version of the book:
If you're using Tortoise SVN, you should be able to revert changes from just that revision into your working copy (effectively performing a reverse-merge), then do another commit to re-add the file. Steps to follow are:
With Tortoise SVN:
If you haven't committed your changes yet, you can do a revert on the parent folder where you deleted the file or directory.
If you have already committed the deleted file, then you can use the repository browser, change to the revision where the file still existed and then use the command Copy to... from the context menu. Enter the path to your working copy as the target and the deleted file will be copied from the repository to your working copy.
Use the Tortoise SVN copy functionality to revert commited changes:
Hope that helps
You should be able to just check out the one file you want to restore. Try something like svn co svn://your_repos/path/to/file/you/want/to/restore@rev where rev is the last revision at which the file existed.
I had to do exactly this a little while ago and if I remember correctly, using the -r option to svn didn't work; I had to use the :rev syntax. (Although I might have remembered it backwards...)
The easiest way I have been able to restore files and not lose revision history is using SVN copy, the merge example above to me seems like a more complex way to achieve the same thing. Why is there a need to merge when you simply want to restore a revision?
I use the following in this instance and it works quite well.
svn copy -m 'restoring file' -r http://from/file.cs http://pathTo/file.cs
I always seem to use svn copy as a server operation so not sure if it works with two working paths.
I've been using TortoiseSVN with Subversion for a while now. Its pretty easy to use and most of the time I just use the Update and Commit functions....and occasionally if I need to track down the author of a particular line of code I use Blame or Show Log.
Recently though, I made the mistake of directly copying folders and files from a different branch into the one I was working in...and on checking it in found that it broke things because it checked it in as coming from the branch I had copied them from. At that point I found out that what needs to be done is to use the commands made available by TortoiseSVN to copy and export the folders across so their references remain correct.
So it's left me wondering....What other power commands exist that are important for a developer using Subversion to know that help you from breaking things or reduce the amount of effort of performing various version control tasks?
I've found the export command to be invaluable several times. It gives you a clean (no .svn directories) copy of whatever directory you want.
I find useful these:
Although this feature doesn't help keep you from breaking things, it definitely helps levy the blame, who broke it.
But here are some of the main features that help prevent you from breaking things.
Lastly, merging and branching is the probably one of the most powerful command.
auto-props for setting properties based on the extension. Use it to set mime-types and needs-lock properties.
This works great if you are commiting binary files (e.g. word documents, jpeg images etc).
In addition to the stuff already mentioned, I find using the TortoiseSNV's Diff tool very useful. When I do a Commit, I usually double-click each changed file to ensure that the changes are what I think they are (it also helps me write my commit comments). There's been a few times when I noticed something was wrong and had to cancel the commit.
In trying to track down a bug, the tool is great for trying to isolate what code modification may have created a particular problem. Keep in mind that there's quite a few places you can Diff from (Windows Explorer, Commit Dlg, Repo-browser, Revision Graph, etc.).
I prefer WinMerge for diffs, so in the context menu in Explorer [TortoiseSVN\Settings\External Programs\Diff Viewer] I select the External option with a value of:
C:\Program Files\WinMerge\WinMergeU.exe -e -x -ub -dl %bname -dr %yname %base %mine
However you can still use TortoiseMerge by holding the Shift key when you click on Diff in the context menu. Holding the shift key causes TortoiseSVN to use TortoiseMerge instead of the configured diff or merge tool.
I also like the CommitMonitor which will show you new activity in a repository.
Lastly, there are good tips at tortoisesvn.net.
I'm looking to make calls out to a subversion repository, but I would like to write it in C#. Does anyone know of any good libraries?
Have a look at SharpSVN. This is an open-source binding of the Subversion Client API for .Net 2.0 applications.
For example, this library is used by the AnkhSVN Visual Studio Add-In.
I recommend you look at the Tortoise SVN source code.
It is mostly in C++, but since it is all done in VS, it should be easy to wrap up and use much of the code again.
You can also try SubversionSharp if you want less heavy lifting (however it is not yet a stable release, so be cautious).
How about SubversionSharp.
Take a look at the SVN Libraries for .NET? question.
I'm really confused. I want to do something that a) seems like it should be pretty simple, and b) other people must do all the time, but I cant find out the best way to do it anywhere.
There's an external repository that contains some 3rd party code. I want to take a copy of version 1 of the code and put it in my own repository, and then customise it for my own needs. When version 2 of that code is released I want to be able to upgrade my customised version with all of the version 2 changes, retaining my customisations.
I've read about vendor branches (http://svnbook.red-bean.com/en/1.5/svn.advanced.vendorbr.html) but I don't understand why merging the previous copy of the vendor code and the new copy of the vendor code needs to be so complicated (ie. svn_load_dirs.pl). Surely, if the 3rd party code is stored in an SVN repository, all of the history regarding which files have moved/been deleted is known, so why do you need to tell it what's changed manually?
Quote:
For example, you will have the opportunity to tell the script that you know that the file math.c in version 1.0 of libcomplex was renamed to arithmetic.c in libcomplex 1.1.
I've also read (http://svn.haxx.se/users/archive-2006-04/0285.shtml) that it is possible to simply run a merge between different repositories, but I didn't think that was possible, and whenever I've tried it it's failed (though I could have been doing something wrong).
Can anyone clarify this for me, and suggest the best solution?
Thanks, Jack
I've just tried a brief experiment with TortoiseSVN:
Creating the test repositories
At this stage you will be in the state of having created your local 'branch' in a new repository. The last two steps are all you need for an existing project.
To simulate some changes to the original repo, modify the text file in co1 and commit the changes.
Merging Changes
Now, to create your own working copy, check out rep2 into co2.
We should be ready to try merging from rep1 into co2.
Open the merge dialog for co2 and point it at rep1.
For the 'from' revision select the revision at which you exported your copy (in this case revision 1), or the revision that you last updated your local copy to.
For the 'to' revision select the HEAD or the latest update you want to apply.
Results
This seems to work as expected, with the modifications from rep1 being applied to the working copy of rep2 in co2. These then need to be committed back to your local repository.
The vendor branches link you provided does effectively describe the process of what you want to do. It is a perfect solution relative to allowing you to do a straight update (import) of the vendor branch, and then as you allude to, will then allow you to merge the vendor's updates in with your changes in the main development branch.
The problem is that Subversion really doesn't provide direct support for file renames and moves of files between directories for the successive update from the vendor code because you are just getting snapshots of the source files' content....something needs to run the commands into the version system to indicate what changes are being made to the tree of file names that make up the new version. This is the purpose of the svn_load_dirs.pl script process. It helps you to get your version history manipulated around to match up the branches so that you can then proceed with the merge. If the vendor didn't rename and/or move files around between versions you imported, you would not have this problem.
In any case, the process described there is what you/need to do.
I haven't tried this with an multiple repos myself, but I don't see why you can't use the suggestions from of your 2nd link.
svn merge ORIGINAL@REV UPGRADE@REV LOCAL_PATH
This effectively tells SVN to take all the changes between the original checkout and the version you want, and to apply them to your local copy.
Protip: I always use explicit revisions and include the merge command with the commit message, so that I can easily review the history and understand how to reproduce or undo changes.
Is there a way to add a subversion repository as a git submodule in my git repository?
Something like: git-svn submodule add https://svn.foo.com/svn/proj --stdlayout svn-project
Where https://svn.foo.com/svn/proj points to a subversion repository.
I know there is git-svn which allows one to interact with a subversion repository. So I am thinking, maybe there is a way to checkout a subversion repository with git-svn and then use it as a submodule.
No. Your best bet would be to set up a mirror of the svn repository in a dedicated git repository.
git svn clone -s http://subversion.example.com/ myclone
cd myclone
git remote add origin git@example.com:project.git
git push origin master
Then you can add the git repository as a submodule to the original project
cd /path/to/gitproject
git submodule add git://example.com/project.git -- svn-project
git add svn-project
git commit -m"Add submodule"
There is one conceptual difference between svn:externals and git submodule that may trip you up if you approach this from a subversion point of view. The git submodule is pegged to the revision that you give it. If "upstream" changes, then you have to update your submodule's reference.
So when we resync with the upstream subversion:
cd /path/to/myclone
git svn rebase
git push
... the git project will still use the original revision that we committed earlier. To update to the svn HEAD, you would have to use
cd /path/to/gitproject/svn-project
git checkout master
git pull
cd ..
git add svn-project
git commit -m"Update submodule"
I just went through this. I'm doing something similar to rq, but slightly different. I setup one of my servers to host these git clones of the svn repos I need. In my case I only want read-only versions, and need a bare repo on the server.
On the server I run:
GIT_DIR=<projectname>.git git init
cd <projectname>.git/
GIT_DIR=. git svn init svn://example.com/trunk
GIT_DIR=. git svn fetch
git gc
This sets up my bare repo, then I have a cron script to update it:
#!/usr/bin/python
import os, glob
GIT_HOME='/var/www/git'
os.chdir(GIT_HOME)
os.environ['GIT_DIR']='.'
gits = glob.glob('*.git')
for git in gits:
if not os.path.isdir(git):
continue
os.chdir(os.path.join(GIT_HOME, git))
if not os.path.isdir('svn/git-svn'):
#Not a git-svn repo
continue
#Pull in svn updates
os.system('git svn fetch && git gc --quiet')
#fix-svn-refs.sh makes all the svn branches/tags pullable
os.system('fix-svn-refs.sh')
#Update the master branch
os.system('git fetch . +svn/git-svn:master && git gc --quiet')`
This also requires fix-svn-refs.sh from http://www.shatow.net/fix-svn-refs.sh This was mostly inspired by: http://gsocblog.jsharpe.net/archives/12
I'm not sure why the git gc is needed here, but I wasn't able to do a git pull without it.
So after all this you can then use git submodule following rq's instructions.
In addition to what rq said, another method would be to use the third-party "externals" project (http://nopugs.com/ext-tutorial), which better mimics how svn external references work. With externals you can track either git or svn repositories, and it looks easier to push your changes upstream to those repos. However, it requires project members to download and install the separate package.
I haven't used submodules or externals yet; however, I've spent a few hours reading about all alternatives and it looks like externals will be a better fit for my needs. There is an excellent discussion about these and other custom methods in Chapter 15 of "Version Control with Git", by Jon Loeliger (http://oreilly.com/catalog/9780596520120), which I strongly recommend.
Piston is being rewritten to support this, and the converse, plus the existing Subversion URL in a Subvresion repoistory and git+git.
Check out the piston Github repository.
Unfortunately it doesn't seem to have been released.
I was googling around a little bit and couldn't find a good "beginners" guide to SVN, not in the meaning of "how do I use the commands" rather; How do I control my source code?
What I'd like to clear up is the following topics:
I don't have any idea what branch and tag is so I don't know the purpose, but my wild guess is that you upload stuff to the trunk and when you do a major build you move it to the branch? So, what is considered a major build in this case?
I asked myself the same questions when we came to implement Subversion here -- about 20 developers spread across 4 - 6 projects. I didn't find any one good source with ''the answer''. Here are some parts of how our answer has developed over the last 3 years:
-- commit as often as is useful; our rule of thumb is commit whenever you have done sufficient work that it would be a problem having to re-do it if the modifications got lost; sometimes I commit every 15 minutes or so, other times it might be days (yes, sometimes it takes me a day to write 1 line of code)
-- we use branches, as one of your earlier answers suggested, for different development paths; right now for one of our programs we have 3 active branches: 1 for the main development, 1 for the as-yet-unfinished effort to parallelise the program, and 1 for the effort to revise it to use XML input and output files;
-- we scarcely use tags, though we think we ought to use them to identify releases to production;
Think of development proceeding along a single path. At some time or state of development marketing decide to release the first version of the product, so you plant a flag in the path labelled '1' (or '1.0' or what have you). At some other time some bright spark decides to parallelise the program, but decides that that will take weeks and that people want to keep going down the main path in the meantime. So you build a fork in the path and different people wander off down the different forks.
The flags in the road are called 'tags' ,and the forks in the road are where 'branches' divide. Occasionally, also, branches come back together.
-- we put all material necessary to build an executable (or system) into the repository; That means at least source code and make file (or project files for Visual Studio). But when we have icons and config files and all that other stuff, that goes into the repository. Some documentation finds its way into the repo; certainly any documentation such as help files which might be integral to the program does, and it's a useful place to put developer documentation.
We even put Windows executables for our production releases in there, to provide a single location for people looking for software -- our Linux releases go to a server so don't need to be stored.
-- we don't require that the repository at all times be capable of delivering a latest version which builds and executes; some projects work that way, some don't; the decision rests with the project manager and depends on many factors but I think it breaks down when making major changes to a program.
The subversion book is an excellent source of information on strategies for laying out your repository, branching and tagging.
See also:
* How often do you commit? As often as one would press ctrl + s?
As often as possible. Code doesn't exist unless it is under source control :)
Frequent commits (thereafter smaller change sets) allows you to integrate your changes easily and increase chances to not break something.
Other people noted that you should commit when you have a functional piece of code, however I find it useful to commit slightly more often. Few times I noticed that I use source control as a quick undo/redo mechanism.
When I work on my own branch I prefer to commit as much as possible (literally as often as I press ctrl+s).
* What is a Branch and what is a Tag and how do you control them?
Read SVN book - it is a place you should start with when learning SVN:
* What goes into the SVN?
Documentation, small binaries required for build and other stuff that have some value go to source control.
Here are a few resources on commit frequency, commit messages, project structure, what to put under source control and other general guidelines:
These Stack Overflow questions also contain some useful information that may be of interest:
Regarding the basic Subversion concepts such as branching and tagging, I think this is very well explained in the Subversion book.
As you may realize after reading up a bit more on the subject, people's opinions on what's best practice in this area are often varying and sometimes conflicting. I think the best option for you is to read about what other people are doing and pick the guidelines and practices that you feel make most sense to you.
I don't think it's a good idea to adopt a practice if you do not understand the purpose of it or don't agree to the rationale behind it. So don't follow any advice blindly, but rather make up your own mind about what you think will work best for you. Also, experimenting with different ways of doing things is a good way to learn and find out how you best like to work. A good example of this is how you structure the repository. There is no right or wrong way to do it, and it's often hard to know which way you prefer until you have actually tried them in practice.
Commit frequency depends on your style of project management. Many people refrain from committing if it'll break the build (or functionality).
Branches can be used in one of two ways, typically: 1) One active branch for development (and the trunk stays stable), or 2) branches for alternate dev paths.
Tags are generally used for identifying releases, so they don't get lost in the mix. The definition of 'release' is up to you.
Others have stated that it depends on your style.
The big question for you is how often you "integrate" your software. Test driven development, Agile and Scrum (and many, many others) rely on small changes and continuous integration. They preach that small changes are made, everyone finds the breaks and fixes them all the time.
However on a larger project (think government, defence, 100k+LOC) you simply can't use continuous integration as it's not possible. In these situations it may be better to use branching to do lots of little commits on but bring back into the trunk ONLY what will work and is ready to be integrated into the build.
One caveat with branching though is that if they aren't managed properly, it can be a nightmare in your repository to get work into the trunk, as everyone is developing from different spots on the trunk (which is incidentally one of the largest arguments for continuous integration).
There is no definitive answer on this question, the best way is to work with your team to come up with the best compromise solution.
As others have said, the SVN Book is the best place to start and a great reference once you've gotten your sea legs. Now, to your questions ...
How often do you commit? As often as one would press ctrl + s?
Often, but not as often as you press ctrl + s. It's a matter of personal taste and/or team policy. Personally I would say commit when you complete a functional piece of code, however small.
What is a Branch and what is a Tag and how do you control them?
First, trunk is where you do your active development. It is the mainline of your code. A branch is some deviation from the mainline. It could be a major deviation, like a previous release, or just a minor tweak you want to try out. A tag is a snapshot of your code. It's a way to attach a label or bookmark to a particular revision.
It's also worth mentioning that in subversion, trunk, branches and tags are only convention. Nothing stops you from doing work in tags or having branches that are your mainline, or disregarding the tag-branch-trunk scheme all together. But, unless you have a very good reason, it's best to stick with convention.
What goes into the SVN? Only Source Code or do you share other files here aswell?
Also a personal or team choice. I prefer to keep anything related to the build in my repository. That includes config files, build scripts, related media files, docs, etc. You should not check in files that need to be different on each developer's machine. Nor do you need to check in by-products of your code. I'm thinking mostly of build folders, object files, and the like.
Eric Sink, who appeared on SO podcast#36 in January 2009, wrote an excellent series of articles under the title Source Control How-to.
(Eric is the founder of SourceGear who market a plug-compatible version of SourceSafe, but without the horribleness.)
Just to add another set of answers:
Pragmatic Version Control is a fantastic book so far, I am about half way through..
Version Control with Subversion is the guide for beginners and old hands alike.
I don't think you can use Subversion effectively without reading at least the first few chapters of this.
A lot of good comments here, but something that hasn't been mentioned is commit messages. These should be mandatory and meaningful. Especially with branching/merging. This will allow you to keep track of what changes are relevant to which bugs features.
for example svn commit . -m 'bug #201 fixed y2k bug in code' will tell anyone who looks at the history what that revision was for.
Some bug tracking systems (eg trac) can look in the repository for these messages and associate them with the tickets. Which makes working out what changes are associated with each ticket very easy.
For committing, I use the following strategies:
commit as often as possible.
Each feature change/bugfix should get its own commit (don't commit many files at once since that will make the history for that file unclear -- e.g. If I change a logging module and a GUI module independently and I commit both at once, both changes will be visible in both file histories. This makes reading a file history difficult),
don't break the build on any commit -- it should be possible to retrieve any version of the repository and build it.
All files that are necessary for building and running the app should be in SVN. Test files and such should not, unless they are part of the unit tests.
The TortoiseSVN TSVN Manual is based on subversion book, but available in a lot more languages.
I thinks there is two way about committing frequency:
I prefer the first one - because using source control system is very useful not only for project or company, the first of all it's useful for the developer. For me the best feature is to roll back all code while searching the best assigned task implementation.
Is there anybody who has clear instructions on how to add a pre-commit hook that avoids changes to tags subdirectories?
I already searched the internet quite a bit. I found this link: http://search.cpan.org/~gnustavo/SVN-Hooks-0.13.11/lib/SVN/Hooks/DenyChanges.pm , but I can't seem to compile things.
regards,
Wim
I don't have enough reputation to "comment" on Raim's answer above, but his worked great, with one exception, his grep pattern is wrong.
I simply used the below as my pre-commit hook (I didn't have an existing one, you'd need to merge in that case):
#!/bin/sh
REPOS="$1"
TXN="$2"
SVNLOOK=/opt/local/bin/svnlook
# Committing to tags is not allowed
$SVNLOOK changed -t "$TXN" "$REPOS" | grep "^U\W.*\/tags\/" && /bin/echo "Cannot commit to tags!" 1>&2 && exit 1
# All checks passed, so allow the commit.
exit 0
The only problem with Raim's grep pattern is that it only matched "tags" if it was at the "root" of your repo. Since I have several projects in my repo, the script as he wrote it allowed commits on tag branches.
Also, be sure to chmod +x as indicated, otherwise you'll think it worked b/c the commit failed, but it failed b/c it couldn't exec the pre-commit hook, not because the hook worked.
This was really great, thanks Raim. Much better and lighter weight than all other suggestions as it has no dependencies!
Here is a short shell script to prevent committing to tags after they have been created:
#!/bin/sh
REPOS="$1"
TXN="$2"
SVNLOOK=/usr/bin/svnlook
# Committing to tags is not allowed
$SVNLOOK changed -t "$TXN" "$REPOS" | grep "^U\W*tags" && /bin/echo "Cannot commit to tags!" 1>&2 && exit 1
# All checks passed, so allow the commit.
exit 0
Save this at hooks/pre-commit for your Subversion repository and make it executable with chmod +x.
This anwser is a lot after date, but I discovered the --copy-info parameter for the svnlook changed command.
The output of this command adds a '+' in the third column, so you know it is a copy. You can check for commits to the tags directory, and only allow commits with a '+' present.
I've added some output in my blog post.
Pretty late to the party, however I wrote a python pre-commit hook for work which is based off the log-police.py script on http://subversion.tigris.org/.
This script should do what you want, however it also checks that a log message exists, though that should be easy to remove from the script.
Some caveats:
Requirements:
Finally, the code:
#!/usr/bin/env python
#
# pre-commit.py:
#
# Performs the following:
# - Makes sure the author has entered in a log message.
# - Make sure author is only creating a tag, or if deleting a tag, author is a specific user
#
# Script based on http://svn.collab.net/repos/svn/trunk/tools/hook-scripts/log-police.py
#
# usage: pre-commit.py -t TXN_NAME REPOS
# E.g. in pre-commit.bat (under Windows)
# python.exe {common_hooks_dir}\pre_commit.py -t %2 %1
#
import os
import sys
import getopt
try:
my_getopt = getopt.gnu_getopt
except AttributeError:
my_getopt = getopt.getopt
import re
import svn
import svn.fs
import svn.repos
import svn.core
#
# Check Tags functionality
#
def check_for_tags(txn):
txn_root = svn.fs.svn_fs_txn_root(txn)
changed_paths = svn.fs.paths_changed(txn_root)
for path, change in changed_paths.iteritems():
if is_path_within_a_tag(path): # else go to next path
if is_path_a_tag(path):
if (change.change_kind == svn.fs.path_change_delete):
if not is_txn_author_allowed_to_delete(txn):
sys.stderr.write("\nOnly an administrator can delete a tag.\n\nContact your Subversion Administrator for details.")
return False
elif (change.change_kind != svn.fs.path_change_add):
sys.stderr.write("\nUnable to modify " + path + ".\n\nIt is within a tag and tags are read-only.\n\nContact your Subversion Administrator for details.")
return False
# else user is adding a tag, so accept this change
else:
sys.stderr.write("\nUnable to modify " + path + ".\n\nIt is within a tag and tags are read-only.\n\nContact your Subversion Administrator for details.")
return False
return True
def is_path_within_a_tag(path):
return re.search('(?i)\/tags\/', path)
def is_path_a_tag(path):
return re.search('(?i)\/tags\/[^\/]+\/?$', path)
def is_txn_author_allowed_to_delete(txn):
author = get_txn_property(txn, 'svn:author')
return (author == 'bob.smith')
#
# Check log message functionality
#
def check_log_message(txn):
log_message = get_txn_property(txn, "svn:log")
if log_message is None or log_message.strip() == "":
sys.stderr.write("\nCannot enter in empty commit message.\n")
return False
else:
return True
def get_txn_property(txn, prop_name):
return svn.fs.svn_fs_txn_prop(txn, prop_name)
def usage_and_exit(error_msg=None):
import os.path
stream = error_msg and sys.stderr or sys.stdout
if error_msg:
stream.write("ERROR: %s\n\n" % error_msg)
stream.write("USAGE: %s -t TXN_NAME REPOS\n"
% (os.path.basename(sys.argv[0])))
sys.exit(error_msg and 1 or 0)
def main(ignored_pool, argv):
repos_path = None
txn_name = None
try:
opts, args = my_getopt(argv[1:], 't:h?', ["help"])
except:
usage_and_exit("problem processing arguments / options.")
for opt, value in opts:
if opt == '--help' or opt == '-h' or opt == '-?':
usage_and_exit()
elif opt == '-t':
txn_name = value
else:
usage_and_exit("unknown option '%s'." % opt)
if txn_name is None:
usage_and_exit("must provide -t argument")
if len(args) != 1:
usage_and_exit("only one argument allowed (the repository).")
repos_path = svn.core.svn_path_canonicalize(args[0])
fs = svn.repos.svn_repos_fs(svn.repos.svn_repos_open(repos_path))
txn = svn.fs.svn_fs_open_txn(fs, txn_name)
if check_log_message(txn) and check_for_tags(txn):
sys.exit(0)
else:
sys.exit(1)
if __name__ == '__main__':
sys.exit(svn.core.run_app(main, sys.argv))
Here is my windows batch file pre-commit hook. If the user is an administrator the other checks will be skipped. It checks if the commit message is empty, and if the commit is to a tag. Note: findstr is a nerfed alternative to grep on other platforms.
The way it checks if the commit is to a tag, it first checks if svnlook changed contains "tags/". It then checks if svnlook changed matches "^A.tags/[^/]/$", which means that it will check if you are adding a new folder under tags/.
Users are allowed to create new projects. The pre-commit hook allows a user to create the folders trunk/ tags/ and branches/. Users are not allowed to delete the folders trunk/ tags/ and branches/. This will work for a single or multi-project repository.
@echo off
rem This pre-commit hook will block commits with no log messages and blocks commits on tags.
rem Users may create tags, but not modify them.
rem If the user is an Administrator the commit will succeed.
rem Specify the username of the repository administrator
rem commits by this user are not checked for comments or tags
rem Recommended to change the Administrator only when an admin commit is neccessary
rem then reset the Administrator after the admin commit is complete
rem this way the admin user is only an administrator when neccessary
set Administrator=Administrator
setlocal
rem Subversion sends through the path to the repository and transaction id.
set REPOS=%1%
set TXN=%2%
:Main
rem check if the user is an Administrator
svnlook author %REPOS% -t %TXN% | findstr /r "^%Administrator%$" >nul
if %errorlevel%==0 (exit 0)
rem Check if the commit has an empty log message
svnlook log %REPOS% -t %TXN% | findstr . > nul
if %errorlevel% gtr 0 (goto CommentError)
rem Block deletion of branches and trunk
svnlook changed %REPOS% -t %TXN% | findstr /r "^D.*trunk/$ ^D.*branches/$" >nul
if %errorlevel%==0 (goto DeleteBranchTrunkError)
rem Check if the commit is to a tag
svnlook changed %REPOS% -t %TXN% | findstr /r "^.*tags/" >nul
if %errorlevel%==0 (goto TagCommit)
exit 0
:DeleteBranchTrunkError
echo. 1>&2
echo Trunk/Branch Delete Error: 1>&2
echo Only an Administrator may delete the branches or the trunk. 1>&2
echo Commit details: 1>&2
svnlook changed %REPOS% -t %TXN% 1>&2
exit 1
:TagCommit
rem Check if the commit is creating a subdirectory under tags/ (tags/v1.0.0.1)
svnlook changed %REPOS% -t %TXN% | findstr /r "^A.*tags/[^/]*/$" >nul
if %errorlevel% gtr 0 (goto CheckCreatingTags)
exit 0
:CheckCreatingTags
rem Check if the commit is creating a tags/ directory
svnlook changed %REPOS% -t %TXN% | findstr /r "^A.*tags/$" >nul
if %errorlevel% == 0 (exit 0)
goto TagsCommitError
:CommentError
echo. 1>&2
echo Comment Error: 1>&2
echo Your commit has been blocked because you didn't enter a comment. 1>&2
echo Write a log message describing your changes and try again. 1>&2
exit 1
:TagsCommitError
echo. 1>&2
echo %cd% 1>&2
echo Tags Commit Error: 1>&2
echo Your commit to a tag has been blocked. 1>&2
echo You are only allowed to create tags. 1>&2
echo Tags may only be modified by an Administrator. 1>&2
echo Commit details: 1>&2
svnlook changed %REPOS% -t %TXN% 1>&2
exit 1
The accepted answer prevents updating files in a tag but doesn't prevent adding files to a tag. The following version handles both:
#!/bin/sh
REPOS="$1"
TXN="$2"
SVNLOOK="/home/staging/thirdparty/subversion-1.6.17/bin/svnlook"
# Committing to tags is not allowed
$SVNLOOK changed -t "$TXN" "$REPOS" --copy-info| grep -v "^ " | grep -P '^[AU] \w+/tags/' && /bin/echo "Cannot update tags!" 1>&2 && exit 1
# All checks passed, so allow the commit.
exit 0
Most of the previously written scripts are incomplete because several cases are not covered. This is my script:
contains_tags_dir=`$SVNLOOK changed --copy-info -t "$TXN" "$REPOS" | head -1 | egrep "+\/tags\/.*$" | wc -l | sed "s/ //g"`
if [ $contains_tags_dir -gt 0 ]
then
tags_dir_creation=`$SVNLOOK changed --copy-info -t "$TXN" "$REPOS" | head -1 | egrep "^A .+\/tags\/$" | wc -l | sed "s/ //g"`
if [ $tags_dir_creation -ne 1 ]
then
initial_add=`$SVNLOOK changed --copy-info -t "$TXN" "$REPOS" | head -1 | egrep "^A \+ .+\/tags\/.+\/$" | wc -l | sed "s/ //g"`
if [ $initial_add -ne 1 ]
then
echo "Tags cannot be changed!" 1>&2
exit 1
fi
fi
fi
It might seem complicated but you have to make sure that you are in /tags and you are allowed create /tags if it does not exist and all subsequent folders. Any other change is blocked. Almost none of the previous scripts cover all cases described in the Subversion book for svnlook changed ....
If you are in a corporate setting with many people working on a particular application, is it going against the grain of a distributed version control system to have an official central repository?
Sometimes I struggle to understand the concept of a distributed version control system such as GIT in a corporate environment. If you didn't have a central repository, wouldn't it be a PITA to figure out who had the latest updated version to pull from, who has feature x or bug fix y that everyone needs to grab, etc, etc.
Is it defeating the purpose of GIT to use it in a similar fashion to SVN, with a central repository that everyone pushes/pulls from? Every time I think about doing that I feel like I'm missing the point of everything.
Could someone enlighten me?
Not really. DCVS just allows more freedom in how to interact between developers without involving the central repository. The official repository is only official by consensus. Linux also has a central repository, the one from which the "official" kernel-releases are created, but there is no physical difference between the central, "official", repository and client repositories as it is in centralized VCS.
You are probably thinking along the lines of this diagram:
This will probably look like chaos coming from a CVCS. "We need some order", I hear you say?
If you didn't have a central repository, wouldn't it be a PITA to figure out who had the latest updated version to pull from, who has feature x or bug fix y that everyone needs to grab, etc, etc.
Yes. Unlike a CVCS There?s not really a ?latest version?. If there?s no central location, you don?t immediately know whether to see Sue, Joe or Eve for the latest version. A central location helps clarify what the latest ?stable? release is.
Something a bit more like this:
It might also be worth noting that there could be more than one perceived central repository depending on the remits of groups of people within an organisation.
Imagine a project manager who manages multiple development teams, each team might have a "central" repository which they push to. Every week, the project manager might pull changes from each team into his "central" repository, merge them and push them back out to his teams' "central" repositories.
This probably isn't a great example (I am still getting my head around all this too), but that is just one project manager. Throw in a few more projects/managers and QA team, then you might see where I am coming from..
--
With distributed source control, a central "official" repository is established by policy - not source control tool architecture.
If you check this Presentation of Git, (slide 475 and following), a Central repository Model is perfectly supported by Git.
You can can force anyone wishing to git push its development to first make a git fetch + git merge first, then push.
That does not defeat the purpose of Git at all, and ensure everyone is 'in sync' with each other.
The difference with the Linus's "official" repository mentionned by JesperE is that it is managed by a different workflow, namely a "Dictator and lieutenants" model, where write access (push) is only granted for Linus, and read are granted for anyone.
Now: "does that defeat the point of DVC" ?
No, you still have distributed repositories, one for each developers, and they can fetch/merge between their own repositories, according to their own internal team workflow.
However, if they want to contribute to the central repo, they need to have to be first up-to-date with the latest history of that repository.
Definitely not defeating the purpose of Git.
The advantage to using Git or any other DVCS even when there is a central, official, repository is still that the source control is decentralised. That is, you can take your copy of the repository, work on your code, and do a local commit every few minutes if you need. You don't need to worry that the commits are on half-finished code that break the build, it's all local. (And very fast.)
Then when all the work is done, you can clean up the history and push the completed changes to the central repository in a homogeneous, clean, state.
I don't think you can underestimate the advantage of separating the idea of "private" commits and "public" pushes. It allows changes to be tracked even though you're the only one to benefit from such small granularity.
One of the main benefits of DVCS is that you can get the latest version from the 'official' repository and then be adventurous with it. You can commit changes locally and roll back at will. This also means you can even work even without access to the central repositoy and still have the benefits of source code control.
I think with a bit of discipline the model works very well. This article explains well the various models you could adopt
DVCS like Git don?t force you to use a central repository. Of course it?s possible to declare one repository to be ?central? or ?official? or whatever, and in a company context a central repository makes some sense?if not for development then at least for backup purposes.
A central server in a DVCS is not a technical requirement but in a corporate setting it is an administrative requirement.
I've heard that many of the distributed VCSs (git, mercurial, etc) are better at merging than traditional ones like Subversion. What does this mean? What sort of things do they do to make merging better? Could those things be done in a traditional VCS?
Bonus question: does SVN 1.5's merge-tracking level the playing field at all?
SVN's merging capabilities are decent, and the simple merging scenarios work fine - e.g. release branch and trunk, where trunk tracks the commits on the RB.
More complex scenarios get complicated fast. For example lets start with a stable branch (stable) and trunk.
You want to demo a new feature, and prefer to base it on stable as it's, well, more stable than trunk, but you want all your commits to be propagated to trunk as well, while the rest of the developers are still fixing things in stable and developing things on trunk.
So you create a demo branch, and the merging graph looks like:
stable -> demo -> trunk (you)stable -> trunk (other developers)But what happens when you merge changes from stable into demo, then merge demo to trunk, while all the time other developers are also merging stable into trunk? SVN gets confused with the merges from stable being merged twice into trunk.
There are ways around this, but with git/Bazaar/Mercurial this simply doesn't happen - they realize whether the commits have already been merged because they ID each commit across the merging paths it takes.
Most answers seems to be about Subversion, so here you have one about Git (and other DVCS).
In distributed version control system when you merge one branch into another, you create new merge commit, which remembers how you resolved a merge, and remembers all parents of a merge. This information was simply lacking in Subversion prior to version 1.5; you had to use additional tools such as SVK or svnmerge for this. This information is very important when doing repeated merge.
Thanks to this information distributed version control systems (DVCS) can automatically find common ancestor (or common ancestors), also known as merge base, for any two branches. Take a look at ASCII-art diagram of revisions below (I hope that it didn't got too horribly mangled),
If we want to merge branch '2' into branch '1', the common ancestor we would want to use to generate merge would be version (commit) marked 'A'. However, if version control system didn't record information about merge parents ('M' is previous merge of the same branches), it wouldn't be able to find that is commit 'A', and it would find commit 'O' as common ancestor (merge base) instead... which would repeat already included changes and result in large merge conflict.
Distributed version control system had to do it right, i.e. they had to make merge very easy (without needing to mark/tag merge parents, and supply merge information by hand) from the very beginning, because the way to get somebody else to get code into project was not to give him/her commit access, but to pull from his/her repository: get commits from the other repository and perform a merge.
You can find information about merging in Subversion 1.5. in Subversion 1.5 Release Notes. Issues of note: you need different (!) options to merge branch into trunk than merge trunk into branch, aka. not all branches are equal (in distributed version control systems they are [usually] technically equivalent).
The merge tracking in 1.5 is better than no merge tracking, but it is still very much a manual process. I do like the way that it records which rev's are and aren't merged, but its no where near perfect.
Merge has a nice dialog in 1.5. You can pick which revisions you wish to merge individually, or the whole branch. You then trigger the merge which occurs locally (and takes FOREVER) when then gives you a bunch of files to read through. You need to check logically each file for the correct behaviour (preferably running through unit tests on the files) and if you have conflicts you have to resolve them. Once your happy you make a commit of your change and at that point the branch is considered merged.
If you do it piecemeal, SVN will remember what you have previously said that you have merged, allowing you to merge. I found the process and the result of some of the merges to be strange to say the least however...
I asked a similar question a while ago that you might find useful:
These version control systems can do better because they have more information.
SVN pre-1.5, along with most VCS's before the latest generation, doesn't actually remember that you merged two commits anywhere. It remembers that the two branches share a common ancestor way back when they first branched off, but it doesn't know about any more recent merges that could be used as common ground.
I know nothing of SVN post 1.5 though, so maybe they've improved on this.
Flippant answer: Why are some programming languages better at text/math than others?
Real answer: because they have to be. distributed VCSs do much of there merging at a point where the neither of the authors of the conflicting code can tweak the merge manually because the merge is being done by a third party. As a result, the merge tool has to get it right most of the time.
In contract with SVN you are doing something funky (and wrong?) if you ever end up merging something where you didn't write one side or the other.
IIRC most VCSs can shell out the merge to whatever you ask them to use, so there is (theoretically) nothing preventing SVN from using the GIT/mercurial merge engines. YMMV
I'm using TortoiseSVN to connect to my Subversion repository hosted with CVSDude. It's unreasonably slow--especially on small transfers...
5 kBytes transferred in 5 minute(s) and 9 second(s)?!
It's not just slow to respond, though. It bogs the computer down for 5 minutes while processing those 5 kilobytes.
Could there possibly be anything wrong with my installation or settings?
Or, is the blame purely with my Subversion host, CVSDude?
Tips how to optimize TortoiseSVN (source - TortoiseSVN FAQ - Optimize performance):
Tell TortoiseSVN where your working copies are:
TortoiseSVN -> Settings -> Icon Overlays and for example:
Exlude paths: "C:\*"
Include paths: "C:\projects\*"
Show overlays only in explorer
TortoiseSVN -> Settings -> Icon Overlays enable "Show overlays only in explorer"
If this tips doesn't help this issue please see also "TortoiseSVN seems very slow on big directories".
Try comparing TortoiseSVN's performance to svn update command on the command-line and you'll probably not see any major differences... Perhaps the remote server is just slow or has bandwidth limits. Also bear in mind that http/https is stateless and thus a bit chattier than the arbitrary svn:// protocol.
You might want to ask CVSDude support.
Looks like a slow svn Server... A "svn update" with tortoisesvn takes a few seconds only here (using svn:// over OpenVPN over a 12mbit/s line).
I just started using subversion myself and signed up for a free test account at CSDude and I was having the same problems using TortoiseSVN and CVSDude. I don't quite have my speeds -that- bad but the max transfer rate I've ever seen was around 4kb/sec
It may be unrelated but using svn icons makes your pc slow..
so i set icon overlays to None..
it makes your pc faster...
As a TortoiseSVN user i can tell you thats NOT normal, the problem is with your network probaly.
Can you post a ping and tracert to your svn server and to google?
I noticed TortoiseSVN really slow when I first installed and used it. The problem I had was not with Tortoise, rather that my virus checker was checking every file I committed. With the virus checker temporarily off, it sped up tremendously.
I've had the problem before with TortoiseSVN.
...it was my connection. When the connection is strong, TortoiseSVN can perform very well, including on very large projects.
So your host or connection are the likely culprits.
What version (client and server) are you running? In 1.4.x, there was a new binary delta format introduced for client/server communications that can reduce the bandwidth consumption by about half. Also, 1.5 offers many new features that can reduce bandwidth consumption during merges under certain circumstances (by not repeating parts of a merge). Unfortuantely, merges in 1.5 are slowed down a lot by the extra processing, so unless it's a bandwidth bottleneck, that probably won't gain you much.
In the configuration somewhere, there's an option to turn off updating the Windows icons automatically. Try that.
I experienced slow commit times when I included a 1 MB XXX.mdf file in my solution. I don't know whether it was the size, the type, or locks on the file by the ASP.Net development server. But since I removed it, it's been fast again.
I am experiencing the same problem with TortoiseSVN being slow, only on Windows 7 x64. Checkout command takes 10 minutes to do anything, but once it gets going it's fast. The server is not the issue since it works fine from my XP machine...
What Subversion plugins exist for Visual Studio?
Visual Studio Plugins
Visual Basic 6 Plugin
Microsoft Source Code Control (SCC) SVN API Provider
Related topic:
AnkhSVN is the (free) weapon of choice.
It has made a considerable progress recently, when it was rehauled from VS add-in into full blown VS source control provider, thus providing seamless integration in the same way SourceSafe is available in VS. I was very happy to see that happen!
I've use Visual SVN at work and am a big fan of it, but it's a pay tool ($49). It's basically Tortoise SVN integration inside of Visual Studio with some more bells and whistles like visual indicators on which files have changed and which portions of a file have changed since last commit.
I've used AnkhSVN as well (briefly) and my preference is for Visual SVN, but Ankh is free and gets the job done without costing you anything.
EDIT: Just visited the AnkhSVN website. The project has progressed a lot since I used it. So it looks to me like VisualSVN and Ankh are on equal footing these days. The only thing that would keep me from switching now is that I'm too used to the Tortoise SVN icons (Visual SVN uses the same ones). ;)
AnkhSVN has worked very well for me in the past.
there's several:
I always felt TortoiseSVN isn't as good as either subclipse or ankhSVN. I've had some bad experiences with Tortoise initially - mainly usability and interface issues. Ankh is far better than what it was sometime back.
I like the Agent SVN plug-in. It works for me.
you can it create manually just google it: visual+studio+tortoisesvn for example, http://blog.vorpal.cc/category/development/tortoisesvn-in-visual-studio.html
AnkhSVN didn't work on my PC. Don't know why. So i am using VisualSVN. Works fine for me.
There are a couple of commercial plug-ins I saw mentioned in this answer that you might consider:
The first can be used free for 30 days. To continue using it beyond that time, it's $27 per copy.
The second is free and fully-functional, with the "this is an evaluation" pop-up. To get rid of that, register it for $9.99.
TUsvnAddIn - Free open source TortoiseSVN addon for Visual Studio 2005/2008/2010. It gives you TortoiseSVN access within visual studio.
I now have web site to my Tortoise SVN addin for visual studio (TUsvnAddIn). It is located here: http://www.visualstudioaddin.com/
I'd like to know if there is any personal source controller, I'd like to have a repository on my machine without going through setting up a server, also I work with TeX files not any particular language and I'd like to have backups of my files the way sub version does
If you install TortoiseSVN you have Subversion support included in your Windows Explorer. You don't need to install SVN because everything it needs is included in the setup. You can create a repository anywhere in the filesystem where you want.
Git creates repositories that do not require a central server. Also, you can of course restore any previous version for tracked files which is?of course?what source control systems are all about. :)
Edit: There are other decentralized version control systems out there, e.g. Mercurial and Bazaar. They all offer more or less exactly the same features so it?s mostly a matter of personal taste.
i'm not sure what you mean by svn backup. probably you should try mercurial (hg).
If you work on a Windows machine and don't want to set up a Subversion server and service, I can recommend Mercurial together with TortoiseHg.
TortoiseHg is a graphical user interface for Mercurial just like TortoiseSVN is for Subversion. So if you have Subversion experience, it will be easy for you to switch to Mercurial.
Mercurial does not need a special server or even a repository location, you set up your repositories in your project directory. You can then move or copy your project directory including your repository, for example to copy it to a laptop. Afterwards, you can merge he two copies of your project directory. So you are always carrying your repository with you.
For clarification if you are interested in SVN or tortoiseSVN:
You can create a local svn-repository by using:
svnadmin create c:\my_folder\new_repo
or the appropriate TortoiseSVN Command "Create repository here"
You can checkout your Repository with the well-known file URL:
svn checkout file:///c:/my_folder/new_repo
or by using the checkout dialog of Tortoise SVN and using this File-URL. Note that you need 3 slashes after
file:
and all Windows backslashes("\") must be converted to normal slashes ("/")
Then you have a Subversion workingcopy up and running and can use it as you like.
I'd like to have backups of my files the way sub version does
There you go, you just answered your own question. Use subversion, you can install it as a local repository, or even keep the repository on a flash/usb disk. That's what I do.
I use DropBox, because my files are automatically synchronized among various computers I use, files are available from any PC with username and password and it automatically backs up any previous versions of uploaded files.
It might not be perfect and I would think twice about using it for any project where security is a issue, but for my own work, especially not work related, I love it.
Hope this helps.
I use Tortoise SVN and I keep my repository on my pendrive. That way I can plug it into any machine that I'm using whether it's on or off-line, windows or linux etc.; check my workspace out; and feel fairly confident that I can keep it all in sync.
Of course, there's always the danger of losing the pendrive, but I'm not too worried as I tend to have a couple of machine with up-to-date versions of everything.
Another alternative is to use Fossil. This little application keep all your stuff inside a SQLite database and the same application is a issue tracker so you can track your TeX, code, etc and even the tasks you need to work on. For a small project i find this pretty cool since I can have it on a USB disk.
No, you don't need to go for subversion or Git, if it's for a one man project there is no reason to make it that complex. If you want something local on your conmputer without a server and with minimal configuration I would go for something like History Explorer
It makes it easy for you to see what files you have changed and rewind to any point in time. Also it doen't require you to check in files. It's automatic.
I want to split a directory from a large Subversion repository to a repository of its own, and keep the history of the files in that directory.
I tried the regular way of doing it first
svnadmin dump /path/to/repo > largerepo.dump
cat largerepo.dump | svndumpfilter include my/directory >mydir.dump
but that does not work, since the directory has been moved and copied over the years and files have been moved into and out of it to other parts of the repository. The result is a lot of these:
svndumpfilter: Invalid copy source path '/some/old/path'
Next thing I tried is to include those /some/old/path as they appear and after a long, long list of files and directories included, the svndumpfilter completes, BUT importing the resulting dump isn't producing the same files as the current directory has.
So, how do I properly split the directory from that repository while keeping the history?
EDIT: I specifically want trunk/myproj to be the trunk in a new repository PLUS have the new repository include none of the other old stuff, ie. there should not be possibility for anyone to update to old revision before the split and get/see the files.
The svndumpfilter solution I tried would achieve exactly that, sadly its not doable since the path/files have been moved around. The solution by ng isn't accetable since its basically a clone+removal of extras which keeps ALL the history, not just relevant myproj history.
BUMP C'moon, there must be someone who definitely knows if this is doable or not, and how!
I had a similar problem splitting a repository ..
svndumpfilter: Invalid copy source path /dir/old_dir
What I did to get around the problem was to include the additional old directories that is was requesting, or that you know you moved. In my case I had moved 3 directories into another directory.
eg. Moved Folders A,B,C in to Folder D
cat project.dump | svndumpfilter include A B C D > new.dump
This seemed to solve my problem. I was able to separate Folder D from the rest of the Repo. On the flip-side, when excluding D I did not get the error, I would guess because removing D didn't require the links/history to A,B,C
This problem occurs when one of the directories/files included by svndumpfilter originally was copied or moved from a section of the tree that is not being included.
To solve the problem use this script: svndumpfilter3
Why not replicate the entire repository, dump it in to a new one. Then branch out the trunk, delete the head and merge the portions you want back in to the trunk from the branch. Then you have kept the history and split out the parts you want to a new repository.
This way you have kept all the history, and selectively picked the parts you want.
This could potentially help you: Quote from http://svnbook.red-bean.com/en/1.5/svn.reposadmin.maint.html#svn.reposadmin.maint.replication
In Subversion 1.5, svnsync grew the ability to also mirror a subset of a repository rather than the whole thing. The process of setting up and maintaining such a mirror is exactly the same as when mirroring a whole repository, except that instead of specifying the source repository's root URL when running svnsync init, you specify the URL of some subdirectory within that repository. Synchronization to that mirror will now copy only the bits that changed under that source repository subdirectory. There are some limitations to this support, though. First, you can't mirror multiple disjoint subdirectories of the source repository into a single mirror repository?you'd need to instead mirror some parent directory that is common to both. Second, the filtering logic is entirely path-based, so if the subdirectory you are mirroring was renamed at some point in the past, your mirror would contain only the revisions since the directory appeared at the URL you specified. And likewise, if the source subdirectory is renamed in the future, your synchronization processes will stop mirroring data at the point that the source URL you specified is no longer valid.
The Problem of course is losing the pre-rename history...
I'm also looking for an answer on this question (having to deal with it myself). Based on Alex' answer, I found http://furius.ca/pubcode/pub/conf/common/bin/svndumpfilter3.html which claims to fix some of the svndumpfilter2 issues. I believe it is a partial solution.
The good:
A rewrite of Subversion's svndumpfilter in pure Python, that allows you to untangle move/copy operations between excluded and included sets of files/dirs, by converting them into additions. If you use this option, it fetches the original files from a given repository.
Concern:
Important
Some people have been reporting a bug with this script, that it will create an empty file on a large repository. It worked great for the split that I had to do on my repository, but I have no time to fix the problem that occurs for some other people's repositories
I encountered this problem and ended up using svndumpfilter2 : http://svn.tartarus.org/sgt/svn-tools/svndumpfilter2?view=markup .
Specifically, this command: sudo svnadmin dump /home/setup/svn/repos/main_repl | sudo ./svndumpfilter2.py /home/setup/svn/repos/main_repl Development QA compliance > ~/main_repl_dump.trim
I did get the out of memory error mentioned, however, since I was running svn on a VM, I just bumped the memory up to 2G. While I realize that this may not be an option for everyone, I noticed that it ran much faster than it had with 512M. ( 2G probably wasn't necessary. )
Currently, it is processing revision 18,631.
In case anyone wonders, the reason why I needed to break out part of the repo was because we were creating tags/copies for distribution to implementation of files in another path of the repo. For some reason, this process was causing the repo to balloon to huge proportions. ( We're at 17G now. )
I'm doing this on a replication repo of svn, version 1.5.6, on Debian Lenny, 5.0.4.
auriarte's link to svndumpfilter3 404's. Here's a working link (as of 2011-01-31), for anyone looking for it: http://furius.ca/pubcode/pub/conf/bin/svndumpfilter3.html
This is a wild and crazy stab in the over-complicating-things dark but what about importing the SVN repo into git using git-svn/tailor, splitting off the directory using git-split, then exporting it back to svn with git-svn/tailor?
I've just successfully migrated a project from an existing combined repo (at google code) to its own repo. The posts here were very helpful.
This is what finally worked for me...
The untangle option in step 3 managed to resolve all of the path problems that stumped svndumpfilter and svndumpfilter2.
Initially, at step 5 I was stuck on the error... <<< Started new transaction, based on original revision 2 svnadmin: File not found: transaction '1-1', path 'trunk/foo'
But this post in Charles Calvert's blog explained that all that was required was to create the trunk dir in foorepo before doing the load.
The specific commands are as follows, I am going to assume the repository is hosted on a http(s):// server, although the same commands will work for svn:// or file://.
svnadmin dump /path/to/repository > dumpfile
svnadmin create /path/to/new_repository
svnadmin load /path/to/new_repository < dumpfile
svn co https://localhost/svn/new_repository_url new_repository_checkout
cd new_repository_checkout
svn move https://localhost/svn/new_repository_url/trunk https://localhost/svn/new_repository_url/branches/head -m "Moving HEAD to branches"
svn move https://localhost/svn/new_repository_url/branches/head/whatever https://localhost/svn/new_repository_url/trunk -m "Creating new trunk"
svn update
cd branches
svn remove head
svn commit
You should now have the part you want from the old repository as the trunk of the new one.
I see this is quite old now, but does adding "--skip-missing-merge-sources" help any? It seems like it might...
If you don't need the entire history you can pick it up from just after the error. If your error was at revision 412 then you can try picking it up right after with:
svnadmin dump /path/to/repo -r 413:HEAD > largerepo.dump
I realize this may not be a perfect solution either but it may be good enough in your case.
You may want to also just do this all in one step
svnadmin dump /path/to/repo -r 413:HEAD | svndumpfilter include my/directory > mydir.dump
Some more info about svndumpfilter and how to fix - http://blog.rlucas.net/uncategorized/some-gotchas-with-using-svndumpfilter/
Or you can try svndumpfilter replacement script, now called as svndumpfilter2 - http://cogo.wordpress.com/2009/03/10/problems-with-svndumpfilter/
I didn't tried that script, coz i need some time to make a repo backup, to test in on that (i have a backup dump to play with but on Windows, and it is a linux script).
just ran into this problem and wrote a little script to retry dumping until all invalid source paths are resolved.
#!/usr/bin/env ruby
require 'open3'
include Open3
paths = [ "/your/path" ]
command = ""
new_path = "xx"
while (! new_path.nil?)
lines = nil
popen3(" svndumpfilter include #{paths.join(' ')} > svn.result.dump < svn.original.dump") do |i, o, err|
i.close
puts "Processing, please wait ..."
lines = err.readlines
end
new_path = nil
lines.each do |line|
if line =~ /Invalid copy source path '(.*)'/
new_path = $1
end
end
puts "Adding #{new_path}"
paths << new_path
end
I am developing an application for the Mac as a small team (me + another person) effort. We are located in different cities, and have started to see the need for solid source control management.
None of us have any experience with this, and both of us are relatively new to Cocoa/Obj-C/Xcode (but do have C knowledge).
Does anyone have any recommendations as to which SCM system to choose? I understand that a lot of people are using Subversion, which is also supported in Xcode 3.1. Does anyone have experience with using Subversion through Xcode? Or is it a better option to chose a stand alone GUI alternative, such as Versions?
Grateful for any input on this.
Gregor Tomasevic, Sweden
Update/personal experiences: Since this post, we have tried Versions and Cornerstone (both of which are SVN GUI-clients), as well as Xcodes built-in support for SVN. We were not particularly pleased with Versions, which seemed to have some problems with committing unversioned files/build files. The built-in SVN support in Xcode works quite well, although it probably has limitations that we have still not run into. Cornerstone is both simple to use and powerful, and does not seem to suffer from the problems we encountered with Versions.
So far, we have just tried committing, updating repo, checking out latest/previous versions of our files and worked some with file comparison. It might be a whole different ball game once you start working extensively with branching, an area which we have been told both these GUI clients might have some weaknesses in.
For what it's worth (and with only days of evaluation) Cornerstone seems to be a somewhat better alternative, although for simpler SCM, Xcode works well too.
Thanks for all the comments.
Xcode only supports Subversion, Perforce, and CVS. However, there are also distributed version control systems out there, such as Mercurial, Bazaar, and Git. These have no Mac-native GUIs, but you should still consider them. Personally, I love managing my projects in Mercurial repositories.
[Added 2011-03-10] Xcode 4 adds support for Git. Several of us have filed requests for Mercurial support; you should, too, if you want it.
There is a nice GUI frontend for Mercurial on Mac called MacHG: http://jasonfharris.com/machg/
It is free and very nice IMHO.
You can't really go wrong with using Subversion.
If, like me, you don't like Xcode's SVN integration too much you can always choose to use the command-line tools, or one of the several GUI apps like Versions, CornerStone or SvnX. Most of these tools work together pretty well, so you're not necessarily tied in to the tool you start out with.
I personally do most of my work with Versions, and use the command-line tools with the same working copies every once in a while.
If you're comfortable working with command-line tools exclusively until someone creates a good GUI app around it, git is a pretty viable option too.
disclosure: I'm one of the people who work on Versions, so I might be slightly biased ;)
Xcode's Subversion support is pretty good. 90% of the SVN activities I perform are easily doable from Xcode. For the other few things I just fire up Terminal.
There are a couple things in their SVN client implementation that are annoying:
Overall, I'd recommend it.
Caveat: If you simply tell XCode to add a project to a repository by giving it the top-level dir, it WILL add the build directory to the repository, which of course is a terrible thing to do.
In order to get around this you have to move the build dir to another location so that XCode won't try to import it, or manually add the discrete folders of a project one by one.
Subversion is the traditional OS X source control solution, in Leopard it's supported in Xcode and OS X, not to mention the third party GUI apps (a few of which look very slick). Despite all of this though, a lot of the independent OS X developers have switched to Git over the past year or two. As a single developer I can tell you Git has turned out to be a very good solution for me, and along with Github it makes a great solution for a small team effort.
If your going for subversion, I've heard good things said about Springloops. I code together with some friends too in a similar fashion and we use Github. Git is such a wonderful experience. I don't use any GUI for it since I'm much more efficient with a shell prompt. But of course, I'd welcome if Xcode had support for Git repos.
If you're interested in using Mercurial on OS X, try SourceTree, it's not free but it's competitively priced and has a very polished Mac OS feel. I've been using it for personal projects for the last few months on and off and find it intuitive and reasonably robust.
It's available through the Mac App Store and supports Git and Mercurial. They have a website at http://www.sourcetreeapp.com/ with more information.
Mercurial (like git) is "distributed" and perhaps regarded as more modern and up-and-coming than svn (but less established). If you want to auto-checkin using mercurial, you can add the line:
hg commit -m "Xcode auto commit"
as part of a "Run Script" stage of the XCode build, as found in: Project > New Build Phase > New Run Script BUild Phase
I'd like to have a version control server (preferably SVN) accessible on the internet without having to host my own (linux) server. Setting up a home server ala DynDNS is not really an option.
Can you have non-public (maybe single-user) projects on one of the OSS project hosting sites? Or are there alternatives?
I had a look at Google Code. But that looked very public to me.
Any help would be greatly appreciated :-)
ProjectLocker also has private free Subversion hosting and free Git hosting, up to 300 MB. You get unlimited repositories (projects), and each comes with a Trac as well.
Disclaimer: I work for ProjectLocker.
Unfuddle - has an option that is free. and not public.
Assembla has a free (a bit limited) plan and from the FAQ you can make a project private. Supports "Subversion, Git, Mercurial [and Trac]".
bitbucket.org supports only Mercurial and the free plan allows one private repository.
SSH Control offers "GIT, HG (Mercurial), SVN (Subversion) over SSH" and is free for small projects.
Beanstalk has a free hosting option, although it's limited to 20MB repositories.
I have collected most of the previous answers to this question, added some more that I knew about, and made some detailed comparison tables on this wiki, which anyone can edit.
There's also OpenSVN
cvsdude has free plan. Very limited though.
Code spaces has a free option. It's limited, but I have simple needs so I've been happy with them.
You might want to check out origo. They offer a subversion repository, a wiki and an issue tracker.
It is free for both open source and closed source (private) projects.
Most hosts with cpanel have a compete control panel for setting up SVN. If you want dead-simple, that's it.
Setting up your own repository is a rewarding experience. It will also prepare you for all the headaches you're bound to encounter when you have to do your first branch merge. I would recommend you taking the time to familiarize yourself with subversion.
I like xp-dev, They provide SVN repository. I tryed Assembla but I didn't like when they requested me to upgrade from a free to a paid plan.
They said in the e-mail that I didn't need to ugrade my plan, but I wouldn't be able to work in the space nor commit to the repository.
So, if you don't want to expend money, DON'T subscribe to Assembla services. You can read an excerpt from the mail they sent to me here:
"DO I NEED TO UPGRADE EVERY SPACE? No. On the upgrade page, we ask you to make a decision about all of your spaces. This is not required. You can upgrade an individual space by selecting the space name and navigating to the Admin tab.
WHAT HAPPENS TO UNSUPPORTED SPACES? After January 9 we will restrict access to private, unsubscribed spaces. This is not an emergency. We are not going to expose your information, and we will not delete your data or cut off your access. On January 9, we will put unpaid private spaces into a read-only mode. You will not be able to work in the space or commit to the repository. You will be able to log in and see your data and download exported repositories or data for the next six months."
Don't forget to check out Bazaar, a cross-platform, distributed revision control system which is easy to learn as a first system, and easy for CVS and Subversion people to use. It can act as a front end for Subversion repositories, and it's also insanely easy to work with in terms of branching and merging when compared to Subversion or CVS.
It's slightly slower than git, but it's also cross-platform and runs excellently on both Linux and Windows systems, and it has a very active community behind it.
http://www.codespaces.com has a 500MB FREE plan with unlimited repositories.
I'm considering using SVN for my .net projects, and I'd like to know what plugins are available for integrating the source control capabilities directly into the IDE.
I already know about :
Visual SVN, which seems great but is not free. Is anyone using it?
AnkhSVN, which is free but I've heard it's a bit buggy. Is anyone using it? are you experiencing problems? Edit: The 2.0 version is a complete rewrite and seems to solve the problem I've heard about (which were related to the 1.x versions)
Edit : TortoiseSVN + Mindscape's FileExplorer VS Extension, which is not a real IDE integration but somewhat eases the use of TortoiseSVN from Visual studio
Edit : I've found a few comparison posts between AnkhSVN and VisualSVN here, here and here.
I've used AnkhSVN for the past year and I've never had a problem with it. I switch between that and TFS and some of the times I think I prefer AnkhSVN to TFS.
I use VisualSVN and it works great, but you're correct, it's not free. No experience with Ankh here.
Early versions (1.X) of AnkhSVN were pretty unstable. Latest builds (v2.0.x) work as a native VisualStudio source control provider and it's very stable. I would recommend you to just download and try it yourself.
I also use AnkhSVN and it does work OK but I tend to drop to the file system to work with TortoiseSVN. For some reason I feel safer using Tortoise. I think that come's from concerns about Visual Studio than it is AnkhSsvn.
I tried AnkhSVN, but didn't like it. It tried to do too many things automatically and behind the scenes (e.g. adding files to SVN). I prefer if I see exactly what happens.
Now I mainly use TortoiseSVN (outside Visual Studio) or sometimes Mindscape VS FileExplorer in Visual Studio (which is available for free).
Note: VS FileExplorer plugin simply displays a file explorer in VS and allows you to invoke TortoiseSVN from there (and it also displays the TortoiseSVN overlay icons).
Update:
I reinstalled the current version of AnkhSVN 2.0.5250 and tried to reproduce the problems described above in a sample solution.
Result: AnkhSVN did exactly what I expected. I was not able to reproduce any of the problems. I think it might be time to give AnkhSVN another try at work!
Update 2:
I have now used AnkhSVN for some days, and I have to say it works very well. It's a big improvement compared to the previous version (1.x).
I use AnkhSVN and haven't had any issues worth complaining about. Sometimes (about 1 in 10 times?) I do get a strange nondescript error trying to commit, but restarting VS has always fixed the problem.
Edit: The error actually seems to be coming from the dataset designer, not AnkhSVN. Sometimes I get an error where it tries to "read or write to protected memory", which then just continues until I restart VS. Sorry for the confusion.
Call me crazy, but this solution seems pretty clean to me: http://blog.programmerslog.com/?p=4.
Garry Bodsworth has put forth Visual Studio settings that make use of TortoiseSVN. Basically, instead of adding the external tool customizations by hand, importing these settings does it all for you: Subversion toolbar, Subversion menu, and context menu commands.
I would think that this would be a more simple solution than installing either AnkhSVN or VisualSVN.
The Agent SVN plug-in does a good job of integrating Subversion and Visual Studio, but it too is not free.
Another vote for visual SVN. To be honest, I think its just me being lazy. I could do everything visual svn does with just using tortoise, but it saves me from switching between programs. The color coded warning lights you get with visual svn are nice, but not that big a deal.
I use VisualSvn and it's fine. It wasn't expensive and it helps make sure you include all files you've added to the solution. It's not so good when using locking in svn (but then svn isn't great at locking files). If you want to edit a file that has needs-lock set, it will automatically update it when you lock it (sensible), but that could end up doing an update when you dont want it too.
I've got into trying Svn Monitor too and am happy with that, but it does seem to grind my computer to a halt.
I've tried old versions of ANKH but got in a mess and corrupted the svn repository (I suspect that was version 1.x) so I'd guess later versions are better.
I have used both AnkhSVN and VisualSVN each for about 6 months. I prefer VisualSVN for one reason alone: Compatibility.
At my work, we keep our Subversion server and TortoiseSVN software very up-to-date (some people just go with one version and stick with it for years, but that's not our style). With new versions sometimes comes new working copy formats and it seems that AnkhSVN is very slow to adapt these new formats. What happens at this point is AnkhSVN completely breaks:
VisualSVN has been "on the ball" in this respect as we have never had any compatibility issues with their software. This factor alone easily swayed me toward VisualSVN.
I use VisualSVN, and love it. It may not be free but I found it extremely reliable, very well integrated, and very much worth the $49 per license. By setting up a few key-bindings comitting and updating become almost second-nature to my entire team (most of whom had no previous SVN/SCC experience).
Being able to quickly scan the solution explorer to see which files had changed was very useful for keeping tabs on things for writing status reports and the like (but that's probably specific to my overly beurocratic manager).
The "Checkout Solution from SVN" feature was great for quickly getting the summer student interns setup and giving them a gentle introduction to version control. Again, this is probably specific to our needs so may not be of interest to you.
So a thumbs-up for VisualSVN and the convenience it gives us.
My experience with working with AnkhSVN is better than tortoise but it still has a lot of flaws that you really don't get with native Visual Studio plugins like Source Safe, TFS, Dynamic soft. It has real problems with the .svn folders and synchronising so you end up spending a portion of your time removing the .svn folder and starting again.
That's my experience. One example is moving a folder from one project (in the same solution) to another project. It breaks on this from the working set being different. The solution is to go into the folder and remove the .svn files but it seems like a a lot of effort.
I'm use to it being a mirror of my filesystem though, and basic 2 developer branches of files.
Do you keep tools that are necessary to build your project under version control?
If you do, what are your guidelines for which tools to include? I guess noone puts Visual Studio in version control, but how about your unit-test-runner? The Nant/Ant/Maven executable?
How about external dependencies? Do you have Boost in version control? The JDK? NUnit/JUnit? Where do you draw the limit here?
(See also this question).
EDIT: I guess my question was not completely clear: I did not want to know whether you kept them in version control vs. or some shared drive. I really wanted to know whether you checked the tools necessary for building a project into version control together with the project, so that when you checked the project out, you would automatically get the tools.
As a general follow-up to those who answer no: what is your process for keeping track of those tools? Do your script download them?
Yes, I keep EVERYTHING that is part of the process of delivering a software production in version control.
There are two schools of thought on this:
I personally tend more towards #2 because it makes it easier for someone to get up and running with my code. At any rate, I would argue that if you opt for the first method, you should at least make it so that a person can get the things required by point 2 and your source code in one step, even if not necessarily by version control.
Unfortunately, the build system is kind of a grey area. I personally leave it out unless I'm using something obscure or non-standard. And what's obscure and non-standard is dictated by the environment you work in. For example, if your company always uses MSBuild but decided to use Nant for whatever reason on this one project, then I'd include it.
I put build scripts under version control, but not tools. Generally I version files that either part of the core of the application, or are likely to change frequently during the lifetime of the project (and which everyone needs access to those changes). This includes pretty much all configuration files.
I typically work with eclipse/ant on java projects. No, i do not keep the JDK, Ant or eclipse under version control, but:
The reason: i have a nearly self contained build system, any system with a jdk and ant installed will be able to build, without network connection neccecary (package lists for external javadoc also checked in). This can be my macbook, the companies windows desktop, any continious build server.
I put makefiles, shell scripts, and any code generators I have written in version control. I don't store binary files in version control unless there librarys that cant easily be built from source.
Generally I only add items to version control that are likely to be maintained by myself or someone else I work with. An external library is normally consumed by a project - most projects aren't in the business are re-writing the libraries they depend upon.
I would suggest adding tools that you customize to version control. For everything else, you can just save the packages in a common location. No need to bloat your repository with code that will never change from the standard distribution.
We do not put Tools in SVN that came from outside (Visual Studio, Eclipse, CDT-Plugin, ...).
But we have a big set of self-written tools (code generators, custom build assmeblies for VS, and an Eclipse plugin) where we put the source AND the binaries into SVN.
The reasons for this decision are simple technical:
Yes! is my answer.
I put build tools like NUnit and NAnt in version control.
The main rule for me is:
And the build server I use does not have NUnit, NAnt etc installed.
The build server has got the .NET framework and CruiseControl.NET, and not much else....
We use maven, so we only check in the code, the tests, config files and of course the pom.xml, no libs, no tools.
No. Most development shops have a fairly standard set of tools. One idea, though, would be to keep a standard "quick setup" wiki or similar that deep-links to installers for all needed build tools. Write it so that a person with relatively little expirience can easily set up a development machine. A more advanced option would be to keep a standard virtual hard disk containing everything.
We do, however keep everything else in source control- all build scripts, SQL scripts, file dependencies (ie referenced dlls not installed in the GAC or program files) etc.
We went down a different path of setting up a VM on which we make our release builds. This then gets archived (but not into the revision control system for some reason).
So long as we have a machine that can host the VM we can recreate the binaries. Giving us independance from the underlying OS.
There were a few issuses getting the liscence manager up and running, but after that all was good.
We are a Maven shop and previously an ANT shop. In the ANT days we would check dependent libraries into the project structure. Now we only check in the resources necessary to build the application (pom, source code, resources, etc) but definitely no libraries.
What goes into our repository:
Any code I write or any of my students write
All Makefiles, tests scripts, and things of that ilk
External tools we have modified (we typically put in the whole tool, not just patches) including Andrew Hume's version of Make
What doesn't go in:
Source code to all the compilers we're using
Source for the shell
If we had better tools we would put it all into the repository. For a great book on how to do this and keep track of all versions of everything since the start of time, check out the book on the Digital SRC Vesta project.
I'm really surprised by all the "no I don't do this" responses. You can't reliably build the code base unless you have the specific versions of the dependencies that the code was written against. So this would include any DLLs you are referencing like unit testing and mocking frameworks, UI control sets, etc.
A developer should be able to do a checkout and build in just a couple steps. There's places out there where this takes all day.
We do not - in fact, I've never worked for a place that did.
We do keep things like Makefiles and build scripts and testing scripts in source control, but never ant or C compiler or such.
The reason is, it usually requires more than simple checkout to get the build tool to a usable state, and you need to do some heavy-duty sysadmin job to maintain multiple versions at the same time or switch between versions. So keeping them in source control would solve the tiny part of the problem.
Not the tool, but the script. We use Ant. The build.xml script that drive the process is under source control.
Personally, I prefer to put as many of the build tools as possible in the repository, but I draw the line at the IDE and the compiler.
I like to think it as a tradeoff: I can choose between:
For something like the IDE, it is easier to just document it, and most developers will have it already installed. For Ant, Nant, JUnit etc. it is easier to include it in the repository.
I especially like having Ant/Nant in the repository, because it allows me to include a go.bat/go.sh-script like this:
set ANT_HOME=tools/apache-ant-x.x.x
tools/apache-ant-x.x.x %*
Then I can always checkout a project, run "go" and it should build the project (assuming I have the JDK/.Net Framework installed).
Code, build, test, documentation and any other automation. I generally even put the schedules and any other project-relevant documentation in the repository as well.
And for most projects, if I have the source for dependent libraries, I usually put those in their own repositories, so I can track changes to them over time.
As for pre-package tools in installable packages, I keep them all in one big directory tree on a accessible server (with the old versions). That way I can point any new developers at the dir and tell them what to install (and know that they have the same versions as the rest of the team). I'd use a repository, but it's overkill, and a shared file-system is easier to access by everyone. The old versions are kept in case of support issues.
Paul.
We keep 2 repositories: The "fast moving one" contains our code, with branches for releases and patches.
The slow moving one contains 3rd party libraries and tools, including JDK versions. There is no branching or tagging for most of this, as the code in the other knows how to select what it needs. Two versions of the same library are checked in under different names, so both will be available after a checkout. Some of our own cross-release tools are also included in this repository. IDE's are not included, as they are not part of the official build process.
There are two reasons to store tools in some sort of repository:
No, I don't because I use MsBuild, and it's part of .NET framework anyway
No. Absolutely not. Never. Your VCS should only house your code. If you want to ensure that someone can quickly install your code, you need to provide a distribution system. Someone who wishes to install your code should be using either a packaged binary distribution or building from a source tarball. They should NOT be building from the VCS. The distribution tarball is the place to put things that are necessary for your project to build but that are either automatically generated or not directly part of your project. It is NOT the place for dependencies, however. If your project needs the boost libraries, it should be stated in the documentation as a dependency and your build should fail if it is not installed. The user building from the source tarball is expected to be able to install the dependency. The user building from the packaged binary distribution is expecting to have the package system deal with the dependency issue. The user building from the VCS (ie, a developer) is expected to install the build tools necessary for your project.
I am running a SVN server on my Windows Server and want to schedule an automated backup procedure. I will always be the only one working on the repository. Should I bother with hotcopy or can I use a simple Windows backup application to backup the repositories? What about xcopy or robocopy?
I find simply copy / pasting (XCopy) the repositories is the easiest solution. You may want to consider dumping the repository to a single file before you copy it as I find copying a single large file is much quicker than copying a bunch of smaller files. This probably isn't an issue if your repository is small, but something to consider:
svnadmin dump /path/to/repository > repository-name.dmp
As long as you are sure that no one is accessing (especially committing to) the repository while it is being backed-up, there is no need to use hotcopy. You can simply copy/backup the repository with any tool you want.
Kind of duplicate SVN backups..is hotcopy enough or should I worry about full and incremental dumps? question.
Do not forget to think about:
You would be OK as the only user, since you know you would never be committing a change during the backup, (right? :) Still, there doesn't seem to be any "bother" in using hotcopy or dump. They're just as easy to use.
Plus you get two bonuses if you use it. One is if your situation changes (you get more people using your repository) you don't have to remember and go back and change the way you do it. And two is, if there is ever a problem with restoring, you don't really want to post a question that starts with, "I made my backup by just making copies of the repo..."
I use Mozy Home to back up all of my personal development files (Subversion, Visual Studio projects, etc.) It's simple, doesn't take up too many resources, is easily configurable, and best of all: free.
I thought about writing my own backup solution using xcopy or something similar, but why reinvent the wheel?
if the SVN lives in your computer you can use a simple file copy, the safest way is to use a dump backup.
remember that you have to keep the backups out of your computer, there is a free svn backup tool here
It does both kind of backups, hotcopy and dump and send it to your email or FTP
What is the exact difference between SVN checkout and SVN export?
From what I know, export does not include the .svn directory which include metadata, and checkout included that .svn directory. Yet, my colleague had this problem recently that there is a different behaviour for the stuff compiled from sources that is checkout and exported from SVN repo. Both of them compiled correctly, but the one compiled from svn export works, but the one that is checked out doesn't work at all.
p.s.: the stuff being compiled is linux 2.4 kernel that is being used in an embedded device, the image compiles and load correctly, but the checked out one doesn't work, it causes kernel panic during insmod. Any idea on why could this happen at all?
p.p.s.: we've tried checksumming and diff tool to check the difference between the two directory that is exported and checked out from SVN, both of them are the same except for .svn directory. It's driving both of us crazy for quite a few days!!
svn export simply extracts all the files from a revision and does not allow revision control on it. It also does not litter each directory with .svn directories.
svn checkout allows you to use version control in the directory made, e.g. your standard commands such as svn update and svn commit.
As you stated a checkout includes the .svn dirs thus it is a working copy and will have the proper info to make commits back (if you have permission). If you do an export you are just taking a copy of the current state of the repo and will not have any way to commit back any changes.
Is there any reason to have a working copy (ie .svn ) if you are just building?
Any chance the build process is looking into the subdirectories and including something it shouldn't? BTW, you can do a legal checkout, then remove the .svn and all it contains. That should give you the same as an export. Try compiling that, before and after removing the metadata, as it were.
Use export if you want upload (or give to somebody) project. If you working with project, use checkout.
Additional musings. You said insmod crashes. Insmod loads modules. The modules are built in another compile operation from building the kernel. Kernel and modules have to be built from the same headers and so forth. Are all the modules built during the kernel build, or are they "existing"?
The other idea, and something I know little about, is svn externals, which (if used) can affect what is checked out to your project. Look and see if this is any different when exporting.
Are you re-running your checkout or export into an existing directory?
Because if you are, checkout will update the working copy, including deleting any files.
But export will simply transfer all the files from the reporsitory to the destination - if the destination is the same directory, this means any files deleted in the repository will NOT be deleted.
So you export copy may only work because it is relying on a file which has been deleted in the repository?
(To complement Gerald's answer...) One further subtle difference is that, although the command:
svn checkout ...repos_location/my_dir .
puts the files in my_dir into the current directory (with the .svn folder)
in certain versions of the svn, the command:
svn export ...repos_location/my_dir .
will create a folder called my_dir in the current directory and then place the exported files inside it.
I have a "docs" folder in a Subversion repository named "project". I've come to the conclusion that it should really be kept under a separate Subversion repository named "project_docs". I'd like to move the "docs" folder (and all of it's revisions) to the "project_docs" repository. Is there any way to do this?
If you have access the repository itself (not a working copy), you should be able to dump the current repository, filter it to only include information about the docs folder, and load it into the other repository.
Would be something like this:
svnadmin dump /svn/old_repos > ./repository.dump
svndumpfilter include path/to/docs --drop-empty-revs --renumber-revs --preserve-revprops < ./repository.dump > ./docs_only.dump
svnadmin load /svn/new_repos < ./docs_only.dump
Without access to the repository, you cannot maintain the revision history and you have to settle for copying the files into the new repository and committing.
svndumpfilter has a serious flaw - if a file or path was copied from a path you're filtering out to one you're filtering in, svndumpfilter won't be able to fill out the history and the job will fail.
You can use svndumpfilter2 if you experience this problem.
This is discussed in the svn documentation. Check out the Repository Maintenance section on svndumpfilter... It specifically describes how to dump projects out of a central repository and move them into new, separate repositories.
For future reference:
SVN documentation clearly reports: If you do plan on manually editing the dump file to remove a top-level directory, make sure your editor is not set to automatically convert end-of-line characters to the native format (e.g., \r\n to \n), as the content will then not agree with the metadata. This will render the dump file useless.
So why not use sed or vim to subsitute the top-level directory but this directory name was contained also inside a project file !!!! This causes svn load checksum error
So when you perform this operation, don?t do string substitutions with sed of only the path name.
Substitute ?Node-path: old_path? with ?Node-path: new_path?. See SVN book chapter 5 ?repository administration? for more details.
I don't believe you can do it remotely (i.e., without a local copy). But this should work: svn export the folder from the original server, then svn add it to your new repo.
Like:
$ svn checkout svn://example.net/newrepo .
$ svn export svn://example.com/oldrepo/mydir ./mydir
$ svn add ./mydir; svn commit
Edit: D'oh, this drops the history. Use svnadmin as Samuel describes.
I'm starting out with SVN. I know the basic commands and understand the base principles. I was wondering if anyone has any tips or best practices for working with Subversion in a team environment.
I can see the benefit of adding reasonably verbose messages when committing code, but are there other things I should bear in mind?
Thanks for all the great answers - they've helped a lot.
Encourage frequent commits. Teammates new to version control may feel like they need to keep the code out of the repository until "it works right". Teach everyone to commit early and often to find issues as soon as possible. Instead of holding code 'till it works, propose that your teammates create branches for feature that might break trunk. That leads to...
Establish a branching and tagging practice. In addition to branches for features, encourage your teammates to use branches for large-bug fixes. Tag major bug fixes at the beginning and end of the work. Maintain tags (and possibly branches) for production/qa releases.
Establish a policy for trunk and stick to it. One example might be, "trunk must always build without errors." or "trunk must always pass all unit tests". Any work that can't yet meet the standards of trunk must be done in a branch.
Do not commit formatting changes with code changes
If you want to restructure a giant file's whitespace (Control+K+D), fine. Commit the formatting change separately from the actual logical change. Same goes if you want to move functions around in files. Commit the moving separately from the actual editing.
One of the key concepts I always stick by is to commit related code changes together. The corollary is do not commit unrelated code changes in the same commit. This means don't fix 2 bugs in one commit (unless it's the same fix), and don't commit half a bug fix in each of 2 commits. Also, if I need to add some new enhancement or something to an unrelated part of the system that I then need for some other work, I commit the enhancement separately (and first). The idea is that any change anyone might conceivably want to have on its own (or roll back on its own) should be a separate commit. It will save you tons of headaches when it comes time to do merges or to roll back broken features.
The answers that people are giving are great. Much of this is summarized in the svn user doc for best practices for SVN.
To repeat:
Well, the basics:
A lot as been mentioned already, here are some more:
If you have files that you don't want in source control (e.g. configuration, compiled files, etc), add them to the ignore list. This way you notice any files that you forget to add by always expecting an empty list of files showing as unknown to SVN.
Add a post commit event that would send an email to your dev mailing list (or a one specific for this target) relating to the committed change and ideally the patch for it.
Integrate with your bug tracker so that references to commits show up on the bugs / feature requests with links to the diffs. Bug trackers like MantisBT support this.
Consider integrating with continuous integration (e.g. CruiseControl.NET), NAnt for Build, and NUnit/VS for unit tests. This way once a user check-ins code or on a scheduled interval the code gets compiled, unit tests are run, and the developer gets feedback of the process. This would also alert the rest of the team if the repository is broken (i.e. doesn't build).
Learn about SVN's branching and merging tools and conventions.
The best way to work with other team members is to break work up into complete development features/fixes, then work on individual changes, each in a branch. Then merge the changes back to the mainline branch/trunk when completed/ready/approved to be merged in.
This way individuals can work towards a common goal (either on the same branch or seperate branches) without colliding with other changes.
Your mileage may vary, and this may be overkill for only two or so people.
Use integration with your bug tracking software. If you use bugzilla, you can set it up so if your comment begins with "Bug XXXX" your SVN comment is automatically added as a comment to the given bug, including a link to you SVN web interface to that revision.
One thing I've found very useful is the svn:external property which means you can reference directories from other repositories into your own. It's gives really nice ways of organizing your code and data. Some examples are:
The golden rule for source control: Check In Early, Check In Often
For tips how to organize your repository:
Besides branching policies et al. (where one size does definitely not fit all), you should have good commits:
It makes it much easier if you're using good tools that integrate well with SVN. These make it easy to see what's been changed and to then commit all or part of your changes and to frequently update your working copy to the latest version in SVN.
I recommend Tortoise SVN (If you're using Windows) and Visual SVN (if you're using VS).
Also see if you can set it up so that you get e-mail or similar notification any time a change is committed (usually also including the commit message and a list of changed files). Services like CVSDude offer this. I find it helpful to know both that an update has been made and then to have some idea of what's contained in that update before updating my working copy.
Consult with your team about their changes, or at least look at the diff very carefully, before fixing any merge conflicts. Ask them to review the merged code themselves to make sure their additions were not lost in the merge.
One thing that I have seen that reduces broken commits is to have good pre-commit scripts. For example, you can run any unit tests before the change is committed. This will cause commits to be a little slow, but you save time by avoiding stepping on someone's toes and having to apologize. Of course this becomes a lot harder to manage when you have a large development team and very frequent commits.
SVN by itself is a good start and some of the other posters have offered some great suggestions on best practices.
The only thing I would add is that you should be hooking up SVN with CruiseControl or TeamCity to drive a Continuous Integration process. This will send out build emails and let everyone know when someone broke the build.
It will be very telling early on who's following your process and who isn't. Might lead to some friction but your team will be better off in the long run.
One of the examples of integration with bug-tracker and commit policy enforcing could be Trac's svn pre/post-commit hook scripts, which can refuse commit if commit message doesn't reference any ticket in bug-tracker and add comments to existing tickets based on message contents (i.e. commit message may contain something like "Fixes #1, #2 and #8", where #1, #2, #8 are the tickets numbers).
One thing to keep in mind is the size of the team. There is a tendency to over complicate things when they don't need to be to try to follow some weird practices. What works for a team of five developers is different then what works for a team of 40 developers, start off as simple as possible and add complexity as needed. Here is a pretty good guide to get your started
how about this for the comments template:
[task / story xxx][minor / major][comment][follow up comment][url to bug]
unfortunately, my team doesn't care enough to learn best practices, so we're stuck with the everyone-commit-to-trunk model. it gives me major stability headaches and we're a small team :(
This sounds like a manual question to me but I can't find it. Suppose we have a repo with files and directories in it that shouldn't be under version control but rather should be on the ignore list (such as Eclipse files .settings, .project, generated doc files - things that should never have been added and committed in the first place). What is the best way of deleting these files from the repo and moving them straight onto the ignore list?
Update: The accepted answer below details a good way of setting up your local subversion repositories to avoid the problem described above. However, if you still have to solve this, it seems that you have to do some manual fiddling to get files/folders out of the repo and onto the ignore list.
For instance, for the .settings folder, first add this to the global ignores list then run the following command:
$REMOVE=".settings"
cp -r "$REMOVE" /tmp/ && \
svn rm "$REMOVE" && \
svn commit -m "Moving to ignore list" "$REMOVE" && \
mv "/tmp/$REMOVE" .
This copies the file/folder to a temporary location then removes it from SVN and commits the remove - finally the file/folder is copied back but as it is now on the ignore list it will be ignores by SVN.
There are two ways with subversion, one is specific to the user and the other is actually maintained in the repository (and therefore effects everyone).
For a list of globally ignored files (exclusive to each user/machine), you need to edit the subversion config file and alter the global-ignores directive in the miscellany section. The config file is documented and the syntax is very simple. For example:
global-ignores = *.o
On a UNIX system, the config file is found at ~/.subversion/config. On a Windows system, the config file is found at %APPDATA%\Subversion\config or in the registry under HKCU\Software\Tigris.org\Subversion\Config.
Once you set this up, you will never accidently add these files to your repository, nor will the files show up as ? in your svn stat commands. If your repository already has these files, it probably won't hurt to leave them there as they are, but changes and modifications to the files will be ignored in the future.
To set this up on a per-project basis (which will effect anyone checking out the project), you would add the svn:ignore property to the project directories where files are likely to be stored. For example, to exclude a directory named build from the top-level of your project, you would do something like this:
svn propset svn:ignore 'build' .
svn commit -m 'project ignores build directory' .
From now on, the build directory in your project will be ignored by subversion. For more on this, see the documentation at http://subversion.tigris.org/ or issue the svn help command for more information.
EDIT: Added more based on comment... dunno how I missed that part of the original question!! Sorry :)
Unfortunately, removing the files that you now want ignored from the repository is a manual process, although, if you know exactly which files they are, you could write a little script that people having this problem could run (in the future, the svn:ignore property would keep them from ever having to repeat it, and it has the advantage of being able to be easily modified when the need arises).
To remove the files that you don't want from the repository, but keep the local files around, follow these steps:
svn rm --keep-local filenamesvn rm command for each file, commit your working copy.Because this may have the side-effect of deleting files from people's current working copies if they haven't updated their config files, I highly recommend using the svn:ignore property on the repository directories. That way, when people update, they won't unexpectedly have files deleted because they haven't modified their global-ignores parameter yet.
I was able to do this by using the tortoise SVN tool. They provide a GUI right-click option named: "Delete and add to ignore list"
svn remove filename
ignoring: svn propset svn:ignore filename|pattern
see also: http://sdesmedt.wordpress.com/2006/12/10/how-to-make-subversion-ignore-files-and-folders/
Thanks for this answer exactly what I needed. One thought on the final script outlined above, wouldn't it be better in your script to do a svn export instead of cp -R? That way you'd get clean folders without any of the .svn folders.
e.g.
$REMOVE=".settings"
svn export "$REMOVE" /tmp/ && \
svn rm "$REMOVE" && \
svn commit -m "Moving to ignore list" "$REMOVE" && \
mv "/tmp/$REMOVE" .
Anyway just a thought ...
If you want them gone forever (or till you add them yourself back), you svn rm them, commi that and add them to .svnignore.
I'd like to know how to get Subversion to change the name that my changes appear under.
I'm just starting to use Subversion. I'm currently using it to version control code on an XP laptop where I'm always logged in under my wife's name. I'd like the subversion DB to show the changes under my name.
Later on I'll replicate the DB so it is accessible to the whole house. My wife uses the office computer where she is always logged in under my name. I'll probably set it up so that it automatically checks in modified documents... preferably under her name.
Eventually I'll probably be using it from a linux machine under another username.
Is there some way to modify the user environment to change the user name that Subversion calls you? I'd expect something like setting SVN_USERNAME='Mark' which would override however it usually gets the name.
Update: It looks like the --username flag that Michael referred to does work to change the name reported by "svn stat", even for local file: repositories. In addition, it is sticky so you don't need to specify it for the next command. I even rebooted and it still used the "--username" value from my previous boot.
Thanks to Michael Ratanaphintha who answered my question in two minutes! Thanks also Kamil who raised an important aspect which fortunately turned out to not be a problem. And thanks to all those who answered and contributed.
Most Subversion commands take the --username option to specify the username you want to use to the repository. Subversion remembers the last repository username and password used in each working copy, which means, among other things, that if you use svn checkout --username myuser you never need to specify the username again.
EDIT: As Kamil Kisiel says, when Subversion is accessing the repository directly off the file system, it uses your file system permissions to access the repository. (When you connect via SSH tunneling, SVN uses your FS permissions on the server, as determined by your SSH login.) So svn checkout --username may not work for your repository.
for svn over ssh try:
svn list svn+ssh://user_name@server_name/path_to_repo
it will prompt for the user_name's password.
I believe if you use the file:// method to access your subversion repository, your changes are always performed under the user which accesses the repository. You need to use a method that supports authentication such as http:// or svn://.
See http://svnbook.red-bean.com/en/1.5/svn-book.html#svn.serverconfig.choosing
Using Subversion with either the Apache module or svnserve, I've been able to perform operations as multiple users using --username.
Each time you invoke a Subversion command as a 'new' user, your $HOME/.subversion/auth/<authentication-method>/ dir will have a new entry cached for that user (assuming you are able to authenticate with the correct password or authentication method for the server you are contacting as that particular user).
Subversion usually asks me for my "Subversion username" if it fails using my logged in username. So, when I am lazy (usually) I'll just let it ask me for my password and I'll hit enter, and wait for the username prompt and use my Subversion username.
Otherwise, Michael's solution is a good way to specify the username right off.
"svn co --username=yourUserName --password=yourpassword http://path-to-your-svn"
worked for me when on another user account. You will be prompted to enter username/password again though. You need to login like the above once and you are all set for the subsequent times(Unless you restart your machine).
Thanks guys!
TortoiseSVN always prompts for username. (unless you tell it not to)
You can setup a default username via ~/.subversion/servers:
[groups]
yourgroupname = svn.example.com
[yourgroupname]
username = yourusername
Please be aware that older versions of svn do not support it (e.g. 1.3.1 [sic!]).
I believe you can set the SVN_USER environment variable to change your SVN username.
At my workplace we have one large Subversion repository which holds about 100 projects. Some projects use each other through svn:externals. Usually all people have read+write access to everything, but sometimes external people and interns have only restricted read/write access to some custom folders so they don't get our crown jewels.
How would you structure this in git? Each Project its own repository? how can you reuse code? Can you somehow implement access rights?
Structure: Yes, 1 project per repository. Git is designed for it to work this way and it does it quite nicely.
Reusing Code: Use git submodules (very similar to svn:externals, only better)
Access rights: Yes, access control is often built around ssh and public keys. If you want to host it yourself, try gitosis, but I actually highly recommend a hosted solution, like GitHub.
I would use a single git repo, if you don't need to restrict read access.
Structure: filesystem hierarchy
Reusing code: trough the build system
Access rights: write access is patch merging. It can be controlled by script or best, by a designed person. If you have like 3 projects, each has a project manager who is responsible for merging code in the main branch. Remember, this is how linux works and git is especially well tailored for that scenario.
Why use a single repo ?
The main reason is regarding code divergence. Let's say you have that 3 projects and some shared libraries. Team A needs to adapt libXY's interface and commits the code, with two scenarios:
Submodules: Team B and C will then have to update their submodule and report to Team A if the changes broke their code. They can also update the code themselves, but then Team A might also have some code breakage.
One-big-repo: Team A changes the code until all tests pass. Changes gets merged upstream and everybody is happy.
Running all tests in scenario one is also possible, but then, it's the same as if you have one repo since you had to checkout all code.
This is my point of view. Maybe you have some big assets in a repo you don't want everybody to checkout because they take like 2GB. Maybe your code base is so big that the overhea doesn't matter.
But I believe that unless you are Google, IBM, ... the overhead you'll pay to manage multiple repos will be too big and make you loose time you could have spend on more productive things.
Cheers, zimbatm
I messed up on my SVN repository and now need to revert the entire repository from revision 28 to 24 and don't want to deal with diffs or conflicts. Is there a quick and simple way to do this? I've been able to revert back single files before fine with the merge command - but in this instance it wants to add all of the files back into the repository from revision 28 when all I really want to do is delete them.
I am using the command line on a linux box (bash).
Thanks
EDIT
Thanks for all of the help! I fixed it by:
svnadmin create /svnroot/<repo>.fixed
svnadmin dump -r 1:24 /svnroot/<repo> --incremental > dump.svn
svnadmin load /svnroot/<repo>.fixed < dump.svn
Then putting the old repo in a backup location and moving the repo.fixed to repo.
Thanks again!
Check out svnadmin dump/load. It creates a text file with every version of your files. It may be possible to delete everything above/below a certain point and re-import it.
See for instance Migrating Repository Data Elsewhere
A "reverse" merge may be what you need. See "undoing changes" section of svn book.
E.g. svn merge -r 28:24 [path to svn]
If you really need to wipe 'evidence' that the files ever existed, you need to do the svndump/svnload actions described above.
In a 'normal' situation, where you made a mistake, you need to use reverse merge. This make sure that undoing the changes after r24 can also be reverted, diffed, etc.
The command below should work to undo your changes (you need to commit the result of the merge to reflect the merge in the repository)
svn merge -r 28:24
If you have access to the SVN server, you can just edit path/db/current, put the old revision number you want to revert to (here: 24) there, and remove no longer needed revision files (i.e. 25, 26, 27, 28) from path/db/revs/0/. At least this worked for me today, after I had accidentally removed a directory in the repository.
If you really want to completely remove files from the repository, you need to do an svndump into a file, filter out the revs and/or file paths you don't want, make a new repo, and svnload the filtered dump into the new repository. You'll want to carefully read the SVN book section on repository maintenance before you do any of this, and make sure you don't remove the existing repo until you're sure the new one has the stuff you want.
If the folder structure of your application hasn't changed, checkout the old revision and replace the .svn folders from the latest revision into the checked out old revision. Now you can commit the "older" version.
You can do a new checkout of a particular revision. http://svnbook.red-bean.com/en/1.1/re04.html
svn co path/to/my/repo -r 24
I hate to say this, but that is a situation where I've found myself using backups of my svn repository.
Can you copy files of a certain revision to a new directory within the repository?
here is how I would start to do it. Brutal, yes, but its the only thing guaranteed to completely ignore collisions and keep revisions history intact.
cd /scratchdir
svn co -r good svn://repository
cd /hosed_project
svn up -r HEAD
cat >> /tmp/cp.sh
ORIG=$1
TARG=$( echo $ORIG | sed 's/\/scratchdir\///' );
cp $ORIG /hosed_project/$TARG;
^D
chmod u+x /tmp/cp.sh
find /scratchdir -not -wholename "*/.svn*" -exec /tmp/cp.sh {} \;
Note, this is not the "normal" way IMO, the normal way is to create a branch from an old version, and then merge that branch back in to the head. ( at least, that's how It used to work )
Edit: the above code is untested, do NOT run it verbatim
If you do not avail admin rights then you cannot obliterate any old revisions BUT you can still hide them extremely well with just one amazingly simple "svn copy" command (nickf and JesperE already mentioned this but in a rather cryptic way)
svn delete protocol://svnserver/some/resource
svn copy protocol://svnserver/some/resource@24 protocol://svnserver/some/resource
And that's it, revisions 25 to 28 have completely disappeared from svn log. It's not a hack at all, it is a safe and (barely...) documented feature.
If "resource" is a directory then you must strip it from the last URL:
svn copy protocol://svnserver/some/directory@24 protocol://svnserver/some/
(otherwise you would copy it inside itself)
Quoting first answer:
I have done that already, but it refuses to commit back to the repository as a new revision. Is it possible to do that? I.e. make revision 29 to a copy of revision 24?
Example:
Rev 100 all is working great
Rev 101 somebody really corrupted the dir structure and / or merged in bad changes, etc.
Rev 102 You delete /trunk
Rev 103 You copy /trunk@100 to HEAD
You now have a /trunk that reflects only Rev 100 and 103. Not 101 or 102.
svn del svn://[RepoName]/trunk -m "removing issue in HEAD"
svn copy svn://[RepoName]/trunk@100 svn://[RepoName]/trunk -m "Copy of correct revision of trunk to HEAD"
I'm not entirely sure if this work as I haven't used it in a live production yet, but I just now tried on a test repository (I copied one of my production ones) and it seems to work.
When you're in your repository, use the following command:
svn update -r 24 trunk
Where 24 is the revision number, and trunk is the file/folder you'd like to update (or restore, in this case) to said revision number.
In my test, several files were updated and (re-)added, and after doing a commit I did not receive any warnings whatsoever. I then modified a file with some dummy text and tried yet another commit, and only said file popped up on the modified list. So it seems to work rather well!
Again, I didn't use this before in live productions, so if I'm wrong please advice. I'd love to know if this is the way to go, too, because I can see myself needing this in the (near) future.
-Dave
If I delete a file in Subversion, how can I look at it's history and contents? If I try to do svn cat or svn log on a nonexistent file, it complains that the file doesn't exist.
Also, if I wanted to resurrect the file, should I just svn add it back?
(I asked specifically about Subversion, but I'd also like to hear about how Bazaar, Mercurial, and Git handle this case, too.)
When you want to look at old files you really should know the difference between:
svn cat http://server/svn/project/file -r 1234
and
svn cat http://server/svn/project/file@1234
The first version looks at the path that is now available as http://server/svn/project/file and retrieves that file as it was in revision 1234. (So this syntax does not work after a file delete).
The second syntax gets the file that was available as http://server/svn/project/file in revision 1234. So this syntax DOES work on deleted files.
You can even combine these methods to retrieve a file that was available in revision 2345 as http://server/svn/project/file but with the contents as it had in 1234 with:
svn cat http://server/svn/project/file@2345 -r 1234
It's nothing particularly special in git. If you know the name of the file, you can find out the change that removed it with log:
git log -n 1 -- filename
Then you can use that commit to get the file as it existed before the deletion.
git checkout [last_revision]^ filename
dhcp-120:/tmp/slosh 587% ls -l slosh.tac
ls: slosh.tac: No such file or directory
dhcp-120:/tmp/slosh 588% git log -n 1 -- slosh.tac
commit 8d4a1f1a94e4aa37c1cb9d329a140d08eec1b587
Author: Dustin Sallings <dustin@spy.net>
Date: Mon Dec 15 11:25:00 2008 -0800
Get rid of a .conf and replace it with .tac.
dhcp-120:/tmp/slosh 589% git checkout 8d4a1f^ slosh.tac
dhcp-120:/tmp/slosh 590% ll slosh.tac
-rw------- 1 dustin wheel 822 Dec 30 12:52 slosh.tac
Note that this does not actually put the file back in revision control. It simply drops the file as it existed in its final state into the current location. You can then add it or just inspect it or whatever from that point.
First, find the revision number where the file got deleted:
svn log -v > log.txt
Then look in log.txt (not an SVN guru, so I don't know a better way) for a line with
D <deleted file>
and see which revision that was. Then, as in the other answers, resurrect the file using the previous revision.
To get the log of a deleted file, use
svn log -r lastrevisionthefileexisted
If you want to resurrect the file and keep its version history, use
svn copy url/of/file@lastrevisionthefileexisted -r lastrevisionthefileexisted path/to/workingcopy/file
If you just want the file content but unversioned (e.g., for a quick inspection), use
svn cat url/of/file@lastrevisionthefileexisted -r latrevisionthefileexisted > file
In any case, DO NOT use 'svn up' to get a deleted file back!
In addition to Dustin's answer, if you just want to examine the contents, and not check it out, in his example you can do:
$ git show 8d4a1f^:slosh.tac
the : separates a revision and a path in that revision, effectively asking for a specific path at a specific revision.
You would need to specify a revision.
svn log -r <revision> <deleted file>
Ah, since I am learning to use Bazaar, it is something I tried. Without success, it appears you cannot log and annotate removed files currently... :-(
Tried:
> bzr log -r 3 Stuff/ErrorParser.hta
bzr: ERROR: Path does not have any revision history: Stuff/ErrorParser.hta
but curiously (and fortuntely) I can do:
> bzr cat -r 3 Stuff/ErrorParser.hta
and:
> bzr diff -r 2..3 Stuff/ErrorParser.hta
and as suggested in the bug above:
> bzr log -v | grep -B 1 ErrorParser
(adjust B parameter as needed).
A solution using only the GUI:
If you know the name of the file, but don't know its last revision number or even its path:
This will then show only those revisions where the file was added/modified/deleted. This is your history of the file.
Note that if the file was deleted by deleting one of its parent folders, it won't have a 'deleted' entry in the log (and so mjy's solution won't work). In this case, its most recent entry in the filtered log will correspond to its contents at deletion.
If I first delete a file and then add a modification of it back again I would like to see in the log the entry of the revision where it got deleted and the entry where it got added back.
Why would I delete files and add them back ? Because this is how software can be updated: delete the old release and add back the new release.
Apparently this is not easy or even possible in subversion. In perforce it is no problem. I remember but I am not completely sure that this is also possible in CVS and Clearcase.
If you're wanting to look at the history of a file prior to it being renamed, then as mentioned in a comment here you can use
git log --follow -- current_file_name
The poster has actually asked 3 questions here:
All the answers I see here are for questions 2 and 3.
The answer to question 1 is:
svn log http://server/svn/project/file@1234
You still need to get the revision number for when the file last existed, which is clearly answered by others here.
I'm using Subversion 1.4.6. I cannot upgrade to version 1.5 right now.
The situation:
The trunk has a lot of structural changes (i.e. moving files around, mostly).
I have a branch that was recently merged from the trunk, but before the major changes.
What is the best way to merge the trunk to the branch?
What I had in mind:
First carefully merge the branch to the trunk, by merging only the modified files in the branch to the trunk.
Copy the trunk to the branch. What is the best way to do this without losing the branch history? Should I deprecate the branch and create a new one?
Thanks
[EDIT]
Okay, it looks like I didn't given SVN enough credit. It's smart enough after all. I was just put off by the output of "D" and "A", but in the background it did a move.
Is there something that prevents you from merging all revisions on trunk since the last merge?
svn merge -rLastRevisionMergedFromTrunkToBranch:HEAD url/of/trunk path/to/branch/wc
should work just fine. At least if you want to merge all changes on trunk to your branch.
Last revision merged from trunk to branch can be found by running this command inside the working copy directory:
svn log -v --stop-on-copy
We have a rails application in subversion that we deploy with Capistrano but have noticed that we can access the files in '/.svn', which presents a security concern.
I wanted to know what the best way to do this. A few ideas:
I don't really like the idea of deleting the folders or using svn export, since I would like to keep the 'svn info' around.
The best option is to use Apache configuration.
Using htaccess or global configuration depends mainly on if you control your server.
If you do, you can use something like
If you don't, you can do something similar in .htaccess files with FilesMatch
One other way to protect the .svn files would be to use a redirect in the Apache config:
RedirectMatch 404 /\\.svn(/|$)
So instead of getting a 403 forbidden (and providing clues to would be attackers) you get a 404, which is what we would expect when randomly typing in paths.
I do not like the idea of 404ing each file startig wit a dot. I'd use a more selective approach, either with the cvs I'm using in the project (svn in the example)
RedirectMatch 404 /\\.svn(/|$)
or a catch all cvs systems
RedirectMatch 404 /\\.(svn|git|hg|bzr|cvs)(/|$)
-- outdated answer follows (see comments) --
I cant write comments yet so... The answer of csexton is incorrect, because an user cannot access the .svn folder, but can access any files inside it ! e.g. you can access http://myserver.com/.svn/entries
The correct rule is
RedirectMatch 404 /\\.svn(/.*|$)
I think Riccardo Galli got it right. Even apache already had .svn setup as forbidden for me, but .svn/entries was certainly available...exposing my svn server, port number, usernames, etc.
I actually figure, why not restrict .git as a preventative measure (say you don't use git yet but may someday at which time you will not be thinking about directory restrictions).
And then I thought, why not restrict everything that should be hidden anyway? Can anyone conceive of a problem with this?
RedirectMatch 404 /\\..*(/.*|$)
I added the '.*' after the initial period - only difference from Riccardo. Seems to 404 .svn, .git, .blah, etc.
A RedirectMatch will respond with a 404, which is great.
However, if "Options +Indexes" is enabled, then users will still be able to see the '.svn' directory from the Parent directory.
Users won't be able to enter the directory-- this is where the '404 Not Found' comes in. However, they will be able to see the directory and provide clues to would be attackers.
I seems to me, Apache conf should be :
<Directory ~ "\.svn">
Order allow,deny
Deny from all
</Directory>
I'm not all that fond of RewriteMatch, so I used a RewriteRule instead:
RewriteRule /\..*(/.*|$) - [R=404,L]
The hyphen means "don't do any substitution". I also could not figure out why, in the examples above, the regex had two backslashes:
/\\..*(/.*|$)
So I took one out and it works fine. I can't figure out why you would use two there. Someone care to enlighten me?
Create a access rights file in your subversion server installation.
e.g if you folder structure is
/svn
/svn/rights/svnauth.conf
create a configuration file and enter the path of that file in your apache subversion configuration file which you would normally find at /etc/httpd/conf.d/subversion.conf
In your svnauth.conf file define the rights as :
[foo.com:/trunk/source]
dev1=rw
dev2=rw .....
This way you can control the access rights from one single file and at much granular level.
For more information peruse through the svn red book.
I have a repository which I have already cloned from SVN. I've been doing some work in this repository in its Git form and I would hate to lose that structure by cloning again. However, when I originally cloned the repository, I failed to correctly specify the svn.authors property (or a semantically-similar option). Is there any way I can specify the SVN author mappings now that the repository is fully Git-ified? Preferably, I would like to correct all of the old commit authors to represent the Git author rather than the raw SVN username.
Start out by seeing what you've got to clean up:
git shortlog -s
For each one of those names, create an entry in a script that looks like this (assuming you want all the authors and committers to be the same):
#!/bin/sh
git filter-branch --env-filter '
n=$GIT_AUTHOR_NAME
m=$GIT_AUTHOR_EMAIL
case ${GIT_AUTHOR_NAME} in
user1) n="User One" ; m="user1@example.com" ;;
"User Two") n="User Two" ; m="user2@example.com" ;;
esac
export GIT_AUTHOR_NAME="$n"
export GIT_AUTHOR_EMAIL="$m"
export GIT_COMMITTER_NAME="$n"
export GIT_COMMITTER_EMAIL="$m"
'
That's basically the script I used for a large rewrite recently that was very much as you described (except I had large numbers of authors).
edit Use ? pointed out a quoting problem in my script. Thanks!
git filter-branch can be used to rewrite large chunks of history.
In this case, you would probably do something like (totally untested):
git filter-branch --env-filter '
GIT_AUTHOR_NAME=`echo "${GIT_AUTHOR_NAME}" | sed -e "s/svnname1/Right Name/; s/svnname2/Correct Name/"`
GIT_COMMITTER_NAME=`echo "${GIT_COMMITTER_NAME}" | sed -e "s/svnname1/Right Name/; s/svnname2/Correct Name/"`
GIT_AUTHOR_EMAIL=`echo "${GIT_AUTHOR_EMAIL}" | sed -e "s/svnname1/m@i.l/; s/svnname2/correct.name@e.mail/"`
GIT_COMMITTER_EMAIL=`echo "${GIT_COMMITTER_EMAIL}" | sed -e "s/svnname1/m@i.l/; s/svnname2/correct.name@e.mail/"`
'
As always, the following applies: in order to rewrite history, you need a conspiracy.
You probably want to look into git-filter-branch, specifically the --commit-filter option. This command is a powerful chainsaw that can rewrite your entire repository history, changing whatever you might want to change.
Note that when you do this, you should pull new clones from the updated repository since the SHA1 hashes of every commit may have changed.
I have an svn repository where I have trunk and a branch.
I intend to merge the trunk into the branch at regular intervals, however, when I do this I see many property status changes, in additional to actual file content changes.
On further investigation the property changes are mergeinfo properties. I wouldn't expect this because we always branch and merge from the top root level.
I used the svn propdel command and removed all mergeinfo properties from the branch WC (then reverted the change on the root) before merging trunk in, and the problem went away.
So the question is, how did my branch get all these mergeinfo changes in it at sub-directory levels?
Subversion 1.5.x adds a lot of svn:mergeinfo properties, even on files/folders which you think have nothing to do with the merge. But Subversion still uses those to reduce the merge time for subsequent merges.
If you don't like those, you can safely remove those modified/added svn:mergeinfo properties from all files/folders which were not part of the merge (leave it on the working copy root and the files/folders that got changes from the merge).
Subversion 1.6 will have those svn:mergeinfo properties reduced a lot if everything goes as planned with the 1.6 release.
Although this is quite an old question, I just thought that I would add that at least one part of this bug was fixed in subversion 1.5.5. From the 1.5.5 CHANGES file:
do not create mergeinfo for wc-wc moves or copies (r34184, -585)
That is, there was a bug in svn prior to 1.5 where it would create mergeinfo entries that it didn't use, and were superfluous.
I want to know how to simply publish over http = much like Mercurial's hg serve! On the Windows/work box do this:
git serve
and then on the Linux box SIMPLY go:
git clone http://project project
finished.
Navigate into your project and start git-daemon with the following switches:
cd project
git daemon --reuseaddr --base-path=. --export-all --verbose
This tells git-daemon to serve up all projects inside the current directory (which I assume is the project directory containing the .git/ folder). It also tells it to re-use the same address if you shut it down and start it back up too fast.
You can put this into a batch script with an easy to remember name like "gitserve", so you don't need to type it all out again. (or see the bottom of this answer for another approach)
Also, git-daemon uses the git:// protocol for transport, so on the linux box you need to do:
git clone git://123.456.789.111/.git project
As suggested in some of the comments; in recent versions of Git you can add an alias to the Git config, instead of using a batch script: https://git.wiki.kernel.org/articles/a/l/i/Aliases.html#Serve_repo_on_the_spot
Rather than write your own batch script, use gitjour. It knows how to start git daemon correctly and will broadcast the clone URL via mDNS so you can do gitjour show on the linux box and copy and paste.
Also a good article with an overview of gitjour and a number of other similar tools from Dr. Nic, What is *jour and why they are killer apps for RailsCamp08.
If you just want to expose the repository with a web browser
$ git instaweb -d apache2 --start
$ lynx localhost:1234
When I first setup the SVN structure for my different projects, I decided to place each different project in a separate repository.
This has worked well for a while, but I'm staring to think that I would like to merge all of those repositories into one overall "company-wide" repository so when I have employees check out the source code, they can just checkout from the top and have all the code from all the different projects.
I found the svn-merge-repos command online, but not a lot of user feedback or helpful tips for using it. Is this the best way to join repositories so I don't loose my history data, or is there a better way? Are there any pitfalls that I should watch out for?
Thanks.
Please please please don't force your users to checkout an entire repository to get things to build. This is harking back to the old sourcesafe model and it wasn't good then.
Having one repository per project is fine. If project1 needs code from project2, add an "svn:externals" property to the trunk of project1 which brings project2 into a sensible place under project1's directory. If project2 needs project3's code, it too can have an external property and bring the code in underneath it.
It's actually best if the externals references always points to a tag or a specific revision, but I'll let you off pointing to trunk if you avoid the "one huge projectspace" issue.
If you work with externals, anyone can just checkout the project they want and automatically get all the dependencies and just build away - just as you want. All their code is self-contained in a single working directory that contains just what they need, they can checkout multiple versions of multiple projects into separate working directories without wasting space and still keep track of what the hell is going on.
It may require some minor refactoring of your workspace if project1 expects to find project2 outside of it's project folder rather than inside, but that's a minor tweak in the grand scheme of things.
If you really have your heart set on a single repository, that's fine too (that's what we use at my workplace, and at home, come to think of it), however do ensure that you have a structure where each project has its own tags, trunk & branches folders, and that checking out the trunk of project1 is all you need to do to get the code for project1 to build.
Finally, if you really need a funky layout for your projects, you can add an extra single repository, which is basically a meta-repository. This repository will contain 1 directory per top level project (with trunk tags & branches), and using externals, reference all the other projects and build the funky workspace in exactly the way you'd expect.
This way, by adding the extra repository, you get all the benefits of checking out and building in one step and at least stand a chance of managing situations where changes required for project1 break project3 because of code shared with project2, and you suddenly need to get an emergency fix out for project3.
I recently had to do something similar and what I did was, in essence:
* svnadmin create X:\Repositories\RepositoryC
* svn mkdir http://localhost:8080/svn/RepositoryC/branches --message "Added the branches folder."
* svn mkdir http://localhost:8080/svn/RepositoryC/tags --message "Added the tags folder."
* svn mkdir http://localhost:8080/svn/RepositoryC/trunk --message "Added the trunk folder."
* svn mkdir http://localhost:8080/svn/RepositoryC/trunk/A --message "Added the trunk\A folder."
* svn mkdir http://localhost:8080/svn/RepositoryC/trunk/B --message "Added the trunk\B folder."
* svn checkout http://localhost:8080/svn/RepositoryC RepositoryC
* svnadmin dump X:\Repositories\RepositoryA > RepositoryA.dmp
* svnadmin dump X:\Repositories\RepositoryB > RepositoryB.dmp
* svnadmin load X:\Repositories\RepositoryC --parent-dir trunk\A < RepositoryA.dmp
* svnadmin load X:\Repositories\RepositoryC --parent-dir trunk\B < RepositoryB.dmp
* svn checkout http://localhost:8080/svn/RepositoryC RepositoryC
NB: The above code assumes that on the machine that hosts your Subversion repositories, the repositories exist on X:\Repositories and the URL to the Subversion server is http://localhost:8080 and the one is in the working folder.
At this point you will end up with RepositoryC that has RepositoryA and RepositoryB in it under trunk\A and trunk\B respectively, and most importantly, your change history will have been maintained for RepositoryA as well as RepositoryB. Your working folder with also contain a folder called RepositoryC that contains a checkout out the RepositoryC.
You can now move things around in RepositoryC to unify the project structures of the two repositories RepositoryA and RepositoryB.
You can use svn-merge-repos.pl, or you can merge several repository dumps with SvnDumpTool merge, and then load the resulting dump with svnadmin load --ignore-uuid.
Be aware that all revisions will be renumbered.
Check the merge section of SvnDumpTool readme.
If you just want the repositories to look unified, you can use the svn:externals property, so that a single checkout will pull in code from all of the existing repos.
Don't do that. As @KeithB says, referencing them using svn:externals should be fine.
It's better to maintain each project on it's own repository, so you can archive old projects easily, and also for a better integrity.
For example, the apache foundation maintains a single repository for all it's projects (I don't know if it is replicated from other repos or it is the live one). Right now, it's history weights 700k+ revisions. I wouldn't like to see this monster getting damaged.
I got quite a few questions about the same topic here on SO. But could not get an useful answer. And none of these questions talk about the exact problem I have. So I thought adding one more question here is ok. Please do not close this as a duplicate !
Recently our svn server was changed and we did a svn switch. Since the working copy had a huge amount of unversioned resources, the working copy got locked and we started switching folder by folder for all folders under svn, which works perfectly fine.
But at the top most level of the repository, when I try to update files, I get the svn: Working copy '.' locked error and cleanup is not helping either. When I do cleanup, I get errors like these - svn: 'content' is not a working copy directory
Fresh checkout is NOT an option at all. Are there any other ways to cleanup and release the locks and do the switch completely ?
EDIT: The last paragraph in JesperE's answer
If you get a "not a working copy" when doing a recursive "svn cleanup" my guess is that you have a directory which should be a working copy (i.e. the .svn directory at the toplevel says so), but it is missing its own .svn directory. In that case, you could try to just remove/move that directory and then do a local update
seems to be the solution to the problem in the repository. I have identified those folders and did a fresh checkout of those specific folders alone and wow, the locks are released in the subsequent cleanup! Thanks a lot JesperE !!
But, I still cannot figure out the svn switch error which now reads something like,
svn: The repository at 'svn://repourl/reponame/foldername' has uuid 'm/reponame', but the WC has 'b5b39681-0ff6-784b-ad26-2846b9ea8e7d'
Any ideas ?
If you get a "not a working copy" when doing a recursive "svn cleanup" my guess is that you have a directory which should be a working copy (i.e. the .svn directory at the toplevel says so), but it is missing its own .svn directory. In that case, you could try to just remove/move that directory and then do a local update (i.e. "rm -rf content; svn checkout content").
If you get a "not a working copy" error, it means (as I'm sure you know) that Subversion cannot find a proper .svn directory in there. Is there a .svn directory in "contents"? (That is the kind of information you have to provide in order to people to be able to troubleshoot the issue. Remember that we do not have access to your setup, so you have to explain it is such detail that we can figure out from your description whats wrong.)
Often when you can't accept an obvious answer (fresh checkout), it is a good idea to explain why. I can't think of a reason why a fresh checkout would never be an option.
I got into a similar situation (svn: 'papers' is not a working copy directory) a different way, so I thought I'd post my battle story (simplified):
$ svn add papers
svn: Can't create directory 'papers/.svn': Permission denied
Oops! fix permissions... then:
$ svn add papers
svn: warning: 'papers' is already under version control
$ svn st
~ papers
$ svn cleanup
svn: 'papers' is not a working copy directory
And even moving papers out of the way and running svn up (which worked for the OP) didn't fix it. Here's what I did:
$ mv papers papers_
$ svn cleanup
$ svn revert papers
Reverted 'papers'
$ mv papers_/ papers
$ svn add papers
That worked.
I solved it by
In my case the problem was due to deleted .svn-files.
Workaround: Rename directory which is not 'working copy' Checkout/update/restore this directory again Move files from renamed directory to new Commit changes
Reason: You made some changes to some files under .svn directory, this breaks 'working copy'
If you created a file inside a new directory, instead of 'svn add newdir/newfile' use 'svn add newdir' because you need to add the directory. All the files inside the directory will be added by default.
svn: The repository at 'svn://repourl/reponame/foldername' has uuid 'm/reponame', but the WC has 'b5b39681-0ff6-784b-ad26-2846b9ea8e7d'
Every subversion repo has a unique identifier (uuid). Subversion uses this to make sure that the repo is actually the same when doing things like switching. You should probably change the uuid on the server to be the same as before.
Could it be a working copy format mismatch? It changed between svn 1.4 and 1.5 and newer tools automatically convert the format, but then the older ones no longer work with the converted copy.
You must have deleted a SVN - base file from your project (which are read-only files). Due to this you get this error.
Check out a fresh project again, merge the changes (if any) of your older SVN project with new one using "Winmerge" and commit the changes in your latest check out.
@JesperE mentions that you need to change the uuid. The following should help you achieve this.
On SVN 1.5+, you can do svnadmin setuuid; you can then check that it's been set correctly using svnlook uuid. On earlier versions of SVN, it's a harder process. See http://chestofbooks.com/computers/revision-control/subversion-svn/Managing-Repository-UUIDs-Reposadmin-Maint-Uuids.html
Additionally the UUID of "m/reponame" looks suspicious. I believe it should be a hex-formatted number like the working copy's, so maybe this action will improve things all round :-)
[I originally commented on @JesperE's answer, but created this answer to make it more obvious to people and more helpful for Google. I've since removed my comments. ]
I just got "not a working copy", and for me the reason was the Automouter on Unix. Just a fresh "cd /path/to/work/directory" did the trick.
Same, I needed to update a 'contrib' folder:
I my case too the problem was due to deleted .svn folders.
Solved.
Can you recommend any tool to migrate sources(with history) from TFS to SVN?
Have you looked at tfs2svn?
tfs2svn is a Windows application that converts a Team Foundation Server (TFS) repository into a Subversion (SVN) repository, preserving the history, branches, and commit information.
We are migrating TFS 2010 collections into svn. To make it work for us I needed to download and modify the source of TFS2SVN so that it understood the collections we had made.
At the moment I just hard coded the values because we are only going to use this twice. We modified tfs2svn\trunk\Colyar.SourceControl.Tfs2Svn\Tfs2SvnConverter.cs as follows
public Tfs2SvnConverter(string tfsPath, string svnPath, bool createSvnFileRepository, int fromChangeset, string workingCopyPath, string svnBinFolder, bool doInitialCheckout, string tfsUsername, string tfsPassword, string tfsDomain)
{
ParsePaths(tfsPath, svnPath);
this._tfsServer = "http://<tfs domain>:8080/tfs/<team project collection name>";
this._tfsRepository = "<remote source location>"; // "$/<team project name>/..."
//this._tfsExporter = new TfsExporter(this._tfsServer, this._tfsRepository, workingCopyPath, fromChangeset, tfsUsername, tfsPassword, tfsDomain);
TfsClient.Provider.Connect(this._tfsServer, this._tfsRepository, workingCopyPath, fromChangeset, tfsUsername, tfsPassword, tfsDomain);
this._svnImporter = new SvnImporter(this._svnRepository, workingCopyPath, svnBinFolder);
_createSvnFileRepository = createSvnFileRepository;
_doInitialCheckout = doInitialCheckout;
_workingCopyPath = workingCopyPath;
HookupTfsExporterEventHandlers();
}
I'm new to this SCM, but since SVN is gaining popularity I was going to give it a try.
Things I noticed:
The whole thing is rather confusing and I got no idea where to start. I'm using Delphi and would like to use it to store my source files.
Update 1: Seems I got it working using the "file:///" protocol, thanks. Now, how do I configure it as a server with client PCs.
Here's a great guide for integrating TortoiseSVN with Delphi's "Tools" menu.
This site shows how to add the following into the IDE:
"c:/program files/tortoisesvn/bin/tortoiseproc.exe" /command:%1 /path:%2 /notempfile
Then create the Tools items with:
Program: c:\windows\system32\cmd.exe
Parameters: /C C:\SvnPas\Utils\Batch\SvnCmd.Bat diff $EDNAME $SAVEALL
This is the fastest way to do get started
Download, install and setup VisualSVN Server. It's free and well integrated into windows. (5 min)
Add users and groups; create your repository. (2 min)
Download and install TortoiseSVN client. It's free and well integrated into windows (5 min)
Make a dir, right clik -> "SVN Checkout"; Enter your rep on your SVN server. Copy files in that dir; right click -> "SVN Commit"; (2 min)
Right clik on DCU file; rigth click -> "Add to ignore list" -> "*.dcu"; You can ignore DSK, DOF, CFG, LOCAL extensions.
Work on your project; do SVN Commit from time to time; read more abut SVN.
If you want to fetch what other people changed: right click -> "SVN Updte".
Hope it helps.
Just use TortoiseSVN and do an initial import to a repository. A Practical Guide is available here.
SVN is only the backbone of the SCM, no front-end?
Basically, SVN is a console application. If you don't like to type all the commands in console, use a SVN front-end.
Why is there several versions of Windows Binaries? Tigris? SlikSVN? VisualSVN?
Each of them customize SVN installation. For example, VisualSVN Server installs SVN + Apache on Windows, by asking you a few questions in wizards, and configures SVN and Apache based on your answers automatically.
Do I need a Web Server like Apache in order to use SVN?
No, it is not necessary.
There's dozens of front-end, Tortoise, WinSVN, etc... Which one is recommended?
In my opinion, for Windows, TortoiseSVN is the best.
The whole thing is rather confusing and I got no idea where to start. I'm using Delphi and would like to use it to store my source files. First of all, take a look at SVN Help which is published as an electronic book, and explains things very well. If you are using TortoiseSVN, I recommend you reading its help file, because it integrates SVN help into its help file.
For Delphi integration, you can use TSVNWizard which is an open-source Delphi expert bringing TortoiseSVN interface into Delphi IDE: http://delphiaddinfortortoisesvn.tigris.org/tsvnWizard.pas
1) SVN comes with a commandline UI. There are several GUIs. http://tortoisesvn.tigris.org/ is the most popular and integrates with Windows Explorer.
2) It is open source. Anyone can modify or bundle it different.
3) No, you can connect to SVN is different ways. One of them is through HTTP which does require Apache.
4) http://tortoisesvn.tigris.org/ if you want one outside of Delphi. http://delphiaddinfortortoisesvn.tigris.org/ is a simple Delphi IDE Plugin for SVN. A more advanced one is https://sourceforge.net/projects/delphisvn/
Basically: use svnserve to serve up other PC's without installing apache.
More elaborately:
I've been looking into using a type of SCM and Delphi myself. I decided to use Subversion and TortoiseSVN (a client for SVN). Here's how I made it work.
A newbie such as myself should first get a grasp of some fundamental concepts concerning subversion. Read Chapter 1 of the subversion book (freely available online). Next, you can read Appendix A of the same book, a quick-start guide.
Before installing the server on our Linux server, I wanted to play around with subversion, so I first installed a server on my own PC. The installation proces is completely trivial. In Chapter 6 of the subversion book I read: "the authors of this book recommend a vanilla svnserve installation for small teams just trying to get started with a Subversion server; it's the simplest to set up and has the fewest maintenance issues. You can always switch to a more complex server deployment as your needs change." So I only installed svnserve.
I just made sure that file svnserve.conf (it is in the folder conf in the "Repository Path" you chose at installation time) contains the following uncommented lines (and only those):
[general]
anon-access = none
auth-access = write
password-db = passwd
realm = My Projects
[sasl]
2. Why is there several versions of Windows Binaries? Tigris? SlikSVN? VisualSVN?
The reason is that the Subversion project only delivers sourcecode, no binaries.
Here is a link to a video I created illustrating setting up SVN and CruiseControl.NET using a Delphi project.
http://www.stevetrefethen.com/videos/Continuous%20Integration.ashx
Set up svn on a windows or linux box somewhere and enable the SVN: protocol. This pretty simple to install and configure. The documentation is pretty clear.
Then use TortoiseSVN to check in/update your code. It's really easy to use.
1) SVN is only the backbone of the SCM, no front-end? It's command line. You can use it as a command line tool, but Tortoise is the way forward if you use windows.
2) Why is there several versions of Windows Binaries? Tigris? SlikSVN? VisualSVN?
Different binaries for different OS's.
3) Do I need a Web Server like Apache in order to use SVN?
No.
4) There's dozens of front-end, Tortoise, WinSVN, etc... Which one is recommended?
TortoiseSVN if you use windows.
I would recommend also to purchase Delphi plugin for SVN. Makes your life much easier.
In addition to which frontend to use, you should also think about how to organize your sourcecode and which files to check into SVN and which not to check in. (*.RES files become a major pain in the a** because they are binary but change with every build.) What to do about libraries?
This is how I do it.
I have some blog posts on it here: http://sourceitsoftware.blogspot.com/2008/07/starting-out-with-delphi-and-subversion.html http://sourceitsoftware.blogspot.com/2008/07/subversion-server-options.html http://sourceitsoftware.blogspot.com/2008/07/common-tasks-with-subversion.html
I use tortoise svn and the jedi jcl libraries. Most of the time, I just use tortoise.
Initially (unless you have several users), you don't need a server, justset up a repository on a local or network drive.
I use svn on my Linux vhost, and TortoiseSVN on my machines.
I use it for everything, even Microsoft Office file, Tortoise uses Office to show really nice diffs.
I'm pulling my hair out on this one.
I have a site which is version controlled using Subversion. I use aptana (eclipse, subclipse) to do the svn. I have been checking in and out files, updating etc and everything is fine. However the system we have been building has been adding its own files and folders.
When I try to commit these, it tells me <path> is not a working copy. If I try to do a cleanup then it gives the same error. I found I can manually add each file to version control but this throws the same error. Doing an update doesn't help, refreshing the workspace does not do anything either. Cleanup seems to die after the error and then the directory is locked.
I know you're supposed to add files using SVN, but how on earth do you work with generated files? How do I get around this "<folder> is not a working copy directory" error? How do I get Subversion to just look at the files and add them to its repository?
We had this problem today when I tried to add a folder "A" in which I didn't have write permission (so it couldn't create the A/.svn folder).
Running svn status gave me a "~" next to folder A. Running svn cleanup said that parent of A was locked.
What ended up working was:
cp -r A A~ # backup, since A was not in the repo
rm -rf A # removed locked directory
svn rm A # remove A from pending commit
mv ~A A # restore backup
svn add A # re-add to pending commit
svn cleanup # (had to cleanup several parent folders higher as well)
If you want the generated files to be added to SVN, use svn add to recursively add them - this will make sure that all directories are part of the working copy, and all files and directories are added to SVN, and will be committed as part of the next svn commit.
However, often generated files and folders should not be added to SVN, since they are generated from the source files as part of a build. In this case, you should mark the with svn:ignore so that they are not part of the working copy.
The not a working copy error means that the current folder has not been correctly initialised by SVN.
To fix the error just rename the current folder and then get a proper working copy of the project from SVN by doing a checkout of the project.
The check out will then create a properly configured working copy of that project.
I just encountered the "not a working copy" error in my, ahem, working copy. This was for a JDeveloper project and it turned out that the JDeveloper upgrade (11.1.1.2.0) that I'd just installed incorporated a later version of SVNKit than the one I use for command-line SVN access (jsvn). So JDeveloper had quietly upgraded the format of the .svn files, which meant that the command-line client couldn't understand them. The penny dropped when jsvn complained about a missing file ".svn/format" in my project's top-level directory. I found heaps of these in subfolders, all looking identical and containing only the digit "9". So I copied one into the top-level folder and jsvn then finally gave an appropriate message: "svn: This client is too old to work with working copy '.'; please get a newer Subversion client". Once I had identified (via Google) and installed the compatible client SVNKit level, the new improved jsvn was able to recognise that my working copy IS in fact a working copy. Moral of story: if you get this error and you're using different SVN clients on the same machine, the problem may be that they've got out of sync.
"Not a working copy" means that one of the places where your IDE is trying to run svn into is not controlled by svn itself (like adding files in a sub-directory not under svn). I'd say check your paths within the IDE.
Our system uses plugins which are installed through the system. We need everyone to access the generated plugin files so we can all see how they are being added and if its being done correctly etc.
I have tried aptana's team -> add to version control and it just throws the same error. There are a lot of smaller files, is it possible to svn add a whole directory?
Ran into this now using TortoiseSVN cleaning up some dead directories. I made a backup of the files and then used the rep browser to delete the faulty dir (which was a goner anyways). Then cleanup on the project worked and I can now keep going with my current files.
Because I do every tasks with visual tools, I can´t tell you what commands need to be executed.
This is my environment, Windows XP. tortoiseSVN 1.6.7 with Subversion 1.6.9, Eclipse 3.5 with Subclipse 1.6.10. and the repository is managed with visual SVN server over windows.
Hope this helps.
Please try to find out where the problem is . Is this the missing .svn file or something else. Remember .svn file is created when you are done with your checkin. and contains the corresponding directory path, code names with a unique number tagged to them. Go to the base path of your project you think is checked in perfectly. Create a new temporary package and added a sample java code in that path. Add to the version and try to commit. If you get an error saying that the folder is locked(Attempting to lock the already locked folder), then go the .svn folder and rename the lock file. Try again to checkin and commit
If it works fine, then you are done. Use the same base directory and checkin your code again onwards from that directory to your folder level after cleaing up.
maybe you are working under UNIX where you have not the right to access the .svn directory in your working directory? (cd .svn)
I can veryfy this behaviour on my plattform
ll -d .svn
drwxrwxrwx (all fine)
drwxrws--- (not allowed to do svn)
Up till now I have been developing my personal and school projects at home without using any form of revision control software to handle my changes and whatnot.
My question is, how feasible is it to use a Version Control application (such as TortoiseSVN) for personal projects I do for myself (and even school projects) ?
Is it worth the hassle of checking in, committing changes and all that routine, just for 'home-projects' instead of just making manual backups?
[UPDATE]
So basically, by skimming through all the answers, I have come to the answer that yes, I do need to set up a revision control system for my pet projects.
Excellent, thanks for all the replies. I will now take the time to read every one and extract the good parts.
[UPDATE]
I have now set up Subversion on my system, and have used this online tutorial as a guide: 'Practical guide to subversion on Windows with TortoiseSVN'.
As a follow up to another Subversion post I opened, I have also installed svnserve server as a Windows Service, and have been able to connect to my home repositories remotely.
Links:
Completely.
Credits also to http://blogs.embarcadero.com/nickhodges/2010/04/23/39416:
It's totally worthwhile.
Note that you don't have to set up a fully fledged SVN server either. You can just create a repository in the local file system, and connect with the file:// URL syntax. This means you don't have to go through the hassle of setting up an SVN daemon (which is probably overkill for a single user project)
You could also look at lighter weight options such as git that keep all the working files locally without having to even create a separate repository. Git gives you a few more options for how you set up your source control down the track as well.
Yes. Absolutely.
I use SourceGear Vault (free for single users) and it has saved me from going down the wrong development path countless times. (I.e. I've made a bunch of structural changes only to realize too late that it's a flawed approach). With source control, a simple 'Undo Checkout' fixes things without having to remember how things were before and attempt to manually undo my screw-up.
It's very easy to set up, but might seem like a waste of time until you need it, at which point you will be very, very happy you used it!
Totally. You set it up once, but use the benefits forever. I'd suggest setting it up on a second machine though, just in case your dev machine breaks.
I always place my source under version control even for pet projects that I do at home.
I personally feel that Subversion is great for this purpose and it's extreamly simple to setup.
Just setup a repository on your local machine (I would just use TortoiseSVN) and commit your code there.
Then you will have revision history as well as the other neat features of version control on all your machines.
SVN requires a server.
More "distributed" revision control systems seem to allow greater ease of use by not requiring a server at all.
Examples:
Setting up darcs for example requires the following:
To see changes:
darcs whatsnew.
If you decide not to keep the changes:
darcs revert
If you decide to keep the changes:
darcs record
See also: Quick Reference Guide to Free Software Decentralized Revision Control Systems.
Using source control is also good for backup purposes. If you always check everything in, then you can back up all your source code projects by backing up all your repositories. If you have multiple machines, then you don't have to worry about where the latest version of your code actually is - it's on the repository server.
Handy uses and arguments for using version control for personal stuff, even beyond development:
CVS homedir (or keeping your life in CVS) - The original "why use version control for non-development tasks", and Subverting your homedir (or keeping your life in SVN) - update when Joey switched to SVN.
Why do you need a Version Control System by Bartosz Milewski What would you say if I told you that I've found a terrific programming editor on the Internet, free for the downloading, with all the great features you find in other editors, except one?there's no "undo." I'm afraid you'd dismiss such an editor without even trying it.
Yes. Just think at it as a kind of "unlimited undo". Sooner or later you will become addicted to it :-)
I've kept my whole master's thesis under source control - both code and the thesis itself - so I'm a strong advocate of doing this, and not just for code.
For individual projects, the main advantage is the freedom to change things and experiment, knowing that you can always revert back to the previous version if it doesn't work. And it gives you implicit backups of your work (just make sure your svn repo is at the very least on a different hard drive than your main work)
Absolutely. Home projects is your best opportunity to experiment with version control and get a feel for how they work. You need to learn Subversion (it's the most used by far) and also one of the modern distributed systems - git, mercurial and/or bazaar. If you have anything you can share (even just your .vimrc), sites like http://github.com/ and http://freehg.org/ can help you get a feel for sharing code across multiple repositories.
Update: freehg.org doesn't seem to be working any more, but bitbucket.org is a good replacement.
Not only should you never leave home without it, you should always have it at home.
I think one of the more extreme examples of this was actually given by Linus at the Linux Plumber's Conference this year when he mentioned that he puts everything he works on into git. He downloads a tarball off the internet and the first thing he does is runs git init so he can use things like git grep and other types of tools he's used to. For him, SCM is part of his workflow.
I've also seen this with trac as well. I often will put projects into an SCM system just to allow them to use good integrated tracking tools like that. I try and do this with most of my work.
There are lots of recommendations here for Subversion. In my opinion, something like Mercurial, Bazaar, or maybe Git (I haven't read about Git yet) is not only more powerful than Subversion, but also easier to setup. None of these tools require you to setup a server at all.
With Mercurial, you just install the command-line tool, do an "hg init" to create your repository, and then you start adding files. That's all there is to it.
Setting up Subversion isn't rocket science, but the newer revision control systems are much, much simpler.
Whenever I start working on a large project, be it a programming project or something completely different like a thesis or a report, I always use version control. I'm considering to get a hosted repository somewhere (shouldn't cost too much), but for now, I usually use the 1-click SVN installer to quickly install a local subversion server. It's saved my life so many times now, that I wouldn't want to work without it. It gives you so much freedom!
Some more tips:
TortoiseSVN is the way to go. There's no need for a SVN server - you can just create repositories on your local machine.
I find that it is extremely helpful to have a SVN server setup because I find myself going back through revisions and other 'throw away' projects because I remembered some function or way of doing something that I could use now. Having the SVN server, I know that the code is stored at home and I can pull it up later.
100%. Apart from the many practical advantages, if you ever apply for a job in SW development, hands-on experience of using and managing an SVN (or similar) system for home projects will do wonders for your resume.
Absolutely, it's worth doing. It gives you the ability to try wild and crazy refactorings, and then back out of them with ease if they don't work. It also sets up good habits for if/when you work more collaboratively with a group.
With Subversion (at least) you don't even need to have a "server"- a simple directory can serve as your repository if you access it with "file://" type urls. There's even a free book that contains pretty much everything you need to know to get started:
An svn repository is incredibly easy to setup ( you can configure a local repository with a file:/// url ), and if you get used to source control administration and good practices, your experience will be incredibly valuable when you'll get to join a team. You may want to try trac to manage your project, too. You'll be able to easily browse your sources, get nice diffs between revisions, keep your notes in a wiki and manage your todo list though tickets ( to list the bugs to fix and features you'll add later without having to keep it in mind all the time ).
Soon you'll realize the question of whether using a source control or not is as silly as asking if you need a database, classes or even procedures in your pet project!
Revision control is great because it allows you to be more experimental, knowing that if your experiments fail, you've got something to fall back to.
I haven't read all the answers, but I did a quick search and Unfuddle wasn't mentioned. It gives you a free SVN repository which is perfect for small/home projects (I think about 200mb of storage).
Instead of setting up your own local server, you might consider using a free hosted repository (for example http://www.sliksvn.com/). Obviously, this option has both advantages and disadvantages...
I was going to say the same thing that Greg H. already said. If you're like me and have a number of machines in the house, setting up a repository (that's always on, or at least always on when you need it) is priceless. Regardless of what machine you are using, you always have up-to-date code to work with. For projects that require group participation (not uncommon in college/universities and even home brewed projects) you also have the ability to easily share the code with others.
I'd suggest checking out http://www.projectlocker.com. It's what I use, and from what I've seen they have the best free account for a SVN server. The free account allows for 500mb of space, and unlimited projects.
You can definitely set up your own server. And it is worth it, as it gives you a history of where you've been.
If you are on a Unix box, you could use RCS for a very minimal source control solution without any need for a server.
Edit:
RCS is clearly very old fashioned, and totally unsuited for any serious development. But for providing history for a couple of configuration files, it's very quick to run. I use it when the alternative is to store .bak or .orig copies.
If you're doing some serious stuff that git is probably the right choice for home development. If you have a server then subversion might well be the right choice.
If you don't use it, you will fail the Joel test.
If you're on a Mac, OS X Leopard comes with Subversion installed.
Use it even for 1-man projects.
That was the question I've always been asking myself. For may projects, bigger or smaller, I used a yyyy.mm.dd directories system. After completing one of the stages, I copied a directory and started next step of development. In the end of the day I had like 20 directories.
At the moment I'm working on some project and from the very begining I decided to use some of the version control system. I chose bazaar. This tutorial will teach you how to use it in just five minutes. I keep everything in my project directory and sync it with external hdd.
My supervisor often changes his mind about the software, so bazaar saved my day quite a few times.
My conclusion is, that no matter what kind of vcs you use, I will help you a lot.
ps. You can also take a look at the launchpad to keep your files in some external place.
We use SQL Server 2000/2005 and Vault or SVN on most of our projects. I haven't found a decent solution for capturing database schema/proc changes in either source control system.
Our current solution is quite cumbersome and difficult to enforce (script out the object you change and commit it to the database).
We have a lot of ideas of how to tackle this problem with some custom development, but I'd rather install an existing tool (paid tools are fine).
So: how do you track your database code changes? Do you have any recommended tools?
Edit:
Thanks for all the suggestions. Due to time constraints, I'd rather not roll my own here. And most of the suggestions have the flaw that they require the dev to follow some procedure.
Instead, an ideal solution would monitor the SQL Database for changes and commit any detected changes to SCM. For example, if SQL Server had an add-on that could record any DML change with the user that made the change, then commit the script of that object to SCM, I'd be thrilled.
We talked internally about two systems: 1. In SQL 2005, use object permissions to restrict you from altering an object until you did a "checkout". Then, the checkin procedure would script it into the SCM. 2. Run a scheduled job to detect any changes and commit them (anonymously) to SCM.
It'd be nice if I could skip the user-action part and have the system handle all this automatically.
Use Visual studio database edition to script out your database. Works like a charm and you can use any Source control system, of course best if it has VS plugins. This tool has also a number of other useful features. Check them out here in this great blog post
http://www.vitalygorn.com/blog/post/2008/01/Handling-Database-easily-with-Visual-Studio-2008.aspx
or check out MSDN for the official documentation
I have to say I think a visual studio database project is also a reasonable solution to the source control dilemma. If it's set up correctly you can run the scripts against the database from the IDE. If your script is old, get the latest, run it against the DB. Have a script that recreates all the objects as well if you need, new objects must be added to the this script as well by hand, but only once
I like every table, proc and function to be in it's own file.
One poor man's solution would be to add a pre-commit hook script that dumps out the latest db schema into a file and have that file committed to your SVN repository along with your code. Then, you can diff the db schema files from any revision.
I just commit the SQL-alter-Statement additional to the complete SQL-CreateDB-statement.
Here's Jeff Atwood on Get Your Database Under Version Control.
In SQL2000 generate each object into it's own file, then check them all into your source control. Let your source control handle the change history.
In SQL 2005, you'll need to write a bit of code to generate all objects into separate files.
Rolling your own from scratch would not be very doable, but if you use a sql comparison tool like Redgate SQL Compare SDK to generate your change files for you it would not take very long to half-roll what you want and then just check those files into source control. I rolled something similar for myself to update changes from our development systems to our live systems in just a few hours.
In our environment, we never change the DB manually: all changes are done by scripts at release time, and the scripts are kept in the version control system. One important part of this procedure is to be sure that all scripts can be run again against the same DB the scripts are idempotent?) without loss of data. For example, if you add a column, make sure that you do nothing if the column is already there.
Your comment about "suggestions have the flaw that they require the dev to follow some procedure" is really a tell-tale. It's not a flaw, it's a feature. Version control helps developers in following procedures and makes the procedures less painful. If you don't want to follow procedures, you don't need version control.
Our dbas periodically check prod against what is in SVN and delete any objects not under source control. It only takes once before the devlopers never forget to put something in source control again.
We also do not allow anyone to move objects to prod without a script as our devs do not have prod rights this is easy to enforce.
In one project I arranged by careful attention in the design that all the important data in the database can be automatically recreated from external places. At startup the application creates the database if it is missing, and populates it from external data sources, using a schema in the application source code (and hence versioned with the application). The database store name (a sqlite filename although most database managers allow multiple databases) includes a schema version, and we increase the schema version whenever we commit a schema change. This means when we restart the application to a new version with a different schema that a new database store is automatically created and populated. Should we have to revert a deployment to an old schema then the new run of the old version will be using the old database store, so we get to do fast downgrades in the event of trouble.
Essentially, the database acts like a traditional application heap, with the advantages of persistence, transaction safety, static typing (handy since we use Python) and uniqueness constraints. However, we don't worry at all about deleting the database and starting over, and people know that if they try some manual hack in the database then it will get reverted on the next deployment, much like hacks of a process state will get reverted on the next restart.
We don't need any migration scripts since we just switch database filename and restart the application and it rebuilds itself. It helps that the application instances are sharded to use one database per client. It also reduces the need for database backups.
This approach won't work if your database build from the external sources takes longer than you will allow the application to be remain down.
If you are using .Net and like the approach Rails takes with Migrations, then I would recommend Migrator.Net.
I found a nice tutorial that walks through setting it up in Visual Studio. He also provides a sample project to reference.
We developed a custom tool that updates our databases. The database schema is stored in a database-neutral XML file which is then read and processed by the tool. The schema gets stored in SVN, and we add appropriate commentary to show what was changed. It works pretty well for us.
While this kind of solution is definitely overkill for most projects, it certainly makes life easier at times.
I want to use git as a local repository against a remote SVN repository. I installed version 1.6.0.2 from http://code.google.com/p/msysgit/downloads/list.
According to the documentation synchronization is done via the command
git svn
or a separate command wrapper called
git-svn
Neither of them is available in my installation and I could not find a separate download for Windows binaries.
I'm currenty using the MSYS build. Must I switch to cygwin?
This earlier version has working git-svn. I thought that git-svn in the current version that you installed was fixed, but maybe not. Git-svn definitely did not work in the windows version of Git 1.5.6.1.
git-svn is installed in the latest version of msysgit. However, there's a slight caveat: while git-svn shows up in C:\Program Files\git\libexec as "git-svn", svn is actually called as an argument to the git executable, thus:
git svn clone http://example.com/svn/repo/
The git svn command is written in Perl and requires the Subversion Perl libraries. The existence of the svn command line command is insufficient for git-svn.
I haven't used git svn on Windows (only on Unix and Mac OS X), so I can't really provide more detail, but hopefully this should point you in the right direction.
Install cygwin and select the git-svn package under the Devel category.
I don't know git, but I know that for Mercurial, for example, you have to have SVN installed to convert from SVN to Mercurial (and back). Perhaps it is the same for git?
SVN is quite big by itself, so perhaps concurrent systems won't want to distribute it with their software, bloating the download.
I used the command line SVN client from Slik SVN, not too big and installing cleanly.
Of course, wait for more informed answer, or search the Web for confirmation of my information... :-) Although it doesn't hurt to have an SVN client, since lot of projects use it.
Treating my repository as a SVN repo, I get:
svn co http://myrepo/foo/trunk foo
...
foo/
bar/
baz/ -> http://myrepo/baz/trunk
Treating it as a Git repo, I get:
git svn clone http://myrepo/foo --trunk=trunk --branches=branches --tags=tags
...
foo/
bar/
I can clone baz to my local machine elsewhere and add a symlink, but that's just a hack. Is there a way to have git svn rebase automatically pull in those changes when it updates everything else, just like svn up does?
The best means of integrating svn externals with git-svn that I've seen is this script, which clones your externals into a .git_externals/ directory and creates the symlinks and exclude files you need. I find this a simple and direct solution. YMMV.
Here is an older overview of other options for dealing with svn externals with git-svn. To me they look a little over-complicated and liable to break under subsequent Git use.
The solution I ended up using was just to symlink to other git-svn clones on my local box. This worked pretty well: it allows me to commit changes back, and it allows me to make local changes on project A just to get them into project B.
I also made a script (both Perl and Ruby variants available) that does this for me, it's at http://github.com/liyanage/git-tools/.
I decided to write a "simple" perl script to handle all this stuff for me. I've put it recently to github, try it out, maybe it would help: http://github.com/sushdm/git_svn_externals/.
It essentially does git-svn clone for all externals found, and it looks for them recursively, clones, symlinks them in proper places and excludes all .git_externals dirs and symlinks so that you can still use 'git svn dcommit'.
Good luck.
I just wrote a short script which checkouts all svn:externals of the current HEAD to the root directory and excludes them from the git repository.
Place it to .git/hooks/post-checkout and it will keep those external checkouts up to date whenever the working tree changes, for example due to git svn rebase or git-checkout.
#!/bin/bash
set -eu
git svn -r$(git svn find-rev HEAD) propget svn:externals | head -n-1 | {
while read checkout_args
do
checkout_dirname=$(echo ${checkout_args} | cut -d' ' -f3)
svn checkout ${checkout_args}
if [ -z $(grep ${checkout_dirname} .git/info/exclude) ]
then
echo ${checkout_dirname} >> .git/info/exclude
fi
done
}
Is there an equivalent to Trac written in PHP? I need something that integrates with SVN and is free. It should allow me to browse the SVN source, have some kind of bug tracking and show recent changes in the SVN. A wiki isn't essential.
Thanks in advance.
I don't know if this is what you are looking for, but here is a clone of trac in php, it's called traq.
It's still in heavy development (it seams to me, I have not been able to install it, but by looking at his site, it looks good...)
I personally use Trac because I haven't been able to find another packaged solution that's just as flexible. However, if you don't mind using multiple packages (and you said you don't need a wiki) then I'd suggest:
Powerful bugtracking with SVN browse: The Bug Genie
you can try out also http://svnmanager.sourceforge.net/ for the svn stuff , as for the trac equivalent I would suggest mantiz, very light and gets the job done. I use the combination of mantiz and dotproject.
There is a new project from Wez (PDO fame) here:
http://netevil.org/blog/2010/01/mtrack-a-software-development-tracker-wiki
If a tool suits your needs, why the language in which it is implemented matters so much? A good example might be Ruby on Rails project, which used Trac as a bug tracker and repository browser for quite a long time. Trac has it's issues, but it is extremely easy to setup, even if you have no Python experience.
I accidentally committed too many files to an SVN repository and changed some things I didn't mean to. (Sigh.) In order to revert them to their prior state, the best I could come up with was
svn rm l3toks.dtx
svn copy -r 854 svn+ssh://<repository URL>/l3toks.dtx ./l3toks.dtx
Jeez! Is there no better way? Why can't I just write something like this:
svn revert -r 854 l3toks.dtx
Okay, I'm only using v1.4.4, but I skimmed over the changes list for the 1.5 branch and I couldn't see anything directly related to this. Did I miss anything?
Edit: I guess I wasn't clear enough. I don't think I want to reverse merge, because then I'll lose the changes that I did want to make! Say that fileA and fileB were both modified but I only wanted to commit fileA; accidentally typing
svn commit -m "small change"
commits both files, and now I want to roll back fileB. Reverse merging makes this task no easier (as far as I can tell) than the steps I outlined above.
svn merge -r 854:853 l3toks.dtx
or
svn merge -c -854 l3toks.dtx
Check out "undoing changes" section of the svn book
What you're looking for is called a "reverse merge". You should consult the docs regarding the merge function in the SVN book (as luapyad, or more precisely the first commenter on that post, points out). If you're using Tortoise, you can also just go into the log view and right-click and choose "revert changes from this revision" on the one where you made the mistake.
Reverse merge is exactly what you want (see luapyad's answer). Just apply the merge to the erroneously-commited file instead of the entire directory.
sorry to use up some space on just a reiteration of the previously given answer - but this is something I always end up in trouble with.
Let's say I've updated the local files to the latest revision, which is 854. Then, I'd want to get an older revision - the version of the file from few revision earlier, say revision 851.
Copy would work:
svn copy -r 851 svn+ssh://<repository URL>/l3toks.dtx ./l3toks.dtx
.. however, I can't be bothered grepping for the repo URL :)
Update seemingly might work:
svn up -r 851 ./l3toks.dtx
... however, it also marks the local copy as "freshly checked out", or rather "same as online revision" (i.e. in Tortoise/RabbitVCS you get a green OK checkmark) - which means you cannot do svn ci -m "rolled back to r 851": simply because the local subversion executable won't notice any local changes, and won't be bothered to upload anything to the online repository.
And, as already answered, reverse merge works - but in this case, one shouldn't rely on shortcut syntax; but specifically state:
svn merge -r HEAD:851 l3toks.dtx
--- Reverse-merging r854 through r852 into 'l3toks.dtx':
U l3toks.dtx
I must admit - I would never understand the sentence "Reverse-merging r854 through r852 into file" to mean "Just got r851 of your file, and overwritten whatever you had previously locally - and it is marked as different from latest online revision, so you can check it back in online as a new 'rollback' revision", but I guess (and hope :) ) that is what it does :)
After this, one can use svn diff for a quick make-sure if we got the right revision back locally; and also, the file will be marked with a red exclamation mark in Tortoise/RabbitVCS (that is, different from latest committed version), and so svn ci -m "rolled back to r 851" can run this time.
Also, note that if you, finally, change your mind after reverse merging (i.e. you anyways want to keep working on the latest, HEAD revision, here 854 - after you have rolled back to 851 locally, but haven't yet committed the rollback), you shouldn't use svn up, because it will simply say that it is already "At revision 854"; use instead svn revert --recursive . or similar...
Cheers!
Ref: How to Roll Back Changes using Subversion - Jacob Wright ? Flex, AIR, PHP, etc.
EDIT: ... and apparently, the exactly same effect as svn merge -r HEAD:851 l3toks.dtx, can be achieved with:
svn export -r 851 l3toks.dtx
A l3toks.dtx
Export complete.
Is it possible to get a list of all files modified/added/deleted by a particular user?
The goal is to get an idea of what a user did for the day (or date range).
Here's an example, using the svn log command and linux sed command, with your username, 'blankman':
svn log | sed -n '/blankman/,/-----$/ p'
If you're looking to obtain this information with continual reports, using a project like StatSVN, which Patrick mentioned, is very useful. If you're using Maven, there is a StatSCM plugin which will generate this information on your project site.
Yes. We use StatSVN for our subversion reports, and one of the reports it does is commits by developer.
TortiseSVN also lets you look at log messages by date for authors.
Shek's response helped me with what I needed to do, but I found I got more accurate results with the following tweak:
svn log | sed -n '/ | blankman | /,/-----$/ p'
Otherwise, the list includes commits made by others that simply reference me by name.
Here's a small script to show which files were changed by a certain user between revisions.
#!/bin/bash
# @param $1: Start revision
# @param $2: End revision
# @param $3: User
#
# Example: svn_scapegoat.sh 1000:HEAD jdoe
svn_changed()
{
svn blame --revision $1:$2 -- $4 | grep -E "^ [0-9]* *${3} "
}
svn diff --revision $1:$2 --summarize | \
cut -c9- | \
while read path
do
if [ -n "$(svn_changed $1 $2 $3 $path)" ]
then
echo "$3 changed $path"
else
echo "Someone else changed $path"
fi
done
Here is the date-range version
svn log -v -r{"2011-01-01 00:00:00"}:{"2011-02-18 00:00:00"}| sed -n '/russenreaktor/,/-----$/ p'
dia='02'
mes='Mar'
agno='2010'
usuario='user'
svn list --verbose -R . | grep -o "^.[0-9].$usuario.$mes.$dia.$agno.$"
dia='10'
mes='Mar'
usuario='user'
svn list --verbose -R . | grep -o "^.[0-9].$usuario.$mes.$dia.[0-9]:.*$"
We are currently reviewing how we store our database scripts (tables, procs, functions, views, data fixes) in subversion and I was wondering if there is any consensus as to what is the best approach?
Some of the factors we'd need to consider include:
Obviously it's a pretty open ended question, so I'm keen to hear what people's experience has taught them.
After a few iterations, the approach we took was roughly like this:
One file per table and per stored procedure. Also separate files for other things like setting up database users, populating look-up tables with their data.
The file for a table starts with the CREATE command and a succession of ALTER commands added as the schema evolves. Each of these commands is bracketed in tests for whether the table or column already exists. This means each script can be run in an up-to-date database and won't change anything. It also means that for any old database, the script updates it to the latest schema. And for an empty database the CREATE script creates the table and the ALTER scripts are all skipped.
We also have a program (written in Python) that scans the directory full of scripts and assembles them in to one big script. It parses the SQL just enough to deduce dependencies between tables (based on foreign-key references) and order them appropriately. The result is a monster SQL script that gets the database up to spec in one go. The script-assembling program also calculates the MD5 hash of the input files, and uses that to update a version number that is written in to a special table in the last script in the list.
Barring accidents, the result is that the database script for a give version of the source code creates the schema this code was designed to interoperate with. It also means that there is a single (somewhat large) SQL script to give to the customer to build new databases or update existing ones. (This was important in this case because there would be many instances of the database, one for each of their customers.)
The upgrade script option
Store each change in the database as a separate sql script. Store each group of changes in a numbered folder. Use a script to apply changes a folder at a time and record in the database which folders have been applied.
Pros: Fully automated, testable upgrade path
Cons: Hard to see full history of each individual element Have to build a new database from scratch, going through all the versions
I tend to check in the initial create script. I then have a DbVersion table in my database and my code uses that to upgrade the database on initial connection if necessary. For example, if my database is at version 1 and my code is at version 3, my code will apply the ALTER statements to bring it to version 2, then to version 3. I use a simple fallthrough switch statement for this.
This has the advantage that when you deploy a new version of your application, it will automatically upgrade old databases and you never have to worry about the database being out of sync with the software. It also maintains a very visible change history.
This isn't a good idea for all software, but variations can be applied.
You could get some hints by reading how this is done with Ruby On Rails' migrations. The best way to understand this is probably to just try it out yourself, and then inspecting the database manually.
Answers to each of your factors:
My two cents!
There is an interesting article at this link: http://www.codinghorror.com/blog/archives/001050.html
It advocates a baseline 'create' script followed by checking in 'alter' scripts and keeping a version table in the database.
The create script option:
Use create scripts that will build you the latest version of the database from scratch, which is empty except the default lookup data.
Use standard version control techniques to store,branch,tag versions and view histories of your objects.
When upgrading a live database (where you don't want to loose data), create a blank second copy of the database at the new version and use a tool like red-gate's link text
Pros: Changes to files are tracked in a standard source-code like manner
Cons: Reliance on manual use of a 3rd party tool to do actual upgrades (no/little automation)
Our company checks them in simply because someone decided to put it in some SOX document that we do. It makes no sense to me at all, except possible as a reference document. I can't see a time we'd pull them out and try and use them again, and if we did we'd have to know which one ran first and which one to run after which. Backing up the database is much more important then keeping the Alter scripts.
for every release we need to give one update.sql file which contains all the new table scripts, alter statements, new/modified packages,roles,etc. This file is used to upgrade the database from 1 version to 2.
What ever we include in update.sql file above one all this statements need to go to individual respective files. like alter statement has to go to table as a new column (table script has to be modifed not Alter statement is added after create table script in the file) in the same way new tables, roles etc.
So whenever if user wants to upgrade he will use the first update.sql file to upgrade. If he want to build from scrach then he will use the build.sql which already having all the above statements, it makes the database in sync.
sriRamulu Sriramis4u@yahoo.com
We create a branch in Subversion and all of the database changes for the next release are scripted out and checked in. All scripts are repeatable so you can run them multiple times without error.
We also link the change scripts to issue items or bug ids so we can hold back a change set if needed. We then have an automated build process that looks at the issue items we are releasing and pulls the change scripts from Subversion and creates a single SQL script file with all of the changes sorted appropriately.
This single file is then used to promote the changes to the Test, QA and Production environments. The automated build process also creates database entries documenting the version (branch plus build id.) We think this is the best approach with enterprise developers. More details on how we do this can be found HERE
I have a client who had to rebuild his automated build server. He checked out his project folder from my subversion server but is now no longer able to commit - he gets this error:
Error: Commit failed (details follow):
Error: Cannot write to the prototype revision file of transaction
'551-1' because a
Error: previous representation is currently being written by another
process
Finished!:
I have searched Google but although this error has been often reported there is no clear explanation - does anyone on StackOverflow have a solution?
UPDATE: Nobody else commits to that repository, so it was not a transaction stuck (at least not from another user). In the end we found that permissions were not set correctly. Not that you would know it from this message, but that fixed the problem.
You can clear this error w/out a reboot:
Identify (or create) a directory in the root SVN repository that was not a part of the failed commit.
Create a new file in the directory from step 1.
Commit the new file (and directory if created in step 1). Because the file is new, it doesn't conflict w/the previous commit and can update the revision # on the server.
Commit the original files/directories.
Delete the new file (and directory if created in step 1).
Commit the entire tree.
**Steps 5 & 6 aren't required, but I like to keep my repository tidy...
I get this error a lot b/c SVN frequently conks out in the middle of committing my large files, which in turn causes subsequent commits to try to write to the revision that was interrupted.
I had a similar problem except the message said "...previous representation is currently being written by THIS process".
svnadmin lstxns did not show any transactions.
Restarting Apache solved the problem for me.
Your repository has a stuck transaction. You can use the svnadmin command to repair it. Like all the other svn utilities, svnadmin takes a command followed by options (usually just the repository directory). svnadmin has to be run on the server with the repository.
Do something like this:
svnadmin lstxns /path/to/repository
to get a list of transactions in process (you should see your offending 551-1 there). You can then decide how best to recover from this error... svnadmin also has a command rmtxns to delete the offending transaction. For more information, issue:
svnadmin help
or see the tigris website: http://subversion.tigris.org/. You can also get more detailed help on specific commands by following the help command with the name of the command you're interested in. For example:
svnadmin help lstxns
Obviously you will need shell access to the repository server and write permissions on the repository to use svnadmin. If you're repository format is Berkely DB you should suspend your svnserve daemon (if you use it) and any web_dav/web_svn access to ensure you don't corrupt the database while issuing svnadmin commands.
Had same problem, restarting apache fixed the issue.
For me the problem was solved (as hinted in the update of the question) by changing the permissions of my local folder (not the repository). In Windows Vista you do that by right-clicking on the folder and in properties/security you change permissions.
The error message is not very good and it wasn't easy to find an answer so I hope my answer helps other people to solve this annoying but on the other hand simple to solve problem.
"Cannot write to the prototype revision file of transaction" Restarting apache also fixed this problem for me. I'm posting so that something useful might actually make it to the top of google.
Good luck!
Ran into this same issue after I cancelled a commit in progress. After doing the svnadm rmtxns with the transaction number to remove, I still got the message. I am using webdav with apache, so I restarted apache as suggested (/sbin/service httpd restart). Worked.
I haven't seen it, but going on the error message I'm guessing something has gotten stuck writing a file. I'd try restarting your svn server process / reboot server.
Ewan
I ran into the exact same issue with Visual SVN Server installed on Windows 2003, I had altered the default install to place the Repository folder onto a separate partition since the servers C drive is small. I had to change the permission to that folder (in this case D:\Repository), as a quick and dirty hack I simply added the "Everyone" user to this folder and selected "Modify" rights (not the most secure for sure but a dirty working hack none the less). This resolved the issue.
I account the same wrong message, and when I "Get lock" the commit, success~
I did a one vote up for @DamianM answer. In my case it seems that had been the problem. File Corruption which made it not possible to write on server. http://stackoverflow.com/questions/1910503/issue-with-svn-commit-for-certain-file-extension
But Instead of restarting your svn server process / reboot server I copied the dlls[files with problem] again to working folder and was able to commit.
Subversion lets you embed working copies of other repositories using externals, allowing easy version control of third-party library software in your project.
While these seem ideal for the reuse of libraries and version control of vendor software, they aren't without their critics:
Please don't use Subversion externals (or similar in other tools), they are an anti-pattern and, therefore, unnecessary
Are there hidden risks in using externals? Please explain why they would they be considered an antipattern.
I am the author of the quote in the question, which came from a previous answer.
Jason is right to be suspicious of brief statements such as mine, and to ask for an explanation. Of course, if I fully explained everything in that answer, I would need to have written a book.
Mike is also right to point out that one of the problems with an svn:external-like feature is that changes in the targeted source could break your own source, especially if that targeted source is in a repository that you do not own.
In further explaining my comment, let me first say that there are "safe" ways to use the svn:external-like feature, just as with any other tool or feature. However, I refer to it as an antipattern because the feature is far more likely to be misused. In my experience, it has always been misused, and I find myself very unlikely to ever use it in that safe manner nor to ever recommend that use. Please further note that I mean NO disparagement to the Subversion team--I love Subversion, although I plan to move on to Bazaar.
The primary issue with this feature is that it encourages and it is typically used to directly link the source of one build ("project") to the source of another, or to link the project to a binary (DLL, JAR, etc.) on which it depends. Neither of these uses is wise, and they constitute an antipattern.
As I said in my other answer, I believe that an essential principle for software builds is that each project constructs exactly ONE binary or primary deliverable. This can be considered an application of the principle of separation of concerns to the build process. This is particularly true regarding one project directly referencing the source of another, which is also a violation of the principle of encapsulation. Another form of this kind of violation is attempting to create a build hierarchy to construct an entire system or subsystem by recursively invoking sub-builds. Maven strongly encourages/enforces this behavior, which is one of the many reasons that I don't recommend it.
Finally, I find that there are various practical matters that make this feature undesirable. For one, svn:external has some interesting behavioral characteristics (but the details escape me for the moment). For another, I always find that I need such dependencies to be explicitly visible to my project (build process), not buried as some source control metadata.
So, what is a "safe" manner of using this feature? I would consider that to be when it is used temporarily by only one person, such as a way to "configure" a working environment. I could see where a programmer might create their own folder in the repository (or one for each programmer) where they would configure svn:external links to the various other parts of the repository that they are currently working on. Then, a checkout of that one folder will create a working copy of all their current projects. When a project is added or finished, the svn:external definitions could be adjusted and the working copy updated appropriately. However, I prefer an approach that is not tied to a particular source control system, such as doing this with a script that invokes the checkouts.
For the record, my most recent exposure to this issue occurred during the summer of 2008 at a consulting client that was using svn:external on a massive scale--EVERYTHING was cross-linked to produce a single master working copy. Their Ant & Jython-based (for WebLogic) build scripts were built on top of this master wor
I don't think this is an anti-pattern at all. I did a few quick searches on google and came up with basically nothing... nobody is complaining that using svn:externals is bad or harmful. Of course there are some caveats that you have to be aware of... and it's not something that you should just sprinkle heavily into all of your repositories... but as for the original quotation, that's just his personal (and subjective) opinion. He never really discussed svn:externals, except to condemn them as an anti-pattern. Such sweeping statements without any support or at least reasoning as to how the person came to make the statement are always suspect.
That said, there are some issues with using externals. Like Mike answered, they can be very helpful for pointing to stable branches of released software... especially software that you already control. We use them internally in a number of projects for utility libraries and such. We have a small group that enhances and works on the utility library base, but that base code is shared across a number of projects. We don't want various teams just checking in utility project code and we don't want to deal with a million branches, so for us svn:externals works very well. For some people, they may not be the answer. However, I would strongly disagree with the statement "Please don't use..." and that these tools represent an anti-pattern.
The main risk with using svn:externals is that the referenced repository will be changed in a way that breaks your code or introduces a security vulnerability. If the external repository is also under your control, then this may be acceptable.
Personally, I only use svn:externals to point to "stable" branches of a repository that I own.
If plain external is an anti-pattern because it can break your repository, then one with explicit revision should'nt.
Excerpt from svn book:
An externals definition is a mapping of a local directory to the URL**?and possibly a particular revision?**of a versioned resource.
I think it's all depend your purpose of using the feature, it is not an anti-pattern by itself.
There are definite flaws in subversion externals, but we seem to use them reasonably successfully for including libraries (both our own and vendor) that the current project depends on. So I don't see them as an "anti-pattern". The important usage points for me are:
I too would be interested in any major risks of this arrangement, and better approaches.
An old thread, but I want to address the concern that a changing external could break your code. As pointed out previously, this is most often due to an incorrect usage of the external property. External references should, in almost all instances, point to a specific revision number in the external repository URI. This ensures that the external will never change unless you change it to point to a different revision number.
For some of our internal libraries, which we use as externals in our end-user projects, I've found it useful to create a tag of the library at Major.Minor version, where we enforce no breaking changes. With a four-point versioning scheme (Major.Minor.BugFix.Build), we allow the tag to be kept current with BugFix.Build changes (again, enforcing no breaking changes). This allows us to use an external reference to the tag without a revision number. In the case of major or other breaking changes, a new tag is created.
Externals themselves aren't bad, but that doesn't stop people from creating bad implementations of them. It doesn't take much research, just a little bit of reading through some documentation, to learn how to use them safely and effectively.
Saying that a is b does not make a a b unless you say why this is so.
The main flaw I see with external references in subversion is that you're not guaranteed that the repository is present when you update your working copy.
Subversion external references can be used, and abused, and the feature itself is nothing but just that, a feature. It cannot be said to be a pattern, nor a antipattern.
I've read the answer by the person you quote, and I must say that I disagree. If your project requires files version XYZ from a repository, an external subversion reference can easily give you that.
Yes, you can use it wrong by not specifically specifying which version of that reference you need. Will that give you problems? Likely!
Is it an antipattern? Well, it depends. If you follow the link given by the author of the text you quote, ie. here, then no. That something can be used to provide a bad solution does not make the entire method of doing so an antipattern. If that was the rule, then I would say that programming languages by and large are antipatterns, because in every programming language you can make bad solutions.
I have heard that uploading your website with FTP is now for n00bs, but it's the only way I've known how for the 8 or so years I've been building websites. Apparently all the buzz now is using a version control system, like SVN or Git, and somehow using SSH to upload only the files that have changed (if I understand correctly). I'm wondering if someone could explain or point me to a "comprehensive" guide. What do I need to install, and will my shared host (Dreamhost) be compatible? I currently develop on a WAMP environment. I have never used version control and wouldn't know where to start. I usually develop with a framework such as CakePHP or Zend.
You've got things mixed up a bit. A version control system is used internally to keep track of your code during development. With centralized systems like SVN, you regularly upload your code to a SVN server, which keeps track of what has changed, makes sure conflicting changes are merged correctly, and keeps a history so you can roll back changes.
Decentralized or distributed version control systems eliminate the one central server, instead allowing every single copy of the code to track its own change history, and then letting you merge and combine these separate branches at will.
But once you have a complete product, you push it out to the production server any way you like. FTP is certainly one option for doing that.
For the file uploads, what you are looking for is rsync. There is a Windows wrapper for this called DeltaCopy and the DreamHost wiki has instructions.
First you'll want to decide what you want to use for version control. I hear great things about Git, but am still an SVN user myself.
Dreamhost actually lets you create SVN repositories with their webpanel, very keen there and I can't remember but I thought they had some additional really nice features to help.
I would suggest reading or skimming through at best: http://www.svnbook.org it is very comprehensive if you plan to actually use SVN over Git.
Here's an wiki that should give you all the information you need on adding Subversion to Dreamhost.
http://wiki.dreamhost.com/index.php/Subversion
I've used Subversion now for my sites, and it does make it much easier. I use Aptana on my Windows machine and upload everything through that program. It allows me to compare old versions, revert to them, branch off new versions, etc...
It's a huge timesaver!
Eric Sink's articles about source control are a great place to learn about the basic concepts.
I also develop with Zend Framework and here is how I use FTP and Version control.
On my local machine I have Subversion and TortoiseSVN installed.
If I start a new project, I set up an SVN repository the way I like it (I use the trunk/branches/tags system).
I checkout an initial working copy from the trunk to a project folder in my local webroot.
I create a new project in Aptana and set the project path to my project folder on the localhost.
Aptana understands that this project is versioned and shows appropriate icons on each file. I can do many of the version control functions directly in my file tree in Aptana, no need for any shell or even Tortoise.
Once I have a stable, deployable version of my app, I create a version control tag. Then I do an export of that (unversioning it).
The exported app is then uploaded via FTP.
That's how I do it at the moment anyways, maybe it clarifies somethings. Tips on improving the procedure are welcome!
There is no problem using ftp to upload. The only disadvantage is that the password is transferred as plain text.
It would be good to have a local version control system, that would allow you to easily see changes between versions, and quickly revert to an older version, and much more...
I don't think there is a need to install a version control system on your shared host. Only if you want to access the version control system from different sites (at home, at work, while traveling), it can be handy.
Everyone is completely missing the point. Development using a version control system is a great thing and has massive upside even for developers working on their own. The question here is about deployment using version control systems.
This is a newer and great idea, consider something like Magento which has 6,744 files in the base install, not mentioning when you start adding your own skins which usally run to around 500 files. Using version control to DEPLOY something like this saves major time uploading this many tiny files via FTP as only the modified ones are sent.
Asside from this, I've never actually tried deploying like this so I can't offer any real world experience, however there are several good articles on how to get this setup, a good one can be seen here.
There is an awesome plugin for bzr called bzr-upload, designed exactly for your kind of use-case. bzr is very light-weight (no need to set up any repository) and super easy to start using, even if you haven't used any kind of source control before. It's a plugin for bzr and every time you make a commit on your local machine, it will s/ftp the changed files up to your web host. It doesn't push up all the version control info, just the files themselves.
As others have said, you can set up version control locally ... or on your host. I recommend you do whatever works best for you.
You mention using Dreamhost. I support one small site there, and know that they do allow uploading via scp and sftp. This would allow you to upload your files with your password encrypted. (And you don't have to adopt a version control method if you don't want to! ;-) Scroll down the sftp page I linked to and you'll find some suggestions for scp & sftp clients.
FWIW, if you're using Windows, I've used WinSCP for years and liked it. Also, if you want full login access, I suggest PuTTY; its full download also includes command line based clients for sftp and scp.
Which eclipse files is it appropriate to put under source control, aside from the sources obviously. In my project, specifically, I'm wondering about:
.metadata/*
project-dir/.project
project-dir/.classpath
project-dir/.settings/*
If there are any of these for which is depends, please explain your guidelines.
Metadata should not be managed in source control, they contain mostly data relevant to your workspace.
The only exception is the .launch xml files (launcher definition).
They are found in
[eclipse-workspace]\.metadata\.plugins\org.eclipse.debug.core\.launches
And should be copied into your project directory: when your project is refreshed, those configurations will be displayed in the "Run configuration" dialog.
That way, those launch parameter files can be also managed into the SCM.
(Warning: do uncheck the option "Delete configurations when associated resource is deleted" in the Run/Launching/Launch Configuration preference panel: it is common ot soft-delete a project in order to import it back again, to force a reinitialization of the eclipse metadata,... but this option, if checked, will removed your detailed launch parameters!)
project-dir/.project
project-dir/.classpath
project-dir/.settings/*
should be in your SCM.
The goal is that anyone can checkout/update his/her SCM workspace and import the eclipse project into the eclipse workspace.
For that, you want to use only relative paths in your .classpath, using linked resources.
Note: it is better if project-dir refers to an "external" project directory, not a directory created under the eclipse workspace. That way, the two notions (eclipse workspace vs. SCM workspace) are clearly separated.
As ipsquiggle mentions in the comment, and as I have alluded to in an old answer, you can actually save the launching configuration as shared file directly in your project directory. All launching configuration can then be versioned like the other project files.
(From the blog post Tip: Creating and Sharing Launch Configurations from KD)
I am currently working on a project where we have the .project and .cproject files under source control. The idea was that settings related to library paths and link directives would propagate across the team.
In practice it hasn't worked very well, merges almost always come back in a conflicted state which need to be deconflicted outside of eclipse and then the project closed and reopened for the changes to take effect.
I wouldn't recommend keeping them in source control.
It's worth nothing that CDT configuration files are not source-control-friendly, there's a bug filed for .cproject files changing very frequently and causing conflicts, see https://bugs.eclipse.org/bugs/show_bug.cgi?id=226457
Some projects, like those using Maven, like to generate the .project files based on POMs.
That said, other than that - .metadata should NOT be in source control. Your project will have to make a determination about whether projectdir/.settings does, based on how you plan to manage standards and such. If you can honestly trust your developers to set up their environment based on the standard, and you don't have to customize anything special for any project, then you don't need to put them in. Me, I recommend configuring every project specifically. This allows devs to work on multiple projects' stuff in the same workspace without having to change default settings back and forth, and it makes the settings very explicit, overriding whatever their default settings are to match the project's standards.
Only difficult part is making sure they all stay in sync. But in most cases you can copy the .settings files from project to project. If there are any you specifically don't want in source control, do the equivalent of setting svn:ignore for them, if your SCM supports it.
I'd say none of them. They most likely contain information that is relevant only to your workstation (I'm thinking about paths for libraries and all). Also what if someone in your team is not using Eclipse?
The .classpath file is definitively a good candidate for checking into scm as setting it by hand can be a lot of work and will be difficult for new devs getting into the project. It is true it can be generated from other sources, in which case you would check in the other source.
As for .settings, it depends on the settings. This is a grey area, but some settings are almost mandatory and it is convenient to be able to check out a project, import it in Eclipse and have everything set up and good to go.
At our project, we therefore maintain a copy of the .settings folder called CVS.settings and we have an ant task to copy it to .settings. When you get the project from CVS, you call the 'eclipsify' ant task to copy the default settings to the new .settings folder. When you configure settings that are needed by everyone developing on the project, you merge those back into the CVS.settings folder and commit that to CVS. This way saving settings in SCM becomes a conscious process. It does require devs to merge those settings back into their .settings folders from time to time when big changes are checked in. But it's a simple system that works surprisingly well.
A few times already, I got into situations where one of my SVN repository got corrupt and we could do anything with some versions or branches of the project without really knowing what we did. So I'm asking what can cause a repository to become corrupt?
It seems that incompatibilities between clients may cause problems, more specifically with character sets.
There are basically three distinct cases:
Faulty hardware is usually the most difficult to spot, except in the most obvious cases. Case 2 is preventable by limiting login access to the server. Everything else is a bug in Subversion. (This includes compatibility issues between client and the server.) You should never be able to corrupt the repository just by using a Subversion client (not even when there is a bug in the client, IMO).
Potential filesystem corruption or someone mucking around with the internal svn directories?
There is always the possibility that the hardware is faulty. Things like bit errors in memory can cause silent corruption instead of simply crashing the computer; if a svn server process is the one affected, the repository can become corrupted.
If the repositories are not on the svn servers local disk, but on NFS, they can become corrupted if they're using the berkley db format. In svn 1.5 FSFS became the default for new repos - it's perfectly happy living on non-locking filesystems, like NFS.
I've had it happen a few times. SVN doesn't seem to cope well if the client goes away while the server is taking a long time to do certain things. I don't know the exact details, but I have done a few kill -9s on what I thought were read-only processes and ended up having to run a svnadmin cleanup afterwards before the server would respond again.
This is quite common on File based repos, however if you have a single user / service accessing the repo, this will not happen.
I had a repo corruption that took me a while to figure out. On the server I had accidentally changed the owner of the .svn dir in the repo to some unrelated user. SVN gave me corruption errors after that until I deleted and re-created the repo. Even after I corrected it. smacks forehead
I would like to know how to setup an SVN repository with LDAP authentication. I do not want to use Apache DAV though.
There are two options:
Since it took me some time to find the pieces to do this, I wanted to post how I did this on a RHEL5 server:
install CollabNet rpms (client, server, and extras).
run /opt/CollabNet_Subversion/bin/Configure-CollabNet-Subversion to configure without Apace and with svnserve.
modify your repo/conf/svnserve.conf file to have:
copy /etc/openldap/ldap.conf to /etc/opt/CollabNet_Subversion/conf/openldap and add "TLS_REQCERT allow". This is required for our self-signed LDAP server
run collabnet saslauthd (a) mkdir -p /var/state/saslauthd (b) edit /etc/init.d/collabnet_subversion to include "/opt/CollabNet_Subversion/sbin/saslauthd -a ldap" towards end of start() function (c) stop/start /etc/init.d/collabnet_subverison
note: you can use "/opt/CollabNet_Subversion/sbin/testsaslauthd -u -p " to test sasl connection to ldap
A bit involved, but for me, it allows our clients to connect to svn:// using their ldap passwords.
You could use scm-manager which has an ldap plugin.
What is the best way to make one of the branches of a subversion repository the new trunk?
There has been a major rewrite for the entire system: things have been moved around, rewritten, replaces, removed, renamed etc. The rewritten code has been tested and is ready to replace the old trunk.
Basically, the the old mainline (Trunk 5) is tagged and will end here. The rewritten branch (Branch 6) is to become the new mainline (Trunk 7):
All ongoing changes from the old 'Trunk' are already incorporated in the 'Rewritten branch'
How can I do this?
Use svn move to move the contents of the old trunk somewhere else and rename the branch to trunk afterwards.
Note that copy and move in svn work like file operations. You can use them to move/copy stuff around in your repository and these changes are versioned, too. Think of "move" as "copy+delete".
[EDIT] nilbus just notified me that you will get merge conflicts when you use svn move.
I still think that this is the correct approach. It will cause conflicts but if you merge carefully, chances are that you won't loose any data. If that bothers you, use a better VCS like Mercurial or Git.
I agree with using the svn move command to accomplish this goal.
I know others here think its unusual, but I like to do it this way. When I have a feature branch and am ready to merge it with a trunk that has also be significantly modified, I will merge it to a new branch, usually named <FeatureBranchName>-Merged. Then I resolve conflicts and test the merged code. Once that's complete I move the trunk to the tags folder so I don't loose anything. And last I move my <FeatureBranchName>-Merged to the trunk.
In addition I prefer to avoid the working copy when doing the moves, here are samples of the commands:
svn move https://SVNUrl/svn/Repo/trunk https://SVNUrl/svn/Repo/tags/AnyName
svn move https://SVNUrl/svn/Repo/branches/BranchName-Merged https://SVNUrl/svn/Repo/trunk
Note: I use 1.5
Recommend you do these changes via the repository browser tool.
Attempting large delete+move operations via the working copy is a great way to kill the working copy. If you are forced to use the working copy, perform incremental commits after each delete or move operation and UPDATE your working copy after each commit.
I was just looking at this problem recently, and the solution that I was very happy with was performing
svn merge --ignore-ancestry trunk-url branch-url
on the working copy of my trunk.
This does not try to apply changes in a historical manner (maintaining changes in the trunk). It simply "applies the diff" between the trunk and the branch. This will not create any conflicts for your users in the files that were not modified. You will however lose your Historical information from the branch, but that happens when you peform a merge anyway.
@Aaron Digulla and @kementeus solutions are workable. For Subversion 1.4 repositories, copy/move operations can make future migration to a different repository structure or splitting repositories difficult.
I believe 1.5's improvements include better resolution of move/copy history, so it probably wouldn't be an issue for a 1.5 repository.
For a 1.4 repository, I'd recommend using svnadmin dump and svndumpfilter to perform the movement of the existing trunk elsewhere, then moving the branch to the trunk with the same mechanism. Load the two dumpfiles into a test repository, verify, then move it to production.
Of course, backup your existing repository before starting.
This preserves history without recording the move/copy explicitly and makes future re-organization, preserving history, easier.
Edit: As requested, the documentation of the 1.4 behavior, from the 1.4 Red-Bean book, Filtering Repository History
Also, copied paths can give you some trouble. Subversion supports copy operations in the repository, where a new path is created by copying some already existing path. It is possible that at some point in the lifetime of your repository, you might have copied a file or directory from some location that
svndumpfilteris excluding, to a location that it is including. In order to make the dump data self-sufficient,svndumpfilterneeds to still show the addition of the new path?including the contents of any files created by the copy?and not represent that addition as a copy from a source that won't exist in your filtered dump data stream. But because the Subversion repository dump format only shows what was changed in each revision, the contents of the copy source might not be readily available. If you suspect that you have any copies of this sort in your repository, you might want to rethink your set of included/excluded paths, perhaps including the paths that served as sources of your troublesome copy operations, too.
This applies to migrations/reorganizations using svndumpfilter. There are times when a little extra work now can save a lot of extra work later, and by keeping an easy use of svndumpfilter available for future migrations/reorganizations mitigates the risk at a relatively low cost.
While the answers above will work, they aren't best practice. The latest svn server and client track merges for you. So svn knows which revisions you've merged into a branch and from where. This helps a lot when keeping a branch up-to-date and then merging it back into the trunk.
No matter which version of Subversion you're using however, there is a best practice method for getting changes in a branch back into trunk. It is outlined in the Subversion manual: Version Control with Subversion, Chapter 4. Branching and Merging, Keeping a Branch in Sync.
If you want to make the branch the new trunk (i.e.) get rid of all changes in the trunk which were made since the branch was created, you could 1. Create a branch of the trunk (for backup purposes) 2. "revert changes" on the trunk (select all revisions after the branch was created 3. Merge branch back to trunk.
History should be remaining this way.
Regards, Roger
It is a really weird/unusual configuration in SVN, even I think it is far from being a "good practice" at all, anyway, I guess you could do something like:
Good luck
I personally used Mercurial and Subversion in a limited way and I just can't see why 95% of the people will chose SVN over something else. Is it just a monopoly case or is there a lot of good hidden in SVN that other systems don't have?
It is free, has open source, has good documentation, is widely used, simple/easy to use, has a significant functionality set, available on lots of platforms, support available.
There is not much more that you can ask of a piece of software.
Personally I'm just starting to get to grips with git having been a Subversion fan for a long time. I'm still more comfortable with Subversion, but it would be foolish to deny the advantages of distributed source control...
It's all about support.
Support, support, support.
CVS used to be the default (it was pretty much the only answer). SVN was designed explicitly to be a better CVS. It makes sense that many of the CVS users would migrate to SVN because it fixes nearly all of CVS's faults, is easier to use and maintain, adds new features, and has a really easy migration path.
SVN also has its share of problems, but generally only advanced users will run into them. Systems such as Git and Mercurial seem to address those problems (I've only dabbled in git slightly, never mercurial). SVN is good enough for most purposes and has the userbase, community, and tool support to make it a very attractive choice for people just getting started.
Not everyone goes with SVN, some of us are using GIT ... ;)
I find it to be amazingly fast to get set up. If I use the VisualSVN server (free) and the AnkhSVN VS plugin (also free) and add the TortoiseSVN shell extension, I can get your code under source control plus 3 clients in less than 20 minutes. Easy as pie... well supported...
Is the best out there? Probably not. But it sure is easy to set up.
Many people come from CVS and Subversion is probably the SCM most like CVS and thus easy to learn.
For centralized version control it's the safe option, it's good enough and everyone is using it. Together with tools like TortioseSVN it's pretty good. There are probably better solutions but they're not free, not as well known or both.
Decentralized version control fits the OSS way of working great but I don't think most companies will use it. Tracking changes and versions seems harder. It's easier to have many different versions of the code with many different permutations of bugs solved and features implemented and that's something that's hard to sell to management.
GUI's.
From my experience, getting no techies to use version control is an uphill struggle. To give them a nice GUI and tell them to update/commit by right clicking on things is they only way they're going to use it.
Now, if only git had a clean, usable GUI, then it would really take off.
For our purposes, it was easy to stand up, easy to work with and has good integration tools into our IDE of choice. Is it the best? maybe not, but as far as a central repository is concerned it does the trick.
In about half a day or so I had SVN installed and authenticating against Windows domain accounts (using Apache) recognizing groups withing domain. Although I use both Windows and Unix for development, the company's backend services are all Microsoft. The fact it was easy to setup under a Microsoft environment was fantastic.
We don't do anythin fancy since most of the developers here own their entire project (we have yet to do any merging). And since anyone (with permission) can view the repository in their browser it's a great way of distributing releases.
We didn't just go with Subversion - in the early days we used Source Safe (stay away), then we grew and needed branching so we switched to TFS.
TFS is really hard to use in that way. Not user-friendly. At all. For a small operation (5 devs) like ours, it felt very bloated.
Also, TFS has this evil symbiosis with SharePoint, and that got bad for us. It wouldn't have been a problem if we had more IT resources and maybe a developer we could devote to these labyrinthine areas, but there were some serious IT meltdowns around our SharePoint install that made us scared for our source.
And because its branching is so arcane, it failed the very task we implemented it for!
We switched to Subversion about a month ago using VisualSVN as our client (which costs $50/seat but is more polished than the free AnkhSVN). VisualSVN is built on Tortoise and works great.
One of my favorite things about Subversion is that it can store your code as text files, rather than inside of a proprietary database (although it can use BerkleyDB as backend, the performance benefit is often negligable). So you don't have a situation where SharePoint goes down and your code is very hard to get at or maybe (gulp) gone. It's just text files on the disk.
So, it's free, lean, easy to use, and it just works. I'm very happy with Subversion.
For me: free, good documentation, good integration into Windows via TortoiseSVN and the perception of being a standard and a natural successor to CVS made it a pretty obvious choice.
It is free, stable, platform independent, easy to deploy, easy to integrate into an IDE, and widely used.
Those are my reasons for using it.
It's much better than CVS, that people used before. And it has so few disadvantages, that people don't have the feeling, they should try something else. Subversion is enough for most needs, so they try nothing else, even it may be more productive. I haven't used mercurial yet (I want to give it a try, but don't have time, and as SVN works this has no high priority on my list).
Besides, distributed version-control starts more complicated at the beginning, so people might be frightened.
At my company we've been using Subversion with TortoiseSVN to replace Visual Sourcesafe (ouch, yes, I know), and on the whole it's been a really positive experience.
We've had one truly major important negative issue against subversion though: any 1.5.X version used against the Apache server-based SVN leaks memory, and for our usage pattern it's bad enough that it tended to crash the server multiple times a day. We've had to revert to a 1.4.8 version if I recall correctly, which caused some consternation.
Luckily there are some Python scripts to help revert working copies back to an older version of SVN.
It's what people know. There doesn't have to be much more to it. Yes, once it's set up (which can be a pain), it's easy to use, yes it integrates well with most IDE's, yes there are nice tools available for it (TortoiseSVN for example), and yes, it's been stable for a long time, but all these things just mean that most people don't see an urgent need to even look at the alternatives.
It's widely used basically because it's widely used. People are familiar with it, and pretty much everyone use it "by default".
I'm still getting used to Bazaar and the idea of decentralized SCM, but already I'm more or less convinced that it's a better model for pretty much any project. But it's an uphill struggle because it's a new concept that people have to get used to, and integrate into their workflow.
SVN looked promising, but after trying a few projects with it, I reverted to CVS. It's simple, and just works.
I wrote a blogpost on this, which ends with the sentence: "The more I think about it, SVN seems to be a nerd?s implementation to a theoretical problem, whereas CVS is a pragmatic solution to a real life situation."
If you like you can find the complete post here: http://www.rolfje.com/2008/02/16/svn-is-missing-the-point/
I actually looked at Mercurial as a replacement for Subversion... I really liked the command syntax Mercurial has. Then I ran a little experiment. I took Boost's tar ball, unzipped and tried to check it in to a Mercurial repository.
I did this on Windows and Unix. It failed on Windows because of some path-depth bug in Mercurial.
Subversion and git did not have issues with this (neither did bazaar, IIRC). I didn't like Darc's command syntax. Git has putrid windows support (requiring Cygwin or MSYS) and almost no-one has heard of Bazaar... so I stayed with Subversion.
It's free, easy to administer, has the basic features small organizations need.
But from my experience it just can't beat the commercial alternatives (especially AccuRev, but also ClearCase, Perforce, etc.) which will give you much more than what svn is capabale.
Aside from being widely used, you can find magnitude of hosting services which provide SVN repositories. However, I agree.. there are some pains in SVN.
The scenario is:
On other machine (same working copy, but no changes):
How can I make svn diff produce patch-appliable patch, or cleanly apply patch produced by svn diff in this case? I can't commit. I would like to preserve mergeinfo (because the obvious workaround is to add the file as totally new, without connection to the previous one).
With subversion, you can specify which diff binary to use, and parameters to pass to it. See the manual on svn diff.
You'd want to produce a regular patch file from a svn diff, so you'd want the svn diff to look like a normal diff. Try this:
svn diff --diff-cmd /usr/bin/diff -x "-i -b" > mypatch
...
patch -p0 < mypatch
Proof of concept:
echo "newline" >> README.txt
svn diff --diff-cmd /usr/bin/diff -x "-i -b" > mypatch
cp README.txt README.txt.patched
svn revert README.txt
patch -p0 < mypatch
diff README.txt README.txt.patched
No difference in the two files after patching.
Go ahead and try patch original -i original.patch. I've never had problems using patch with patches produced by svn diff.
Wich is the best way to prepare a team for migration from svn to mercurial?
Wich problems may appear in the migration?
How to solve them?
Your biggest hassle will be comprehension of concepts.
The multiple-named-branches/multiple-heads sharing the same logical space thing appears to be the biggest stumbling block, along with the all-branches turn up in all clones deal.
Your only way to solve this is mandate they read the documentation, in full, and test them on their understanding of the documentation, and don't migrate until you do.
This may sound rash, but having had personal experience with this in the realm of unintentional merging of branches that were unintended to be merged, by multiple people on multiple occasions, I have to basically say you need to know they can handle it, or your job will become a living nightmare. #265944 Backing out a backwards merge
Further more, read the documentation on hooks yourself, and learn how to write hooks on your most critical shared repository so that recognized bad problems are not permitted to turn up.
We made the transition easier by limiting the number of ways people could screw things ups -- both by banning certain features and by picking a conceptually easier workflow.
We said "no named branches" and went instead with the clones-as-branches mechanism that Mercurial makes easy and efficient.
We said "no mercurial queues" because they modify existing repos in unexpected ways.
We also picked a workflow that had just a few people pushing into a "central" respository. For every bug/feature a developer is going to work on he or she makes a clone of the central repository on the central server. They then clone that bugfig-clone onto their local machine. They can push a series of changes into their on-server clone and when done the release owner pulls from their bugfix clone into the central repo.
Lastly, I'd suggest you make sure all your people know what "hg parents" does and what "hg revert" doesn't do (it only modifies your working directory never nor repository).
I'm adding an existing site to SVN.
The files already exist on the webserver, and now identical copies (- config files) exist in the repo.
I want to convert the webserver directory into an SVN working copy, but when I run:
svn checkout http://path.to/svn/repo/httpdocs .
I get the error: "svn: Failed to add file '': object of the same name already exists"
Any ideas on how to tell svn to just overwrite those files whose contents are the same?
Have you tried the --force option?
'svn help checkout' gives the details.
This can be done pretty easily. All i did was move the existing directory, not under version control, to a temp directory; Then checked out the svn version to my correct directory name; copied the files from the temp director into the svn directory; then reverted the files in the svn directory. If that does not make sense there is an example below:
/usr/local/www
mv www temp_www
svn co http://www.yourrepo.com/therepo www
cp -pR ./temp_www/* ./www
svn revert -R ./www/*
svn update
hope this helps, and not sure why just a simple svn update did not change the files back?
svn checkout --force svn://repo website.dir
then
svn revert -R website.dir
Will check out on top of existing files in website.dir, but not overwrite them. Then the revert will overwrite them. This way you do not need to take the site down to complete it.
Pull from the repo to a new directory, then rename the old one to old_crufty, and the new one to my_real_webserver_directory, and you're good to go.
If your intention is that every single file is in svn, then this is a good way to test your theory. If your intention is that some files are not in svn, then use Brian's copy/paste technique.
I tend to get the feeling that most folks here think SVN is gold-plated goodness, whereas VSS is the worst program ever devised (at least as Version Control is concerned).
That said, why? I've used some CVS, and my current job uses VSS, and from a grunt on the team's perspective, I can't really tell that much difference. Most of the differences I've seen are cosmetic. Granted, I've not tried to do any branching/merging in either, but as a coder who comes in, checks out files, works on those files and checks them in at the end of the day, why would I want 1 over the other?
?Visual SourceSafe? It would be safer to print out all your code, run it through a shredder, and set it on fire.? - (Attributed to an unidentified Microsoft employee).
SourceSafe has many problems and no redeeming features. There are several freely available, cross-platform alternatives that are safer, faster and more powerful. Subversion is probably the most widely used of these. Some people prefer distributed version control systems such as Git, Mercurial or Bazaar.
Some reading about why VSS is so bad:
I refer you to the answers to What is so great about Subversion?.
Microsoft, which makes Visual Source Safe, does not use it internally for any projects of any significant size. That's a major mark against it, in my book. And using it for large projects, you understand why; it's SLOW, and god help you if you ever decide to let it auto-merge anything.
VSS is not atomic, so a get latest during a large check-in from another user will result in an incomplete file set. This also gets worse if working over a WAN due to the design of VSS to work over shares.
My last-but-one company switched from VSS to SVN because of
SVN has some important features over CVS/VSS, like atomic commits, cheap copies, more efficient storage on the server side.
SVN is, however, not the only revison control system out there... There are a lot of different revision control applications. A new trend seems to be towards distributed revision control, like Git or Mercurial.
I know that it is easy to pick on VSS, but it is important to remember a few things (get out of the weeds for a second!)
You don't have to agree with me on all these points, I'm only demonstrating that it does have it's place, and has value in different scenarios.
VSS has a really bad history that it has to overcome. More recent versions seem to be more stable, but it still has a metric crap ton of negative baggage that it is toting around.
I actually think Perforce is the gold-plated goodness. The GUI tools are good enough that you can give them to a designer or artist and get them to use source control like us devs. I'm pretty sure the VSS File->Add Files window predates windows 95. The whole concept of files in use being locked is absurd. Didn't we solve that decades ago with CONCURRENT versioning? I have experienced history corruption and (correct me if I'm wrong) but VSS does not even support branches and merges.
I like SourceVault much better than VSS or SVN
You should run from VSS as soon as you can. If you haven't had problems with it in the past then you are due from some. It's like a Russian Roulette time-bomb - you never know when it's going to blow.
SVN is a great tool and very easy to setup, manage. Administration tools for backing up or replicating are very nice.
I would recommend SVN over VSS anyday.
Brian
Well CVS and VSS are pretty much the same thing as far as functionality goes. So they are not a good starting point to compare each of them.
However you probably will never see a difference between SVN and VSS if you just use them as a grunt on the team. You really have to start using them as a project manager to really see the differences, such as branching, merging, etc.
SVN works well from a developer standpoint, but the way it stores config info all over the directory tree is maddening to sysadmins (especially those tasked with moving it to another server when the developers refuse to do a commit/re-checkout process). :) So, it's not ALL gold-plated goodness!
The old argument of integration in Visual Studio doesn't work any more. AnkhSVN 2.0 delivers an integrated solution and VisualSVN integrates TortoiseSVN into Visual Studio.
And TortoiseSVN itself is enough reason to switch for many users.
I have problems with VSS with Java code. While a getLatestVersion, VSS is unable to handle the nested structure of projects and packages in java. I got inifite folder structures for the same. SVN is quite simple in this regard.
Is there a way to edit the log message of a certain revision in Subversion? I accidentally wrote a wrong filename in my commit message which could be confusing later.
I've seen How do I edit an incorrect commit message in git but the solution to that doesn't seem to be similar for Subversion (according to svn help commit).
Essentially you have to have admin rights (directly or indirectly) to the repository to do this. You can either configure the repository to allow all users to do this, or you can modify the log message directly on the server.
See this part of the Subversion FAQ (emphasis mine):
Log messages are kept in the repository as properties attached to each revision. By default, the log message property (svn:log) cannot be edited once it is committed. That is because changes to revision properties (of which svn:log is one) cause the property's previous value to be permanently discarded, and Subversion tries to prevent you from doing this accidentally. However, there are a couple of ways to get Subversion to change a revision property.
The first way is for the repository administrator to enable revision property modifications. This is done by creating a hook called "pre-revprop-change" (see this section in the Subversion book for more details about how to do this). The "pre-revprop-change" hook has access to the old log message before it is changed, so it can preserve it in some way (for example, by sending an email). Once revision property modifications are enabled, you can change a revision's log message by passing the --revprop switch to svn propedit or svn propset, like either one of these:
$svn propedit -r N --revprop svn:log URL
$svn propset -r N --revprop svn:log "new log message" URLwhere N is the revision number whose log message you wish to change, and URL is the location of the repository. If you run this command from within a working copy, you can leave off the URL.
The second way of changing a log message is to use svnadmin setlog. This must be done by referring to the repository's location on the filesystem. You cannot modify a remote repository using this command.
$ svnadmin setlog REPOS_PATH -r N FILEwhere REPOS_PATH is the repository location, N is the revision number whose log message you wish to change, and FILE is a file containing the new log message. If the "pre-revprop-change" hook is not in place (or you want to bypass the hook script for some reason), you can also use the --bypass-hooks option. However, if you decide to use this option, be very careful. You may be bypassing such things as email notifications of the change, or backup systems that keep track of revision properties.
When you run this command,
svn propedit svn:log --revprop -r NNN
and just in case you see this message:
DAV request failed; it's possible that the repository's pre-revprop-change hook either failed or is non-existent
Its because Subversion doesn?t allow you to modify log messages because they are unversioned and will be lost permanently.
Go to the hooks directory on your Subversion server (replace ~/svn/reponame with the directory of your repository)
cd ~/svn/reponame/hooks
Remove the extension
mv pre-revprop-change.tmpl pre-revprop-change
Make it executable (cannot do chmod +x!)
chmod 755 pre-revprop-change
svnadmin setlog /path/to/repository -r revision_number --bypass-hooks message_file.txt
Check the Subversion FAQ:
How do I change the log message for a revision after it's been committed?
@tet: We often see log messages that are incomplete, contain typos or contain information that gets outdated. In all these cases it helps future reviewers of changes to allow updating log messages.
In theory one can change logmessage for worse, but in practice I've only seen improvements. (I often extend logmessages when trying to determine when a bug was introduced)
Here's a handy variation that I don't see mentioned in the faq. You can return the current message for editing by specifying a text editor.
svn propedit svn:log --revprop -r N --editor-cmd vim
If your repository enables setting revision properties via the pre-revprop-change hook you can change log messages much easier.
svn propedit --revprop -r 1234 url://to/repository
Or in TortoiseSVN, AnkhSVN and probably many other subversion clients by right clicking on a log entry and then 'change log message'.
How can I prune old revisions from my development subversion repository? I keep a subversion sandbox in which I have lots of test projects, binaries, etc. I'd like to prune the history occasionally.
Here's the official answer:
There are special cases where you might want to destroy all evidence of a file or commit. (Perhaps somebody accidentally committed a confidential document.) This isn't so easy, because Subversion is deliberately designed to never lose information. Revisions are immutable trees which build upon one another. Removing a revision from history would cause a domino effect, creating chaos in all subsequent revisions and possibly invalidating all working copies.
The project has plans, however, to someday implement an svnadmin obliterate command which would accomplish the task of permanently deleting information. (See issue 516.)
In the meantime, your only recourse is to svnadmin dump your repository, then pipe the dumpfile through svndumpfilter (excluding the bad path) into an svnadmin load command. See chapter 5 of the Subversion book for details about this.
Found here: http://subversion.tigris.org/faq.html#removal
You can use svndumpfilter.
However it's really not a recommended thing to do. Repositories are supposed to be (mostly) append-only databases. Some amount of data mutation is tolerable thanks to the centralized nature of the database, but it's not supposed to be routine operation.
You should probably use a separate repository for each project instead of one bag repository that you will want to prune from time to time.
You don't really want to prune the history, that way lies madness.
You may want to delete old branches so that they don't appear in your svn browser, but that's just as straightforward as an 'svn rm'. The revisions remain in the version control system.
Jon - we disagree. There are times when it's appropriate to prune "very old" data that we are certain will no longer be needed because it is backed up in some other media. Take for example, a system that tracks versions of configuration files automatically. At some point, it makes sense to say - "We know that we no longer need to have the configuration the way it looked a year ago to be on-line. Having that information in some off-line format is fine, but leaving it on-line in the production systems is not a good thing." That is the perfect example of when it's appropriate to be able to easily archive the very old data, then prune it from the repository. I've found a way around the problem, but I think it is a real hack that I have to effectively re-play history from a certain point in time through all the revisions to create a new repository so I can replace the old one.
I've been reading up on branching/merging with Subversion 1.5 using the excellent and free Version Control with Subversion book. I think that I understand how to use the Subversion command line client to perform the actions that I need most often, which are:
Update Branch with Changes from Trunk
From the branch's working directory run:
svn merge http://svn.myurl.com/proj/trunk
Merge Branch into Trunk
From the trunk's working directory run:
svn merge --reintegrate http://svn.myurl.com/proj/branches/mybranch
However, we are using TortoiseSVN 1.5 as our interface to Subversion. I would like to know how best to perform these operations with TortoiseSVN. The new dialog provides three different options on the main menu.
From what I can gather, TortoiseSVN always executes svn with the following syntax.
svn merge [--dry-run] --force From_URL@revN To_URL@revM PATH
Additionally, reintegrate a branch often fails with a message stating that some targets have not been merged and so it cannot continue, and so I had to use option #3.
My questions are:
EDIT
Through "dry run" testing I have found that the command line Subversion operation
svn merge http://svn.myurl.com/proj/trunk
is analogous to option #1 (Merge a Range of Revisions) in TortoiseSVN, as long as I leave the revision range blank.
The behavior depends on which version your repository has. Subversion 1.5 allows 4 types of merge:
Subversion before 1.5 only allowed the first 2 formats.
Technically you can perform all merges with the first two methods, but the last two enable subversion 1.5's merge tracking.
TortoiseSVN's options merge a range or revisions maps to method 3 when your repository is 1.5+ or to method one when your repository is older.
When merging features over to a release/maintenance branch you should use the 'Merge a range of revisions' command.
Only when you want to merge all features of a branch back to a parent branch (commonly trunk) you should look into using 'Reintegrate a branch'.
And the last command -Merge two different trees- is only usefull when you want to step outside the normal branching behavior. (E.g. Comparing different releases and then merging the differenct to yet another branch)
You should use "merge a range of revision".
To merge changes from the trunk to a branch, inside the branch working copy choose "merge range of revisions" and enter the trunk URL and the start and end revisions to merge.
The same in the opposite way to merge a branch in the trunk.
About the --reintegrate flag, check the manual here: http://tortoisesvn.net/docs/release/TortoiseSVN_en/tsvn-dug-merge.html#tsvn-dug-merge-reintegrate
Take a look at svnmerge.py. It's command-line, can't be invoked by TortoiseSVN, but it's more powerful. From the FAQ:
Traditional subversion will let you merge changes, but it doesn't "remember" what you've already merged. It also doesn't provide a convenient way to exclude a change set from being merged. svnmerge.py automates some of the work, and simplifies it. Svnmerge also creates a commit message with the log messages from all of the things it merged.
I'm looking for a place to host a project using subversion, something like codeplex.com but not for open-source projects (not ready to share the source right now). Subversion source control and an issue/bug tracker would be nice. It wouldn't hurt if I was able to host a single sql database as well (although that's a secondary requirement)
Anything from free to a fair priced service is of interest, so all recommendations and experience will be greatly appreciated. In case it matters, the project is a .net project.
Check out unfuddle.com, I've been using it for a while with no problems and it's free for one project.
Just to add a little more detail on my experience:
Definitely recommended
I have been happy with wush.net. The support is fantastic.
http://www.wush.net/corpsite/landing
I use it for 3 projects right now. It does cost money, but not too bad. They basically manage the hosting for you. If you want to do more of your own admin I would suggest http://svnrepository.com/
both provide free Trac with it and also provide bugzilla if desired.
I'm currently a subscriber at projectlocker.com Its got subversion plus trac hosting. $5/month for 5 users. Also, you can have unlimited projects. Each project has a separate subversion repository, and trac installation. Integrates with Fogbugz too.
I recently started using http://beanstalkapp.com/ . It looks quite ok, but hadn't really tested it out yet.
I concur with @Brabster. I've used UnFuddle for about a year and know Josh (partner) ... great product, good business, and always reliable.
If it's your speed they also support Git.
Unfuddle is great. They host svn and git so you have your choice. It is very much like Trac but in a hosted environment. If you want to have multiple and account and repos with multiple projects you have to pay, but in my opinion it is worth it.
I've used SourceRepo for a while and it provides a lot of features (e.g. unlimited repos, unlimited users, SSL) for a really decent price. They also have TRAC, Redmine, and GIT support included.
Unfuddle's bug database is a bit fuddled. It's one of the worst I've seen. I recommend tracking your bugs elsewhere if you are going to use Unfuddle for hosting your source.
devZing has Subversion plus either Bugzilla or MantisBT
We have a client (who has a client, who has a client) who is driving us mad with change requests to a code base (in PHP). Our first response was to just work in a main trunk in SVN, but the client often comes back and requests that a certain change needs to get pushed to the live servers ASAP. On the other hand, other changes get reduced in priority suddenly, which originally came grouped with other changes (seemingly).
We are thinking of using a branch for every change request. Is this mad? What other solutions might work?
Thanks!
Edit: This is a really hard question to choose the correct answer for. Thanks to everybody for your great answers.
Edit: I know that the best answer I chose was not particularly popular. I too wanted to find a technical solution to this problem. But now I think that if the client wants software with features that can be deployed in a modular fashion... this problem should not be solved in our use of the version control system. It would have to be designed into the software.
Edit: Now it's almost a month later and my coworker/client has convinced me that multiple branches is the way to go. This is not just due to the client's insanity, but also based on our need to be able to determine if a feature is "ready to go" or "needs more work" or whatever. I don't have the SVN with me, but we merge using the advice from the SVN Cookbook: you merge the branch from the revision it was branched to the head revision.
Also, using this system, we merge all branches at some point and that becomes the new QA and then live build. Then we branch from that.
Last Edit (Perhaps): Months later, this system is still working out for us. We create branches for every ticket and rarely have problems. On the other hand, we do try to keep things separate as far as what people are working on...
Two Years Later: We use GIT now, and now this system is actually quite reasonable.
Perhaps Subversion here is not the best tool for the job. Although creating all these branches is cheap in SVN, re-merging them can become time-consuming and painfull.
If you have a look at GIT instead of SVN, you will find a version control system which is more powerfull at merging in general. Added to that, it has the specific feature of "cherry picking". That is, single commits can be easily "picked" from one development tree and added to another (the live branch). Also, it is easy and convenient in GIT to merge several commits into one single one (you can even add to a specific commit from another tree).
So building up single-feature commits and then cherry-picking them could be the solution for you.
What about creating a branch for your client's live version, a branch for your new development and a branch for your ongoing changes.
Work in the new development branch when you're not being inundated with tasks.
Work in the ongoing changes branch when you're fixing all that fun stuff they keep driving you crazy with. When you've got a fix, merge it to the "live" branch and to the "new development" branch.
That way your client's distribution is in its own world, your new development continues on (and can be merged whenever you need it) and your maintenance is also captured.
We work in a new development branch, then each time we decide to make a patch, we branch the trunk and then send that patch off for Q/A. If it goes back and forth a while, we work in that branch to fix those issues merging back to the trunk where necessary to ensure everything is in sync. If something came back long after the fact which needed to be addressed in a previous version, we can always fix it back in that branch, then again, just merge it into the trunk.
The scenario explained by the thread opener is an example of the feature branches pattern: http://svnbook.red-bean.com/en/1.5/svn.branchmerge.commonpatterns.html#svn.branchmerge.commonpatterns.feature
They are very usefule when you have to keep the main development line (the trunk) stable and you have to develop lots of features that potentially could break the main line.
The downside is that you have to keep the various branches in sync with the trunk: while a branch for feature A is in development, a branch for feature B can have reached a stable status and get closed and merged in the trunk: in this situation, you have to merge the changes introduced by the B branch from the trunk to the A branch. So, it's a good habit to merge often the branches with the trunk to avoid the problematic situation of a unique big merge at the end of the branch life with lots of conflicts to track down and resolve.
A branch for every change request sounds like overkill and maybe some trouble later.
try to group the change requests into logical areas so that you can see that a particular set of changes has a logically related effect on the application. Create branches for these.
I think that the real answer to the question though is to fix the client. You need to make it clear via a contract that these arbitrary change request is going to cost them money and it might slow them down. If this keeps up, your svn repository will be the least troubling aspect of the project.
Branch per change request, with the corresponding increase in cost to the client for the additional management, is a fine approach for this problem.
It will cost you more, in terms of time, resources available to be working on other features, etc, but with a lot of unrelated changes, or project features that get stalled or canceled, it is probably one of the better approaches.
This is really SCM system agnostic - but Subversion can certainly do what is needed.
Branch per tested, working change.
Tag per version release.
Develop in trunk.
Repeat.
:)
Have a branch for every RELEASE. Combine as many changes into a single release as make sense - having more branches is generally good, you can combine them easily in most cases, breaking them apart is a little more tricky.
Having a branch for every release means you also have a branch for what's currently on production (or what's just ABOUT to be released when releases are pending after the merge but before the actual deployment).
That's what we do anyway.
At my workplace we have the following system:
With git, I do make a branch for every little change, and I love it!
When doing lot of rapid changes in the "live" branch of a project, you need to have a solid code review process to reduce the chance of breaking it. The code review must be done before doing the check-in; and keep away the core development from that branch.
Once the change is approved, you can check-in the change (and/or merge from you working branch) and create a new "tag" once it's done.
When estimated hours are more than 8, use a branch.
What is your favorite non obvious feature of svn?
Hook scripts (start-commit, pre-commit, post-commit) are great tools for a build system relying on SVN.
Another one which is probably too "obvious", is calling 'svn export' from a build script. It's a really nice way to deploy files to some target directory (a website for example), because you get a clean copy without .svn hidden files. It's far better than updating a remote "deployment" working copy.
svn log --xml
Having the logs outputted in xml makes them very easy to parse and analyze.
externals.
The wonderful ability to pull 3rd party libraries into your code base and keep them up to date.
svn blame of course. Got to know whose fault it is.
Added in svn 1.6: The caret ^ shorthand notation to shorten subversion URLs when using the command line. The caret symbol can be used in place of the portion of the URL up through the repository name.
Ex:
svn switch ^/myProject/branches/fooBranch
instead of
svn switch http://machine22/repos/SandboxRepo/myProject/branches/fooBranch
Getting the history of a branch from the branching point:
svn log --stop-on-copy
The Subversion api and the client bindings that are built on top of that.
Most SCM systems are a combination of tools that allow calling them via a commandline, but subversion is designed as a stable API to be used by multiple clients. It just provides a commandline client on top of that.
TortoiseSVN, AnkhSVN, SharpSvn, and dozens of other applications and libraries[1] wouldn't be there without subversion being an api.
(I'm glad some of the other/new SCM implementations are starting to realize that a commandline client is not enough to be successfull)
[1] The link page is now offline, but you can still see the old version on http://svn.apache.org/repos/asf/subversion/branches/1.6.x/www/links.html
My favorite nonobvious feature of svn is how it litters all of my source directories with .svn metadata subdirectories. ;)
To back out a changeset from your working copy (eg. 4321):
svn merge -c -4321 .
svn checkin
Or multiple changesets:
svn merge -c -4321,-5432 .
svn log -r BASE:HEAD (possibly with a v option)
Shows what's happened between your version and the head version. Usually tells you who broke the build as well.
"svn:ignore" property
The subversion api and libraries. You can use a central SVN repository even if you prefer to work with a distributed VCS - either using the "svn native" SVK or for example Mercurial (via a bridge). Good apis also mean better tools are possible - they can work with SVN directly, instead of using the commandline client and trying to parse the results.
svn diff, even when you're offline and might think diff:ing is not possible.
In newer versions: interactive conflict resolution. This way, conflicts don't need to be resolved manually (in most cases, it's very trivial to do this, it's just annoying if it has to be done for a large batch of files). But really, conflict handling in general (i.e. that it blocks you from committing conflicting files).
Performing a rollback by merging the former revision w/ HEAD.
And a second answer:
svn status --depth files <path>
This depth support introduced in 1.5 makes Subversion so much faster than before from other tools.
came across while searching for something . . here's a favorite non ovbious one from my side .. you can copy paste the "svn working copy" to any other machine or any other OS, its works as if it was checked out there. This works even if it was checked out by a different user !!
Cross-platform support for Unicode filenames
I'm working in a Japanese company, so Subversion's Unicode filename support is great. I've been disappointed to see how poorly Unicode filenames are handled by git and Mercurial in comparison (particularly under Windows).
(I also appreciate how well Subversion handles Unicode in log messages etc.)
The option to configure an slave repository to mirror the main one. So a remote group can make all their reads from a local copy. It really accelerates the development.
svn cleanup
When that also says "Run svn cleanup to clean"
find . |grep \\.svn/lock |xargs rm
from an admin point of view, svndumpfilter exclude $file can decrease the size of your repository substantially.
I'm evaluating Microsoft Team Foundation Server for my customer, who currently uses Visual SourceSafe and nothing else. They have explicitly expressed a desire to implement a more rigid and process-driven environment as their application is in production and they have future releases to consider.
The particular areas I'm trying to cover are:
TFS does all of these things quite well, but it's expensive and complex to maintain, and the inexpensive Workgroup edition doesn't scale. We don't get TFS as part of our MSDN subscription.
Those problems can be overcome, but before I tell my customer to go the TFS route, which in itself isn't a terrible thing, I wanted to evaluate the alternatives. I know Subversion is often suggested for its configuration management/source control, but what about the other areas? Would a combination of Subversion/NUnit/Wiki/CruiseControl/NAnt/something else satisfy all of these requirements? What tools do I need to include in my evaluation?
Or should I just bite the bullet and go with TFS since we're already invested in the Microsoft stack?
Good question(s). I've never used TFS but all this certainly is possible with a number of tools. The biggest hurdle is the culture and mindset of the company and developers.
I am pro SVN. (But TFS would work I am sure)
I'd suggest very light intrusion on daily tasks.
Having sandboxes or promotion rules from one branch to another in SVN is one way to do code analysis without holding up the commit process.
So, to address each of your points: SVN handles source control and is ancillary/included in change management and Release management
Change management/Workflow is basically defined by the project team and can be helped with simple tools or just enforced by policy.
Release management is also policy based and uses the existing framework/tools (SVN)
Most any of the popular defect/issue tracking systems will handle the Incident and Document management - think wiki with trac or fogbugz (along with SVN for doc mgmt)
FXCop and all the other tools can be part of a build for code analysis
Testing framework is more policy based than tool driven - you have to make it a priority if that is what you want.
Your reporting notion is vague, but I think you have more than enough tools in any scenario to satisfy this
I am not sure what you really need as far as integration with 2008. In any case this not much can be as as tightly coupled as TFS, but I don't see that as a problem.
(I think you answered your own question.) This may end up being a religious war between MS and anti-MS sides.
In the three places I was at where I was in charge of recommending and implementing a solution, we voted with our wallets - against MS. I am sure TFS is capable, but the competition is quite up to the task and I think those tools translate well for other jobs.
As for tools to consider - I think searching Stack overflow for nant, msbuild, cruisecontrol, etc will give you more content than you can shake a stick at...
Some very large projects are succesfully running on SVN or GIT.
I would be inclined to use different best of breed apps that talk to each other than a single monolithic creation like TFS. A lot of free and commercial bug trackers integrate with SVN as do test runners. It's also generally easier to create your own interfaces to something like SVN than to make an MS server app do something new.
And finally it's easier to migrate from something like SVN to the next great new thing than to get data out of a proprietry package like TFS.
If the target developers are Microsoft-centric and the customer wants enforcable process, then staying with the TFS is a good call. Implementation costs have to take into account the learning curve, any lost productivity and existing infrastructure. If this is a big shop, and it sounds like it is, you'll also need an "IT" team's buy-in, which may be hard to get with a whole new technology stack.
Having said that, here are some other options:
You might want to take a look at Subversion + Atlassian's Jira (issue tracking), Confluence (wiki), Bamboo (CI), Clover (code coverage), Fisheye (repository "insight")
These are commercial tools, but are also already integrated and integrate well with Subversion.
The Rational toolset, which IBM now sells and develops, is robust, reliable and is very process-oriented. Probably more expensive than TFS, though. I have not used this recently, but in past engagements it performed well for those shops.
And finally, there's Computer Associate's Software Change Manager which has the most obnoxious process enforcement of any tool I've ever had the misfortune to be forced to use. But if anal-retentive, obsessive/compulsive mandatory process is what you want, this is the tool for you.
I would look into SVN,Trac,CruiseControl, and Nant... all free, open source, and extremely mature.
I have convinced my workplace on this stack, and I haven't looked back...
Team Foundation Server also includes build management, TFS build management can be used for Continuous Integration as well as release builds etc.
I have used CruiseControl.NET with Subversion for build management and it worked. However TFS will give you more control and auditing etc. Consider if you wish to have that level of control over your programmer, or should you be trusting them more.
Also consider Vault or Fortress from SourceGear, as the are designed to be easy for people that are used to Visual SourceSafe, .e.g. they have pinning.
I think the following stack is superior to TFS:
Each one of these tools serve a specific purpose and stand on their own merit. They work well together but can be replaced individually when something better comes along.
As much as people hate consultants, you might consider talking to a firm that does commercial svn support. If TFS is as expensive as you say, this may save you some money with the benefit of starting you off with a good setup. There are risks involved with this of course.
Our stack looks like:
Configuration management (e.g., source control)
SVN
Change management (workflow and doco for change requests, tasks)
Trac
Release management (builds and deployments)
Hudson
Incident and problem management (issues and bugs)
Trac
Document management (similar to source control, but available via web)
SVN (with Apache for web interface)
Code analysis constraints on check-ins
Coverity
A testing framework
Hudson (supports many various unit testing frameworks)
Reporting
StatSVN
Visual Studio 2008 integration
VisualSVN
I'm surprised no-one's mentioned Collabnet's TeamForge. Its the 'stack' part of SVN for all the bug tracking and other management controls on top of SVN.
It doesn't do requirements management as well as other apps (eg Polarion's Requirements) but if you can trace a requirement as a 'bug' then it'll be fine.
Incidentally, there is Polarion's ALM that is a competitor to TFS - they have a comparison chart on the website. Expensive though :(
The best free alternative would probably be Redmine IMHO.
I associate the "Subversion stack" with FOSS for some reason. Not that it can't be used for enterprise work, but in my experience, enterprise customers prefer the all-in-one solution.
Though question, I think both routes have their merits. I really like the usability of basic & daily operations that TFS provides through it's Visual Studio integration. GUI'wise if you compare it to TortoiseSVN it really looses feature wise. TFS does have a command line utility that covers most functionality missing in the GUI. Beyond source control I think TFS provides far stronger cohesion when it comes to setting check-in/commit policies, associating it with work items and such. I like the web interface in particular that TFS provides (although do look into it's licensing model before getting overly enthusiastic) Merge conflict handling is rather poor in VS2008, something they will be improving in VS2010. TFS is somewhat a jack of all trades, perhaps mastering non. However also TFS allows hybrid solutions when it comes to continuous integration, various tools from what you call "Subversion stack" can be used in combination with TFS also.
VisualSVN provides really good integration between SVN and VS. we migrated from TFS to SVN. back then(about 2 years ago i think...) what we felt was that TFS was bloated and slower(much slower compared to svn). But i am sure by now it must have improved.
One main difference between the two routes is that TFS can be setup easily when compared to a 'svn stack'. you would have to install different tools and applications and get them to work together. it would take some time. but after wards it will work with out complaining.
I've worked with both sides of the fence. I was originally forced to use SourceSafe. I hated it with a passion. When I was in a position to steer IT policy I tried a few different options and went the SVN and Trac route. It was not without its learning curve as well but the results were great.
I most recently started working at a pretty big place which uses SourceForge and RedMine. I miss SVN majorly. I like Redmine. We more recently moved everything to TFS and Jira. Sometimes I think big companies do things just because they like spending money. If I had a choice and price was no issue I'd still choose SVN and RedMine.
Is there an API to access Subversion from C#?
SharpSvn is a new Subversion wrapper library for .Net/C# that hides all interopand memory management for you and includes a staticly compiled Subversion library for easy integration. It is probably the only Subversion binding designed to perform well in a multithreaded environment.
SharpSvn is not platform independent, but it makes it really easy to use Subversion from your .Net applications. Several projects switched from other libraries to using SharpSvn in the last year. (AnkhSVN, Collabnet desktop for Visual Studio, SharpForge, to name a few)
Svn.NET is a continuation (fork) of SubversionSharp mentioned in CMS's answer. SubversionSharp is limited to the .NET 1.1 platform.
Svn.NET supports the following platforms:
Check SubversionSharp, its basically a C# wrapper library that fully covers the client API of Subversion.
I tried Svn.NET at one point and remember that it didn't do everything that I was looking for. If Svn.NET works for you I'd definitely recommend that route, but if you have problems like I did you can get wild and try using http://www.ikvm.net/ to convert http://svnkit.com/ to a .NET assembly. I definitely got this to work and was experimenting with it in my project when we decided to move away from SVN after all and I shelved the whole thing.
I finally got my group to switch from SourceSafe to Subversion. Unfortunately, my manager still wants to use exclusive locks on every single file. So I set the svn:needs-lock property on every file and created a pre-commit hook to make sure the property stays set.
We are running Subversion on a Linux server. Most of us use Windows machines and a few use Macs. We are using various SVN clients (TortoiseSVN, SmartSVN, Subclipse, etc.).
What we now need is a good/easy method to see all the files that are currently locked in the entire repository (and who has them locked). I have poked around a little in Tortoise and Subclipse, but haven't found what I am looking for. Our projects have many subdirectories that are multiple levels deep, so it would be too time consuming to look at each individual directory.
What I would like is a single report I can run that lists everything that is currently locked and who has it locked. What is the best way to get this type of information?
What you're looking for is the svnadmin lslocks command.
I have this set up at work because we keep some Word documents in our Subversion repository (with svn:needs-lock). I have a cron job set up that every day, checks the list of locks and emails a report of all locks older than 7 days to the whole team. That way we can tell who has been slacking and sitting on a locked copy of a document for a long time.
This might not be the answer you're looking for, but you should try to convince the manager that locks are actually not the best development practice. There's lots out there that's been written on this subject, so I won't repeat it all here.
When you go from a locking environment to one with no enforced checkout locks, at first you think it will lead to chaos, but it really doesn't. SVN is good at merging changes when two people are working on the same file, and even if you end up with conflicts, it's not so bad to fix them.
Much better than waiting around for the guy who went to lunch with a critical file checked out, or worse yet, went on vacation.
To see what locks you and others hold, you can use TortoiseSVN ? Check for Modifications.... Locally held lock tokens show up immediately. To check for locks held by others (and to see if any of your locks are broken or stolen) you need to click on Check Repository.
In standard php or source code based projects we easily keep all of the code in SVN and each developer can checkout their own copy and collaborate on the same code.
When developing a Drupal site however, much of the work is in "setup". Besides the theme and modules you don't really have any "source code". How do you run multiple instances of the same site so developers can all work at the same time yet share their work?
Example Scenario:
We launch an initial version of a Drupal site with content type "X" created. We also initially launch a view on the site that lists all the nodes of type "X" in chronological order. The client starts using the site, add content, menu items etc.
The next release is planned to add user search ability to that view. The setup for that is contained in the database though. We can copy down the production database to our development version to get the latest data while we work on changing the view. During that time however the client can still be updating the site, making our dev database out of sync. When we are ready to push the new view to production, is there an easier way to do it other than manually repeat the steps to set it up on the production install?
I wrote an article on painless Drupal revision control with CVS and Subversion best practices a while ago.
Unfortunately there is still the issue of source controlling the database, as you've pointed out. There are a few suggested methods, which I mention in an additional post.
I think a good strategy here is to use the install profile API. With install profile API you can do most things that using the Drupal admin tools do. Most core forms simply set variables in the variables table. To be able to sensibly version your non content database contents i.e. configuration it is wise to use update functions.
On my site we have on module "ec" that does very little apart from have it's ec.install file contain update functions e.g. ec_update_6001()
Your main install function can take care of actually running the updates on any new installs you make to bring your modules up to date.
function ec_install() {
$ret = array();
$num = 0;
while (1) {
$version = 6000 + $num;
$funcname = 'ec_update_' . $version;
if (function_exists($funcname)) {
$ret[] = $funcname();
$num++;
} else {
break;
}
}
return $ret;
}
A sample update function or two from our actual file now follow
// Create editor role and set permissions for comment module
function ec_update_6000() {
install_include(array('user'));
$editor_rid = install_add_role('editor');
install_add_permissions(DRUPAL_ANONYMOUS_RID, array('access comments'));
install_add_permissions(DRUPAL_AUTHENTICATED_RID, array('access comments', 'post comments', 'post comments without approval'));
install_add_permissions($editor_rid, array('administer comments', 'administer nodes'));
return array();
}
// Enable the pirc theme.
function ec_update_6001() {
install_include(array('system'));
// TODO: line below is not working due to a bug in Install Profile API. See http://drupal.org/node/316789.
install_enable_theme('pirc');
return array();
}
// Add the content types for article and mtblog
function ec_update_6002() {
install_include(array('node'));
$props = array(
'description' => 'Historical Movable Type blog entries',
);
install_create_content_type('mtblog', 'MT Blog entry', $props);
$props = array(
'description' => 'Article',
);
install_create_content_type('article', 'Article', $props);
return array();
}
Effectively this mostly solves the versioning problem with databases and Drupal code. We use it extensively. It allows us to promote new code which changes database configuration without having to reimport the database or make live changes. This also means we can properly test releases without fear of hidden database changes.
Finally cck and views support this approach. See this code snippet
// Enable CCK modules, add CCK types for Articles in prep for first stage of migration,
// enable body for article, enable migration modules.
function ec_update_6023() {
$ret = array();
drupal_install_modules(array('content', 'content_copy', 'text', 'number', 'optionwidgets'));
install_include(array('content', 'content_copy'));
install_content_copy_import_from_file(drupal_get_path('module', 'ec') . '/' . 'article.type', 'article');
$sql = "UPDATE {node_type} SET body_label='Body', has_body=1
WHERE type = 'article'";
$ret[] = update_sql($sql);
return $ret;
}
Taking Drupal settings from the database into code had been moving forward in leaps and bounds. Two modules that really help in this realm are:
Features - Allows you to gather together entities such as content types, taxonomy, views, even feeds. We are using this very successfully and it's made it possible to share these changes between developers.
Strongarm - Allows for the storage and export of the variable using the above module. I've done some testing with this module but we are not using it, simple because we really didn't need the functionality.
These solve the biggest issues with keeping the site setup in the database. They are not perfect however. . . we've found modules that were not supported or supported incorrectly.
You could save yourself some of the pain of configuring and working with SVN as described in Nick's article if you use the svn:externals property. This will keep your local version of Drupal up-to-date with the specified Drupal branch automatically, and you can use exactly the same mechanism for your modules. Additionally, because SVN will read the externals definitions from a file, you can put these under version control too!
I don't think CVS has an equivalent feature. However, it is quite easy to write a simple script that will automatically install a Drupal module, taking just a URL (I've done this for keeping my own Drupal site up to date).
As far as versioning the database is concerned, this is a much trickier problem to solve. I would suggest exporting a "stock" Drupal database to an SQL file and placing that under version control. Each developer would have their own local private database server to use. You could then provide a script that would revert a specified database to your stock version contained in the SQL file.
As an example of how this problem is solved in other ways, I'll describe the situation at work. I work on a web application; it doesn't use a database so doesn't suffer those problems. Our way of getting around the repeated setup of sites is to rebuild from source control and provide a program to achieve the automatic deployment of the sites. The program is used by our customers too as their way of creating sites.
Some modules such as CCK and Views allow exporting and importing their setup data as text. You can save these textual representations under the source control system.
Unfortunately, there just isn't a good/simple solution here. The problem is an unfortunate side-effect of the architecture of not just Drupal, but all framework-type CMS's where applications are defined as much through configuration (i.e. data stored in the db) as through source code. Neither of the two options for managing configuration data are great. The first is what you are doing: define a single db as canonical (i.e. the production db) and have developers work locally with a snapshot of the production db and "merge" new config info into the production db via manual configuration through the production site admin interface. In the case of well-defined subsystems - i.e. Views - you might be able to take advantage of import/export features developed to ease just this kind of configuration migration. The second option - i.e. the automation I think you are looking for - is difficult but could be worth it - or required - for large projects with the budget for complex project automation: dive deeply into the system/module db structure and develop custom scripting to merge new configuration data at the table/record level into the production db, say, as part of a nightly "build" of the latest db. Afraid there just isn't any in-between solution.
In terms of version control for historical tracking of the configuration data, a module like backup_migrate allows you to perform automated SQL dumps of the db. You can choose which tables are dumped by defining a backup "profile" and could create one that left large content, logging and caching tables (e.g. node, cache_content, watchdog) out of the dump so you were left with a more manageable chunk for versioning. Some simple scripting on the server or elsewhere could grab the latest dump and add it to your respository.
Drupal has now support for exportables configuration that allow you to move most of a site configuration to code. Exportables are supported for configuration variables, views, content type, fields, input formats, etc. with the help of the features module.
You can also manage initial, non exportable configuration and changes of configuration throuh a central controller profile, or module. Use it to enable module, create user, etc.
See The Development -> Staging -> Production Workflow Problem in Drupal and the Code driven development: using Features effectively in Drupal 6 and 7 presentation.
I know that I can svn diff -r a:b repo to view the changes between the two specified revisions. What I'd like is a diff for every revision that changed the file. Is such a command available?
There's no built-in command for it, so I usually just do something like this:
#!/bin/bash
# history_of_file
#
# Outputs the full history of a given file as a sequence of
# logentry/diff pairs. The first revision of the file is emitted as
# full text since there's not previous version to compare it to.
function history_of_file() {
url=$1 # current url of file
svn log -q $url | grep -E -e "^r[[:digit:]]+" -o | cut -c2- | sort -n | {
# first revision as full text
echo
read r
svn log -r$r $url@HEAD
svn cat -r$r $url@HEAD
echo
# remaining revisions as differences to previous revision
while read r
do
echo
svn log -r$r $url@HEAD
svn diff -c$r $url@HEAD
echo
done
}
}
history_of_file $1
You could use git-svn to import the repository into a Git repository, then use git log -p filename. This shows each log entry for the file followed by the corresponding diff.
Slightly different from what you described, but I think this might be what you actually need:
svn blame filename
It will print the file with each line prefixed by the time and author of the commit that last changed it.
As far as I know there is no built in svn command to accomplish this. You would need to write a script to run several commands to build all the diffs. A simpler approach would be to use a GUI svn client if that is an option. Many of them such as the subversive plugin for Eclipse will list the history of a file as well as allow you to view the diff of each revision.
Start with
svn log -q file | grep '^r' | cut -f1 -d' '
That will get you a list of revisions where the file changed, which you can then use to script repeated calls to svn diff.
How can I determine current version of my repository to see if I need to upgrade it (svnadmin upgrade)?
In reality I'm hosting SVN with 3rd party and I want to find out if I need to ask them to upgrade my repos or not.
I'm asking since 1.5 server will keep repo version at 1.4, unless I miss something?
Have a look at <REPO>/db/format. After upgrading to 1.5 format, my format file shows:
3
layout sharded 1000
Before it used to be:
2
Take the http or https link to your repository and cut & paste it into a browser. The Subversion repository server version appears in the footer by default.
Powered by Subversion version 1.4.5 (r25188).
One would assume that a 1.4 server won't be running against a 1.5 repository.
For details, see the Subversion 1.5 Release Notes
Thanks to @Omus for the correction.
You can check the content of the file "format" under the "db" directory. If it shows 3 then it has been upgraded to 1.5 (that's the version of the updated fielsystem). If it is 2 then it is 1.4 or older.
Also check question 1364618
For VisualSVN Server, even it uses custom pages, you can still view the page source:)
I would also suggest spoofing response headers because some server installations (VisualSVN Server comes to mind) uses custom pages which unfortunately doesn't show Subversion server version.
You could use Fiddler2 to spoof request/response to the server. If You're using an HTTPS connection be sure to check "Decrypt HTTPS traffic" option in: Tools->Fiddler Options->HTTPS
We happily use SVN for SCM at work. Currently I've got our binary assets in the same SVN repository as our code. SVN supports very large files (it transmits them 'streamily' to keep memory usage sane), but it is SLOOWWWWW.
What asset management software do you recommend, for about a GB (and growing) worth of assets? We would prefer branching and merging (different assets & config files go to different customers).
Please be very aware that it is almost impossible to merge binary files! At least automatically. At least I've never heard of a program that supports three-way merging on a binary format. Let alone conflict resolving.
That's why most asset management tools don't have branching, since it makes little sense since you can't merge again. Locking and linear history is better. If you want to "branch", then make a copy of the file with history.
Perforce is the only version control system I've heard being used for huge files and whole projects. It's free for two seats, but pretty expensive for more users (around $900 per seat). I've heard it can handle repositories as large as a terabyte.
git might be another option. It behaves somewhat differently from SVN, but is made for bigger projects (e.g. the Linux kernel). I'm not sure if it's good for big binary files.
At my company, we use Documentum as a ECMS, managing lots (and I mean really lots) of binary files. Documentum (or other ECMS like Alfresco) are supposed to be the "right" solution to manage documents. Documentum supprots tagging and branching, and can expose files as WebDAV (so integration into your workflow can be more or lessa transparent).
That's the theory. In practice, we found Documentum slow, hard to configure and manage. And honestly, even if we have lots of documents, most of them are not larger than a few 100's Mo.
This answer more of what you should not do than what you should do ... sorry ...
If you need to manage HUGE files, give a try to Plastic SCM (www.plasticscm.com). AFAIK Perforce is also an option but branching and merging are not that strong.
One of the files in my current head revision got corrupted. I want to make an older revision of that file the head revision as usually people sync to head revsion in my project. How to do that?
You should revert all changes since that old reversion. In principle,
svn merge -rHEAD:oldrev filename
svn commit -m "rolled back to oldrev"
should do. The later revisions are still there, but reverted.
You should do a reverse merge.
After considering the answers to my previous question (One SVN Repository or many?), I've decided to take the 4 or so repositories I have and consolidate them into one. This of course leads to the question, what's the best way to do this?
Is there a way to combine two or more repositories maintaining the version history for both?
Edit: I should also point out that I'm using Assembla.com, which does not provide access to the svnadmin command, AFAIK
Another edit: Does this even matter? If svnadmin works on URLs, then it's no problem then.
Edit: Oh well, the question edit was made while I was typing. This is an answer to
Is there a way to combine two or more repositories maintaining the version history for both?
Assuming that
The existing repositories have a structure like:
and you want a structure something like:
Then for each of your project repositories:
svnadmin dump > project<n>.dmp
Then for each of the dump files:
svnadmin load --parent-dir "project<n>" <filesystem path to repos>
More complex manipulations are possible, but this is the simplest, most straightforward. Changing the source repository structure during a dump/load is hazardous, but doable through a combination of svnadmin dump, svndumpfilter, hand-editing or additional text filters and svnadmin load
Dealing with a third party provider
svnadmin dump files for each of your repositories. The provider should be willing/able to provide this - it is your code!YMMV: This seems to be a reasonable approach, but I've never worked with a third party provider like this.
Yes, using svnadmin dump e svnadmin load.
Let's assume that you have to repositories, one with HEAD revision 100 and the other with HEAD revision 150.
You dump the first repository and load it in the new one: you end up with the full story of the first repository, from revision 0 to revision 150.
Then you dump the second repository and load it in the new one: it gets loaded with its full history, the only things that change are the actual revision numbers. The history of the second repository will be represented in the new repository from revision 151 to revision 250.
The full history of both repositories is preserver, only the revision numbers change for the repository that is imported for second.
The same of course applies for more than two repositories.
EDIT: I posted while you were editing, so I didn't see your note...
If you don't have access to svnadmin, it would be hard but doable. Let's say you have repositories A and B, and want to merge them into repository C. Here's the steps you would have to use to accomplish this.
Check out revision 1 of repository A to your hard disk.
Create a directory, called Repository_A on the root of your C repository, and check this out to your local hard disk.
Copy the files from your check out of A (minus) the .svn files, to your checkout of C, in the Repository_A folder.
Perform a Commit on C.
Update your working copy of repository A to revision 2 , and perform steps 3 and 4, and repeat with each successive revision until you reach the head.
Now do the same with B.
This would basically do the same as @Davide Gualano was suggesting, without requiring svnadmin. You could probably write a simple script to do this for your, of if there aren't a lot of revisions, you could just do it manually.
How to move a sub directory from one directory to another, given that both are inside the same SVN repository? I am using tortoise SVN.
Select the folder/files that you want to move, then RIGHT-CLICK them and drag them to where you want to move them. A menu will come up with an option "SVN Move versioned files here"
As clarified by phenry, the destination folder must be recognized as an SVN folder. The folder should already be committed to the repository or you can choose Add to set it to be added.
If the destination folder isn't part of an SVN repository, use the SVN Export command after your right-click and drag to copy the files to any destination folder.
Note that Chris Thompson's accepted answer only works if both directories are already recognized by TortoiseSVN. If you create a new folder in Explorer and try to move a file to it from an existing folder, you won't get the TortoiseSVN contextual menu items. After you create the new folder, you have to do either a Commit action (which creates a new version number) or an Add action (which doesn't), so TortoiseSVN knows about the new folder, and then you'll get the option to move the items in SVN. More here.
Or in the Repository Browser, you can just drag the file/folder and drop into the desired folder.
If a user has moved files using the repository browser...is there a way to see this changes? It will not show up in the "svn log", right?
The problem is. Somebody moved a folder by mistake, but as always in Windows with it's drag-n-drop, they just get lost - i mean - I don't know where it fell and I don't know which folder actually moved...
You can find more thorough answer here
Can anyone recommend an SVN client for use in Excel with VBA (code modules only). Ideally, I would also like SVN to ignore case when diffing prior to committing changes so as to avoid excessive churn in the repository (VBA has an annoying habit of changing the case of variables all over the project).
http://www.codeproject.com/KB/office/SourceTools.aspx might do what you want
TortoiseSVN integrates well with the Windows File Explorer and allows for the integration of an external diff tool (like Beyond Compare.
Beyond Compare has a specific plugin for Visual Basic code that appears to ignore case for 'unimportant text', meaning anything not in quotes.
I don't think this will solve the SVN churn issue, however. I don't believe that SVN uses the external diff program to decide whether a file has changed prior to committing, and I don't know of any way to override this behavior.
Have a look at the following applications.
Is there any good software that will allow me to search through my SVN respository for code snippets? I found 'FishEye' but the cost is 1,200 and well outside my budget.
There is http://sourceforge.net/projects/svn-search/ and also a Windows application directly from the SVN home at http://svnquery.tigris.org/. The latter is very beta, but working.
I do like TRAC - this plugin might be helpful for your task: http://trac-hacks.org/wiki/RepoSearchPlugin
Painfully slow (and crudely implemented) but a combination of svn log and svn cat works if you are searching the history of single files or small repositories:
svn log filetosearch |
grep '^r' |
cut -f1 -d' ' |
xargs -i bash -c "echo '{}'; svn cat filetosearch -'{}'"
will output each revision number where file changed and the file. You could always cat each revision into a different file and then grep for changes.
PS. Massive upvotes to anyone that shows me how to do this properly!
git-svn mirror of that repository.git log -S'my line of code' or the same in gitkThe advantage is that you can do many searches locally, without loading the server and network connection.
If you're searching only for the filename, I use:
svn list -R file:///subversion/repository | grep filename
(windows: svn list -R file:///subversion/repository | findstr filename)
..otherwise checkout and do filesystem search: egrep -r code . Windows: Install cygwin, or upgrade to Linux ;-)
Just a note, FishEye (and a lot of other Atlassian products) now have Free Starter Editions, which in the case of FishEye gives you 5 repositories and access for up to 10 committers.
A lot of SVN repos are "simply" HTTP sites, so you might consider looking at some off the shelf "web crawling" search app that you can point at the SVN root and it will give you basic functionality. Updating it will probably be a bit of a trick, perhaps some SVN check in hackery can tickle the index to discard or reindex changes as you go.
Just thinking out loud.
theres krugle and koders but both are expensive. Both have ide plugins for eclipse.
If you're really desperate, do a dump of the repo (look at "svnadmin dump") and then grep through it. It's not pretty, but you can look around the search results to find the metadata that indicates the file and revision, then check it out for a better look.
Not a good solution, to be sure, but it is free :) SVN provides no feature for searching past checkins (or even past log files, AFAIK).
I started using this tool
http://www.supose.org/wiki/supose
It works fine just lacking a visual UI, but is fast and somewhat maintained
If you have a copy checked out, then you could use grep in any *nix distribution, or you can use its Windows counterpart.
// Edit: Tool was already mentioned in another answer, so give all credits to Kuryaki.
Just found SupoSE which is a java based command line tool which scans a repository to create an index and afterwards is able to answer certain kinds of queries. We're still evaluating the tool but it looks promising. It's worth to mention that it makes a full index of all revisions including source code files and common office formats.
the following code will search for 'SEARCH TERM'
svn log -l 50 FILE | perl -lwne 'if (m/^r(\d+)/) {print $1;}' | while read r; do svn diff -r $(( r - 1 )):$r FILE | grep -qi 'SEARCH TERM' && echo "$r" ; done
PS. Massive upvotes to anyone that shows me how to do this properly!
does this answer you Ken ?
I once did a cursory search and found no good CVS bindings for Python. I wanted to be able to write helper scripts to do some fine-grained manipulation of the repository and projects in it. I had to resort to using popen and checking the stdout and stderr and then parsing those. It was messy and error-prone.
Are there any good quality modules for CVS integration for Python? Which module do you prefer and why?
While I am at it, is there a good Subversion integration module for Python? My understanding is that Subversion has a great API for such things.
Thanks!
For svn, there is pysvn, which is pretty good.
For cvs, a google search reveals pycvs, I've never used it, but it might be worth a look.
Tailor, a Python program which lets different version control systems interoperate, simply calls the external programs cvs and svn when working with repositories of those formats. This seems pretty ugly, but reduces Tailor's dependencies from "requires ____ bindings" to "requires working system".
If you have multiple, unrelated projects, is it a good idea to put them in the same repository?
myRepo/projectA/trunk
myRepo/projectA/tags
myRepo/projectA/branches
myRepo/projectB/trunk
myRepo/projectB/tags
myRepo/projectB/branches
or would you create new repositories for each?
myRepoA/trunk
myRepoA/tags
myRepoA/branches
myRepoB/trunk
myRepoB/tags
myRepoB/branches
What are the pros and cons of each? All that I can currently think of is that you get mixed revision numbers (so what?), and that you can't use svn:externals unless the repository is actually external. (i think?)
The reason I ask is because I'm considering consolidating my multiple repos into one, since my SVN host has started charging per repo.
The single vs. multiple issue comes down to personal or organizational preference.
Management of multiple vs. single mainly comes down to access control and maintenance.
Access control for a single repository can be contained in a single file; Multiple repositories are may require multiple files. Maintenance has similar issues - one big backup, or a lot of little backups.
I manage my own. There's one repository, multiple projects, each with its own tags, trunk and branches. If one gets too big or I need to physically isolate a customer's code for their comfort, I can quickly and easily create a new repository.
I recently consulted with a relatively large firm on migrating multiple source code control systems to Subversion. They have ~50 projects, ranging from very small to enterprise applications and their corporate website. Their plan? Start with a single repository, migrate to multiple if necessary. The migration is almost complete and they're still on a single repository, no complaints or issues reported due to it being a single repository.
This isn't a binary, black & white issue.
Do what works for you - were I in your position, I'd combine projects into a single repository as fast as I could type the commands, because the cost would be a major consideration in my (very, very small) company.
JFTR:
revision numbers in Subversion really have no meaning outside the repository. If you need meaningful names for a revision, create a TAG
Commit messages are easily filtered by path in the repository, so reading only those related to a particular project is a trivial exercise.
Edit: See Blade's response for details on using a single authorization/authentication configuration for SVN.
For your specific case one(1) repository is perfect. You will save a lot of money. I always encourage people to use a single repository. Because it is similar to a single filesystem: It is easier
There is a single point for multiple repositories: administration of huge repos is uncomfortable. Dumping/loading huge repos takes a lot of time. But as you do not do any administration, I think it will not be your concern ;)
SVN scales very well with bigger repositories, there is no slowdown even on huge (>100GB) repositories.
So you will have less hassle with a single repository. But you really should think about the repo layout!
We use a single repository. My only concern was scale, but after seeing ASF's repository (700k revisions and counting) I was pretty convinced performance would not be an issue.
Our projects are all related, different interlocking modules which form a set of dependencies for any given app. For this reason, a single repository is ideal. You may want seperate trunk/branches/tags for each project, but you're still able to atomically commit a change across your entire codebase within a single revision. This is awesome for refactoring.
I would use multiple repositories. In addition to the user access issue, it also makes backup and restore easier. And if you find yourself in a position where somebody wants to pay you for your code (and its history), it's easier to give them just a repository dump.
I would suggest that consolidating repositories just because of the charging policies of your hosting provider is not a very good reason.
Be aware that when making your decision, many SVN repos can share the same config file.
Example (taken from link above):
In shell:
$ svn-admin create /var/svn/repos1
$ svn-admin create /var/svn/repos2
$ svn-admin create /var/svn/repos3
File: /var/svn/repos1/conf/svnserve.conf
[general]
anon-access = none # or read or write
auth-access = write
password-db = /var/svn/conf/passwd
authz-db = /var/svn/conf/authz
realm = Repos1 SVN Repository
File: /var/svn/conf/authz
[groups]
group_repos1_read = user1, user2
group_repos1_write = user3, user4
group_repos2_read = user1, user4
### Global Right for all repositories ###
[/]
### Could be a superadmin or something else ###
user5 = rw
### Global Rights for one repository (e.g. repos1) ###
[repos1:/]
@group_repos1_read = r
@group_repos1_write = rw
### Repository folder specific rights (e.g. the trunk folder) ###
[repos1:/trunk]
user1 = rw
### And soon for the other repositories ###
[repos2:/]
@group_repos2_read = r
user3 = rw
I would create separate repositories... Why? The revision numbers and commit messages will just not make any sense if you have a lot of unrelated projects in only one repository, it will be for sure a big mess in short term....
We are a small software company and we use a single repo for all of our development. The tree looks like this:
/client/<clientname>/<project>/<trunk, branches, tags>
The idea was that we would have client and internal work in the same repo, but we ended up having our company as a "client" of itself.
This has worked really well for us, and we use Trac to interface to it. Revision numbers are across the whole repo and not specific to one project, but that doesn't phase us.
My suggestion is one. Unless you have different users accessing each one, then I'd say use multiple.
But again, even that's not a good reason to use multiple.
Personally, I'd create new repositories for each. It keeps the check out process much simpler and makes administration on the whole easier, at least with regards to user access and backups. Also, it avoids the global version number problem, so the version number is meaningful on all projects.
Really though, you should just use git ;)
If you plan to or use tool like trac wich integrate with SVN, it makes more sense to use one repo per project.
Similar to Blade's suggestion about sharing files, here is a slightly easier, yet less flexible solution. I setup ours like so:
In "bin", I keep a script called svn-create.sh which will do all of the setup work of creating an empty repository. I also keep the backup script there.
In "repository_files", I keep common "conf" and "hooks" directories that all of the repositories have sym links to. Then, there's only one set of files. This does eliminate the ability to have granular, per-project access without breaking the links, though. That was not a concern where I set this up.
Last, I keep the main directory /var/svn under source control ignoring everything in svnroot. That way the repository files and scripts are under source control as well.
#!/bin/bash
# Usage:
# svn-create.sh repository_name
# This will:
# - create a new repository
# - link the necessary commit scripts
# - setup permissions
# - create and commit the initial directory structure
# - clean up after itself
if [ "empty" = ${1}"empty" ] ; then
echo "Usage:"
echo " ${0} repository_name"
exit
fi
SVN_HOME=/svn
SVN_ROOT=${SVN_HOME}/svnroot
SVN_COMMON_FILES=${SVN_HOME}/repository_files
NEW_DIR=${SVN_ROOT}/${1}
TMP_DIR=/tmp/${1}_$$
echo "Creating repository: ${1}"
# Create the repository
svnadmin create ${NEW_DIR}
# Copy/Link the hook scripts
cd ${NEW_DIR}
rm -rf hooks
ln -s ${SVN_COMMON_FILES}/hooks hooks
# Setup the user configuration
cd ${NEW_DIR}
rm -rf conf
ln -s ${SVN_COMMON_FILES}/conf conf
# Checkout the newly created project
svn co file://${NEW_DIR} ${TMP_DIR}
# Create the initial directory structure
cd ${TMP_DIR}
mkdir trunk
mkdir tags
mkdir branches
# Schedule the directories addition to the repository
svn add trunk tags branches
# Check in the changes
svn ci -m "Initial Setup"
# Delete the temporary working copy
cd /
rm -rf ${TMP_DIR}
# That's it!
echo "Repository ${1} created. (most likely)"
one additional thing to consider is the fact that using multiple repositories cause you to loose the ability to have unified logging(svn log command) this alone will be good reason for choosing single repository.
I use TortuiseSvn and found that the "Show Log" option is a mandatory tool. although your projects are unrelated, I'm sure that you will find that having a centralized global cross-projects information (paths, bug ids, messages and so on....) is always useful.
Similar to mlambie's of using a single repo, but went bit further with the folder structure to easily zoom to particular type of projects - web html based projects vs. cs (C#) vs. sql (SQL create/execute scripts) vs. xyz (Domain Specific Languages like afl (AmiBroker Formula Language) or ts (TradeStation)):
/<src|lib>/<app-settings|afl|cs|js|iphone|sql|ts|web>/<ClientName>/<ProjectName>/<branches|tags>
Note, I have trunk live within branches as I treat it as the default branch. The only pain sometimes is when you want to quickly create another project you need to build out the ProjectName/branches|tags structure. I use app-settings simply as place to keep specific Apps settings files in repo so easily shareable to others (and substitute ClientName to VendorName and ProjectName to AppName in this folder structure; and the branches|tags can be useful to tag settings across different major versions of vendor products too).
Welcome to any comments on my structure - I recently changed it to this and so far pretty happy but sometimes find it burdensome to maintain branches|tags structures per project - particularly if the project is simply a project setup simply to Unit Test another project.
I read all over the Internet (various sites and blogs) about version control. How great it is and how all developers NEED to use it because it is very useful.
Here is the question: do I really need this? I'm a front-end developer (usually just HTML/CSS/JavaScript) and I NEVER had a problem like "Wow, my files from yesterday!". I've tried to use it, installed Subversion and TortoiseSVN, I understand the concept behind version control but... I can't use it (weird for me).
OK, so... Is that bad? I usually work alone (freelancer) and I had no client that asked me to use Subversion (but it never is too late for this, right?). So, should I start and struggle to learn to use Subversion (or something similar?) Or it's just a waste of time?
Related question: Good excuses NOT to use version control.
Here's a scenario that may illustrate the usefulness of source control even if you work alone.
Your client asks you to implement an ambitious modification to the website. It'll take you a couple of weeks, and involve edits to many pages. You get to work.
You're 50% done with this task when the client calls and tells you to drop what you're doing to make an urgent but more minor change to the site. You're not done with the larger task, so it's not ready to go live, and the client can't wait for the smaller change. But he also wants the minor change to be merged into your work for the larger change.
Maybe you are working on the large task in a separate folder containing a copy of the website. Now you have to figure out how to do the minor change in a way that can be deployed quickly. You work furiously and get it done. The client calls back with further refinement requests. You do this too and deploy it. All is well.
Now you have to merge it into the work in progress for the major change. What did you change for the urgent work? You were working too fast to keep notes. And you can't just diff the two directories easily now that both have changes relative to the baseline you started from.
The above scenario shows that source control can be a great tool, even if you work solo.
For solo work, Subversion or Git is recommended. Anyone is free to prefer one or the other, but either is clearly better than not using any version control. Good books are "Pragmatic Version Control using Subversion, 2nd Edition" by Mike Mason or "Pragmatic Version Control Using Git" by Travis Swicegood.
There are lots of benefits, yes you need it.
You don't need version control any more than a trapese artist needs a safety net. It's like backing up your hard drive?most of the time it seems redundant as nothing happens but it will be needed eventually. There's no maybes here. It will happen. And you can never predict when and the past is a poor indicator as to when it will happen. It may happen only once ever in the future but even if you know it'll happen once you won't know how bad it will be.
It's like asking, do I really need a condom? How safe do you need to be?
Yes!
Do it. It won't hurt you..
I usually switch from Laptop to PC and back and it's absolutely great to have your code somewhere in a central repository.
Sometimes it's great to go just revert to the latest revision because you screwed up something that would be too difficult to fix..
Convincing opinion here: good-excuses-not-to-use-version-control
Easy question. The answer is yes.
Try a DVCS like Git or Bazaar. They are incredibly easy to set up, easy to use, and offer all the important features of Subversion, CVS, etc.
The key is that you can revert back to a working version when you break something, which is often much faster than undoing the change manually.
Branching doesn't seem useful to you? Have you never wanted to just try something out to see if it would work? I do a lot of plain old html/css stuff too, and I find that invaluable. There is literally no danger in branching to test something, seeing if it works, and deciding "meh" and then just rolling back.
I've never needed to get to a backup (knock on wood), but I find just the rolling back functionality invaluable.
A few perks as a freelancer:
I wouldn't hire a contractor without them integrating into our processes. They would have to access code via our SVN, and would be unlikely to get paid without meeting unit testing and code review requirements.
If contracting I'd make sure to have solid experience of both VSS (check-in/out) and CVS (merge & conflict) models.
Working on your own you have a great opportunity to play and learn with the latest - I'd be trying out Git.
As a lone developer you can think of source control as an unlimited undo - one that works across sessions and reboots.
Yes you need it.
At the very least, for a single developer shop, you need to move code into a ProjectName-Date-Time directory several times a day.
That is, write a script that will automatically back up your working directory at lunch and at quitting time, without overwriting other back ups.
This can grow pretty fast, so eventually you'll want to save only the differences between files, which is what a VC application does.
Since you usually work alone, I would say that it is a good idea to use version control. One of the main benefits I have found in using version control (Subversion in my case), is that when working alone it gives me more confidence in trying a new approach to the problem. You can always branch to a new method or framework of solving the problem and see if you like it better. If it turns out that this branch doesn't work, you can just abandon it and go back to the old method. This also makes it easier to try out the different solutions side by side.
So, if you have ever seen a different approach to solving a problem and you wanted to try it out, I would definitely use version control as a tool to make this easier.
The literal answer to this question is, No, you do not NEED version control.
You do, however, WANT version control, even if you don't know it.
That said, many SCM tools can be mysterious or downright unpleasant to use until you break through the Grok Barrier, so let's revise that a bit:
"You do, however, want EASY-TO-USE version control." And it's out there...download a bunch of recommended visual clients and give them a whirl, then try whichever maps best to the way you think.
Which leads to the question you meant to ask:
Why do I want to use version control?"
Answer: Version control allows you to be FEARLESS!
If you are working on your own, and are performing backups on a regular basis, VC may not be needed (unless you count your backups as version history). As soon as you start working with another developer, you should get version control in place so that you don't start over-writing each other's work.
Even if you don't need it right now, it is something you will need whenever you work in a team.
Having a history of changes to your html/css/javascript can be a godsend. Being able to compare your front-end to the code a month, or several months ago can really go a long way in figuring out why suddenly the template is all askew.
Plus if you ever want/need to get help on your project(s), you'll have an easy system to distribute, track, and deploy updated content.
Definitely do it, you'll thank yourself once you get used to it.
Checkout (one time) Update (beginning of day) Commit (end of task/change after testing)
That's all there is to it. Don't commit EVERY single modification that you're refreshing in the browser, just the one's you want to go live.
Think if it like a backup. It is a little irritating until the day you need it. Then the amount of work you lose is directly proportional to the frequency of your backups.
Another benifit is being able to look at old ways you did things that may have become obsolete in a certain spot but could be usefull in another. Just cut and paste the old code that you got when doing a compare.
That is unless you like reinventing the wheel you already reinvented...
When things can go wrong they will. It is very nice to have the ability to reference code you may have deleted a month ago, or to recover the entire project after a hardware failure or upgrade.
There may also be a point in the future when the project is worked on by more than you. The ability to prevent (or control) branching and versioning is a must in an environment like that.
Must must must must must must. You must use version control.
This is of the deepest importance.
If you don't understand why now, you will one day.
When your client phones up in a panic because something is broken on the live site and it's a regression, you'll be glad you can just open TortoiseSVN and see what it was you did last Tuesday that caused the breakage.
It's really odd. Ever since I started using version control, I've very occasionally had the need to look up old copies of my code and use them. I never needed to do this before...probably because the idea of doing didn't really stick. It's easy not to notice those times when you could have found version control helpful.
I think you've made the right decision to use some kind of version control. For simplicity, I'd go with SVN (ignore CVS as SVN is basically a "better" CVS)
SVN can work with "local" repositories right on the filesystem and on lots of platform so you don't have to bite off too much in infrastructure (servers, networks, etc)
Great resource for SVN: http://svnbook.red-bean.com
I don't know much about GIT, but it being open source and gain lots of mindshare probably has alot of similar advantages!
Borrowing a quote from somewhere: You might not need it now, but when you do, you'll be glad you did.
Happy versioning!
Another thing that i don't get it... Should i "checkout" on every single save? Or only once in a while?
Although old and crude, we have found Microsoft Visual SourceSafe to work. It works great for keeping version history. If you are not to worried about branching, which being the solo developer you may not, it might just fit the bill.
As far as checking in, finding a good checkpoint can be a challenge, but checking in on every save will only make versioning hard to track.
"Do I really need version control?"
Yes. Unless you write perfect code that never needs to get changed.
An example: I had a requirement. I built up a webpage, spent a day or so on the page, it's Section 508 compatibility (this was about 6-7 years ago), and uploaded to the website. Next the requirement was changed drastically. I spend another day working on the page (and Hayuge Excel files didn't convert into accessible HTML easily). About a week later, client switches asks that we go back to Version A. Source control would have done this in about 10 minutes. As it was, I had to blow another %$#^^&$# day on the task.
Once you start working on a team that references ever upgrading "components" from multiple callers/applications, version control will be an absolute must. In that environment, there is no way that you can keep up with all the permutations of possible change.
Yes, you need version control either for development purposes or simply for storing your documents. This way, you can go back in time if you're required to do so in order to revert changes or mistake made on a code or documents.
You need version control just like you need insurance in life.
You need version control to manage different file versions. With it, you can get and work on the files from different places and it facilitates team members to collaborate on the same project.
What are the benefits of Perforce?
I'd love to have some insight as to how Perforce can work better in a given situation than, say, svn.
If you have experience with both perforce and svn and you don't believe that there are any advantages, or believe that svn has advantages over perforce, I'd like to know why, as well.
I've worked with Perforce for years, as well as Clearcase, Sourcesafe, RCS, PVCS, CVS and Subversion. More recently I've started using GIT too.
From this experience my opinion is that, for most purposes, Perforce is the best version control system for commercial environments. While not as simple, initially, as Subversion, it has a number of more powerful features, especially around branching and merging. The "lock by default" approach is generally more suited to this environment.
For personal stuff, small collaborative projects, small start-ups, or open source projects I find Subversion is better suited in many cases. They have different approaches, different ways of working. You can't just line them up on a scale and say which is best.
That said I hate ClearCase. ClearCase is usually forced down from above (ie a management decision).
For many of the cases where Subversion trumps Perforce many people seem to prefer the distributed systems like GIT, Bazaar, Mercurial, these days. From what I have seen of GIT they may well be right and I'm sure other posters will bear that out.
One of Perforce's big selling points is speed. The server keeps track of the state of the files on the client; therefore, operations like "get me the latest state of the depot" are trivial -- the server already knows what files you have, and it can send the minimal amount of information back to you.
This advantage also introduces a disadvantage, in that the server and client can get out of sync if you edit files locally without checking them out first, move files locally without carrying out an integration, or delete files locally.
Because the Perforce server only sends the bare minimum of data to the client, Perforce performs well over slow links, such as a situation where a client in the US accesses a depot in London. Having said that, the Perforce protocol is relatively 'chatty', so it is susceptible to slowdown over congested links.
Perforce has the a bit different model than, say, svn. Every file is always locked in your working copy, and you have to declare to perforce you'll start editing it. This has e.g. the advantage that you can always immediatly see who else is working on a file.
All in all differences with other SCM's aren't very huge. You encounter Perforce in many places because at a time it was one of the few (if not the only) partially decent SCM that worked on Windows and Mac.
If I'm not mistaken you can use it for free with a limited number of clients, so you can try it out without much pain...
Perforce supports locking, and seems to require it for some file types that cannot be merged (binary resources, think images etc). It does not, however, require locking for ordinary source files, those can be opened for editing by multiple users at the same time, and then merged back into the depot.
I find Perforce's system with "changelists", that group changes to multiple files and treat them as a unit, nice. I'm sure you can do something similiar with SVN, but it's not as easy out of the box.
You might find hints in What are the benefits of using Perforce instead of Subversion? (just following your Perforce tag...).
We use Perforce at work and while I have little experience with various SCM software, I find this one quite well done, with a good GUI (on Windows), good command line support, lot of nice features... Might take a while to get used to its logic, but it is probably true for most SCM, I think.
I agree with the previous Yuval - having worked with Perforce and svn, both in GUI and command-line mode, I prefer svn. However, the company I worked for at the time switched from the free cvs it was using to Perforce. Its GUI is flashier. I think its commit model is different - it uses locking, which may be preferable to some developers/managers. In a commercial setting, having support people for your version control tool may help too. I have heard that in some large companies using open-source code in production environments is forbidden, because they want to be able to get support for every line of code.
I use perforce at work daily and I would not recommend it to anyone. I'm sure it was maybe the best SCM for years but it's core model is outdated.
Perforce is maybe the most centralized SCM system I ever used. Imagine that they are proud of not caching anything on your disk. Doing a sync is annoying because in a huge number of cases it will do nothing unless you do not do a forced sync - and a forced sync does copy everything from the server back to you - if your project is 10GB it will copy all of them.
I have previous experience using SourceSafe, CVS, SVN, Mercurial and git (less of the last two).
I think that most open-source SCMs are mature and you can choose one of the. If you want something centralized go for SVN and if you want something decentralized use Mercurial (I had bad experiences with git on Windows).
Some other issues I had with perforce:
Personally, I despise perforce. It's user interface is horrible, complicated, and simply non intuitive. It is buggy and crashes often.
I have worked with SVN before (via Tortoise SVN) and have found it much more simple and friendly.
Of course all of this is from a users point of view, probably SCMs have a different perspective
The GUI client for Mac OS X (p4v) is absolute garbage.
My situation: I have several components, which sometimes have changes to them, and are shared across a lot of different projects. Each project puts these in a subfolder called /depends. The depends holds a bunch of svn externals for all of our common components.
svn:externals is causing me a lot of time and pain.
Remember that I have several projects (Let's say 10 for this discussion each using the same externals), so keeping normal committed directories for each project would cost me a lot of merging time.
Is there a better alternative for my situation?
I believe part of the problem is that the release cycles for the shared components don't necessarily match the release cycles for the projects.
Shared components as described here have their own release cycle. In other words each one could be managed as a separate project (or perhaps the collection of them managed as a separate project) with a release/version number all its own.
Note that the svn:externals definition can include a specific revision.
This allows each of the projects that makes use of a shared component to be developed against a specific release/revision of that shared component (or the collection of shared components), providing a stable set of dependencies for the project. Changes to the components won't break the projects because each project is looking at a specific revision of the components that isn't necessarily the HEAD on the trunk.
While this may seem like more work up front, I believe in the long run this practice provides a better change management process for this type of situation.
I agree with @Ken.
I'd very strongly recommend against using svn:externals at all without a specific revision. Without a revision, it is impossible to recreate old checkouts. If you only pin your externals when tagging, you will only be able to recreate what you've tagged. If you want to recreate some intermediate revision in trunk, you're on your own.
One reason for not branching externals is that it is not clear how that should be done. If your externals into project A points to tags/2.0.0 and you're creating a 3.4.x branch for your project, what should the external for project A point to? Should project A branch as well? If so, to what version?
If the projects have different release cycles, it is in general impossible to define a reasonable behavior for externals when branching.
(You might want to take a look at the svncopy.pl script if you haven't already (included in the Subversion source distribution) which allows you to pin externals during tagging.)
We've found that svn:externals work very poorly when used to keep together a set of components you're actively developing. Externals works nice to bring in external components which don't move very much, and where you don't have the issue of branching.
I stated this on a similar question: You should use svn:externals as external references from different repositories. So svn:externals should refer to components, modules, 3rd party tools, etc. which reside in different repositories.
You should not use svn:externals to emulate a "symbolic link"-behaviour by using externals to point into the same repository.
You can solve such issues most of the time by modifying your build-structure, or use checkout-scripts and sparse checkout feature.
svn:externals have a lot of problems most of them are difficult to see, track and repair: see an example here
If you use externals to point to other repositories, you will most of the time do not have these problems.
You could try using the so-called vendor branches:
http://svnbook.red-bean.com/en/1.5/svn-book.html#svn.advanced.vendorbr
It's a useful strategy when you deal with third-party libraries, but it can also be useful in a situation like yours.
svncopy.pl (mentioned in this question) will rewrite the paths in the svn:externals to their new location in the branch.
I commited a bunch of files (dozens of files in different folders) by accident. What is the easiest, cleanest (and safest!) way to 'undo' that commit w/o having to delete the files from my working directory?
Go to Show Log Screen, select the revision that you want to undo, right click it and select Revert changes from this revision, this will do a reverse-merge.
You may need to use the command line, but you can use the svn merge command and specify the revisions in reverse to effectively revert a commit. Assuming your bad commit was r1123, you would do:
svn merge -r1123:1122 <url of your working copy>
You can revert your working copy to the revision prior to the commit. Once you have reverted your working copy, then simply commit the changes and you will effectively rolled back the accidental commit.
EDIT: In a case like yours specifically I would probably check out the revision that I wanted to roll back into a new working copy and then commit the working copy to the head revision.
We've got VisualSVN set up as our Subversion server on Windows, and we use Ankhsvn + TortoiseSVN on our client workstations.
How can you configure the server to require commit messages to be non-empty?
This is ours. No extra tools required.
I'm glad you asked this question
pre-commit:
setlocal enabledelayedexpansion
set REPOS=%1
set TXN=%2
set SVNLOOK="%VISUALSVN_SERVER%\bin\svnlook.exe"
SET M=
REM Concatenate all the lines in the commit message
FOR /F "usebackq" %%g IN (`%SVNLOOK% log -t %TXN% %REPOS%`) DO SET M=!M!%%g
REM Make sure M is defined
SET M=0%M%
REM Here the 6 is the length we require
IF NOT "%M:~6,1%"=="" goto NORMAL_EXIT
:ERROR_TOO_SHORT
echo "Commit note must be at least 6 letters" >&2
goto ERROR_EXIT
:ERROR_EXIT
exit /b 1
REM All checks passed, so allow the commit.
:NORMAL_EXIT
exit 0
SVN uses a number of hooks to accomplish tasks like this.
You want the pre-commit hook. You can write it yourself in just about any language your platform supports, but there are a number of scripts on the web. Googling "svn precommit hook to require comment" I found a couple that looked like they would fit the bill:
The technical answers to your question have already been given. I'd like to add the social answer, which is: "By establishing commit message standards with your team and getting them to agree (or accept) reasons why one would need expressive commit messages"
I've seen so many commit messages that said "patch", "typo", "fix" or similar that I've lost count.
Really - make it clear to everybody why you'd need them.
Examples for reasons are:
Hope that helps, additionally to the technical answers about precommit hooks.
I believe you'll have to setup a pre-commit hook that will check for the message.
Indeed just by googling the first result I got was a perl pre-commit script to do exactly what you intended.
What VisualSVN offers you to enter as hooks are "Windows NT command scripts", which are basically batch files.
Writing if-then-else in batch files is very ugly and probably very hard to debug.
It will look something like the following (search for pre-commit.bat) (not tested):
SVNLOOK.exe log -t "%2" "%1" | grep.exe "[a-zA-Z0-9]" > nul || GOTO ERROR
GOTO OK
:ERROR
ECHO "Please enter comment and then retry commit!"
exit 1
:OK
exit 0
You need a grep.exe on the path, %1 is the the path to this repository, %2 the name of the txn about to be committed. Also have a look at the pre-commit.tmpl in the hooks directory of your repository.
Use this on Windows:
svnlook log -t "%2" "%1" | c:\tools\grep -c "[a-zA-z0-9]" > nul
if %ERRORLEVEL% NEQ 1 exit 0
echo Please enter a check-in comment 1>&2
exit 1
You'll need a copy of grep, I recommend the gnu tools version.
Here's a Windows Shell JScript that you can use by specifying the hook as:
%SystemRoot%\System32\CScript.exe //nologo <..path..to..script> %1 %2
It's pretty easy-to-read, so go ahead an experiment.
BTW the reason to do this in JScript is that it does not rely on any other tools (Perl, CygWin, etc) to be installed.
if (WScript.Arguments.Length < 2)
{
WScript.StdErr.WriteLine("Repository Hook Error: Missing parameters. Should be REPOS_PATH then TXN_NAME, e.g. %1 %2 in pre-commit hook");
WScript.Quit(-1);
}
var oShell = new ActiveXObject("WScript.Shell");
var oFSO = new ActiveXObject("Scripting.FileSystemObject");
var preCommitStdOut = oShell.ExpandEnvironmentStrings("%TEMP%\\PRE-COMMIT." + WScript.Arguments(1) + ".stdout");
var preCommitStdErr = oShell.ExpandEnvironmentStrings("%TEMP%\\PRE-COMMIT." + WScript.Arguments(1) + ".stderr");
var commandLine = "%COMSPEC% /C \"C:\\Program Files\\VisualSVN Server\\bin\\SVNLook.exe\" log -t ";
commandLine += WScript.Arguments(1);
commandLine += " ";
commandLine += WScript.Arguments(0);
commandLine += "> " + preCommitStdOut + " 2> " + preCommitStdErr;
// Run Synchronously, don't show a window
// WScript.Echo("About to run: " + commandLine);
var exitCode = oShell.Run(commandLine, 0, true);
var fsOUT = oFSO.GetFile(preCommitStdOut).OpenAsTextStream(1);
var fsERR = oFSO.GetFile(preCommitStdErr).OpenAsTextStream(1);
var stdout = fsOUT && !fsOUT.AtEndOfStream ? fsOUT.ReadAll() : "";
var stderr = fsERR && !fsERR.AtEndOfStream ? fsERR.ReadAll() : "";
if (stderr.length > 0)
{
WScript.StdErr.WriteLine("Error with SVNLook: " + stderr);
WScript.Quit(-2);
}
// To catch naught commiters who write 'blah' as their commit message
if (stdout.length < 5)
{
WScript.StdErr.WriteLine("Please provide a commit message that describes why you've made these changes.");
WScript.Quit(-3);
}
WScript.Quit(0);
Prior to adding commit hooks to my server, I just distributed svnprops to the tortoisesvn clients.
So, as an alternative:
In tortoiseSVN -> Properties property name - add/set tsvn:logminsize appropriately.
This of course is no guarantee on the server as clients/users can opt not to do it, but you can distribute svnprops files if you like. This way users don't have to set their own values - you can provide them to all users.
This also works for things like bugtraq: settings to link issue tracking stuff in the logs.
tried this but no luck:
svnlook log -t "%2" "%1" | c:\tools\grep -c "[a-zA-z0-9]" > nul
if %ERRORLEVEL% NEQ 1 exit 0
echo Please enter a check-in comment 1>&2
exit 1
REPOS="$1"
TXN="$2"
# Make sure that the log message contains some text.
SVNLOOK=/usr/local/bin/svnlook
$SVNLOOK log -t "$TXN" "$REPOS" | \
grep "[a-zA-Z0-9]" > /dev/null || exit 1
# Check that the author of this commit has the rights to perform
# the commit on the files and directories being modified.
commit-access-control.pl "$REPOS" "$TXN" commit-access-control.cfg || exit 1
# All checks passed, so allow the commit.
exit 0
also, how to check for comment length is more important than no comment at all!
Hi I've installed VisualSVN Server 2.1.3 on my computer (XP Pro SP3) and the server is running correctly My Subversion client is TortoiseSVN 1.6.10 However, I'd like to use a pre commit hook to check empty comment in the commit dialog window. But It didn't work at all: here is a snapshot of my server structure: maquette architecture serveur I made right click on "Main"-->"Properties"-->"Hooks"-->"Pre-commit hook"
here is the batch script that I put in the proper window:
setlocal
set REPOS=%1
set TXN=%2
set SVNLOOK="C:\Program Files\VisualSVN Server\bin\svnlook.exe"
REM Faire en sorte que les Developpeurs Bancs de Test laissent un commentaire avant chaque "commit".
FOR /F "usebackq delims==" %%g IN (`%SVNLOOK% log -t %TXN% %REPOS% FINDSTR /R /C:......`) DO goto NORMAL_EXIT
:ERROR_TOO_SHORT
echo "Un commentaire d'au moins six caracteres est demandé. Merci" >&2
goto ERROR_EXIT
:ERROR_EXIT
exit /b 1
REM verification effectuée, livraison en cours.
:NORMAL_EXIT
exit 0
But once in tortoiseSVN, without any comment, the commit is always allowed and files are updated.
What's wrong with my setting up ?
Sources: How to require commit messages in VisualSVN server?
Cordially Ben
I've used both SVN and CVS a little bit, but will need to choose one for a new project I will be starting.
Can anyone who has used both extensively please offer some pros and cons and which they think is better? Best learning resources would be appreciated too.
This will be for a small project, just one or two developers to start.
I've used both. There is no comparison; you want svn. The only reason to use CVS is because you are entering or taking over a legacy system with management that does not want to change the status quo. If you are starting on a new project, it is virtually a logical impossibility to argue that CVS is better than Subversion.
If you google around, you should find plenty of comparisons, and rationales for using Subversion over CVS. Some of the advantages of Subversion over CVS:
Having said all this, I recommend you also explore some of the distributed VCSs like Bazaar, Mercurial and git. I personally use git on all my projects.
Subversion has some substantial wins over CVS:
However it has serious shortcomings. The biggest by far is that Branches and Tags are not first class citizens in svn, they are just directories that adhere to a convention. In addition to losing some of the benefits of real branching and tagging (mentioned in other comments) the biggest problem it creates is that if makes it very easy to screw up.
Subversion's use of convention rather than configuration means that you need to think about your repositories structure in advance and ensure that everyone adheres to it. Else you create a world of hurt for future generations, let alone any tools that need to grok your repo.
Merging and mirroring were almost non-existent (well assistance for) pre 1.5. 1.5 has taken steps to address both of these, but there is still room for improvement. Merging in subversion is still way harder than it needs to be.
SVN over CVS is almost a no-brainer. However, you would be remiss not to at least consider what DVCS's have to offer (Git, Hg, Bzr) or if your budget allows there are commercial tools with excellent reputations (Accurev, Perforce).
Subversion is probably the right choice, but you must do your homework to get the best results. Start with the Red Book http://svnbook.red-bean.com/
Although I would choose Subversion over CVS in most cases, you should know what you're missing with Subversion:
CVS sees tags and branches as different things; Subversion doesn't. This means that third-party tools built on top of Subversion (e.g. IDEs with source control integration) have a harder job knowing the difference. You usually have to do some special configuration to tell it where your tags and branches are, and you have to make sure that your users stick to a certain filesystem layout.
Subversion can't look at a file and tell you at what point someone created a branch or tag from it. Tools like CVSGraph can use this information to draw a tree of a file's history. To do that with Subversion, you'd need to search all the branch/tags directories, and I haven't seen any tools that do this well.
CVS has been around longer, and the third-party tools are more stable, in my experience.
Call me old fashioned, but I much preferred the branching/tagging model under CVS.
In CVS, branches and tags are different things. A tag is a label for a revision. They are super-useful for things like marking a PRODUCTION tag for files to sync to your webserver. You don't have to merge to update the PRODUCTION files -- you just move the tag.
Branches live in the same 'namespace' as the main file -- it's easy to track down all the mods of a particular file.
In SVN there is no such things as a tag. There's only branches. If you want tags, you need to create a branch and pretend it's a tag. Branches are basically copies of files. Last time I used SVN for branches/merges, you had to record the revision of the pre-branched file if you ever hoped to merge it back together (note, I'm not an SVN expert, so this may have changed).
That being said, I think SVN is better in every other respect and you probably shouldn't start a new project with CVS.
Subversion is like `a better CVS'. It handles moving files AND directories well. It has branching support, although that is inferior to Distributed VCSs.
You may also consider using a distributed VCS one like git, bazaar or mercurial.
Edit: Here is a link to a similar question
You're going to get a lot of answers to this, I suspect. They might even all agree.
Between those two choices, I believe there is no question that you should use Subversion. Subversion was built as a "better CVS" and as a result, nobody actively maintains CVS any longer. Subversion has the ability to rename and move files without losing history, supports atomic commits, has a more robust repository format, has more modern access methods, has better third party tool support, and the list goes on.
Generally Subversion .. However you should watch out for resource issues.
When I was working for a game company we had a few directories containing hundreds of tiny files, and other directories that contained a few hundred meg files. When we swapped from CVS to Subversion, the speed of checking out the repo decreased from one hour to four or five hours. Updating was also substantially slowr.
This is almost certainly due to using either http or ssh to transmit file data, compared to the native csv pserver, however since it is so easy to setup svn over ssh or webdav people tend not to think about the protocol overhead. You can however use a native svn protocol and this should alleviate the issue, we did not test this at my old company.
Another issue that is often ignored is storage space, we found that subversion did use several times as much storage locally as CVS. I seem to recall that it stores a local copy of the repo data to speed up diffing, this won't be a huge issue unless you store several gigabytes in your repository.
I was having problems with tagging in cvs. See post below
I was considering switching to SVN but reading this post im having doubts..
You have several maintenance branches for existing releases of your software. Some developers are making direct changes in the maintenance branches, and merging periodically into the trunk. Now comes an extensive refactoring in the trunk codeline, scheduled for an upcoming major release. But this makes the maintenance branches fundamentally incompatible with the code in the trunk, as they might depend on code that does not exist anymore, for example.
How do you deal with this situation in practise?
I would consider it the responsibility of the branch maintenance developer to merge the appropriate change into the current state of the trunk. There are several possibilities:
Cases 1 and 2 are the usual maintenance development paths. Case 3 is the case you are considering, where the trunk code cannot accept the maintenance patch in any form. If the developer cannot himself determine whether the same problem might exist in the trunk, then he should enter an issue into the issue tracking system. This issue would direct the trunk developers to consider the reason for the patch in the maintenance branch and whether the same defect might still exist. Entering a new issue for a possible defect in the trunk should be a last resort for the maintenance developer.
One benefit of having maintenance developers try to apply patches to the updated trunk is to increase their familiarity with the new code base. Eventually, they will run out of maintenance work and will need to work with the new trunk. Having at least a basic level of familiarity will be of great benefit.
The only answer I've been able to come up with is to create a maintenance-trunk branch just before you start refactoring. You maintain this new branch as if it were a trunk, merging changes to and from release branches as normal. Going forward, you then have to be careful about mixing changes from the old and new source bases.
The other alternative is to try something like MolhadoRef (blog article about MolhadoRef and Refactoring-aware SCM), if you can find a ready-for-production equivalent system that meets your needs. This is, in theory, refactoring-aware source control. I haven't looked into it in a while but last I recall it was still pretty far from being anything more than a research paper and proof-of-concept.
Given that a lot of the cost of fixing a bug is reproducing the problem and testing the fix. Can you write an automated test that will work in all the branches, even if the code fix has to be done differently for each branch?
At the point that your maintenance branches are no longer compatible with the main trunk, it would be time to create new branches for that purpose. That is, at the start of the big project, you make sure all your developers are aware that new functionality is coming in the main trunk, so that they can make a better choice of where to implement fixes. Presumably, if the code changes occurring in the main trunk are so significant as to render the maintenance non-supportable, then the maintenance should be incorporated into the main trunk.
Create a maintenance branch and have it act as a buffer between trunk and the version-branches.
Changes to the version-branches go into the maintenance branch, and then propegate into trunk only if they can and vice versa.
I don't think there's a silver bullet, though. As branches diverge more and more, they will grow incompatible and so you have to consider for how long you will support them. Otherwise you might end up fixing bugs more than once but slightly differently for the various branches.
This is ultimately a question about team communication, rather than a simple branching/merging question.
The first step, as in all such cases, is realizing that you have a problem. This is something that you've done.
Then, you need to alert the whole team to the issue.
Once you've done that, I think there are two different paths:
If the maintenance branches are used infrequently, say the released code is fairly mature and bug-free, you can decide on a code freeze. Each developer must finish what he/she is working on by 32 Octember, and merge those changes back into the trunk. The branches should then be either closed or frozen. Then, work can continue in the trunk, and the new software can be released.
If there are frequent or urgent changes and fixes in the branches, this issue is more complicated. There still needs to be a code freeze, or the trunk will be clobbered multiple times. But here, developers still need to fix things in the interim and get them out to customers. I suggest that every change in the branches after the trunk code freeze should be recorded in the bug tracking database (a must in every situation) with a special indication that this was fixed in branch N but not yet merged to the trunk. This requires careful logging so that every relevant detail is remembered.
After the trunk is refactored, but before it is cleaned, buffed, tagged, and released, review the bug database, particularly the items fixed in the branches but not the trunk. Are they still relevant? Now is the time to change the code again, if necessary. It may mean double work for a short while, but hopefully the code is much more maintainable now.
Once all the known issues are fixed, the new version can be released, and the old branches can be closed.
In practice, you may have to do extra work to make your new changes backwards compatible.
Step 1: Start refactoring the component. With each step, keep the old interface around, but have it migrate calls to the new implementation. Note that this can be done in several steps as the new interface/API is built up. Unit tests should be able to verify that the migration from old to new works correctly, but this step will most likely still incur testing/QA overhead.
Step 2: The new version is live in production; make sure everyone knows about it. At this point, no new features are added to the old version, and all new (or changed) callers use the new version.
Step 3: Find everything (use tools to do this) that calls the old interface, and change everything to call the new interface. This probably incurs a lot of testing/QA overhead, too. Each caller can be committed/released one at a time, though.
Step 4: At this point, the new version is live, and there are no callers left that access the old version. Delete it safely.
Note that where the API is public and you don't control the people who call it (companies like Microsoft, for example), you might never be able to go past step #2.
This process can be slow, and it requires a lot of discipline, communications, and testing. But in cases where the alternative is playing catch-up/integration forever, it might be a reasonable option.
This may be a very work intensive suggestion, but the first thing that comes to mind for me is merging everything back to the trunk. Everyone's changes get merged back to the trunk copy and keep them all together. Then, refactor on the trunk however you want. Now you have a working trunk, with all the fixes put together.
Unfortunately, this would mean that any fixes in the maintainance branches would need to get thrown together and into the central trunk. I realize this would be a whole lot of work, but I think that this would allow everything to be refactored, and any improvements in the maintainance branches would belong in the main branch. I may be naive about this, but I haven't really worked on a production project, and also don't know exactly what's on the maintainance branches. I figure this would make the trunk fully updated and all of your maintainance improvements would be integrated into the trunk.
I figure doing it this way would maximize the quality of all of your branches and have your refactoring spread over all of the branches you would branch after the refactoring. This would be a good way to bring your team together for all of the merging, as well.
I see two separate ways to tackle this:
1.
Significant changes to the trunk (like a major refactoring) shouldn't be done in the trunk. They should be done in a branch and merged back into the trunk when they are stable enough.
Periodically the changes to the trunk should be merged with the other maintenance branches. The reason for only merging the refactoring into the trunk when it's stable is because these will then get merged into the maintenance branches. If however there is no opportunity to make these changes stable then option 2 would be better.
After changes to the maintenance branches have been made they can then be merged back into the trunk.
2.
Create a branch of the maintenance branches (one branch for each). This will be used for merging the trunk with each maintenance branch. (Note that the use of SVN externals or equivalent should be used in order to limit the number of maintenance branches).
Do all your refactoring in the trunk and merge this into the branches of the maintenance branches. When you release or think that the trunk is stable then merge these branches of the maintenance releases back into their respective branches. These can then in turn be merged back into the trunk.
In effect each maintenance branch becomes a "sub trunk".
Note that this scenario highlights the trade-off between future maintenance and upfront maintenance. The more branches and differences you have in your code the more upfront maintenance is required. The good part is that incremental maintenance is much easier.
I can only echo what others have said, while stressing the real pain in the a$$ that patch queues can become.
If you have a predefined (and iron clad) merge window, you should only have two weeks of hell to deal with.
Do you have to have that many branches being worked on?
Was work on the trunk only started when it did because the project plan said the current release would be ready to ship, therefore it was shipped?
Have you got lots of maintenance branches because customers are refusing to upgrade to the latest release for some reason? If so address the reason.
Do you have too many old releases becouse the gap before the next main release is too great?
Do you charge the customers that will not upgrade more for maintenance, as it cost you more?
Response to comment:
Microsoft still supports Windows XP even though Vista is out
Is very true, However Microsoft does not still support Window XP SP1 even though XP SP3 is out.
This is not black and white, even if you can?t stop supporting old version, you may be able to reduce the number of old versions you support. The problem is that Sales/Support likes to say yes, but development gets the pain, so you need to get your sales/support people on side.
I think your best option is to have iterative refactoring. Instead of doing all of the refactoring in one big shot on a private branch, do it one phase at a time. Make a few sets of changes on the branch and then when you know they are stable, merge them to the trunk. Developers working on other branches would be responsible for continually keeping their branch up to date with the trunk.
Merging a small set of changes very often is going to be a lot less working than merge large branches that differ quite a bit. The more often you merge, the less work you will have to do in the end.
In our project, we don't primarily fix changes in version maintenance branches. If there's a bug and
As Greg pointed there are several possible scenarios.
I'd add a case (2.5) where manual merge is required, but since you've moved a method away from its original location and then applied some changes, it becomes hard to merge, specially if the "base" code was also modified in the "maintenance" branch. This is not as uncommon as it sounds, in fact moving a method to a different location and applying a small fix is pretty common.
We've developed a tool called Xmerge (cross-merge) which is a first step towards refactor-aware merging. It's not yet automatic, but it helps dealing with tough merges involving moved code. It's described here and is already integrated in Plastic SCM 2.7.
We're working on: automatic move detection and also being able to "cross merge" towards multiple destination files (you move code to another file, which is also pretty common).
I have a project that I am building with Netbeans 6.1 and I am using SVN. I deleted some files on the local machine then attempted to commit my changes to th SVN repository. The commit fails with the error message
Entry for 'C:\path\to\project\myfile' has no URL
Where myfile is the deleted file.
Is there some way to tell SVN that the file was deleted from the project and that it should be deleted from the repository?
An svn update will bring the file back, fixing your local repo.
You should then be able to do an "svn delete" on the file, which tells your local repo that the file is to be deleted, and also deletes it from the file system.
You should then be able to commit the changes back to the repo.
If you are comitting a folder with the deleted file in it and supposing that you use the latest versions of Tortoise SVN (SVN GUI Client), it recognizes the particular file as missing and tries to delete from the SVN repo.
I had the same problem and the reason was that I deleted the file externaly. I you delete it using NetBeans then commit is ok
Anyone have any thoughts on how/if it is possible to integrate Google Code commits to cause a Google AppEngine deployment of the most recent code?
I have a simple Google AppEngine project's source hosted on Google Code and would love if everytime I committed to Subversion, that AppEngine would reflect the latest commit. I don't mind if things are broken on the live site since the project is for personal use mainly and for learning.
Anyone have any thoughts on how to tie into the subversion commit for the Code repository and/or how to kickoff the deployment to AppEngine? Ideally the solution would not require anything manual from me nor any type of server/listener software on my machine.
Made By Sofa had a blog post about their workflow with Google App Engine. In the second last paragraph they have attached a subversion hook that when when someone commits code it will automatically deploy to Google App Engine. It would take a little bit of tweaking (because it works on the server side not the client) but you could do the same.
Google Code Project Hosting now supports Post-Commit Web Hooks, which ping a project-owner-specified URL after every commit. This would eliminate the need to regularly poll your Google Code repository.
You'd probably have to have some glue on another computer which monitored SVN commits and deployed a new version for you. Google Code has yet to develop and release an API (which they need to do soon if they're serious about this whole development thing), but GAE can be deployed to with relative automated ease, so I wouldn't have thought it should be that difficult. The deployment process, however, will vary with each project, so that's something you need to sort out yourself (you might wanna take a look at the fabric deployment system). Then, just set a cron job going which updates a local SVN checkout on the middle machine, and you're done.
Very interesting, but not yet possible, AFAIK. I have been looking for that option in Google Code with no success.
The only solution I can figure out is to install something in your machine that checks for changes in your SVN repository.
I'll be happy to hear about other approaches.
For those of us who are using Github, this feature from the GAE team would make us all seriously consider switching to Google Code...
does anybody know a way to recursively remove all files in a working copy that are not under version control? (I need this to get more reliable results in my automatic build VMware.)
Thanks, Stefan
I ran across this page while looking to do the same thing, though not for an automated build.
After a bit more looking I discovered the 'Extended Context Menu' in TortoiseSVN. Hold down the shift key and right click on the working copy. There are now additional options under the TortoiseSVN menu including 'Delete unversioned items...'.
Though perhaps not applicable for this specific question (i.e. within the context of an automated build), I thought it might be helpful for others looking to do the same thing.
this works for me in bash:
svn status | egrep '^\?' | cut -c8- | xargs rm
Seth Reno's is better:
svn status | grep ^\? | cut -c9- | xargs -d \\n rm -r
It handles unversioned folders and spaces in filenames
I use this python script to do that:
import os
import re
def removeall(path):
if not os.path.isdir(path):
os.remove(path)
return
files=os.listdir(path)
for x in files:
fullpath=os.path.join(path, x)
if os.path.isfile(fullpath):
os.remove(fullpath)
elif os.path.isdir(fullpath):
removeall(fullpath)
os.rmdir(path)
unversionedRex = re.compile('^ ?[\?ID] *[1-9 ]*[a-zA-Z]* +(.*)')
for l in os.popen('svn status --no-ignore -v').readlines():
match = unversionedRex.match(l)
if match: removeall(match.group(1))
It seems to do the job pretty well.
Can you not just do an export to a new location and build from there?
See: svn-clean
My C# conversion of Thomas Watnedals Python script:
Console.WriteLine("SVN cleaning directory {0}", directory);
Directory.SetCurrentDirectory(directory);
var psi = new ProcessStartInfo("svn.exe", "status --non-interactive");
psi.UseShellExecute = false;
psi.RedirectStandardOutput = true;
psi.WorkingDirectory = directory;
using (var process = Process.Start(psi))
{
string line = process.StandardOutput.ReadLine();
while (line != null)
{
if (line.Length > 7)
{
if (line[0] == '?')
{
string relativePath = line.Substring(7);
Console.WriteLine(relativePath);
string path = Path.Combine(directory, relativePath);
if (Directory.Exists(path))
{
Directory.Delete(path, true);
}
else if (File.Exists(path))
{
File.Delete(path);
}
}
}
line = process.StandardOutput.ReadLine();
}
}
If you are on windows command line,
for /f "tokens=2*" %i in ('svn status ^| find "?"') do del %i
If you are using tortoise svn there is a hidden command to do this. Hold shift whilst right clicking on a folder to launch the context menu in windows explorer. You will get a "Delete Unversioned Items" command.
see the bottom of this page for details http://tortoisesvn.net/docs/release/TortoiseSVN_en/tsvn-dug-rename.html
I added this to my windows powershell profile
function svnclean{
svn status | foreach { if($_.StartsWith("?")) {Remove-Item $_.substring(8) -Verbose}
}
I couldn't get any of the above to work without additional dependencies I didn't want to have to add to my automated build system on win32. So I put together the following Ant commands - note these require the Ant-contrib JAR to be installed in (I was using version 1.0b3, the latest, with Ant 1.7.0).
Note this deletes all unversioned files without warning.
<taskdef resource="net/sf/antcontrib/antcontrib.properties"/>
<taskdef name="for" classname="net.sf.antcontrib.logic.ForTask" />
<macrodef name="svnExecToProperty">
<attribute name="params" />
<attribute name="outputProperty" />
<sequential>
<echo message="Executing Subversion command:" />
<echo message=" svn @{params}" />
<exec executable="cmd.exe" failonerror="true"
outputproperty="@{outputProperty}">
<arg line="/c svn @{params}" />
</exec>
</sequential>
</macrodef>
<!-- Deletes all unversioned files without warning from the
basedir and all subfolders -->
<target name="!deleteAllUnversionedFiles">
<svnExecToProperty params="status "${basedir}""
outputProperty="status" />
<echo message="Deleting any unversioned files:" />
<for list="${status}" param="p" delimiter="
" trim="true">
<sequential>
<if>
<matches pattern="\?\s+.*" string="@{p}" />
<then>
<propertyregex property="f" override="true" input="@{p}"
regexp="\?\s+(.*)" select="\1" />
<delete file="${f}" failonerror="true" />
</then>
</if>
</sequential>
</for>
<echo message="Done." />
</target>
For a different folder, change the ${basedir} reference.
For the people that like to do this with perl instead of python, Unix shell, java, etc. Hereby a small perl script that does the jib as well.
Note: This also removes all unversioned directories
#!perl
use strict;
sub main()
{
my @unversioned_list = `svn status`;
foreach my $line (@unversioned_list)
{
chomp($line);
#print "STAT: $line\n";
if ($line =~/^\?\s*(.*)$/)
{
#print "Must remove $1\n";
unlink($1);
rmdir($1);
}
}
}
main();
If you don't want to write any code, svn2.exe from svn2svn does this, also there's an article on how it's implemented. Deleted folders and files are put in the recycle bin.
Run "svn2.exe sync [path]".
svn status --no-ignore | awk '/^[I\?]/ {system("echo rm -r " $2)}'
remove the echo if that's sure what you want to do.
Using TortoiseSVN: * right-click on working copy folder, while holding the shift-key down * choose "delete unversioned items"
How can I delete all unversioned/ignored files/folders in my working copy?
Linux command line:
svn status --no-ignore | egrep '^[?I]' | cut -c9- | xargs -d \\n rm -r
Or, if some of your files are owned by root:
svn status --no-ignore | egrep '^[?I]' | cut -c9- | sudo xargs -d \\n rm -r
This is based on Ken's answer. (Ken's answer skips ignored files; my answer deletes them).
I'm very disappointed about this... I use Assembla for my personal projects(commercial) and now I have to move everything to another place!
There are some questions about different free hosting... I extracted some of the sites that offers free hosting for projects:
http://www.svnhostingcomparison.com/ http://www.codespaces.com/
If you know about others like assembla please post it!
Cheers from Argentina!
Another similar is http://www.bitbucket.org/, which is Mercurial and Git as of 10/3/2011:
What does Bitbucket give you?
* A home for your Mercurial project(s)
* A simple, yet powerful web interface
* Access control, multiple readers and writers
* Push/pull over HTTP(s) and SSH
* Issue tracker
* Social aspect (following users/repos, events, etc.)
* Supports OpenID
* Unlimited repositories
* Unlimited public collaborators
* Unlimited disk space
* Custom domains
* Downloads
* Wiki
The free account supports up to 5 users.
At another question I made a listing of hosting websites. Out of these sites origo allows hosting commercial projects too: http://www.origo.ethz.ch/
Origo is created by the ETHZ, a well-known university in Switzerland. Origo has a clean UI, supports Wiki-sites, Forums, a blog and releases (no mailinglists). The issue-tracker is simple in the usage. As version-control is used Subversion. Origo support software-and non-software-projects and also Closed-Source-Projects.
I currently use Unfuddle and love it!
I migrated to Unfuddle. I like it, speed seems to me better than what I had at Assembla. But, Assembla had better options:
Assembla had a web-based interface for exporting/backuping (svnadmin dump) and importing a repository. It helps migrations and it allows me to backup once in a while the repository. With Unfuddle you have to request the staff to do it for you. For large repositories you have to find a way to send them your dump file for importation. Not exactly simple.
Accounts were "global" at Assembla. Meaning that with a single account I could work on many other projects hosted under different accounts. Accounts are "local" at Unfuddle. Each project has its own list of users and credentials.
I looked at OpenSvn but the website and BIG WARNING sign are not inspiring. I tried to open an account but never received the confirmation email, so no luck there.
I think DevjaVu could be a nice alternative, but I could not open an account. It is under invitation only, so no luck there either.
I have a friend of mine which migrated from Assembla to Origo. He likes it. We checked their web interface and they have the web-based svnadmin dump available, but no web-based import. I can't say about the accounts "scope". Still, it is a student initiative, will it last? How safe is the data?
I have to agree with endian, in the end you usually get what you pay for. If you do commercial work don't put it on a free server. Don't pick anything where you can't get your repositories off the site again in case you move them. Some hosters offer downloads of the whole repository. If your are trying to be a professional entity and sell software commercially cough up the 20$ per month (and there might be cheaper ones out there) to get your repository hosted, and most of all ...
Don't whine when your free service goes to a paying model
I use Wush they have a 20$ per quarter plan
Check Project Locker. It is free for 5 users and up to 500MB - seems interesting.
There is one trac/svn host very interesting, devjavu.com. They have a free acount plan and unexpensive paid alternatives. I've used devjavu for two projects, and I found it better than assembla.
From elsewhere on this site I learned of Beanstalk and signed up for a free account with them - so far it works fine.
BitBucket will only host one repository for free.
I found XP-Dev which will host 5 repositories with 300 MB each
I'd host VisualSVN locally, and put in some kind of wiki alongside it. Using these "free" online hosts is the ultimate vendor-lock-in anti-pattern.
Here's a crazy idea: get a paid account at assembla :-)
You can try this site: http://www.githost.cn
FogBugz is always highly recommended, and free for up to two people. I just started using it (moving from assembla) and I like it so far.
A new alternative is http://workspace.activestate.com.
Assembla is Free again. We don't have to longer worry about cheap alternatives
assembla is free for 1 user/1project other wise there are charges. Still, for what it offers, assembla is a pretty good deal.
Check out this great Subversion Hosting Comparison site:
http://subversionhosting.dbur.com/
It has (at time of writing) 62 Subversion Hosting products to compare.
You can setup a free private Assembla subversion host, but they don't really advertise it on their webpage. I had to do a google search to get to the right promotion page. Here is the link: http://offers.assembla.com/free-subversion-hosting/
I mostly develop on Linux and meld is indispensable for me. However, when I'm on the road I use a MacBook (leopard) and I want to use the same set of tools as on my main development box, meld being one of them.
Although you shoud be able to install meld, I could not succeed with it. So... are there any alternatives that are as good (or better) as meld?
One thing to point out, I use subversion and I just love the 'meld .' command that diffs my working directory to the BASE revision...
Johan
Have you tried http://meld.darwinports.com/?
If you post some of the troubles you're having getting Meld working on OS X then we could help you out? :o)
There's FileMerge.app, which comes with XCode.
Apple's FileMerge (which is included in their Developer Tools download) looks similar to Meld, though I confess to not having used either..
Fink has a meld package.
Sourcegear DiffMerge is free and completely cross-platform (Windows, Mac and Linux). I've only used the Windows version, and it lacks some more advanced features (like syntax highlighting and opening .diff files) but I'm very happy with it.
KDiff is cross platform, open source, and has an OSX binary available.
BBEdit has a good diff viewer in it.
Take a look at Changes.app. Yes, it is for pay, but it's very capable, fast, easy on the eyes. It also has a command line tool. Take a look at the wiki for tips and tricks, especially with getting it to integrate with version control systems. I love Changes.app.
Not a Mac user myself - but I stumbled across this post, and simultaneously found out about tkdiff, whose screenshot seems to be taken on a Mac; so maybe it helps.. Cheers!
I'm developing a Java application using Eclipse. My project has two source directories that are both built and then some files are copied into the output folder. From the output directory I then run my application and all works well.
However, I keep having these warnings:
Anyone know how to get rid of these warnings? Maybe by excluding some files, maybe based on the .svn extension or filename, from the build process? If so, how would I go about excluding those?
Have you tried to add
**/.svn/
to the Exclusion patterns at the Source preferences of the project's build path settings?
You could also try installing the Subversion plugin (Subclipse) for Eclipse.
That sounds like your building process is using versionned directory within your subversion workspace.
Should you not have your 'output' folder and/or your 'tst' folder be made 'private' ? (that is without any .svn, and ignored by subversion)
Sure, that easy: at Project Properties -- Java Build Path you can add exclusion filters on every source folder. There, you can add an exclusion pattern as *.svn
Within the last year I have become addicted to subversion. I am an only developer and I also work on a few of my own projects. With SVN its really easy to manage everything - and because it is hosted on an online server though HTTPS I can access my code from anywhere. It is also great for deploying code to our production/development servers.
My point is that it does everything that I need it to do and has never failed me.
My question is that is there anything better? Am I missing some feature in another product that I could be using to make my life easier? I am always all about using the best software out there and have no problem migrating to new technologies.
I have heard of GIT and have done some research. I plan on giving that a try but while I am messing with that, are there another other source control systems that are considered "industry standard" and do they do things better then SVN?
Sorry if this is a duplicate question; but I did search beforehand.
Git, Mercurial and Bazaar are distributed control systems that operate of the idea that you aren't always connected to the Net, and that there need not be one central version of the repository.
If you're doing a lot of detached work, sometimes called "airplane mode", as in you're on an airplane and can't commit, take a look at Bazaar. I've found it easier to acclimate to than Git or Mercurial.
If you're always doing work connected to the Net, and you're the only developer, then you can probably stick with Subversion.
Also, please consider the value of keeping your home directory in Subversion.
Mercurial
I mainly used CVS and SVN, happy and content, then I started researching Distributed Source control as there was lots of fuss made about DSVC. After a using DSVC I noticed a change in my development style, I became more fluid and adaptable. Allowing me to merge back into trunk or experimental branch painlessly.
Git
Git is cool, but you need to constantly maintain your source code depo and repack it. As it consists of many bash scripts it has trouble running on windows. But it is blazingly fast, with many features for you to use. Actually the amount of features can be a disadvantage.
BZR
I havnt looked back since I started with HG
I personally would stay with Subversion. From a professional stand point I have seen a lot more jobs ask for (and know) what Subversion was compared to GIT. Also there are a lot of open source and freeware tools built around Subversion, not to mention Subversion's huge community.
Source control is not always about the latest and greatest, but is more often about what is tried and true.
Here are 3 reasons to switch to git from Subversion (from MarkMcB):
(Read the linked article for full explanations and direct comparisons of how to do the three things in both git and Subversion.)
The best reason to change is necessity. However, it sounds like there is no real need to change. You are an "Army of One" so most of the powerful features do not apply to your situation. Yes, people will argue with me on this, however they will be pushing this feature or that feature which more than likely you really do not need. Timing is everything, if in the future your needs change then change your solution.
There will always be better or different solutions for a problem space, in this case source control, however you should balance personal development, process/practice improvements, and delivering work product. You could learn more about the different solutions/applications for source control to expand your knowledge to recognize when it is time to switch solutions but stick with what works for now.
I also personally would stay with Subversion, Is there anything better?
Subversion is a great version control system, and you're happy with it, so if you are looking further, I can recommend you to get some info about Continuous Integration, there are many tools out there that can help you to make automatic builds, make your builds self-testing, check the integrity of each commit, and much more...
Rule no. 1: "Never change a running system"
Also, as there are many shiny new solutions(for problems you do not have, as you work alone) you should consider the cost of switching to a new VCS: The import of subversion to mecurial/git is not an easy task
there is no tool (AFAIK), which imports svn repos by using the dumpformat. So if you do not use the dumpformat you will stick to checkout all branches/tags from svn and adding them to git/BZR/mecurial manually/via script
So I do not know how big your repos are(my repos are ranging from 20 MB to 24GB), but it will take a long time to check out a whole repo and even small projects with lot of tags will eat up a lot of harddisk space.
Additional problem is the time until your migration is done you cannot continue to work.
Mercurial is also worth consideration; branching is much friendlier, and it can work without a network connection. I never seriously tried separating work into branches until I moved from SVN to Mercurial.
The one thing I seriously miss is TortoiseSVN; there's a workalike (TortoiseHg) that's pretty good, but it's just not the same..
Anyway, creating a Mercurial repo from an SVN one is trivially easy...give it a try and see whether it suits you or not.
If SVN addresses all of your needs then I don't see the reason for change. If curiosity is the driver of your quest for a different source control then I would recommend reading about git or other distributed scm solution and try to figure out if it's worth the investment in order to switch (which i doubt it is in your situation).
I am just like you in the issue of constant investigating in order to get the best tool.
I tried SVN for SOLO work and someone recommended me Mercurial (hg). Now i do keynotes about it. It's more friendly than git in windows. I now i think "why do svn complicates with simple task like tags". SVN doesn't know what a tag is. For SVN a tag is a copy. In mercurial a tag is an alias for a revision. How complicated could it be?
Performance it's an other issue. In Mercurial your repo it's in your local machine. So it's very fast for a log, or diff or history.
Although I do not know anything about servers that support mercurial for a online version of your repo.
It's definitely worth looking into "distributed" VC even if you're not actually using a distributed workflow. Being able to have private branches and control over your local commits is worth the effort of learning git. I've been mainly using git-svn (with other team members using regular SVN clients, so we had a normal, centralized workflow), and it worked pretty flawless.
There's an old Yankee proverb.
If it ain't broke, don't fix it.
I discover yesterday the SVN blame feature and I was wondering, Is this feature available from eclipse? Thanks,
As was pointed out, you would currently have to first install a plug-in to enable Subversion support. I recommend Subversive, myself, and a search here on SO for the tags "eclipse" and "subversion" together will show several previous threads regarding "gotchas" to watch out for when installing the connectors (Subversive is separated into two parts-- the core support and "connectors" that provide the svn glue).
Once you have that installed, you can configure repositories, create new projects by directly entering a new repo address and checking it out, or associate an existing project that was already attached to svn with the repo by have Subversion look it over.
Once you've done that, this is how you access the "svn blame" command, also known as "annotate" or "praise": For a resource, right click on the resource name in the file-explorer pane to pop-up the context menu (you can also get this menu by right-clicking anywhere in the editor itself). Under the "Team" heading (which is also where you access all the svn commands, as Eclipse generalizes source control under the heading of "Team Sharing"), select "Show Annotation". On my Mac Powerbook, the keyboard shortcut for this is Ctrl-Option-A, I'm not near my Linux or WinXP platforms to see what the shortcut us on either of them (MacOS X ports tend to tweak keyboard shortcuts to adhere to the "greater good" view of what a Mac app should do).
After a bit of time conversing with the subversion repo, the left-gutter of the editor window will show a series of colored bars. If you have line-numbers enabled for your editor, these will overlay the numbers. Otherwise, they'll just be bars. Each alternation of color represents a break where responsibility changes from one user to another. If you hover the pointer over a bar, a tooltip will appear identifying the responsible user, the revision/commit that the lines are from, date and the check-in comment. The color of the bars will vary from committer to committer, and revision to revision. They'll be varying shades of the same base color, but Eclipse will try to make them visually distinct (as much as possible). When you're hovering over a snippet, it highlights slightly, and all other bars that are tied to the same revision will also highlight.
(Now, don't ask me how to turn it off. Thus far, my only solution has been to close the buffer and re-open it!)
First, I know about this: http://stackoverflow.com/questions/51217/how-would-you-organize-a-subversion-repository-for-in-house-software-projects Next, the actual question: My team is restructuring our repository and I'm looking for hints on how to organize it. (SVN in this case). Here's what we came up with. We have one repository, multiple projects and multiple svn:externals cross-references
\commonTools /*tools used in all projects. Referenced in each project with svn:externals*/
\NUnit.v2.4.8
\NCover.v.1.5.8
\<other similar tools>
\commonFiles /*settings strong name keys etc.*/
\ReSharper.settings
\VisualStudio.settings
\thrash /*each member of the team has thrash for samples, experiments etc*/
\user1
\user2
\projects
\Solution1 /*Single actual project (Visual Studio Solution)*/
\trunk
\src
\Project1 /*Each sub-project resulting in single .dll or .exe*/
\Project2
\lib
\tools
\tests
\Solution1.sln
\tags
\branches
\Solution2
\trunk
\src
\Project3 /*Each sub-project resulting in single .dll or .exe*/
\Project1 /*Project1 from Solution1 references with svn:externals*/
\lib
\tools
\tests
\Solution2.sln
\tags
\branches
To clear the vocabulary: Solution means single product, Project is a Visual Studio Project (that results in a single .dll or single .exe)
That's how we plan to lay out the repository. The main issue is, that we have multiple Solutions, but we want to share Projects among Solutions. We thought that there is no point really in moving those shared Projects to their own Solutions, and instead we decided to use svn:externals to share Projects among Solutions. We also want to keep common set of tools and 3rd party libraries in one place in the repository, and them reference them in each Solution with svn:externals.
What do you think about this layout? Especially about the use of svn:externals. It's not an ideal solution, but considering all pros and cons, it's the best we could think of. How would YOU do it?
If you follow my recommendations below (I have for years), you will be able to:
-- put each project anywhere in source control, as long as you preserve the structure from the project root directory on down
-- build each project anywhere on any machine, with minimum risk and minimum preparation
-- build each project completely stand-alone, as long as you have access to its binary dependencies (local "library" and "output" directories)
-- build and work with any combination of projects, since they are independent
-- build and work with multiple copies/versions of a single project, since they are independent
-- avoid cluttering your source control repository with generated files or libraries
I recommend (here's the beef):
Define each project to produce a single primary deliverable, such as an .DLL, .EXE, or .JAR (default with Visual Studio).
Structure each project as a directory tree with a single root.
Create an automated build script for each project in its root directory that will build it from scratch, with NO dependencies on an IDE (but don't prevent it from being built in the IDE, if feasible).
Consider nAnt for .NET projects on Windows, or something similar based on your OS, target platform, etc.
Make every project build script reference its external (3rd-party) dependencies from a single local shared "library" directory, with every such binary FULLY identified by version: %DirLibraryRoot%\ComponentA-1.2.3.4.dll, %DirLibraryRoot%\ComponentB-5.6.7.8.dll.
Make every project build script publish the primary deliverable to a single local shared "output" directory: %DirOutputRoot%\ProjectA-9.10.11.12.dll, %DirOutputRoot%\ProjectB-13.14.15.16.exe.
Make every project build script reference its dependencies via configurable and fully-versioned absolute paths (see above) in the "library" and "output" directories, AND NO WHERE ELSE.
NEVER let a project directly reference another project or any of its contents--only allow references to the primary deliverables in the "output" directory (see above).
Make every project build script reference its required build tools by a configurable and fully-versioned absolute path: %DirToolRoot%\ToolA\1.2.3.4, %DirToolRoot%\ToolB\5.6.7.8.
Make every project build script reference source content by an absolute path relative to the project root directory: ${project.base.dir}/src, ${project.base.dir}/tst (syntax varies by build tool).
ALWAYS require a project build script to reference EVERY file or directory via an absolute, configurable path (rooted at a directory specified by a configurable variable): ${project.base.dir}/some/dirs or ${env.Variable}/other/dir.
NEVER allow a project build script to reference ANYTHING with a relative path like .\some\dirs\here or ..\some\more\dirs, ALWAYS use absolute paths.
NEVER allow a project build script to reference ANYTHING using an absolute path that does not have a configurable root directory, like C:\some\dirs\here or \\server\share\more\stuff\there.
For each configurable root directory referenced by a project build script, define an environment variable that will be used for those references.
Attempt to minimize the number of environment variables you must create to configure each machine.
On each machine, create a shell script that defines the necessary environment variables, which is specific to THAT machine (and possibly specific to that user, if relevant).
Do NOT put the machine-specific configuration shell script into source control; instead, for each project, commit a copy of the script in the project root directory as a template.
REQUIRE each project build script to check each of its environment variables, and abort with a meaningful message if they are not defined.
REQUIRE each project build script to check each of its dependent build tool executables, external library files, and dependent project deliverable files, and abort with a meaningful message if those files do not exist.
RESIST the temptation to commit ANY generated files into source control--no project deliverables, no generated source, no generated docs, etc.
If you use an IDE, generate whatever project control files you can, and don't commit them to source control (this includes Visual Studio project files).
Establish a server with an official copy of all external libraries and tools, to be copied/installed on developer workstations and build machines. Back it up, along with your source control repository.
Establish a continuous integration server (build machine) with NO development tools whatsoever.
Consider a tool for managing your external libraries and deliverables, such as Ivy (used with Ant).
Do NOT use Maven--it will initially make you happy, and eventually make you cry.
Note that none of this is specific to Subversion, and most of it is generic to projects targeted to any OS, hardware, platform, language, etc. I did use a bit of OS- and tool-specific syntax, but only for illustration--I trust that you will translate to your OS or tool of choice.
Additional note regarding Visual Studio solutions: don't put them in source control! With this approach, you don't need them at all or you can generate them (just like the Visual Studio project files). However, I find it best to leave the solution files to individual developers to create/use as they see fit (but not checked in to source control). I keep a Rob.sln file on my workstation from which I reference my current project(s). Since my projects all stand-alone, I can add/remove projects at will (that means no project-based dependency references).
Please don't use Subversion externals (or similar in other tools), they are an anti-pattern and, therefore, unnecessary.
When you implement continuous integration, or even when you just want to automate the release process, create a script for it. Make a single shell script that: takes parameters of the project name (as listed in the repository) and tag name, creates a temporary directory within a configurable root directory, checks out the source for the given project name and tag name (by constructing the appropriate URL in the case of Subversion) to that temporary directory, performs a clean build that runs tests and packages the deliverable. This shell script should work on any project and should be checked into source control as part of your "build tools" project. Your continuous integration server can use this script as its foundation for building projects, or it might even provide it (but you still might want your own).
@VonC: You do NOT want to work at all times with "ant.jar" rather than "ant-a.b.c.d.jar" after you get burned when your build script breaks because you unknowingly ran it with an incompatible version of Ant. This is particularly common between Ant 1.6.5 and 1.7.0. Generalizing, you ALWAYS want to know what specific version of EVERY component is being used, including your platform (Java A.B.C.D) and your build tool (Ant E.F.G.H). Otherwise, you will eventually encounter a bug and your first BIG problem will be tracking down what versions of your various components are involved. It is simply better to solve that problem up front.
We've set ours up to almost exactly match what you've posted. We use the general form:
\Project1
\Development (for active dev - what you've called "Trunk", containing everything about a project)
\Branches (For older, still-evolving supported branches of the code)
\Version1
\Version1.1
\Version2
\Documentation (For any accompanying documents that aren't version-specific
While I suppose not as complete as your example, it's worked well for us and lets us keep things separate. I like the idea of each user having a "Thrash" folder as well - currently, those types of projects don't end up in Source control, and I've always felt that they should.
I believe that Pragmatic Version Control using Subversion has everything you need to organize your repository.
I have a similar layout but my trunk, branches, tags all the way at the top. So: /trunk/main, /trunk/utils, /branches/release/ etc etc. This ended up being really handy when we wanted to try out other version control systems because many of the translation tools worked best with the basic textbook svn layout.
I think the main disadvantage of the proposed structure is that the shared projects will only be versioned with the first solution they were added to (unless svn:externals is fancier than I am imagining). For example, when you create a branch for the first release of Solution2, Project1 won't be branched since it lives in Solution1. If you need to build from that branch at a later time (QFE release), it will use the latest version of Project1 rather than version of Project1 at the time of the branch.
For this reason, it may be advantageous to put the shared projects in one or more shared solutions (and thus top-level directories in your structure) and then branch them with each release of any solution.
Why have it all in one repository? Why not just have a separate repository for each project (I mean "Solution")?
Well, at least I've used to the one-project-per-repository-approach. Your repository structure seems overcomplicated to me.
And how many project do you plan to put into this one big repository? 2? 3? 10? 100?
And what do you do when you cancel the development of one project? Just delete it from repository tree so that it will become hard to find in the future. Or leave it lying around forever? Or when you want to move one project to another server altogether?
And what about the mess of all those version numbers? The version numbers of one project going like 2, 10, 11, while the other goes like 1, 3, 4, 5, 6, 7, 8, 9, 12...
Maybe I'm foolish, but I like one project per repository.
To add to the relative path issue:
I am not sure it is a problem:
Just checkout Solution1/trunk under the directory named "Solution1", ditto for Solution2: the goal of 'directories' actually representing branches is to not be visible once imported into a workspace. Hence relative paths are possible between 'Solution1' (actually 'Solution1/trunk') and 'Solution2' (Solution2/trunk).
RE: the relative path and shared file issue -
It seems that this is svn specific, but that is not a problem. One other person already mentioned separate repositories and that is probably the best solution I can think of in the case where you have different projects referring to arbitrary other projects. In the case where you have no shared files then the OP solution (As well as many others) will work fine.
We're still working this out and I have 3 different efforts (different clients) that I have to resolve right now since I took over setting up either non-existent or poor version control.
I have a question - not an answer
In your scheme how do you refer to files from a different project in a relative way - given that there is the trunk/tags/branches thing?
They are specially annoying when I need to upload to the server a web solution.
Is there a way of configuring SVN to create the _svn folders outside my working directory? If not, what is the best way to deal with them when you need to copy only the code?
Update: Using "svn export" command is problematic because there are files that are not under source control but necessary like .dll's, xml data files or database files and they will not be exported. Therefore it would be required to manually copy them in there different subdirectories from the working copy each time.
It's not (currently) possible to configure SVN (or TortoiseSVN) to create the .svn (or _svn) directories outside the working copy. I believe that the SVN 1.6 roadmap includes revisiting the working-copy library. The ability to put the administrative directories somewhere else might come out of this work, but I'm speculating.
You should use the "svn export" command to create a "clean" copy of your working copy (i.e. without the _svn directories). This works from the command line client.
If you're using TortoiseSVN, you can right-click on the working copy, and choose "Export...". This will ask you for a folder to export the files to. Alternatively, you can right-drag a working copy to a folder (one that's not a working copy), and TortoiseSVN will bring up a context menu; among the options are "SVN Export to here" and "SVN Export all to here", the latter also exporting files not under version control.
Use "svn export" to create a clean directory tree.
Robocopy deployment...
robocopy {source} {dest} /MIR /XD _svn /XD .svn
In TortoiseSVN, you can right click on the working copy and drag it somewhere else. And when the popup menu appears, select "SVN Export Here". (This requires that all code in the working copy was checked in since the export will be from trunk and not from the working copy)
See these resources for details:
if you use a nant script to enable deployment to the web server it has a _SVN and _SVN/** as automatic excludes when copying files. nant will filter out lots of unwaanted files when copying files via its copy task including:
you can read more about NANT at its project home page here : NANT Home
+1 for the solution from Isak Savo.
And you can do an XCOPY and exclude "/svn" folders :
XCOPY %1 %1_deploy /EXCLUDE:C:\ExcludeSVN.txt /E /C /I /F /R /Y
Content of ExcludeSVN.txt :
/_svn
In fact, if you want to upoload to a web server, your exclude file can contains a lot more :
Warning : If you exclude .cs files, you gave to re-copy .css file after
The really dirty way in Windows: Create a copy of your project, open Explorer, navigate to the directory the copy is in, and do a Find for everything ending with _svn. Once the search is done, select all and hit Delete.
Yuck! But it works really well.
We use CruiseControl with robocopy in order to create a clean copy of your repository.
<exec>
<executable>C:\Archivos de programa\Windows Resource Kits\Tools\robocopy.exe</executable>
<buildArgs>E:\CruiseControl\yourproject\Code\trunk\ E:\wwwroot\yourproject *.* /E /XX /XA:H /XO /NDL /NC /NS /NP /XF "*.cache" "*.designer.cs" "*.sln" "*.msbuild" "*.csproj" "*.PDB" "*.user" "*.designer" /XD .svn App_Code obj Properties</buildArgs>
<buildTimeoutSeconds>60</buildTimeoutSeconds>
<successExitCodes>1,0</successExitCodes>
</exec>
/XF and /XD arguments excludes the files and the directories you don't want to upload to production.
You can find more info about robocopy here.
SVN merging is very time consuming (especially on large code bases) and error prone. Eclipse and Netbeans plugins don't serve me very well. At the moment I'm using a combination of manual "svn merge" and the graphical diff Meld. Are there better alternatives (non-win32)?
Meld is arguably one of the best and one of the most used tools for non-win32. On Windows or with Wine WinMerge wins hands down. Some alternatives for Linux:
P.S. Actually on Windows the TortoiseSVN merge tool gives great results too :)
I have recently started using the new Beyond Compare 3 (for Windows and Linux). It seems to consistently make better automated merge decisions then TortoiseSVN or KDiff3. Particularly on whitespace, I believe this is due to BC3s better file type configuration.
I also think its merge interface is cleaner and easier to understand then KDiff.
I figured out how to use SvnMerge, which is a Python script(s), and had quite a lot of success with it. You can google for the instructions I put on my blog, or drop me a line and I'll post the vanity link.
Actually there are reports of people using git-svn or hg-svn bridges to download a tree, preform a merge, then upload the merge. Doesn't solve the messiness part but the increased speed of the merge makes it less tedious.
I really like Sourcegear Diffmerge. http://www.sourcegear.com/diffmerge/
I've used svnmerge and it helps a lot. It's a command line utility, so it may not be the best tool for everyone, but it's good for me.
Which platform are you running on? On Windows I use TortoiseSVN to carry out most diffs and merges pretty easily. Only some of the more complicated strands of diffs are performed with UltraCompare.
We have always used TortoiseSVN on my work. Never had any problem with the merge so I can also recommend it.
Best tool I've currently found for Linux is submerge from subcommander package. Here is how to use this and integrate with eclipse.
We are considering a move from SVN to Mercurial, and have encountered a stumbling block.
We currently use svn:externals to automatically pull a common set of libraries into the working directory. I can't find support for anything like this in Mercurial.
Is there a way to do this automatically with Mercurial, or do I need to fake it as part of my build process?
It appears that the functionality of the Forest Extension is being implemented into core Mercurial (as of 1.3).
http://mercurial.selenic.com/wiki/subrepos
Currently marked as "experimental" but perhaps will be the route to handle svn:external -type functionality as of v1.4.
There's no good way to do it using mercurial only. The Forest Extension mentioned elsewhere causes more problems that in fixes nowadays. Most folks just use a large repo and include all their components in the repo and then have their build scripts download and use 3rd party libraries -- using maven if they're Java-heads.
Short answer "fake it in your build process".
Update:
In Mercurial 1.3 a new sub repos feature was added. it's like the old forest extension, but started as all new code.
Have you tried Deps Extension ?
It's not part of Mercurial, but seems to mimic svn:externals feature
Try Mercurial's Forext Extension.
I want to keep my website/s in version control (Subversion specifically) and use svn co to update it when there are stable versions to update, but I'm concerned about the security of doing so, as all the .svn folders will be public, and these include all sorts of private data, not least of which is complete source code to my website!
Is there anything I can I do to prevent this?
Two things:
Do not use IfModule for functionality you need to be present. It's okay to do it for the autoindex because it might not be present and is not crucial to the scheme. But you are counting on rewrite being present to protect your content. Thus, it's better to remove the IfModule directive and let apache tell you when rewrite is not present for you to enable it (or at least know that you won't be 'protected' and consciously comment the lines)
No need to use rewrite there if you have access to main configuration files, much easier would be one of
<DirectoryMatch \.svn>
Order allow, deny
Deny from all
</DirectoryMatch>
which will generate 403 Forbidden (which is better from HTTP compliance point of view) or, if you want to take the security by obscurity route, use AliasMatch
AliasMatch \.svn /non-existant-page
If you don't have access to main configuration files you're left with hoping mod_rewrite is enabled for usage in .htaccess.
This can be achieved server-wide (recommended), on a single virtual-host basis, or even inside .htaccess files if your server is somewhat permissive with what is allowed in them. The specific configuration you need is:
RewriteEngine On
RewriteRule /\.svn /some-non-existant-404-causing-page
<IfModule autoindex_module>
IndexIgnore .svn
</IfModule>
The first section requires mod_rewrite. It forces any requests with "/.svn" in them (ie. any request for the directory, or anything inside the directory) to be internally redirected to a non-existant page on your website. This is completely transparent to the end-user and undetectable. It also forces a 404 error, as if your .svn folders just disappeared.
The second section is purely cosmetic, and will hide the .svn folders from the autoindex module if it is activated. This is a good idea too, just to keep curious souls from getting any ideas.
There is an interesting approach I use: the checkout (and update) is done on a completely separate directory (possibly on a completely separate machine), and then the code is copied to where the webserver will read it with rsync. An --exclude rule on the rsync command line is used to make it not copy any .svn (and CVS) diretories, while a --delete-excluded makes sure they will be removed even if they were copied before.
Since both svn update and rsync do incremental transfers, this is quite fast even for larger sites. It also allows you to have your repository behind a firewall. The only caveat is that you must move all directories with files generated on the server (such as the files/ directory on Drupal) to a place outside the rsync target directory (rsync will overwrite everything when used this way), and the symlink to it must be created in the rsync source directory. The rsync source directory can have other non-versioned files too (like machine-specific configuration files).
The full set of rsync parameters I use is
rsync -vv --rsh='ssh -l username' -rltzpy --exclude .svn/ --exclude CVS/ --exclude Attic/ --delete-after --delete-excluded --chmod=og-w,Fa-x
Even then, for redundancy, I still have a configuration rule to prevent .svn from being accessed, copied from a Debian default rule which prevents .ht* (.htaccess, .htpasswd) from being accesed.
Consider deploying live code using your operating system's package management tools, rather than directly from your VCS. This will let you ensure your live packages don't contain metadata directories, or other potentially sensitive tools and data.
Hiding the directories as Vinko says should work. But it would probably be simpler to use svn export instead of svn co. This should not generate the .svn directories.
In the same situation, I used RedirectMatch, for two reasons. Primarily, it was the only method I could find that was allowed in .htaccess on that server with a fairly restrictive config that I couldn't modify. Also I consider it cleanest, because it allows me to tell Apache that yes, there's a file there, but just pretend it's not when serving, so return 404 (as opposed to 403 which would expose things that website viewers shouldn't be aware of).
I now consider the following as a standard part of my .htaccess files:
Any GOOD libraries available to access SVN from .net application (using C#). The only 4 I found so far that I will be trying out is:
I wan't to create a very simple SVN client!
SharpSvn was desiged for .Net 2.0 and Subversion 1.5 and later. It integrates all subversion dependencies in a single set of dll that is directly usable from .Net (XCopy deployable). One of the other strong points of SharpSvn is that it hides all memory management and transforms Subversion errors in exceptions, and more importantly vice versa. (Makes debugging callbacks very easy)
NSvn was used by AnkhSVN before AnkhSVN 2.0. It moved to SharpSvn after that.
The IronSvn project on Codeplex closed down. (It suggests using SharpSvn).
Svn# and its 2.0 successor Svn.Net are plain wrappers of the Subversion C api. They required the binaries of a subversion release to work. And you must manage the apr pools and some of the apr collection marshalling yourself from managed code. This is the only cross platform solution in this list. (Works just as well on linux)
I'm using SharpSVN at the moment - works fine for what I need (although it is for an automated process, so no UI work necessary).
I used SharpSvn. It was easy to intergrate and works well for me. If you need some sample code have a look at my project http://www.codeplex.com/SVNCompleteSync.
Why create an SVN client? They are many good ones out there already and I'm personally not a fan of re-inventing the wheel.
I want subversion to commit a file even if it's unchanged. Is there a way to do this?
You can't, and you shouldn't. You should also thank Subversion that it refuses.
Now, what problem are you really trying to solve?
If you want the file contents to remain unchanged (meaning that you can't merely change whitespace as johnstok suggested) you can always change one of the properties on the file.
eg.
That will perform a commit without having to change the file.
Just make sure that you don't use one of the special svn: properties. Anything else should be ok.
Edit: A number of other posters have asked why someone would want to do this - presumably the people who have marked this answer down have also had the same concerns.
I can't speak for the original poster, but one scenario where I have seen this used is when attempting to automatically synchronise activities on a Visual Sourcesafe repository with a subversion repository.
It does not really make much sense... :)
For at least two reasons:
Why would you want to do this? What are you trying to do?
If it's a text file just add some whitespace, such as a line feed.
As to answer why one would like to do forced commits. I've seen cases where someone used a commit message that was wrong or unclear. It's nice if you can perform a forced commit, where you can correct this mistake. That way the updated commit message goes into the repository, so it won't get lost.
I frigged this by deleting then re-adding the offending file. Not the nicest way to do it, and it probably broke the revision history, but it suited my purposes.
Reason for wanting to do it: File was one of two executables built from the same source (with different #defines set). Minor change to source meant one had changed, one didn't. I wanted to record in the revision history that I had actually updated it to the latest version (even though there was no change).
Maybe Morten Holdflod Møller's point that "the file will still be a part of the new revision" would cover this indication, but I think a log of the unchanged file did not show comments for that revision.
Answering some people questioning this should be possible: for some reason svn doesn't recognizes differences between doc files, so I would like to force commit as well!
I am now moving documentation from static dirs, to svn. files are like UG_v1.2, UG_v1.3 etc. So just to keep history, I take 1.2, remove version from the filename and add and commit it to svn. Then I take the ver from the second one, copy it over the first one and want to commit it and newer version. File size and creation date changes (not mentioning what's inside the doc), but svn claims it's perfectly the same file and disallows me to commit. When I manually change the doc, svn sees the different. The heck? :>
I don't think that's possible, but first of all why do you need to do that? If a file is unchanged it shouldn't be commited.
If you really want that file grouped with other files in a commit you could change something minor inside (add a space for example).
if you check out a project you can commit it. If nothing has changed it doesn't update the revision number or the files.
Actually, I have come across a reason to do a force commit. This probably isn't best practice but we put Truecrypt (http://www.truecrypt.org/) volumes in SVN because we need to keep a tight security on some shell script as it contains sensitive information. When a Truecrypt volume is created, it's binary data stays the same no matter what you do with it. So in effect, I can change the contents of the volume but the volume never appears changed.
Changing the property will NOT force the commit.
TortoiseSVN 1.4.5, Build 10425 - 32 Bit , 2007/08/26 11:14:13
I have the same problem with a trueCrypt volume.
I added a new property (as suggested above) "forceCommit1" and them I was able to commit the volume file. but only the property was commited not the contents of the file.
I removed the file and added it again to the svn
Another reason to have forced commits (at least for conflicting or not up to date files).
I use one version control system (w/ repository in a remote server). This one is the main and used by the team. And I installed SVN to use locally for the same projects.
I want to use SVN to, in short, 1. force commit all the files to have save current state with my changes ready for the central repository; 2. experiment (for example by applying other algorithms in the code), commit my local changes to SVN, keep track of those changes; 3. then, be able to revert all or some of my saved state if necessary.
It doesn't make sense to create new SVN repository for every experiment.
After working a while on the code without sync-ing with SVN I can see many missing/conflicting or "not up to date" files. Those are the problem. It doesn't make sense to resolve conflicts one by one here. I just want force commit.
The reason why someone wants to commit unchanged file is misunderstanding of how to revert to a previous version of a file.
For example, one may revert the file index.html in the revision 680 by just updating it to a revision in the past, e.g. 650:
svn update index.html -r 650
but it does not solve the problem, because:
svn clearly says that index.html is modified remotely and you can't commit it, i.e. it "thinks" that index.html is old and should be updated to a newer revision. So the next svn update will bring index.html back to the revision 680.
To really revert a file you should merge it in reverse order:
svn merge -r 680:650 index.html
and then commit it svn ci -m "Reverted to r650" index.html
I thought you could do it from the command line?
svn ci -force <filename>
I don't have a repository here to check that on, so I might be wrong.
I'm responsible for several (rather small) programs, which share a lot of code via different libraries. I'm wondering what the best repository layout is to develop the different prorgrams (and libraries), and keep the libraries in sync across all the programs.
For the sake of argument let's say there are two programs with two libraries:
Naturally, bug fixes and enhancements for the libraries should (eventually) merge to all programs. Since the libraries are being worked on while working on the different programs, using externals definitions seems out of the question.
So I thought to treat my libraries at all but one place as vendor branches but I'm not sure what the best layout for this would be.
I was thinking something along the lines of:
Then say when developing Program1 some changes are made for Library2, I merge them back to the Libraries part of the repository, and merge them from there to all other programs when desired.
Merging to the other programs can't always happen immediately, the people working on Program2 could be close to a release and rather finish that first, create a tag, and only then update all libraries.
I'm a bit concerned this will result in many merges and a bit of a maintenance headache after a while but I don't really see a much better solution.
Then again, this seems a rather common use case to me, so I thought I'd just ask the stackoverflow community, what's the best repository layout to achieve this?
Well, I guess I disagree that externals are out of the question. I've had a similar problem in the past. I solved it using the svn property externals.
Create your library repositories:
svnadmin create /path/library1
svnadmin create /path/library2
...
Create client repositories:
svnadmin create /path/program1
svnadmin create /path/program2
...
Now declare the libraries as external within the program repositories:
cd /path/program1
svn propset svn:externals "library1 svnpath://wherever/library1/trunk/" .
svn propset svn:externals "library2 svnpath://wherever2/library2/trunk/" .
Now then you can make changes to programs 1 & 2 and making commits at the root of those projects doesn't affect the libraries... but, if you needed to make changes to the libraries you can. Then if and only if you have write permissions to the library repositories you could commit those changes too - but only from the library's subdirectory.
I.e. this doesn't make a commit to the libraries...
... make a change in /path/program1/library1 ...
cd /path/program1
svn commit -m "some change"
This commits the change made in the library above:
cd /path/program1/library1
svn commit -m "change to library code"
Why does the source for the library have to exist in the program tree. Compile your libraries separately and link them into your programs.
I wanted to edit a log comment in the repo-browser and received an error message that no pre-revprop-change hook exists for the repository. Besides having a scary name, what is a pre-revprop-change hook and how do I create it?
For Windows, here's a link to an example batch file that only allows changes to the log message (not other properties):
http://ayria.livejournal.com/33438.html
Basically copy the code below into a text file and name it pre-revprop-change.bat and save it in the \hooks subdirectory for your repository.
@ECHO OFF
:: Set all parameters. Even though most are not used, in case you want to add
:: changes that allow, for example, editing of the author or addition of log messages.
set repository=%1
set revision=%2
set userName=%3
set propertyName=%4
set action=%5
:: Only allow the log message to be changed, but not author, etc.
if /I not "%propertyName%" == "svn:log" goto ERROR_PROPNAME
:: Only allow modification of a log message, not addition or deletion.
if /I not "%action%" == "M" goto ERROR_ACTION
:: Make sure that the new svn:log message is not empty.
set bIsEmpty=true
for /f "tokens=*" %%g in ('find /V ""') do (
set bIsEmpty=false
)
if "%bIsEmpty%" == "true" goto ERROR_EMPTY
goto :eof
:ERROR_EMPTY
echo Empty svn:log messages are not allowed. >&2
goto ERROR_EXIT
:ERROR_PROPNAME
echo Only changes to svn:log messages are allowed. >&2
goto ERROR_EXIT
:ERROR_ACTION
echo Only modifications to svn:log revision properties are allowed. >&2
goto ERROR_EXIT
:ERROR_EXIT
exit /b 1
Basically it's a script that is launched before any property is modified on the repository, so that you can manage more precisely what's happening on your repository.
There are templates in the SVN distrib for different hooks, located in the /hooks subdirectory (*.tmpl that you have to edit and rename depending on your OS, to activate).
Here is the link to the stack overflow question with many common hooks Common Types of Subversion Hooks, including the original source of the pre-revprop-change hook for Windows cross-posted here.
You should refer there as they may get improved over time.
I have a Trac project installed on top of a Subversion implementation (easy to do thanks to Webfaction's control panel), but now I have configuration work to do. With that in mind, are there easy ways to do the following in Trac:
1) Ensure that customers can only see a high level progress indicator.
2) Give daily summary reports on tickets, testing, and tasks.
Also, I am interested in knowing if there are any highly recommended plugins that I would be sorry I forgot to install.
I would not recommend using the same Trac project for tracking development tasks and showing the customer progress. You want to be able to be candid with your development tickets, comments, etc. Customers can focus on the wrong things and misinterpret data you put in the tickets. I would recommend providing the customer with a separate project that contains high level tasks and only shows the progress on those tasks, not the nitty gritty.
1) high level progress indicator:
The roadmap tab gives you kind of a high level progress indicator. It lists all milestones, and for each milestone it shows you:
You can restrict your permissions in a way that your customer can only access this view.
Depending on the relationship between you and your customer, you might want to give him the ability to create new tickets (permission TICKET_CREATE), which should be possible without giving him read access to other tickets (TICKET_VIEW and TICKET_MODIFY). Sorry, but I can't currently test if this really works, maybe someone can comment on this.
2) daily summary reports
trac offers you RSS feeds for everything you can think of. It should be possible to generate daily reports from this, or you simply tell your RSS client to check the feed once a day.
Trac also has the abilty to inform a ticket-owner via mail if that ticket changed, but it will happen instantly, not as a daily summary. You can comment on tickets, and sometimes we use them like a discussion board or mailing list, and in this case it's good to be notified instantly.
Other configuration
In each project I do with trac, I create a custom query to list all tickets that nobody owns:
Each ticket may have an owner and several people in the cc field, but the report for my tickets only lists those where you are the owner. To overcome this, I add a query like this:
(this code works in trac 0.11b)
That's my favorite ticket report. It goups tickets by three classes:
The queries might look scary, but they are simple modifications of the queries that are already there. You don't have to hack the trac source code, the webinterface lets you edit queries.
Plugins
I recommend the XML RPC plugin if you work with eclipse. It enables tight integration with Mylin. (I think basic integration works even without the plugin), so your developers can do many tasks from within eclipse without switching to the trac webinterface.
(If you use eclipse, but don't know mylin, you should have a look at it. You can test it without any configuration because it comes with most eclipse distributions and can work as standalone without trac.)
As far as additional plugins are concerned, we install TocMacro, XmlRpcPlugin, WysiwygPlugin and TracRedirect. In particular, the WYSIWYG plugin is really good for encouraging less technical staff to maintain their own documents in the wiki - you can even C&P from MS Word whilst retaining formatting, which helps.
Take a look at the custom ticket workflow stuff that Trac gives you, if your own workflow isn't well represented by Trac's defaults. This has allowed us to add code review and integration testing steps to the workflow.
I'd recommend making your Trac server authenticate against some central authentication framework. We run an LDAP tree with auth credentials in it, and this is used by all our internal systems - including trac, svn, samba, openvpn etc.
@Dave Dunkin is right. Use Trac for your internal use, and use a system like Basecamp to give your clients a high-level overview of what's going on in the project.
If it's a stock install, the database is just an SQLite3, so you can easily write scripts to fetch "safe" info, like the number of tickets, or why not one of the reports. That way, you can discuss freely as long as the ticket name is ok. Revisions, milestones, wikipages, tags (if you use that plugin) are also available.
You could probably withdraw all permissions except ROADMAP_VIEW from the anonymous user but that will probably be a bit too high-level, no? Access control at the individual ticket or comment level is currently not supported AFAIK. See http://trac.edgewall.org/wiki/TracPermissions for details about trac permissions.
As mentioned in one of the comments, you can't restrict ticket or comment access based on the user. Finding or creating an external reporting system is your best bet.
A couple of things based on experience with Trac:
Creating a custom workflow is pretty straight froward. The use of GraphViz is a huge help for communicating states and actions. A workflow plugin (like AdvancedTicketWorkflowPlugin) that further extends the built-in functionality isn't too hard to do if you need more complex state interaction.
For custom reporting, you can write SQL queries that take named parameters, then link to these from a wiki page:
For example, the query can contain a WHERE clause like this:
WHERE datetime(t.changetime, 'unixepoch') >= datetime('now','-$DAYS days')
and the wiki page can have this:
Show activity for last [http://server.com/trac/report/9?DAYS=8 8] days.
Can I ignore a folder on svn checkout? I need to ignore DOCs folder on checkout at my build server.
edit: Ignore externals isn't an option. I have some externals that I need.
You can't directly ignore folders on a checkout, but you can use sparse checkouts in svn 1.5. For example:
$ svn co http://subversion/project/trunk my_checkout --depth immediates
This will check files and directories from your project trunk into 'my_checkout', but not recurse into those directories. Eg:
$ cd my_checkout && ls
bar/ baz foo xyzzy/
Then to get the contents of 'bar' down:
$ cd bar && svn update --set-depth infinity
With versions prior to 1.5 I have found that if you checkout only the top most folder and then selectively update, from then on updates only effect what you have checked out. Ie.
svn co -N foo
cd foo
svn up -N bar
svn up
The -N flag makes the operation non-recursive. The above will not check out anything else at the foo level, eg. say there is a folder lala, the final svn up will not check out that folder, but it will update bar.
But at a later time you can svn up lala and thus, add it to the checkout.
Presumably this also works with 1.5.
Yes, Subversion 1.5 has a feature called Sparse checkouts that can do exactly this sort of thing.
You could put the docs folder in an external repository and then use svn checkout --ignore-externals.
No, ignore is only for adding files.
You can use sparse checkouts (if you use svn 1.5)
As a few others have mentioned, you can just use svn:externals properties and then the --ignore-externals option when you checkout. One thing to note, however, is that svn:externals does not necessarily need to refer to another repository. It can be a reference to some other folder in the same repo.
I have recently resolved the same task. The idea is to get the immediate list of folder/files under the repository exclude the entries you need, then check out the remaining folders and update the immediate files if any. Here is the solution:
# Path to the svn repository to be checked out
rpath=https://svn-repo.company.com/sw/trunk/ && \
# This files are to be excluded (folders are ending with '/')
# this is a regex pattern with OR ('|') between enties to be excluded
excludep='docs_folder/tests_folder/|huge_folder/|file1|file2' && \
# Get list of the files/folders right under the repository path
filtered=`svn ls $rpath | egrep -v $excludep` && \
# Get list of files out of filtered - they need to be 'uped'
files=`echo $filtered | sed 's| |\n|g' | egrep '^.*[^/]$'` && \
# Get list of folders out of filtered - they need to be 'coed'
folders=`echo $filtered | sed 's| |\n|g' | egrep '^.*[/]$'` && \
# Initial nonrecursive checkout of repository - just empty
# to the current (./) working directory
svn co $rpath ./ --depth empty && \
# Update the files
svn up $files &&\
# Check out the all other folders finally.
svn co `echo $folders | sed "s|\<|$ubrpath|g"`
Change to source working directory. Copy the commands. Paste. Change appropriate URL and exclude pattern. Run the command.
Thanks,
Check out this: How to ignore a directory with SVN?
A word of warning: I'm a n00b to git in general. My team uses feature branches in svn, and I'd like to use git-svn to track my work on a particular feature branch. I've been (roughly) following Andy Delcambre's post to set up my local git repo, but those instructions seem to have led git to pick the svn branch that had changed most recently as the remote repository; the problem is that's not the branch I care about. How do I control which branch git-svn uses? Or am I approaching this completely wrong?
UPDATE: I did use the -T, -b, and -t options (in my case because the svn repo has multiple projects, but I want the git repo to contain only the project I'm working on).
Muchas gracias to Bart's Blog for this handy reference for svn branches in git. Apparently all I needed was to specify a remote branch when creating the git branch, e.g.,
git checkout -b git-topic-branch-foo foo
where foo is the name of the remote branch.
You might also have a look at this: git-svn is a gateway drug - robby on rails.
I used something like this when I needed to make sure that my local branch was pointing to the correct remote svn branch:
git branch -r
to get the name of the remote branch I want to be tracking. Then
git reset --hard remotes/svn-branch-name
to explicitly change my local branch to point to a different remote branch.
I needed to run 'git svn fetch' first, since the branch I wanted to associate with had been created after my git client.
I use git-svn but I haven't used the features that interoperate with SVN branches. Having said that, I notice that the tutorial you were following didn't use the -T, -b, -t options to git svn init. These options tell git-svn what the upstream trunk/branches/tags directories are named, which might be important in your situation.
After asking this question I was advised not to check in binaries into subversion. My question is then what do I do with 3rd party dlls that are required to be in the bin folder? I need to be able checkout a working copy and have that run as a website with all dlls, etc intact.
The answers to your other question suggest you don't commit any generated files to subversion. DLLs in the bin folder are often built as part of the application, therefore, they should be regenerated rather than stored in subversion.
If the DLLs are 3rd party DLLs for which you don't have the source code then I would store them in subversion. You should put everything in subversion that is needed to recreate the application. That means your source code and 3rd party libraries or programs.
I always do check in third-party DLLs (into a 'lib' folder) so that the application can build and run from a fresh checkout. I think the "do not check in binaries" rule applies to the binaries that are generated by the source code you've checked in.
Like Ben said. I don't put binaries that are going to change often into source control. But 3rd part dll's, ya they end up in a lib folder on my svn as well.
Just because a file is binary doesn't you you should not check it it. The warning should be against checking in derived objects into the repository. You should always be able to build all your derived objects again from the sources. This may mean that you need to have third party binary in the repository.
The guidelines are simple:
--
* Programs, tools, service packs are an obvious exception to this rule. But they have got to be listed in a file that is versioned.
I include any required DLLs in a DLL directory in the project and reference them from there (with copy to local). Then they can either be included in the same repository/folder, or brought in using an svn-external from a remote location (if they are shared across several projects).
Ideally, a SVN repository should require every file needed to build the target. So that if you bought a brand new computer, installed your compiler and SVN and then checked out the repository - you could build without having to find any other dependencies. So 3rd party libraries would be put in the repository, but targets are not.
The exception to this would be if you're SVNing the installation images. We do this here, but in a different set of repositories that our production guys use (the programmers don't).
In fact SVN does stores binaries a lot more efficient than CVS, for more info see the SVN-FAQ
If by binaries you mean executable files, the best practice is to regenerate them from source - if the source is available. If by binaries you mean non-text files, I can tell you that I use SVN all the time to store non-text files (jpg images, Visio files, bmp files, MS Word 2003 documents with images and diagrams, MS Project files and similar files. I have never had any problems with corruption or anything like that. And IT IS very convenient to store and manage everything in SVN.
My motivation for trying out git-svn is the effortless merging and branching. Then I noticed that man git-svn(1) says:
"Running git-merge or git-pull is NOT recommended on a branch you plan to dcommit from. Subversion does not represent merges in any reasonable or useful fashion; so users using Subversion cannot see any merges you've made. Furthermore, if you merge or pull from a git branch that is a mirror of an SVN branch, dcommit may commit to the wrong branch."
Does this mean I cannot create a local branch from svn/trunk (or a branch), hack away, merge back into svn/trunk, then dcommit? I understand that svn users will see the same mess that merges in svn pre 1.5.x have always been, but are there any other drawbacks? That last sentence worries me, too. Do people routinely do these kinds of things?
Actually, I found an even better way with the --no-ff option on git merge. All this squash technic I used before is no longer required.
My new workflow is now as follows:
I have a "master" branch that is the only branch that I dcommit from and that clone the SVN repository (-s assume you have a standard SVN layout in the repository trunk/, branches/, and tags/):
git svn clone [-s] <svn-url>
I work on a local branch "work" (-b creates the branch "work")
git checkout -b work
commit locally into the "work" branch (-s to sign-off your commit message). In the sequel, I assume you made 3 local commits
...
(work)$> git commit -s -m "msg 1"
...
(work)$> git commit -s -m "msg 2"
...
(work)$> git commit -s -m "msg 3"
[Eventually] stash the modifications you don't want to see committed on the SVN server (often you commented some code in the main file just because you want to accelerate the compilation and focus on a given feature)
(work)$> git stash
rebase the master branch with the SVN repository (to update from the SVN server)
(work)$> git checkout master
(master)$> git svn rebase
go back to the work branch and rebase with master
(master)$> git checkout work
(work)$> git rebase master
Ensure everything is fine using, for instance:
(work)$> git log --graph --oneline --decorate
Now it's time to merge all three commits from the "work" branch into "master" using this wonderful --no-ff option
(work)$> git checkout master
(master)$> git merge --no-ff work
You can notice the status of the logs:
(master)$> git log --graph --oneline --decorate
* 56a779b (work, master) Merge branch 'work'
|\
| * af6f7ae msg 3
| * 8750643 msg 2
| * 08464ae msg 1
|/
* 21e20fa (git-svn) last svn commit
Now you probably want to edit (amend) the last commit for your SVN dudes (otherwise they will only see a single commit with the message "Merge branch 'work'"
(master)$> git commit --amend
Finally commit on the SVN server
(master)$> git svn dcommit
Go back to work and eventually recover your stashed files:
(master)$> git checkout work
(work)$> git stash pop
Creating local branches is definitely possible with git-svn. As long as you're just using local branches for yourself, and not trying to use git to merge between upstream svn branches, you should be fine.
I have a "master" branch that I use to track the svn server. This is the only branch that I dcommit from. If I'm doing some work, I create a topic branch and work away on it. When I want to commit it, I do the following:
I also have another situation where I need to maintain some local changes (for debugging) that should never be pushed up to svn. For that, I have the above master branch but also a branch called "work" where I normally do work. Topic branches are branched off work. When I want to commit work there, I checkout master and use cherry-pick to pick the commits from the work branch that I want to commit to svn. This is because I want to avoid committing the three local change commits. Then, I dcommit from the master branch and rebase everything.
It is worthwhile running git svn dcommit -n first to make sure that you are about to commit exactly what you intend to commit. Unlike git, rewriting history in svn is hard!
I feel that there must be a better way to merge the change on a topic branch while skipping those local change commits than using cherry-pick, so if anybody has any ideas they would be welcome.
Simple solution: Remove 'work' branch after merging
Short answer: You can use git however you like (see below for a simple workflow), including merge. Just make sure follow each 'git merge work' with 'git branch -d work' to delete the temporary work branch.
Background explanation: The merge/dcommit problem is that whenever you 'git svn dcommit' a branch, the merge history of that branch is 'flattened': git forgets about all merge operations that went into this branch: Just the file contents is preserved, but the fact that this content (partially) came from a specific other branch is lost. See: Why does git svn dcommit lose the history of merge commits for local branches?
(Note: There is not much that git-svn could do about it: svn simply doesn't understand the much more powerful git merges. So, inside the svn repository this merge information cannot be represented in any way.)
But this is the whole problem. If you delete the 'work' branch after it has been merged into the 'master branch' then your git repository is 100% clean and looks exactly like your svn repository.
My workflow: Of course, I first cloned the remote svn repository into a local git repository (this may take some time):
$> git svn clone <svn-repository-url> <local-directory>
All work then happens inside the "local-directory". Whenever I need to get updates from the server (like 'svn update'), I do:
$> git checkout master
$> git svn rebase
I do all my development work in a separate branch 'work' that is created like this:
$> git checkout -b work
Of course, you can create as many branches for your work as you like and merge and rebase between them as you like (just delete them when you are done with them --- as discussed below). In my normal work, I commit very frequently:
$> git commit -am '-- finished a little piece of work'
The next step (git rebase -i) is optional --- it's just cleaning up the history before archiving it on svn: Once I reached a stable mile stone that I want to share with others, I rewrite the history of this 'work' branch and clean up the commit messages (other developers don't need to see all the little steps and mistakes that I made on the way --- just the result). For this, I do
$> git log
and copy the sha-1 hash of the last commit that is live in the svn repository (as indicated by a git-svn-id). Then I call
$> git rebase -i 74e4068360e34b2ccf0c5869703af458cde0cdcb
Just paste sha-1 hash of our last svn commit instead of mine. You may want to read the documentation with 'git help rebase' for the details. In short: this command first opens an editor presenting your commits ---- just change 'pick' to 'squash' for all those commits that you want to squash with previous commits. Of course, the first line should stay as a 'pick'. In this way, you can condense your many little commits into one or more meaningful units. Save and exit the editor. You will get another editor asking you to rewrite the commit log messages.
In short: After I finish 'code hacking', I massage my 'work' branch until it looks how I want to present it to the other programmers (or how I want to see the work in a few weeks time when I browse history).
In order to push the changes to the svn repository, I do:
$> git checkout master
$> git svn rebase
Now we are back at the old 'master' branch updated with all changes that happened in the mean time in the svn repository (your new changes are hidden in the 'work' branch).
If there are changes that may clash with your new 'work' changes, you have to resolve them locally before you may push your new work (see details further below). Then, we can push our changes to svn:
$> git checkout master
$> git merge work # (1) merge your 'work' into 'master'
$> git branch -d work # (2) remove the work branch immediately after merging
$> git svn dcommit # (3) push your changes to the svn repository
Note 1: The command 'git branch -d work' is quite safe: It only allows you to delete branches that you don't need anymore (because they are already merged into your current branch). If you execute this command by mistake before merging your work with the 'master' branch, you get an error message.
Note 2: Make sure to delete your branch with 'git branch -d work' between merging and dcommit: If you try to delete the branch after dcommit, you get an error message: When you do 'git svn dcommit', git forgets that your branch has been merged with 'master'. You have to remove it with 'git branch -D work' which doesn't do the safety check.
Now, I immediately create a new 'work' branch to avoid accidentally hacking on the 'master' branch:
$> git checkout -b work
$> git branch # show my branches:
master
* work
Integrating your 'work' with changes on svn: Here is what I do when 'git svn rebase' reveals that others changed the svn repository while I was working on my 'work' branch:
$> git checkout master
$> git svn rebase # 'svn pull' changes
$> git checkout work # go to my work
$> git checkout -b integration # make a copy of the branch
$> git merge master # integrate my changes with theirs
$> ... check/fix/debug ...
$> ... rewrite history with rebase -i if needed
$> git checkout master # try again to push my changes
$> git svn rebase # hopefully no further changes to merge
$> git merge integration # (1) merge your work with theirs
$> git branch -d work # (2) remove branches that are merged
$> git branch -d integration # (2) remove branches that are merged
$> git svn dcommit # (3) push your changes to the svn repository
More powerful solutions exist: The presented workflow is simplistic: It uses the powers of git only within each round of 'update/hack/dcommit' --- but leaves the long-term project history just as linear as the svn repository. This is ok if you just want to start using git merges in small first steps in a legacy svn project.
When you become more familiar with git merging, feel free to explore other workflows: If you know what you are doing, you can mix git merges with svn merges (Using git-svn (or similar) just to help out with svn merge?)
Greg Hewgill answer on top is not safe! If any new commits appeared on trunk between the two "git svn rebase", the merge will not be fast forward.
It can be ensured by using "--ff-only" flag to the git-merge, but I usually do not run "git svn rebase" in the branch, only "git rebase master" on it (assuming it is only a local branch). Then afterwards a "git merge thebranch" is guaranteed to be fast forward.
A safe way to merge svn branches in git is to use git merge --squash. This will create a single commit and stop for you to add a message.
Let's say you have a topic svn branch, called svn-branch.
git svn fetch
git checkout remotes/trunk -b big-merge
git merge --squash svn-branch
at this point you have all the changes from the svn-branch squashed into one commit waiting in the index
git commit
Rebase the local git branch onto the master git branch then dcommit and that way it looks like you did all those commits in sequence so svn people can see it linearly as they are accustomed to. So assuming you have a local branch called topic you could do
git rebase master topic
which will then play your commits over the master branch ready for you to dcommit
I have nearly the same workflow as proposed by Greg Hewgill except that in general I rebase interactively my local commits between each dcommit so as to glue ("squash" in git terminology) then into a single commit onto the svn server. It makes the commits on SVN more efficient as otherwise, an svn revision will be added for each of your local git commit and I found it not desirable in most case.
So to summarize, here is my workflow:
-s assume you have a standard SVN layout in the repository trunk/, branches/, and tags/):
git svn clone [-s] <svn-url>
-b do the checkout into "work" after branch creation)
git branch -b work
-s to sign-off your commit message). In the sequel, I assume you made 3 local commits
...
(work)$> git commit -s -m "msg 1"
...
(work)$> git commit -s -m "msg 2"
...
(work)$> git commit -s -m "msg 3"
(work)$> git stash
(work)$> git svn rebase
At this level, you will have conflicts between you local commits in the "work" branch and the last unique glued dcommit. Simply run the following command to skip the commits in "work" that were previously glued :
(work)$> git rebase --skip
Continue until the rebase is successful (resolve the eventual other conflicts). Use the following command to ensure everything is fine:
(work)$> git log --graph --oneline --decorate
(work)$> git checkout master
(master)$> git svn rebase
(master)$> git merge work
Resolve any merge conflicts (there shouldn't be any at this point)
git rebase -i HEAD~3
This launch your $EDITOR and allow you to perform what's referred to as an "interactive rebase". The idea is to "pick" your first commit and "squash" the others. You should end with something like that:
pick 08464ae msg 1
squash 8750643 msg 2
squash af6f7ae msg 3
# Rebase 05e760e..21e20fa onto 05e760e
#
# Commands:
# pick = use commit
# edit = use commit, but stop for amending
# squash = use commit, but meld into previous commit
#
# If you remove a line here THAT COMMIT WILL BE LOST.
# However, if you remove everything, the rebase will be aborted.
#
Save and quit the editor. You will then have your $EDITOR that is executed to edit your commits (good to maintain a single sign-off signature)
(master)$> git svn dcommit
(master)$> git checkout work
(work)$> git stash pop
Subclipse, Subversive, or something else?
There's a bit of debate around the topic, can we come to some conclusion here?
EDIT: It's been a couple months now, and I ended up deciding the plugin slowed Eclipse down too much, and was a hassle to use every time I changed a file from outside Eclipse. I ditched the plugin all together and just went with TortiseSVN.
This depends. Subclipse has superior support for checking out projects as maven projects - this is the sole reason we use Subclipse. Other than that, I have noticed subclipse bugs with syncing with SVN.
Subversive is much better at detecting new files to add to version control, and is also far superior with merging code from a branch, or even syncing with SVN (fewer bugs, etc.). So really, you should ask yourself what value you want. If you're not using maven, I would definitely go for Subversive.
I've recently switched from subclipse to subversive. After upgrading our repository from v1.4.x to 1.5, we started having lots of issues with subclipse.
After doing a synch, you'd see updates that you had just accepted, and you wouldn't be able to take other updates without doing "hacks"
So far subversive is pretty nice. it even seems a little faster for lots of small files than subclipse was.
Personally i use subversive. It has better usability features, mainly intuitive keyboard shortcuts etc.
I have never had a problem using either though. It really is just a combination of personal preference and usage though, if you're using advanced complex features it might matter which one you choose, but if your just checking in, checking out and synchronizing they will both meet your needs.
subclipse is fully packed with features, I have never had an issue with it.
I'm casting my vote for Subclipse. I've had better luck with it than Subversive personally.
no matter which one..the version support for eclipse are just shit..
compare to the build-in one with netbeans..
but netbeans is slow....compare to eclipse..
if eclipse can have a plugin like the netbeans one..that will be fantastic...
I have a folder that is my working copy. How do I remove all SVN functionality from this folder? There is a reason for me doing this, somehow my master folder that contains all my working copies of sites, has somehow been turned into a working copy itself, so I have a working copy within itself as such.
So, is there an easy way of removing version control from a folder?
svn export is the command you're looking for. You can export a controlled set of files to a non-controlled location and use that.
Just remove all ".svn" folders in it. That's it.
If you're using TortoiseSVN you can just right click within the root folder of your working copy and click Export... That will work even if you have uncommited changes.
Likewise, you can just do an Export from your repository, and it won't create any of the .svn folders.
Another straightforward approach is to just delete all .svn folders as previously mentioned.
If you were using *nix-like tools:
find . -type d -name .svn -print0 | xargs -0 rm -fr
You can either manually delete all of the .svn folders (make sure to do this for every subfolder as well) or use a simple utility like Jon Gallaway's shell command.
Windows client "TortoiseSVN" has "Export" feature. Export creates a copy elsewhere in a different folder without all those ".svn" folders in them. You can export either from repository or from local copy with option to include unversioned files.
With TortoiseSVN, you can do a right-clic drag & drop your folder and then choose a "SVN Export All to here" command.
TortoiseSVN has the ability to Export files without its subversion bindings - right click on a repository (or a directory within a repos), then TortoiseSVN, then Export. Another way to do it is to remove all the .svn directories in all the folders.
how about this:
for /f "tokens=* delims=" %%i in ('dir /s /b /a:d ".svn"') do rd /s /q "%%i"
to recursively remove all the .svn folders--
(if the export function isn't an option for you--, can't access repository etc...)
Here is a Windows batch script that will delete all .svn folders from a Subversion working copy directory:
@echo off
rem cleanup .svn subdirs
setlocal enabledelayedexpansion
rem change to directory that this batch script resides in
if "%~1"=="" (
echo Usage: svncleanup svn_working_copy_dir
exit /b 1
)
echo cleaning up .svn subdirs in "%~1" ...
for /R "%~1" %%I in (.svn) do rmdir /Q /S "%%I" > NUL 2>&1
I just use Windows Explorer to search for ".svn" (starting at the top of my working copy) and then I select all the folders it finds and delete them.
can't you just delete the .svn subfolder?
As far as I know SVN stores everything about its connection to the repository in this subfolder (at least in windows)
As others have said, deleting the .svn folder will remove SVN functionality from that folder. If you do it recursively, you will "un-SVN" your entire WC, which is essentially what the export command does. I'm not sure if it's a feature of Tortoise, the CLI SVN binary, or both, but I recall that one of them allows you to do an in-place export which literally just removes the .svn folders from a WC. A normal export creates a copy of your WC at a new location that is unversioned.
I've committed changes in numerous files to a SVN repository from Eclipse.
I then go to website directory on the linux box where I want to update these changes from the repository to the directory there.
I want to say "svn update project100" which will update the directories under "project100" with all my added and changed files, etc.
HOWEVER, I don't want to necessarily update changes that I didn't make. So I thought I could say "svn status project100" but when I do this I get a totally different list of changes that will be made, none of mine are in the list, which is odd.
Hence to be sure that only my changes are updated to the web directory, I am forced to navigate to every directory where I know there is a change that I made and explicitly update only those files, e.g. "svn update newfile1.php" etc. which is tedious.
Can anyone shed any light on the standard working procedure here, namely how do I get an accurate list of all the changes that are about to be made before I execute the "svn update" command? I thought it was the "status" command.
Try:
svn status --show-updates
or (the same but shorter):
svn status -u
You can see what will updated (without actually updating) by issuing:
svn merge --dry-run -r BASE:HEAD .
More details here.
This is what I was looking for. Checked Google first, but svn help ended up coming through for me :)
svn diff -r BASE:HEAD .
You can use 'svn diff' to see the difference between your working copy and the repository.
@dave: or shorter :) :
svn st -u
In theory you could make all your changes in a branch which you created for your own use. You would then be reasonably sure that you were the only one committing to it.
IMHO feature development should be done like this.
Then you could update this target machine from this branch instead of from the trunk.
I'm currently reviewing the benefits of moving from SVN to a SourceGear Vault. Has anyone got advice or a link to a detailed comparison between the two? Bear in mind I would have to move my current Source Control system across which works strongly in SVN's favor
Here is some info I have found out thus far from my own investigations.
I have been taking some time tests between the two and vault seems to perform most operations much faster. Time tests used the same server as the repository, the same workstation client, and the same project.
Time Comparisons
(can't get this to format correctly)
I also found an online source comparing some other points. This is the kind of information i'm looking for.
Usage Comparisons
Subversion is edit/merge/commit only. Vault allows you to do either edit/merge/commit or checkout/edit/checkin.
Vault looks and acts just like VSS, which makes the learning curve effectively zero for VSS users.
Vault has a VS plugin, but it only works if you're going to run in checkout-mode.
Subversion has clients for pretty much every OS you can imagine; Vault has a GUI client for Windows and a command line client for Mono.
Both will support remote work, since both use HTTP as their transport (Subversion uses extended DAV, Vault uses SOAP).
Subversion installation, especially w/ Apache, is more complex.
Subversion has a lot of third party support. Vault has just a few things.
My question
Has anyone got advice or a link to a detailed comparison between the two?
Having used both 'in anger' I'd choose Subversion (with TortoiseSVN) over Vault every day.
When I went from Subversion to Vault this is what I noticed:
Obviously some of this is down to the way that Vault was configured, but you get the idea.
I ended up writing a bunch of scripts to automate the things that Vault couldn't do, but even then there are limitation on what the commandline version can do. Plus the Vault API isn't documented.
I use Vault, so I'd like to correct one error in your feature list:
Vault has a VS plugin, but it only works if you're going to run in checkout-mode.
Not true - I'm unsure of which version it was added in, but you can run vault in Edit|Merge|Commit mode in Visual Studio
I would also add that Vault uses MS SQL Server as it's repository - makes backups easy.
I spent several years using (and administering) Subversion at a previous job, and the last three years using Vault at my current job. At this point I'm desperate to get away from Vault and back to Subversion (or potentially a tool like git or Mercurial).
We've had a lot of issues with performance and reliability (Vault doesn't always pick up files that have been modified, and on occasion will insist that you haven't modified a file when you have) but this may come down to the (long) history of our repository and how we handled branching in the past. I'd argue that if it were better designed then none of that should have mattered, but if you're not doing wacky things with it then maybe you won't have the problems we've had.
That said, there are some fundamental design decisions that I can't forgive:
Ultimately, Vault's a much less flexible tool than Subversion is, though that lack of flexibility does mean it can be simpler to use. If you have a team of developers who are accustomed to VSS and you're not going to demand much of your source control tool, Vault's probably a fine choice. Having gotten accustomed to Subversion's flexibility, though, I find using Vault an exercise in frustration.
Subversion also has VisualStudio plugins:
The Source gear website has a comparison. However I would suggest neither. If your moving to a new repository you want to be looking at a distributed version control system.
The likes of Monotone, Git and Bazaar have really raised the bar in terms of productivity.
Subversion allows you to mark files as 'must-lock', in that case checkout (lock), checkin (commit with auto unlock) works. AnkhSVN visualizes this just like the VSS Check in check out.
Subversion has:
Subversion will get a more efficient HTTP protocol in 1.6 or 1.7 (Work in progress). This might make it possible to create an IIS plugin.
See the subversion book on branching and merging in Subversion.
Subversion has a lot of third party support. Vault has just a few things.
Surely where Subversion has 3rd party support, Vault has 1st party support since you have purchased it.In my experience, first hand information (from the makers) tends to be better than 14 forums spread over the world? Though we now have SO so this point may be mute. :)
Subversion has locks as well. I've never needed them, though.
One feature that Vault has built in that Subversion does not have built in, is Vault can be configured to retain the files modified timestamp. This is a feature I can really benefit from. As a workaround, Subversion does allow configuration to have it set the modified timestamp to the commit time, which is good enough for most of my scenarios. To benefit from this, I have to commit, then delete my working copy, and then do an update, to force the timestamps to be the commit timestamps, so that I can deploy the files and have their timestamps match subversion's timestamps. There are suggestions to use scripts or whatnot to store the modified timestamps in properties, but I don't know if anyone has done this successfully, and if so, I don't know how solid this workaround would be.
There are many tools (bug tracker, continuous integration) that integrate with subversion. In case of vault not many tools have support for it.
SVN has true branching http://svnbook.red-bean.com/en/1.1/ch04.html, branching is just handled differently than most source code control systems.
Forums are difficult to trawl but give many clues to get the best out of all the trials and errors that people have been through.
Makers comments can be biased and unsure whether they just try to offer their workaround only.
Vault does a great job of implementing seamlessly with Visual Studio.
For everything else, it's terrible.
The "WebDAV" support is painfully slow- so slow that I found it quicker to checkout with the Vault Client and then switch back to Dreamweaver rather than try to checkout within Dreamweaver over WebDAV.
In a project I am working on, we have an ongoing discussion amongst the dev team - should the production environment be deployed as a checkout from the SVN repository or as an export?
The development environment is obviously a checkout, since it is constantly updated. For the production, I'm personally for checking out the main trunk, since it makes future updates easier (just run svn update). However some of the devs are against it, as svn creates files with the group/owner and permissions of the svn process (this is on a linux OS, so those things matter), and also having the .svn directories on the production seem to them to be somewhat dirty.
Also, if it is a checkout - how do you push individual features to the production without including in-development code? do you use tags or branch out for each feature? any alternatives?
EDIT: I might not have been clear - one of the requirement is to be able to constantly be able to push fixes to the production environment. We want to avoid a complete build (which takes much longer than a simple update) just for pushing critical fixes.
IMHO you should create a branch/tag where you have the (desired) subset of the dev env which you use for production. Someone should either maintain this manually or automatically using scripts. Then, you should export (rather than checkout). Incremental updates are a non-issue, unless you're changing files on your production environment and you don't want those files to be overwritten.
Just my $0.02
No question - export.
You would not be making updates, so no reason to have a checkout. You would just be deploying junk out.
I would say any environment should be only an export; you only use checkout locally when you are developing. Of course we are also using build scripts, so updating the deployment is as simple as running the script.
As far as the in development code, create branches for any work being done. Only commit to the trunk when ready for deployment to the development environment.
The Subversion FAQ seems to advocate deployment as a checkout, autoupdated with post-commit hook scripts. They prevent Apache from exporting .svn folders (probably a good idea) by adding the following in httpd.conf:
# Disallow browsing of Subversion working copy administrative dirs.
<DirectoryMatch "^/.*/\.svn/">
Order deny,allow
Deny from all
</DirectoryMatch>
I'm extremely new to svn myself, but maybe you could trigger a hook script when you create a new tag. That way, when you're ready to update the live site, you just commit your last changes to the trunk, create the new tag, and the script updates your live site with svn update.
I've been struggling with this, and I think I finally decided on checkout. Yes, there is extra junk there, but...
Not saying it'll work for everyone, but these two things influenced my decision. Best of luck with your decision.
I would look into some deployment software like Capistrano (it's a ruby program)
I would personally use exporting a tagged copy of trunk instead of just exporting trunk if you are going to use be rolling your own solution or manually.
I deploy it as a copy. Not manual, of course.
I use 'make' and 'checkinstall'. I create a small Makefile which uses the system command 'install' to copy all the needed files to the appropriate directories on the web server, and I have preinstall and postinstall shell scripts that will be run on the server.
When time for deployment comes, I just run 'checkinstall' which creates a package (RPM, DEB or TGZ, depending on which Linux distribution I target). I install it using regular tools provided by a Linux distribution package manager (rpm, dpkg, pkgtool). Of course, if you want to track dependencies as well, you can use yum, apt-get, etc.
It makes it really easy if you want to distribute a new version of your web app. to multiple target servers. And stuff like uninstall, reverting to an older version, etc. are very easy because you have a ready to use package for each version you deployed.
This might not fit your 'push often' strategy though if you use some stuff that needs compiling. However, for scripting stuff (like PHP that I do), creating a package (of about 300+ PHP files) takes about 20 seconds on my machine. And about as much to install it on any target system.
To separate the code 'for release' from the 'in-development' code, I use branching. With Git, it's really easy, since branching is cheap and fast.
Personally I'm always in doubt about the solution of this problem, I prefer having no ".svn" directories around my production environment, it's very dirty but at the same time, export is very tedious with large web applications (especially if using some 3rd parties "components" like Extjs,FCKeditor etc..).
I think there are not "killer solutions" at this moment.
let me see..... ln -s ? what can that be used for?
/var/www/www.my-prod-site.com/public/
/var/www/www.my-prod-site.com/builds/Rev 1/
/var/www/www.my-prod-site.com/builds/Rev 2/
/var/www/www.my-prod-site.com/builds/Rev 3/
/var/www/www.my-prod-site.com/builds/Rev 99/
svn export to your builds directorys...... copy any config files over from /public that is your symbolic link to your former release build, and then just shift the symbolic link from public to point to your new build directory. it takes less time offline than any of the things i have seen posted here, and it also makes going back WAY FASTER unless you f*ck*p your db everytime by altering tables.
In my existing (Pre-SVN 1.5) merge strategy, we create a copy of the Trunk (called BasePoint) at the moment of branch-creation for referencing later during the merge.
When we need to merge a branch back into the trunk, we perform 2 operations.
Merge from BasePoint to LatestTrunk (Trunk has likely moved on since the original branch) into Working copy of Branch and then commit.
At this point we typically check that the merge into the branch has not damaged anything
Merge from LatestTrunk to LatestBranch back into Working copy of trunk and then commit.
Documentation suggests that I use the new reintegrate merge on the Trunk and Merge from the Branch.
Do I need to merge from the trunk into the dev branch first or is this included in the new reintegrate option?
To put it another way, does the new merge --reintegrate functionality represent 'each of my previous merges' or 'the whole operation' ?
(FWIW I am using TortoiseSVN 1.5.1)
The short answer is, You still have to do both steps.
The SVN book explains the process for merging as:
Notice the lack of revision numbers. This probably doesn't feel like a huge win. The new coolness is the ability to re-run the merge as you are coding in your branch, allowing you to keep the branch up to date with changes in trunk (without recording revision numbers by hand!). SVN keeps track of what needs to be merged in from trunk and what changes are unique to the branch. When you are done with the branch, --reintegrate uses that data to automatically merge only the branch changes back to trunk.
A good blog post about merging problems in svn (and what reintegrate does) is here.
I believe reintegrate does not actually do the two operations, but instead is used to merge back into trunk from an updated branch. You will still need to do the first set of merge/commit operations to update the branch first.
Here is a link to the Subversion Book. It is possible to get this book in dead tree format.
From the link, it sounds like using --reintegrate handles some weird cases, probably like merge usually does compared to just using straight patches (read the section "Why Not Use Patches Instead?").
At work, we're using ClearCase right now. However, there's a lot of overhead required, especially when someone does something stupid (like erase a view with multiple reserved check-outs on the trunk...). Since we're trying to lower our overhead and be as lightweight as possible, we've through about the possibility of ditching CC and going for something lighter (Subversion or Mercurial), seeing as how we don't use 90% of CC's features anyway. Does this sound reasonable or will we be trading our Ferrari in for a station wagon?
All answers are appreciated!!
From my experience, ClearCase has indeed a lot of overhead and we managed greatly with SVN.
I vote, "downgrade" (actually its an UPGRADE). ;)
The major thing I've learned is that, more important than the product is the process.
If you've implemented ClearCase (CC) using an SVN-type model, then SVN will work just fine and be a lot cheaper.
On the other hand, if you use deferred branching, build-by-label, and dynamic views (or can), which we use to great advantage in saving time and effort, and improving reliability, you will seriously regret losing these features. (Not to mention build management, UCM, etc.)
I find most people use the first choice, which is like using a Ferrari in rush hour traffic...
Example? Define labels GA, SP1, SP2 (you can have as many releases between GA and SP1 as you like, not relevant, and remember, CC labels are NOT the same as SVN). GA was your base release, SP1 is your current release. SP2 is your next release. The current release is based on GA and SP1. The next release is based on GA, SP1, and SP2 (see CC config specs)
Begin QA. Development is doing ongoing work for the "next release", and users can reference (not change) GA and SP1, and can apply SP2. Maintenance is doing work to repair defects found by QA and can reference GA, and apply SP1.
Case 1: In ClearCase, the mere act of applying the SP1 label makes the fix automatically available to the Dev SP2 release team. No work. Nada, Zero.
In Subversion, you would be making the change on a QA branch, and then (hopefully, remember to) migrate the change to SP2.
Case 2: Before you ask, certainly, if you add an SP2 change, you will have to branch to add a subsequent change for SP1, as it would be in most systems.
In my world, real world numbers: Case 1 happened 122 times for my last SP (8 SPs per year). Over 800 changes per year I didn't have to make in ClearCase I would have had to make if I used the Subversion model.
Case 2 has happened 6 times since early 2002 when we installed CC.
Look at the process, not just the product.
(Sorry for length, it didn't start that long :-)
I agree with the previous posters. Ditching the IBM product and moving to an open source source control product won't be a downgrade at all. You'll probably be happier with these lighter and easier to use tools. In our shop we're in the process of moving from CVS to SVN and have been quite pleased with the result.
I'd definitely consider a move from clearcase to subversion an upgrade!
Fourthing the recommendation that you switch. If you're not using the features, it's a poor business choice to go with the commercially-priced solution.
Now, there's an associated cost with the "free" solution, too. Neither SVN nor Mercurial are going to provide you commercial-grade support. If this is an issue, and it certainly can be for some situations, you might not want to do it.
Of the two that you mention, SVN is the one you should choose if you're currently using a centralized VC repository. Not only is SVN's operational model a simple and intuitive one, but SVN has simply the best documentation and developer community I've ever seen in an open source project. The user mailing list is magnificent, the developers are responsive and responsible to their users, and the Red Bean book is the single best piece of open source manual writing out there.
I have no problem with your "switch". It will be an upgrade if you do not have many inter-dependent projects using UCM.
I manage both SCM (ClearCase and Subversion) and do recommend Subversion for small to medium independent projects.
However, make sure your developers are not used to the dynamic views of ClearCase: it is an encapsulation of the file system allowing the user to access files from the network. To my knowledge, ClearCase is the only one with that kind of access.
And take into consideration the paradigm-shift:
We went from ClearCase LT to SVN and love it. We're saving a lot of cash in maintenance fees and everything is working just as well as before.
I just wish I had investigated Git or something like that before I recommended SVN.
Things I liked about ClearCase that I haven't been able to do as well or at all in other SCM tools:
I do not disagree, maintaining ClearCase is a nightmare, and will cost you money. But once it's setup, it can provide for a very good development environment. Especially when you start integrating with ClearQuest (defect tracking, which we also used for tracking code reviews).
As another responder stated, the answer for you is highly dependent on your process needs.
I have just been spending the past few weeks at my new job looking into SCM (Software Configuration Management) and ALM (Application Lifecycle Management) tools to adopt to replace CVS and support the adoption of Agile.
If you are looking for something that will support true SCM with parallel development and branching then there are probably more alternatives out there than you realise.
For a simple SCM solution look into the following:
All of these solutions offer much better branching support than ClearCase have natively suppert concepts such as developer sandboxes (instead of using those crazy views in ClearCase), and verions snapshots. Esentially a readonly branch, a bit like a baseline.
If you have an extensive Rational deployment you might want to look into these alternatives:
All of the above solutions support the same SCM concepts as Accurev etc but are obviously more end to end products and are enterprise scale.
We have at this point narrowed our choice down to either MKS or Telelogic.
My biggest point on this is that there are many, many solutions out there in between ClearCase and CVS/Subversion which are commercial but relitvely cheap.
Hope this was of use.
I recommend reading HG Init - a guide by Joel Spolsky on how to switch from SVN to Mercurial.
As some previous answers have mentioned, SVN and ClearCase basically work under the same paradigm, so when you read the article, you can pretty much substitute every occurrence of the word "Subversion" for "ClearCase" and apply it to your situation.
This is the writeup that finally convinced me to start using Mercurial at work.
In my previous company (CMMi process), about 100 developers/testers/integrators work with ClearCase (CC) with 3 full-time administrators (add 2 voluntary part-time ). Unless you use the configuration management part ( baseline ), you should move on modern SCM. The baseline feature is powerful : in traditional SCM , when you update/rebase you get the lastest revisions by default. A baseline is a set of software component at certain 'compatible' revision to make sure the build is ok. In some way, it's like dependency build (ie Maven, Ant Ivy) . When developers rebase (update) on baseline, they get what should be "buildable".
Now looking back from my new company (Agile shop), we use SVN and Mercurial and I think CC was daily pain. With CC to work on a project (repository), you have a create a view , create an activity, then check out a file . Some colleagues were afraid to make branches :) . With SVN and Mercurial, we don't have such some problems with their GUI clients. Developers commit 10 times on a daily basis. Versus on CC people would check in once a day.
Indeed CC has a lot of overhead and slow network latency, high licence cost and need full time administrator. So what's the benefits except the configuration management.
On Mercurial, the workflow is lighter. For our current project, one messed up by committing non source files. The Hg history is immutable. We have no administrator. One developer re cloned a new project in half day. In Clearcase , you would need to ask an expert just to back up a deleted file :). To create a new repo, you ask your admin :)
After moving away from ClearCase, now I'm really happy with SVN and especially Mercurial. So moving from ClearCase to Mercurial will be really lightweight in terms process, ?? and you get more productivity.
Now the choice between SVN and Mercurial ? You should ask yourself whether centralized or decentralized repository. You can do a quick search on stackoverflow.
I came to dislike IBM Rational products in favor elegant open source solutions.
If you read this and understood it, you should title "Upgrading from clearcase to svn-mercurial".
Added : Clearcase is behind the recommendability threshold , while Mercurial, Subversion & Git are clearly recommended. http://martinfowler.com/bliki/VersionControlTools.html
You can also to combine Mercurial & Clearcase. Read the paragraph "Multiple VCS"
I'd be interested to hear about how your branch structure is set up.
Why are users working on the 'trunk' of your product? (I assume this means your main branch). Wouldn't development branches prevent your developers from affecting the main trunk?
Why couldn't you introduce a trigger on the rmview script preventing users from removing a view whilst still having checkouts? This is quite a trivial exercise, and there are plenty of sources online (and I'm sure StackOverflow would provide you with answers if you ask!).
Another suggestion would be, if you have the cash already invested in IBM products (thus willing to spend money on a commercially supported SCM environment) you might want to have a look at Team Concert, and Jazz.
Sounds to me like you'll be happy in git/mercurial and probably not in SVN. OTOH, all my clearcase experience was tedious and unloving, so I would consider any "escape" action to be a very good thing indeed.
The distributed systems sound like they match your workflow better.
Our team (5-10 developers) plans to adopt Subversion for our .NET (Visual Studio) projects/solutions (VisualSVN Server, TortoiseSVN / VisualSVN).
What is the best way to organize a new repository tree? Is it okay to use one big repository or is it better to create different repositories for every solution / product line etc.?
Our projects can be categorized this way (example):
My source of inspiration:
Generally, you want to use a separate repository in any case where you are expecting different access permissions (i.e. some developers should have commit access to one project, but not another, or one project has a public read-only anonymous interface but another doesn't).
You want everything in one repository if you don't need that level of access control, especially if you need to be able to copy or move files between projects (i.e. projects might share code).
Put your trunk/tags/branch split at whatever level corresponds to a chunk of code you might release as a single package (i.e. think of where you would tag). This isn't critical to get right at first, since these no different internally from any other folder, so you can just move things around later, though of course it's neater not to have that problem.
We use one big repository, and just have everything structured in subfolders (/project1, /project2 etc) and that seems to work fine.
The Apache project has a huge svn repository and it seems to do OK for them! :)
In terms of organisation, the structure you gave looks quite reasonable. I think anything goes, pretty much, so long as it's rational (i.e. mixing up every single tool with every single project is probably a bad idea etc). So pick something which works for you (tools/, projects/ etc). Subversion has pretty good support for moving things around in the repository, too, so you can always change if necessary.
Your repository structure will be somewhat unique to your business, and it's products. We keep ours in one repository. Our structure somewhat like this.
We have a single repo that's structured like that. Anything that is worked on by more than a few people and/or in active development is set up with trunk/ tags/ branch/ under the main folder.
We would probably put those the trunk-tags-branch folderset under every subfolder you listed, except maybe a library or two that aren't in active development.
Try to keep regularly accessed material (code, scripts) separate from the 'write-once and commit to backup' stuff. Having to checkout/update thousands of jpegs just to change a few lines of code gets dull very quickly.
We have separate repos for each project; but the main reason is for access reasons plus if the customer wants a copy of their source we can give it to them with history without too much fuss. If you look at the config files in conf it's not that hard to have a universal config file that will work for all of your projects. We do it like this:
[general]
anon-access = none
auth-access = write
password-db = ../../conf/passwd
authz-db = ../../conf/authz
authz:
[groups]
AOS = nathan,mark
[AOS:/]
@AOS = rw
frew = rw
and then of course passwd:
[users]
frew = password
nathan = awesome
mark = station
I have a project in subversion, which I'm developing using Eclipse. I did the original checkout from the svn repository from inside Eclipse. All was well for some weeks then for some unknown reason, Eclipse (specifically: subclipse in Ganymede) no longer recognizes my project as being under svn control. The team context-menu only shows the basic "apply patch" / "share this project" menu options. From the shell, I can still update the project using the svn command line tools, so I know that the svn credentials still work. Other projects under subversion in the same copy of Eclipse still work.
I realise that I can delete the local copy and check it out again, but I'd rather understand what has gone wrong - fix the problem, rather than mask the symptoms. Where does Eclipse store its knowledge of which projects are under version control? I looked at the .project file and the .settings directory, but couldn't see any obvious mention of svn nature or anything similar, even in the projects that are still working properly.
If you are using sublipse as your SVN provider I recommend doing the following
Team -> Share project is usually enough to connect the metadata.
(that is, assuming that the .svn files are still there which they seem to be if you can work on the command line).
Hope this helps as to why this would happen I have no idea
I found an easy way just reimport the project
Addendum: it turns out that my problem manifests when I start Eclipse outside the company vpn, with a project in the workspace that is attached to a svn repository inside the vpn. Fortunately, switching Eclipse svn plugins from subversive to subclipse did solve it.
Ian
I had the same problem and this forum helped me in finding the right answer.
My earlier project was configured using subclipse. The new eclipse had subvesive.
Installing subclipse helped me get back the svn options under team!
Hope it helps someone else.
regards
Anshu Prateek
Svn information is stored in the .svn folders in the projects.
NB : I am using Subversive so things may be different.
Without knowing what platform you're on, I don't know if your problem is similar to mine. However, I have recently (actually on two different platforms!) had issues where an update to Subversive (or perhaps Eclipse itself, not clear) caused the connectors to no longer load. Without the connectors, Subversive cannot connect to a project. But Eclipse isn't going to lock you out of your project over that, it'll just remove the SVN-related functionality.
Look at the Errors view, which is a log of Eclipse's various errors (class-not-found exceptions, etc.) and see if there are any lines that related to the Subversive components. Unfortunately, I can't really recommend a solution-- on my Mac OSX platform it was enough to re-install the Subversive core elements and connectors. On my Linux machine (possibly due to an OS upgrade) I'm having to completely re-install Eclipse, as too much cruft has accumulated for me to be able to fully investigate it.
Same in my case: .svn dirs were there, but my project didn't support svn actions.
After a bit of poking it turned out that subversive plugin just disappeared after a forced quitting eclipse.
The solution was to (re)install subversive, and now everything is fine again.
Cheers v.
UPDATE: I have switched eclipse to a new version that just didn't have the plugin installed, which is the reason why I had to install it from scratch.
Just doing Team -> Share Project (per the answer to this question provided by @Paul Whelan) did not work for me. The Share Project wizard acted as though the project was not already in SVN (even though the .svn folder was present for my project).
I ended up resolving the issue by uninstalling the Subversive and JavaHL add-ons (via Help | About Eclipse | Installation Details button | Installed Software tab | Uninstall...), and then reinstalling Subversive. When prompted after restarting Eclipse, I opted to install the SVNKit connector rather than the JavaHL connector.
After having done that, when I once again tried Team -> Share Project..., Eclipse correctly recognized that my project was already present in SVN, and it successfully restored the connection.
From eclipse, I closed the project(s) and reopened which resolved the problem. All by SVN links are back for all projects in my workspace.
I have a subversion repository with the standard layout, i.e. trunk/ and branches/ (and tags/). When working on a bigger change, a feature branch is used, regularly synced with trunk, and later reintegrated back into trunk (using 1.5 now). Pretty standard stuff.
What I am wondering is whether such a feature branch, once finished and merged should be kept around, or deleted. The subversion book occasionally seems to suggest that it is common to delete them, but I've also seen a bunch of Open Source projects which do keep the branches.
I am also somewhat concerned about how deleting a branch will make it harder to keep track of which branches existed, especially when potentially duplicate names enter the scenario (say we search-refactor twice), their commit histories disappearing somewhere in the depth of the repository etc.
On the other hand, branches are used quite a lot, especially with 1.5 now, and I do like the thought of not having to poke through a large list of inactive branches to find the ones I am currently working on.
What are the pros and cons that I am missing? What are people doing?
If you are really worried about deleting them, lest they be forgotten, then simply create a folder under branches called 'inactive' and svn move your older, inactive branches into that folder. This might be the best of both worlds for you.
You can safely delete them. Deleting them doesn't remove them from the repository, the allocated space is never reclaimed, but it sure makes your whole project tree look more cleaned up.
I've been deleting feature branches as we're done, as I like the lack of clutter. There has been minor confusion on the part of some other developers, but since we record revision numbers of commits in our bug-tracking system, it's been pretty smooth. If someone comes by saying they can't find a branch, advice to use the -rrevision flag on their log/diff/checkout/whatever is generally all that's needed.
My team deletes them to keep the clutter down. It's not like the go away after all; they can be retrieved if desired. You are right that it can be difficult to find them again: you need to know a revision number where the branch existed so you tell your client to look at that revision in order to see your files.
We use FogBugz for our project management which keeps track of when things were committed to our SVN repository by revision number. We can use this to determine what revision we need to revert to in order to see our files: we find the feature history in FogBugz, look to determine what revisions the branch existed in, and use that information to jump backwards.
I am starting a new distributed project where some of the developers will not be in the same country... What should I use: Git or SVN?
Why?
PS. It is a smart client application running on windows and will be developed using Visual Studio
[UPDATE] And does it work on MacOS (Not required but interesting to know)?
SVN is one repo and lots of clients. GIT is a repo with lots of client repos, each with a user. It's decentralised to a point where people can track their own edits locally without having to push things to an external server.
SVN is designed to be more central where GIT is based on each user having their own GIT repo and those repos push changes back up into a central one. For that reason, GIT gives individuals better local version control.
The problem you'll face is the Windows-aimed GIT client market is still pretty small. Extremely small, in fact. GIT is only currently great on POSIX based systems (Unix, BSD, Linux, Solaris and their derivatives). There is a little gui that ships with GIT that works under a POSIX layer, but it's hardly as intuitive or powerful as TortoiseSVN.
If you're looking on getting out of SVN, you might want to evaluate Bazaar for a bit. It's one of the next generation of version control systems that have this distributed element. It isn't POSIX dependant like git so there are native Windows builds and it has some powerful open source brands backing it.
But you might not even need these sorts of features yet. Have a look at the features, advantages and disadvantages of the distributed VCSes. If you need more than SVN offers, consider one. If you don't, you might want to stick with SVN's (currently) superior desktop integration.
I have never understand this concept of "git not being good on Windows"; I develop exclusively under Windows and I have never had any problems with git.
I would definitely recommend git over subversion; its simply so much more versatile and allows "offline development" in a way subversion never really could. Its available on almost every platform imaginable and has more features than you'll probably ever use.
Here is a copy of an answer I made of some duplicate question since then deleted about Git vs. SVN (September 2009).
Better? Aside from the usual link WhyGitIsBetterThanX, they are different:
one is a Central VCS based on cheap copy for branches and tags the other (Git) is a distributed VCS based on a graph of revisions. See also Core concepts of VCS.
That first part generated some mis-informed comments pretending that the fundamental purpose of the two programs (SVN and Git) is the same, but that they have been implemented quite differently.
To clarify the fundamental difference between SVN and Git, let me rephrase:
SVN is the third implementation of a revision control: RCS, then CVS and finally SVN manage directories of versioned data. SVN offers VCS features (labeling and merging), but its tag is just a directory copy (like a branch, except you are not "supposed" to touch anything in a tag directory), and its merge is still complicated, currently based on meta-data added to remember what has already been merged.
Git is a file content management (a tool made to merge files), evolved into a true Version Control System, based on a DAG (Directed Acyclic Graph) of commits, where branches are part of the history of datas (and not a data itself), and where tags are a true meta-data.
To say they are not "fundamentally" different because you can achieve the same thing, resolve the same problem, is... plain false on so many levels.
Still the comments on that old (deleted) answer insisted:
VonC: You are confusing fundamental difference in implementation (the differences are very fundamental, we both clearly agree on this) with difference in purpose.
They are both tools used for the same purpose: this is why many teams who've formerly used SVN have quite successfully been able to dump it in favor of Git.
If they didn't solve the same problem, this substitutability wouldn't exist.
, to which I replied:
"substitutability"... interesting term (used in computer programming).
Off course, Git is hardly a subtype of SVN.
You may achieve the same technical features (tag, branch, merge) with both, but Git does not get in your way and allow you to focus on the content of the files, without thinking about the tool itself.
You certainly cannot (always) just replace SVN by Git "without altering any of the desirable properties of that program (correctness, task performed, ...)" (which is a reference to the aforementioned substitutability definition):
Again, their nature is fundamentally different (which then leads to different implementation but that is not the point).
One see revision control as directories and files, the other only see the content of the file (so much so that empty directories won't even register in Git!).
The general end-goal might be the same, but you cannot use them in the same way, nor can you solve the same class of problem (in scope or complexity).
2 key advantages of SVN that are rarely cited:
Large file support. In addition to code, I use SVN to manage my home directory. SVN is the only VCS (distributed or not) that doesn't choke on my TrueCrypt files (please correct me if there's another VCS that handles 500MB+ files effectively). This is because diff comparisons are streamed (this is a very essential point). Rsync is unacceptable because it's not 2-way.
Partial repository (subdir) checkout/checkin. Mercurial and bzr don't support this, and git's support is limited. This is bad in a team environment, but invaluable if I want to check something out on another computer from my home dir.
Just my experiences.
Not really answering your question but if you want the benefits of Distributed Revision Control - it sounds like you do - and you're using Windows I think you'd be better off using Mercurial rather that Git as Mercurial has much better Windows support. Mercurial does have a Mac port too.
I would set up a Subversion repository. By doing it this way, individual developers can choose whether to use Subversion clients or Git clients (with git-svn). Using git-svn doesn't give you all the benefits of a full Git solution, but it does give individual developers a great deal of control over their own workflow.
I believe it will be a relatively short time before Git works just as well on Windows as it does on Unix and Mac OS X (since you asked).
Subversion has excellent tools for Windows, such as TortoiseSVN for Explorer integration and AnkhSVN for Visual Studio integration.
I would opt for SVN since it is more widely spread and better known.
I guess, Git would be better for Linux user.
The funny thing is: I host projects in Subversion Repos, but access them via the Git Clone command.
Please read Develop with Git on a Google Code Project
Although Google Code natively speaks Subversion, you can easily use Git during development. Searching for "git svn" suggests this practice is widespread, and we too encourage you to experiment with it.
Using Git on a Svn Repository gives me benefits:
backup/public svn repository for others to check outIf your team is already familiar with version and source control softwares like cvs or svn, then, for a simple and small project (such as you claim it is), I would recommend you stick to SVN. I am really comfortable with svn, but for the current e-commerce project I am doing on django, I decided to work on git (I am using git in svn-mode, that is, with a centralised repo that I push to and pull from in order to collaborate with at least one other developer). The other developer is comfortable with SVN, and while others' experiences may differ, both of us are having a really bad time embracing git for this small project. (We are both hardcore Linux users, if it matters at all.)
Your mileage may vary, of course.
Definitely svn, since Windows is?at best?a second-class citizen in the world of git (see http://en.wikipedia.org/wiki/Git_(software)#Portability for more details).
UPDATE: Sorry for the broken link, but I've given up trying to get SO to work with URIs that contain parentheses. [link fixed now. -ed]
have you tried Bzr?
It's pretty good, connonical (the people who make Ubuntu) made it because they didn't like anything else on the market...
After doing more research, and reviewing this link: https://git.wiki.kernel.org/index.php/GitSvnComparsion
(Some extracts below):
After reading all this, I'm convinced that Git is the way to go (although a little bit of learning curve exists). I have used Git and SVN on Windows platforms as well.
I'd love to hear what others have to say after reading the above?
There is an interesting Video on YouTube about this. Its from Linus Torwalds himself: Goolge Tech Talk: Linus Torvalds on git
Git is not natively supported under Windows, just yet. It is optimized for Posix systems. However running Cygwin or MinGW lets you run Git successful.
Nowadays I prefer Git over SVN, but it takes a while to get over the threshold if you come from CVS, SVN land.
I would probably choose Git because I feel it's much more powerful than SVN. There are cheap Code Hosting services available which work just great for me - you don't have to do backups or any maintenance work - GitHub is the most obvious candidate.
That said, I don't know anything regarding the integration of Visual Studio and the different SCM systems. I imagine the integration with SVN to notably better.
The main point is, that Git is a distributed VCS and Subversion a centralized one. Distributed VCSs are a little bit more difficult to understand, but have many advantages. If you don't need this advantages, Subversion may the better choice.
Another question is tool-support. Which VCS is better supported by the tools you plan to use?
EDIT: Three years ago I answered this way:
And Git works on Windows at the moment only via Cygwin or MSYS. Subversion supported Windows from the beginning. As the git-solutions for windows may work for you, there may be problems, as the most developers of Git work with Linux and didn't have portability in the mind from the beginning. At the moment I would prefer Subversion for development under Windows. In a few years this may be irrelevant.
Now the world has changed a little bit. Git has a good implementation on windows now. Although I tested not thouroughly on windows (as I no longer use this system), I'm quite confident, that all the major VCS (SVN, Git, Mercurial, Bazaar) have proper Windows-implementation now. This advantage for SVN is gone. The other points (Centralized vs. Distributed and the check for tool support) stay valid.
May I expand on the question and ask if Git work well on MacOS?
Reply to Comments: Thanks for the news, I'd been looking forward to trying it out. I'll install it at home on my Mac.
SVN seems like a good choice under Windows, as pointed by other people.
If some of your developper wants to try GIT, it may always use GIT-SVN where the SVN repository is recreated in a GIT repository. Then he should be able to work locally with GIT and then use SVN to publish its changes to the main repository.
You have to go with a DVCS, it is like a quantum leap in source management. Personally I use Monotone and its sped up development time no end. We are using it for Windows, Linux and Mac and it has been very stable. I even have buildbot doing nightly builds of the project on each of the platforms.
DVCS while being distributed usually means you will create a central server just for people to push changes to and from.
I agree with Dave Webb. If you are working on Windows, then you should be considering Mercurial; not Git. There is even a shell plugin - TortoiseHg - available
It comes down to this:
Will your development be linear? If so, you should stick with Subversion.
If on the other hand, your development will not be linear, which means that you will need to create branching for different changes, and then merging such changes back to the main development line (known to Git as the master branch) then Git will do MUCH more for you.
I have used SVN for a long time, but whenever I used Git, I felt that Git is much powerful, lightweight, and although a little bit of learning curve involved but is better than SVN.
What I have noted is that each SVN project, as it grows, becomes a very big size project unless it is exported. Where as, GIT project (along with Git data) is very light weight in size.
In SVN, I've dealt with developers from novice to experts, and the novices and intermediates seem to introduce File conflicts if they copy one folder from another SVN project in order to re-use it. Whereas, I think in Git, you just copy the folder and it works, because Git doesn't introduce .git folders in all its subfolders (as SVN does).
After dealing alot with SVN since long time, I'm finally thinking to move my developers and me to Git, since it is easy to collaborate and merge work, as well as one great advantage is that a local copy's changes can be committed as much desired, and then finally pushed to the branch on server in one go, unlike SVN (where we have to commit the changes from time to time in the repository on server).
Anyone who can help me decide if I should really go with Git?
I'm using subversion (TortoiseSVN) and I want to remove the .svn folders from my project for deployment, is there an automated way of doing this using subversion or do I have to create a custom script for this?
use
svn export <url-to-repo> <dest-path>
Gets just the source, nothing else.
Look here for more info
ToritiseSVN has an export function. This will create the entire SVN else where without the .svn folders.
Also, a lot of FTP clients have filtering, which you can add .svn to just in you forget one day.
No need for a script. As suggested, use the Export command:
But if you don't want to use svn export (for whatever reason)...
find /path/to/project/root -name '.svn' -type d -exec rm -rf '{}' \;
On a computer:
rsync -avz --exclude=".svn" /yourprojectwithsvninside/ /yourprojectwithoutsvninside/
From the repo:
svn export http://yourserver/svn/yourproject/ ./yourproject/
public static: yes FileZilla has filename filtering. Look under View -> Filename Filters. I checked in v3.1.1
I think most FTP clients have it now.
Do svn export <url> to export a clean copy without .svn folders.
Use the export feature.
Windows Vista / 7: turn on view hidden folders and files, in the search box (top right explorer window) write .svn All .svn folders will show at top, delete them all and turn hide files back on.
Switch to git :D
Sry, couldn't resist ;)
I have a lot of changes in a working folder, and something screwed up trying to do an update.
Now when I issue an 'svn cleanup' I get:
>svn cleanup .
svn: In directory '.'
svn: Error processing command 'modify-wcprop' in '.'
svn: 'MemPoolTests.cpp' is not under version control
MemPoolTests.cpp is a new file another developer added and was brought down in the update. It did not exist in my working folder before.
Is there anything I can do to try and move forward without having to checkout a fresh copy of the repository?
Clarification: Thanks for the suggestions about moving the directory out of the way and bringing down a new copy. I know that is an option, but it is one I'd like to avoid since there are many changes nested several directories deep (this should have been a branch...) What I'm hoping for is a more aggressive way of doing the cleanup, maybe someway of forcing the file svn is having trouble with back into a known state (and I tried deleting the working copy of it ... that didn't help).
When starting all over is not an option...
I deleted the log file in the .svn directory (I also deleted the offending file in .svn/props-base)
Then did a cleanup..
Then resumed my update.
If all else fails:
subversion stores its information per folder (in .svn), so if you are just dealing with a subfolder you don't need checkout the whole repository - just the folder that has borked:
cd dir_above_borked
mv borked_dir borked_dir.bak
svn update borked_dir
this will give you a good working copy of the borked folder but you still have your changes backed up in borked_dir.bak . The same principle applies with windows/tortoise
if you have changes in an isolated folder have a look at the
svn checkout -N borked_dir # non-recursive but deprecated
or
svn checkout --depth=files borked_dir
# depth is new territory to me but svn help checkout
It's possible that you have problem with two filenames differing only by uppercase. If you ran into this problem, creating another working copy directory does not solve the problem.
Current Windows (i.e. crappy) filesystems simply does not grok the difference between Filename and FILEname. You have two possible fixes:
svn rename -m "broken filename case" http://server/repo/FILEname http://server/repo/filenameI had the exact same problem, I couldn't commit and cleanup would fail.
Using a command line client I was able to see an error message indicating that it was failing to move a file from .svn/props to .svn/prop-base
I looked at the specific file and found that it was marked read-only. After removing the read-only attribute I was able to cleanup the folder and the commit my changes.
Hope this helps.
(Before you try moving folders and doing a new checkout)
delete the folder the offending file(s) are in - yes, even the .svn folder, then do an svn cleanup on the very top / parent folder
It might not apply in all situations, but when I recently encountered this problem my "fix" was to upgrade the subversion package on my system. I had been running 1.4.something, and when I upgraded to the latest (1.6.6 in my case) the checkout worked.
(I did try re-downloading it, but a checkout to a clean directory always hung at the same spot.)
Dan
Read-only locking sometimes happens on network drives with windows. Try to disconnect and reconnect it again. Then cleanup and update.
If the issue is case sensitivity (which can be a problem when checking out to a Mac, as well as windows) and you don't have the option of checking out onto a *nix system, the following should work. Here's the process from the beginning:
% svn co http://[domain]/svn/mortgages mortgages
[checkout ensues? then?]
svn: In directory 'mortgages/trunk/images/rates'
svn: Can't open file 'mortgages/trunk/images/rates/.svn/tmp/text-base/Header_3_nobookmark.gif.svn-base': No such file or directory
What's happening here is that svn is trying to check out two files with similar names that differ only by case - Header_3_noBookmark.gif and Header_3_nobookmark.gif. Mac filesystems default to case insensitivity in a way that causes svn to choke in situations like this. So...
% cd mortgages/trunk/images/rates/
% svn up
svn: Working copy '.' locked
svn: run 'svn cleanup' to remove locks (type 'svn help cleanup' for details)
However, running svn cleanup doesn't work, as we know.
% svn cleanup
svn: In directory '.'
svn: Error processing command 'modify-wcprop' in '.'
svn: 'spacer.gif' is not under version control
spacer.gif isn't the problem here? it just can't move past the previous error to the next file. So I deleted all of the files from the directory other than .svn, and removed the svn log. This made cleanup work, so that I could check out and rename the offending file.
% rm *; rm -rf .svn/log; svn cleanup
% svn up Header_3_nobookmark.gif
A Header_3_nobookmark.gif
Updated to revision 1087.
% svn mv Header_3_nobookmark.gif foo
A foo
D Header_3_nobookmark.gif
% svn up
A spacer.gif
A Header_3_noBookmark.gif
Following this, I was able to go back to the root directory of the project, and run 'svn up' to check out the rest of it.
Chris
$ ls -la .svn
$ rm -f .svn/lock
Then
$ svn update
Hope it helps
After going through most of the solutions that are cited here, I still was getting the error. The issue was case insensitive OSX. Checking out a directory that has two file with the same name but different capitalization causes an issue. For example ApproximationTest.java and Approximationtest.java should not be in the same directory. As soon as we get rid of one of the file, the issue goes away.
I hit an issue where following an Update, svn showed a folder as being conflicted. Strangely, this was only visible through the command line - Tortoise thought it was all fine.
#>svn st
! my_dir
! my_dir\sub_dir
svn cleanup, svn revert, svn update and svn resolve were all unsuccessful at fixing this.
I eventually solved the problem as follows:
Following that, everything was fine.
Note I didn't have any local changes, so I don't know if you'd be at risk if you did. I didn't use the delete / update method suggested by others - I got into this state by trying that on the my_dir/sub_dir/sub_sub_dir directory (which started with the same symptoms) - so I didn't want to risk making things worse again!
Not quite on-topic, but maybe helpful if someone comes across this post as I did.
Subclipse gets confused by Windows' truly diabolical locking behaviour. Unlocker is your friend. This can find locked files and forcibly release the locks.
I just had this same problem on Windows 7 64-bit. I ran console as administrator and deleted the .svn directory from the problem directory (got an error about logs or something, but ignored it). Then, in explorer, I deleted the problem directory which was no longer showing as under version control. Then, I ran an update and things proceeded as expected.
According to the manual, git dcommit ?will create a revision in SVN for each commit in git.? But is there a way to avoid multiple Subversion revisions? That is, to have git merge all changes prior to performing the svn commit?
If you work on a branch in git, you can git-merge --squash, which does that within git. You could then push that one squashed commit to SVN.
Of course, lots of small commits are good, so why would you want to squash them?
The command git rebase -i can do this, and more. This command is extremely powerful, so it's good to make friends with it.
The syntax is: git rebase -i <commit ID>. This brings up your text editor, with options (and instructions) for modifying all the commits up to (not including) the given ID.
For example, to modify the previous 5 commits, you can do this:
git rebase -i HEAD~5
Or if your SVN branch is called "svn/trunk", then this syntax is good too:
git rebase -i svn/trunk
Then a text editor window will pop up. To squash everything, change the first word of every line after the first from "pick" to "squash" (If this sounds confusing- it will make more sense when you see it). Then save and close the editor. You'll then have a chance to edit the commit message for the squashed commit.
Among the other things you can do with git rebase -i, are reordering commits, squashing commits in different ways, and removing commits.
I use this command constantly; it's a killer feature of Git.
Ryan Tomayko wrote a bit about git rebase -i, which he said:
?[it's] a bit like git commit --amend hopped up on acid and holding a chainsaw ? completely insane and quite dangerous but capable of exposing entirely new states of mind. Here you can edit, squash, reorder, tease apart, and annotate existing commits in a way that?s easier and more intuitive than it ought to be.
I have a tendency to commit often in git, but don't necessarily want to dcommit every commit to svn, and squashing all my work makes just as little sense. I'm trying it now to reorder and squash a few together into more logical commit units now.
I'm using VisualSVN Server to host an SVN repo, and for some automation work, I'd like to be able to get specific versions via the http[s] layer.
I can get the HEAD version simply via an http[s] request to the server (httpd?) - but is there any ability to specify the revision, perhaps as a query-string? I can't seem to find it...
I don't want to do a checkout unless I can help it, as there are a lot of files in the specific folder, and I don't want them all - just one or two.
Better late than never; https://entire/Path/To/Folder/file/?p=REV
?p=Rev specifies the revision
I don't think so, but this question should be sent to the VisualSVN team, they're usually very prompt in their answers.
Dunno if you've already found the answer to this question but in regular svn server on apache you can get to a particular revision with:
http://host/!svn/bc/REVISION_NUMBER/path/to/file.ext
I've never used visualsvn so your mileage may vary.
Subversion does not publicly document the Uris it uses internally to access that information. (And where it is documented, it is explicitly stated that this can change in future versions)
To access this information on the web you could use a web viewer (E.g. websvn, viewvc).
If you want to access it from your own program you could also use a client binding like SharpSvn.
using (SvnClient client = new SvnClient())
using (FileStream fs = File.Create("c:\\temp\\file.txt"))
{
// Perform svn cat http://svn.collab.net/svn/repos/trunk/COMMITTERS -r 23456
// > file.txt
SvnCatArgs a = new SvnCatArgs();
a.Revision = 23456;
client.Cat(new Uri("http://svn.collab.net/svn/repos/trunk/COMMITTERS"), a, fs);
}
[Update 2008-12-31: One of the next few versions of Subversion will start documenting public urls you can use for retrieving old versions.]
My team has been using SVN for a few years. We now have the option of switching to Perforce.
What would be the benefits (and pitfalls) of making such a switch?
I currently use both on different projects.
But
These are merely opinions, so perhaps this is a poor answer :)
If I was already using one or the other, I'd be very hard pressed to switch since neither seems to offer really significant benefits over the other, but the disruption in switching could be large.
Update: Since writing this, I've completely switched to using GIT for both personal and commercial purposes. I would pick it over either SVN or Perforce any day.
Other than that, it's pretty standard.
I recommend you keep SVN unless you deal with huge codebases or hate the .svn folders littering up your filesystem. SVN+TortoiseSVN is far more confortable for most situations.
Has your team evaluated Git? It has features analogous to those available in Perforce, but is free (FOSS).
Either is a great alternative to SVN when working with a large team.
Proper branching and making branches part of the namespace are the biggest benefits that I see in Perforce. Merging is easy. I see no downside in moving away from Subversion.
I use perforce at work, svn at home.
The perforce GUI is pretty nice, but only once you get used to it. It definitely has a learning curve, when non programmers start using perforce it usually takes some time until they get the concepts.
Tortoise is awesome, it's very easy to use. My lawyer wife subversions all her documents using it ;)
Branching is easy in perforce. In fact so easy, that people branch for not too much reason. Then you integrate because you branched. It can quite easily become the only thing you do.
Svn is integrated in more products. At least more products that I use. It's a great advantage, because if you have to use eithere external to your development environment, they both get clunky.
Every once in a while we have problems with perforce where it thinks that your local copies are up to date, but they are not. Then you have to force synce, then if it's still no good, delete your local files and resync. Never had such issues with svn. This is actually a huge problem as you don't even know you are working on an old copy.
Another thing to think about is why you want to change. If you have a system that works and everyone's familiar with it and happy with it, why replace it?
On the Perforce website they have a paper comparing the two: P4 vs SVN
Obviously, given the source, you have to realise that it stresses the advantages of Perforce over SVN, but it is still a useful read. You never know, one of the benefits may well be the killer item that your team could benefit from given your own unique circumstances.
I would certainly recommend Perforce for a number of reasons already covered in other answers, but I'm not in a position to offer a comparison with SVN having never really used it.
You can edit things offline in Perforce if you want. Your worksapce defines if files are readonly or writeable, so you could make them all writeable, hack away and then ask Perforce to figure out what needs to be checked in.
Better to have files readonly and check out what you need so others (and yourself) know what you have been/are doing.
The better system for you depends on what your requirements are, if you have no requirements then Perforce wins.
Who uses Subversion? Small non-commercial teams Cheap or small commerical teams
Who uses Perforce? Google Sony Samsung nVidia Symantec
I used SVN, not a lot, just to try it out. I used Perforce for about three years. I thought it was great. The customer service was brilliant, very fast to resolve a problem that err turned out to be just me being daft, and they even implemented a feature I suggested.
Some other developers and especially non developers who had to use it found it a bit tricky to learn to use, especially when it came to defining a client-spec (a map of folders on the server to local folders).
I found it to be very quick to get files in and out of, and to be very reliable. I think most developers I worked with really liked it once we'd got used to it. We were using Visual Source Safe before we switched though, so, pretty much anything is better than that.
Downsides, it costs money. I believe SVN is very good system, as SVN is free, I would think you'd have to have a compelling reason to switch especially as Perforce does take a while to learn. If SVN is doing the job for you, and you haven't got any complaints about it, I would suggest you stay with it, and save the money for a rainy day!
I have used both, and in my experience Perforce makes a lot of sense if you have a big team and/or codebase; otherwise I would pick SVN - it is easier to set up and maintain.
Perforce licensing slides down in cost as number of seats goes up, as I recall. So it's not exactly $900 per seat. It's also a server-based license; you pay for total number of human developers using it, not per machine client using it. So, if you're a shop of 200 people, the 200 seat license lets them all use perforce, even from home.
As of recent versions, Perforce has a new feature for shelving changes:
Shelving is the process of temporarily storing work in progress on a Perforce Server without submitting a changelist. Shelving is useful when you need to perform multiple development tasks (such as interruptions from higher-priority work, testing across multiple platforms) on the same set of files, or share files for code review before committing your work to the depot.
This is analagous to git's branching model which lets you effortlessly switch from one local branch to another when you need to multitask.
AFAIK, Subversion has no similar feature.
In my opinion reason#1 for selecting between SVN and Perforce is cost.
Small repositories: SVN does its job just fine and for free.
Big repositories: It is fatal to use SVN: http://yoawsconsult.blogspot.com/2009/05/whenwhy-you-cant-afford-to-use.html. Perforce can do big repositories, but you have to pay for it and for getting to know it.
The main benefit of using subversion over Perforce is in my opinion ability to edit things off-line and simultaneously with your colleagues.
If the data infrastructure is loosely bonded (there is off-line time), svn rocks. You can do a lot even if the server would not be reachable. Perforce essentially requires an always-available server connection.
Disclaimer: my info on Perforce is old, used it for a while in 2005-06 before fully switching to svn
When using mercurial, I'd like to be able to diff the working copy of a file with the tip file in my default remote repository. Is there an easy way to do this?
I know I can do an "hg incoming -p" to see the patch sets of changes coming in, but it'd be nice to just directly see the actual changes for a particular file that I'd get if I do a pull of the latest stuff (or what I might be about put push out).
The easiest thing I can think of right now is to create a little script that takes a look at the default location in .hg/hgrc and downloads the file using curl (if it's over http, otherwise scp it over ssh, or just do a direct diff if it's on the local file system) and then to diff the working copy or the tip against that temporary copy.
I'm trying to sell mercurial to my team, and one of my team members brought this up today as something that they're able to do easily in SVN with their GUI tools.
After some digging, I came across the "http://www.selenic.com/mercurial/wiki/index.cgi/RdiffExtension'>rdiff" extension that does most of what I want it to.
It doesn't come with mercurial, but it can be installed by cloning the repository:
hg clone http://hg.kublai.com/mercurial/extensions/rdiff
And then modifing your ~/.hgrc file to load the extension:
[extensions]
rdiff=~/path/to/rdiff/repo/rdiff.py
It's a little quirky in that it actually modifies the existing "hg diff" command by detecting if the first parameter is a remote URL. If it is then it will diff that file against your tip file in your local repo (not the working copy). This as the remote repo is first in the arguments, it's the reverse of what I'd expect, but you can pass "--reverse" to the hg diff command to switch that around.
I could see these being potential enhancements to the extension, but for now, I can work around them with a bash/zsh shell function in my starup file. It does a temp checkin of my working copy (held by the mercurial transaction so it can be rolled back), executes the reverse diff, and then rolls the transaction back to return things back to the way they were:
hgrdiff() {
hg commit -m "temp commit for remote diff" &&
hg diff --reverse http://my_hardcoded_repo $* &&
hg rollback # revert the temporary commit
}
And then call it with:
hgrdiff <filename to diff against remote repo tip>
You could try having two repositories locally - one for incoming stuff, and one for outgoing. Then you should be able to do diff with any tools. See here:
http://weblogs.java.net/blog/kohsuke/archive/2007/11/using_mercurial.html
to expand on Lars method (for some reason comment doesn't work), you can use the -R option on the diff command to reference a local repository. That way you can use the same diff application that you've specified within hg
Using templates you can get a list of all changed files:
hg incoming --template {files}
Please provide tips for effectively using git with svn. What are your "best practices"?
Here's some that I recently learned:
git svn rebase before doing git svn dcommitdcommit, do it from a temporary staging branch - if you (or git) mess up, it's much easier to recover by just deleting the branch and starting overWhen svn dcommit dies halfway through a large commit and you seem to have lost all of your history, do this:
How To Recover:
First, open .git/logs/HEAD
Find the hash of the commit that's the head of your git repo. Hopefully you remember the commit message and can figure it out, but it should be pretty obvious
Back in your now f-ed up working-dir:
git reset --hard <hash from log>
This gets your working dir back to where it was before you did a git- svn dcommit. Then:
git-svn rebase git-svn dcommit
When you create the clone, use --prefix=svn/. It creates nicer branch names.
Also, don't neglect the --trunk, --tags, and --branches arguments when doing clone or init.
Fetching is one of the more time-consuming steps, so set up a cron job to do git svn fetch in the background. This is safe because fetching doesn't affect any of your working branches.
( Background info on git svn fetch: This command is executed first whenever you do git svn rebase, so by doing this step ahead of time, your git svn rebase call will usually be faster. The fetch command downloads SVN commits and sticks them into special branches managed by git-svn. These branches are viewable by doing git branch -r, and if you did the above step, they start with "svn/". )
Make sure you know how to use git reflog. I've had a few occasions where git svn dcommit died (usually because I tried to check in something huge) and my commit seemed to be lost. In every case, the commit was easily found in the reflog.
If you have a post-commit hook in your SVN repository that can reject commits, then git svn dcommit will stop processing commits the first time a commit is rejected, and you'll have to recover your remaining commits from the git reflog.
Actually, I think the above problem was caused by my cow-orker not running git rebase -i correctly while trying to fix the rejected commits. But, thanks to the reflog we were able to recover everything!
I've been blogging a bit about how to live with Subversion and Git in parallel, and I've also put up a couple of rudimentary screencasts. Gathered everything here: http://www.tfnico.com/presentations/git-and-subversion
I'll try a summary:
I have a folder c:\websites\test and it contains folders and files that were checked out from a repository that no longer exists.
How do I get subversion to stop tracking that folder and any of the subfolders and files? I know I could simply delete the .svn folder but there are a lot of sub-folders in many layers.
Also, if you are using TortoiseSVN, just export to the current working copy location and it will remove the .svn folders and files.
http://tortoisesvn.net/docs/release/TortoiseSVN_en/tsvn-dug-export.html#tsvn-dug-export-unversion
Try svn export.
You should be able to do something like this:
svn export /path/to/old/working/copy /path/to/plain/code
And then just delete the old working copy.
TortoiseSVN also has an export feature, which behaves the same way.
On Linux, this will work:
find . -iname ".svn" -print0 | xargs -0 rm -r
If you are running Windows then you can do a search on that folder for .svn and that will list them all. Pressing ctrl+a will select all of them and pressing delete will remove all the 'pesky' subversion stuff.
I found that you don't even need to copy to a temporary location. You can do a
svn export --force .
and the .svn files will be removed in situ, leaving the other files as is. Very convenient and less prone to clutter.
Just remove the .svn folder inside the required folder then the control will be automatically removed.
You can use "svn export" for creating a copy of that folder without svn data, or you can add that folder to ignore list
use the svn export command:
cd c:\websites\test
svn export c:\websites\test_copy
all files under version control will be exported, double check to make sure you haven't missed anything.
This did the trick for me:
http://weblogs.asp.net/jgalloway/archive/2007/02/24/shell-command-remove-svn-folders.aspx
It lets you add a context menu action that will delete the .svn folder.
Funny - cause I just found it this morning...
For those using NetBeans with SVN, there is an option 'Subversion > Export'.
There's also a nice little open source tool called SVN Cleaner which adds three options to the Windows Explorer Context Menu:
Check this, http://www.hacktrix.com/how-to-delete-svn-folders-from-your-project-on-windows-linux-and-mac
In SVN, trunk is the recommended place for the main development and I use this convention for all of my projects. However, this means that trunk is sometimes unstable, or even broken. This happens for instance when
I can imagine there would be tools to prevent commiting something by mistake (TeamCity and delayed commits, for instance) but can you really overcome the second problem? If not, wouldn't it be better to do the "wild development" on some branch like /branch/dev and only merge to trunk when the build is reasonably solid?
Your trunk should ALWAYS compile, if you need to make breaking changes you should use a branch and merge the changes back later.
Read this chapter of the SVN book: http://svnbook.red-bean.com/nightly/en/svn.branchmerge.html
It really depends on your environment. In some cases, having the trunk broken temporarily isn't a big deal. But if you're working with more than 2-3 people, that probably wouldn't be a good idea.
In that case, I'd think using branches more freely is a good idea. They're easy enough to set up, and to remerge (if you don't let things get too far out of sync).
Of course, if all your developers are using the same branch, you won't really gain anything - you'll just have your trunk called /branch/dev, but having it broken would still be a major issue! Break down the branches so that only a few developers work on each one, and you should be good.
I would recommend reading this article on SCM best practices.
Extracted from the article:
Have a mainline. A "mainline," or "trunk," is the branch of a codeline that evolves forever. A mainline provides an ultimate destination for almost all changes - both maintenance fixes and new features - and represents the primary, linear evolution of a software product. Release codelines and development codelines are branched from the mainline, and work that occurs in branches is propagated back to the mainline.
Edit: I would also recommend reading SCM Patterns.
The trunk is where the ongoing development is supposed to happen. You really shouldn't have a problem with "broken" code, if everyone is testing their changes before committing them. A good rule of thumb is to do an update (get all the latest code from the repos) after you have coded your changes. Then build and do some unit testing. If everything builds and works, you should be good to check it in.
When you get ready for a release, make a branch. Test can do their release verification against the branch. If problems are found, the fix(s) are made to the branch and trunk, and new cut of the branch is given to test. Meanwhile, the developers are busily adding new changes to the trunk.
So... the issues identified by test and the brilliant solutions to these trivial problems are current in both the branch and trunk, test folk have a stable cut to work with, and development has continued moving forward whilest test verified the current release.
Like Hanibal always said on "The A-Team", "I love it when a plan comes together."
Teams that use Subversion often have a pathological aversion to merging, because prior to 1.5 it was a long complex process prone to failure. If you have enough developers so that having an always working trunk is absolutely necessary since many people are working on many different modules that work together, branchy development will certainly help.
By the way, even when you rename a file you are still permitted to edit it. I do that all the time.
In our company, we have a nightly build of the trunk. It is expected that everybody test their code so that it at the very least compiles before they check it in. If the nightly build fails, the offending code is removed until fixed.
I think the most important part is for everybody to understand the role of subversion and why it is important that they check in only code that compiles.
Nope trunk isn't the best place. At our organization we always follow this approach: Trunk contains release code, so it always compiles. With new each release/milestone we open a new branch. Whenever a developer owns up an item, he/she creates a new branch to this release branch and merges it into a release branch only after testing it. Release branch is merged into trunk after system testing.
The attached image is a crude representation.
I've created a couple of shell-scripts to simplify creating short-lived development branches:
# Create new branch and switch to it
function svn_bswitch()
{
branch=$1; shift
msg="$1"; shift
URL=$(svn info . | sed -ne 's@URL: \(.*\)@\1@p')
REPO=$(svn info . | sed -ne 's@Repository Root: \(.*\)@\1@p')
BRANCH_URL=$REPO/branch/$branch
svn copy $URL $BRANCH_URL -m "$msg"
}
# Switch to a branch or tag
function svn_switch()
{
d=$1; shift
REPO=$(svn info . | sed -ne 's@Repository Root: \(.*\)@\1@p')
URL=$REPO/$d
svn switch $URL
}
Another example of when the good old "stable trunk, dev in branch" process becomes an issue:
You're developing a web application that depends on a lot of live, possibly user-contributed, data. You can for some reason not just generate another instance of the database backend(-s) or external filesystems that you depend on. (For example, your environment might be lacking data model migrations)
Team A has been developing a new feature F in /branches/F. Team B just started another branch to fix some performance issues that occur on the live site in /branches/P, and the first thing Team B needs to do is refactor a bunch of the database tables and/or how files are laid out on the external filesystem. This causes Team A to have to refactor a lot of their new stuff before they can continue development. Then Team C comes in and does another thing... And suddenly everyone's got an issue.
Then comes the merge phase - and after that nobody ever want's to use TortoiseSVN anymore.
Nope, trunk is not the best place for committing development level code. In our environment, we regard our trunk as the mirror to whatever has been deployed to production. The workflow maybe different for web development and application development but the trunk should contain the latest production changes.
We do work on development branches i.e. branches/feature1 and create a qa tag by copying branches/feature1 --> tags/feature1-qa1 and fix any bugs in branches/feature1 to create tags/feature1-qa1 and so on. When were ready to deploy, all changes that happened in branches/feature1 since last merge to trunk is merged back trunk before creating the final release tag i.e. tags/5.1.0.
Work flow may vary depending on how your team is setup or what type of project/environment you're in.
This has been bugging me for a long time -- how do I properly resolve a merge conflict within the SVN properties set on a directory? Say for instance there are two developers working on a project where svn:ignore is set on some directory. If both developers make changes to this property, when the second one updates, they will see a merge conflict.
Unlike file merge conflicts, a single file is generated in the directory called "dir_conflicts.prej", which the second developer must read and manually correct. Usually, what I end up doing is reverting all my changes to the local copy, then re-setting these properties manually with the info in dir_conflicts.prej. However, this is rather cumbersome when dealing with a big list of URLs in an svn:externals property, as many of our projects use.
There has got to be a better way to do this -- does anybody know how?
Just a quick update after some additional research -- it is not possible to easily merge SVN properties. My originally described method (revert, merge data from .prej files, propset, re-commit) appears to be the best way to deal with this type of problem.
I wish I could offer a more hopeful solution but from my experience its not currently possible to merge svn properties using TortoiseSVN. See http://svn.haxx.se/tsvn/archive-2008-09/0212.shtml.
Do you mean a merge conflict on commit/update or branch merge?
The SVN Book is pretty clear about the svn:ignore property in particular:
Subversion does not assume that every file or subdirectory in a working copy directory is intended for version control. Resources must be explicitly placed under Subversion's management using the svn add or svn import commands.
...
To force every user of that repository to add patterns for those resources to their run-time configuration areas would be not just a burden, but has the potential to clash with the configuration needs of other working copies that the user has checked out.
In the meantime this is possible in Eclipse+Subclipse (Indigo) using the function
Team->Edit Property Conflicts
(just tried with conflicting svn:ignore properties)
This function opens a dialog which shows both properties versions (local and repository), where you can copy&paste and then resolve the conflict using Team->Mark Resolved.
I'd like my .exe to have access to a resource string with my svn version. I can type this in by hand, but I'd prefer an automated way to embed this at compile time. Is there any such capability in Visual Studio 2008?
I wanted a similar availability and found $Rev$ to be insufficient because it was only updated for a file if that file's revision was changed (which meant it would have to be edited and committed very time: not something I wanted to do.) Instead, I wanted something that was based on the repository's revision number.
For the project I'm working on now, I wrote a Perl script that runs svnversion -n from the top-most directory of my working copy and outputs the most recent revision information to a .h file (I actually compare it to a saved reversion in a non-versioned file in my working copy so that I'm not overwriting current revision information at every compile but whether you chose to do so is up to you.) This .h file (or a number of files if necessary, depending on your approach) is referenced both in my application code and in the resource files to get the information where I'd like it.
This script is run as a pre-build step so that everything is up-to-date before the build kicks off and the appropriate files are automatically rebuilt by your build tool.
How about using SubWCRev the command line tool that ships with TortoiseSVN. You create a template file with tokens in it like $WCREV$ $WCDATE$ etc. Then have a pre-build step that run SubWCRev on your template file to create the actual source file that is fed to the compiler.
You can get SVN to embed it for you, if that will solve the problem. See the $Rev$ keyword on that page.
Have a look at svn keyword substitution here. There is another SO question here which I found through google!
antik's solution is the one we use. Be careful of using environment variables, the .h file ensures you can have a dependency which will cause any files that need it to be recompiled when the svn rev number changes.
What is the best way to version control my database objects? I'm using Visual studio 2005/2008 and SQL server 2005. I would prefer a solution which can be used with SVN.
Same as your other code, add a "Database project" to your application solution and keep the sql files used to build the database objects in there. Use the same version control for those code files as you do for the application.
Look at the tools offered by RedGate. They specifically deal with backup / restore / comparison cases for SQL Server objects including SP's. Alternately I am not sure but I think that Visual Studio allows you to check sp's into a repository. Havent tried that myself. But I can recommend RedGate tools. They have saved me a ton of trouble
I use SVN for all of my table/sproc/function source control.
I couldn't find anything that met my needs so I ended up writing a utility to allow me to dump the code out into a nice directory structure to use with SVN.
For those interested, the source is now available at svn://finsel.com/public/VS2005/GenerateSVNFilesForSQL2005.
We use Subversion and all we do is save the sql code in the directory for our subversion project and then commit the code to the repository when we are ready and update from the repository before we start working on something already in there.
The real trick is to convince developers to do that. Our dbas do that by deleting any stored proc (or other database object) that isn't in Subversion periodically. Lose stuff once and pretty much no one does it again.
I don't know of a pre-packaged solution, sorry...
... but couldn't you just a little script that connected to the database and saved all the stored procedures to disk as text files? Then the script would add all the text files to the SVN repository by making a system call to 'svn add'.
Then you'd probably want another script to connect to the DB, drop all stored procedures and load all the repository stored procedures from disk. This script would need to be run each time you ran "svn up" and had new/changed stored procedures.
I'm not sure if this can be accomplished with MS SQL, but I'm fairly confident that MySQL would accommodate this. If writing SVN extensions to do this is too complicated, Capistrano supports checkin/checkout scripts, IIRC.
Best way - one which works for you.
Easiest way - one that doesn't currently exist.
We use a semi-manual method (scripts under source control, small subset of people able to deploy stored procedures to the production server, changes to the schema should be reflected in changes to the underlying checked in files).
What we should do is implement some sort of source control vs plaintext schema dump diff ... but it generally 'works for us' although it's a really faff most of the time.
We do dumps to plaintext and keep them in our VCS.
You'd be able to script a backup-and-commit to do something similar.
Here is a complete solution: http://blog.boxedbits.com/archives/133 It uses a combination of vbs script and SQL. Works fine for me!
This tool should do it:
I agree that if possible, you should use database projects to version your db along with your application source.
However, if you are in an enterprise scenario, you should also consider using a tool to track changes on the server, and version those changes. Just because the database project exists doesn't mean some admin or developer can't change those sprocs on the server.
I'm using scriptdb.exe from http://scriptdb.codeplex.com/
And it might be usefull to use the rails way: http://code.google.com/p/migratordotnet/wiki/GettingStarted
I strongly disagree with using subversion to source control stored procedures.
What if you had to include DROP and ADD details to every C# file you were working with, in order to "update" the file system it lived in? Ridiculous, right? You don't care how the file is saved, and you certainly don't want the details of how that happens intruding in your code.
And yet, when you use standard source control to version stored procedures, you get into the rank silliness of having to include DROP PROCEDURE and ADD PROCEDURE and GO statements in every godforsaken "file". Irrelevant, cookie-cutter code repeated on such a scale is a strong indicator that something isn't being done right.
Stored procedures are not "files", they are data. And data belongs in a database.
Use versaplex for dumping your schema: http://code.google.com/p/versaplex/
Versaplex comes with Schemamatic, which reads database schema (tables, SPs, etc) and also data (data is dumped as CSV). I use it, with SVN and git, and it's awesome :) If you need help let me know, it's worth a try! http://github.com/eduardok/versaplex
I want to use CVS or SVN as my source control mechanisms on several side projects I am working on. Instead of hosting the server myself, I was wondering if anyone had any recommendations on CVS or SVN hosts. My concerns in order are: reliability, uptime, and price. When responding, please give details on your recommendation. Also, if someone has had a bad experience with a CVS host, please explain that as well so we know who to stay away from.
We've had good luck with http://cvsdude.com/. We've used it for about 6-9 months for svn hosting. Note, they do also provide cvs hosting as well.
http://unfuddle.com/ has a free 200mb SVN, with project mangement and such. Take a look at that.
http://beanstalkapp.com/ for SVN, one developer is free so you can try it.
I would strongly recommend Assembla for hosting your SVN projects. It provides:
and some more interesting things.
Wikipedia has a long list of options. I use Google Code for svn hosting, while Sourceforge is still around for cvs and svn.
I found ProjectLocker to be the best value if you need more storage and repositories than are offered with the free accounts. $2.50/month for 1GB of space, backups, trac, unlimited repositories (svn) and projects. I've been using it for 6 months or so and haven't had any problems.
I second Unfuddle.com as well. I have used them for over a year and have been very pleased. They use SVN.
This has been discussed at http://stackoverflow.com/questions/99743/what-are-some-decent-isps-that-host-subversion
I have had good luck with http://devguard.com/. Very affordable but I've never had much of an issue. Has 'Trac', 'WebSVN', HTTPS, user management, unlimited projects and users, etc.
Hosted-projects.com works fine for me for more than a year by now, no issues so far. Control panel is pretty simplistic and geeky though.
I'm using Assembla.com and I would say that so far it looks great for small projects. http://www.assembla.com/
http://www.xp-dev.com is another good one - I've been using that for several months now, and am quite happy with them.
Edit: They are SVN.
An extra vote to Asssembla, you can add a lot of instant tools to integrate with your repository with just one click
I use webfaction for my hosting, It not only supports Subversion, it also supports allmost every available open source webhosting platform (PHP, Django, Ruby on Rails, Zope, Plone, etc). It has some great plans with your own place on their servers; Just like virtual hosting; only without needing to keep it up-to-date.
Without wanting to start a system war here, but before you decide on a hoster you should decide on a system. And I'd suggest to really evaluate the pros and cons of svn over cvs before committing to a solution.
Code Spaces is a pretty good service. They respond extremely fast to customer queries. They've also fixed bugs and implemented new features pretty fast as well. They have a free account that is perfect for small projects.
[SVN] If you want to do the hosting yourself on your domain, you can buy hosting at Dream Host. I've been with these guys for the past 2 years and have not had any problems with them. The price is good and the bundle is quite decent.
I personally use http://beanstalkapp.com/. The price is good and no charge for the first project. It also integrates itself into other services such as Lighthouse, FogBugz, Basecamp, Twitter and Campfire to give you all the services you may need.
Have a look at http://www.mxhub.com/svn-subversion-hosting.php Been hosted with them for over a year.. so far so good.
http://svnhostingcomparison.com has a list of a bunch of providers. If your code is open source, check out http://code.google.com/hosting!
You can checkout InDefero, which is a clone of GoogleCode with both a hosted offer and an application to download (GPL). You have no lock in as you can import all your data in your own instance. Note that I am a developer of InDefero.
My company has a subsidiary with a slow Internet connection. Our developers there suffer to interact with our central Subversion server. Is it possible to configure a slave/mirror for them? They would interact locally with the server and all the commits would be automatically synchronized to the master server.
This should work as transparently as possible for the developers. Usability is a must.
Please, no suggestions to change our version control system.
It is possible but not necessarily simple: the problem you are trying to solve is dangerously close to setting up a distributed development environment which is not exactly what SVN is designed for.
The SVN-mirror way
You can use svn mirror as explained in the SVN book documentation to create a read-only mirror of your master repository. Your developers each interact with the mirror closest to them. However users of the slave repository will have to use
svn switch --relocate master_url
before they can commit and they will have to remember to relocate back on the slave once they are done. This could be automated using a wrapper script around the repository modifying commands on SVN if you use the command line client. Keep in mind that the relocate operation while fast adds a bit of overhead. (And be careful to duplicate the repository uuid - see the SVN documentation.)
[Edit - Checking the TortoiseSVN documentation it seems that you can have TortoiseSVN execute hook scripts client side. You may be able to create a pre/post commit script at this point. Either that or try to see if you can use the TortoiseSVN automation interface to do it].
The SVK way
svk is a set of Perl scripts which emulate a distributed mirroring service over SVN. You can set it up so that the local branch (the mirror) is shared by multiple developers. Then basic usage for the developers will be completely transparent. You will have to use the svk client for cherry picking, merging and starmerging. It is doable if you can get your head around the distributed concepts.
The git-svn way
While I never used that myself, you could also have distant developers use git locally and use the git-svn gateway for synchronization.
Final words
It all depends on your development environment and the level of integration you require. Depending on your IDE (and if you can change SCM) you might want to have a look at other fully distributed SCMs (think Mercurial/Bazaar/Git/...) which support distributed development out of the box.
Subversion 1.5 introduced proxy support when you're using http to host your repository. Developers can checkout their working copies from the slave. Then all read-only operations (diff, log, update etc) will use the slave. When committing, the slave transparently passes all write operation to the master.
You should try The SVK version control system
SVK is a decentralized version control system built with the robust Subversion filesystem. It supports repository mirroring, disconnected operation, history-sensitive merging, and integrates with other version control systems, as well as popular visual merge tools.
On this link there is text about Using SVK to Synchronize SVN Repositories
If one of the repositories is fully read only you can use 'svnsync' to keep it up to date with the master repository. This tool is often used in combination with the proxy support to create a master slave setup.
E.g. Apache does this to mirror their repository to different continents. The master repostitory is located in the US, but if I access the repository from the EU I get a local mirror that works just as well as the master server.
The inotify-tools works well for me, details are mentioned on this website:
http://planet.admon.org/synchronize-subversion-repositories-with-inotify-tools/
I want to know if my server is running Subversion 1.5.
How can I find that out?
Also would be nice to know my svn client version number.
svn help hasn't been helpful
Note: I don't want my project's revision number, etc. This question is about the subversion software itself.
To find the version of the subversion REPOSITORY you can:
If not displayed, view source of the page
<svn version="1.6.13 (r1002816)" href="http://subversion.tigris.org/">
Now for the subversion CLIENT:
svn --version
will suffice
Here's the simplest way to get the SVN server version. http works even if your SVN repo requires https.
svnserve --version
in case of svnserve-based configuration (svn:// and svn+xxx://).
(For completeness).
For a http-based server there is a python script to find the server version at: http://svn.apache.org/repos/asf/subversion/trunk/tools/client-side/server-version.py
You can get the client version with
`svn --version`
If the Subversion server version is not printed in the HTML listing, it is available in the HTTP RESPONSE header returned by the server. You can get it using this shell command
wget -S --spider 'http://svn.server.net/svn/repository' 2>&1 | \
grep 'SVN' | sed 's/.*\(SVN[0-9\/\.]*\).*/\1/';
In order to get the version number for your Subversion server, type this into the command line on the server:
svnadmin --version
To get your Subversion client version, type this into the command line
svn --version
For a svn+ssh configuration, use ssh to run svnserve --version on the host machine:
$ ssh user@host svnserve --version
It is necessary to run the svnserve command on the machine that is actually serving as the server.
The following on the command line should give you the version number
svn --version
You can connect to your subversion server using http and find the version number in the http header.
A repo is not automatically updated unless the admin runs 'svnadmin upgrade'.
To be sure of the version number of the repo, check the 'format' file. See @bdumitriu comment.
Just use a web browser to go to the SVN address. Check the source code (ctrl+U), then you will find something like in the html code:
<svn version="1.6. ..." ...
Should it be on the development servers or a Subversion server?
I suppose this could be expanded to any client-server version control system.
The physical repository should be on a stable system that gets regular backups.
Generally, a development server does not fit this description... it may be acceptable to put the apache server on the dev server and host the files remotely on a stable, backed-up file server (though there are a number of pitfalls with this approach) if you are unable to get additional server resources. Hosting it on the dev server may be fine if you have an aggressive backup system to protect your code...
Just keep in mind that dev servers are prone to configuration changes, being blown-away, or otherwise mucked with that could take down your repo at a critical moment.
I like to keep mine on its own server, only because in my view its one of the most important servers in an organization, and keeping it on its own server helps admins do backups and other maintenance activities. And because the server is so important you don't want to have other developers mucking around on it in any way that could compromise it by accident.
Also if you have a bunch of developers and an active continuous-integration server running you could actually spike the cpu quite a bit and the last thing you want to do is have anything standing in the way of you committing your code changes
In addition to what other people mentioned about dev servers being trashed regularly, there is a performance argument too. If someone is doing some development or testing on the development server, you don't want that to slow down the SVN server for checkouts or synchronizations. Also if you decide to run something like continuous integration on the same server, you don't want all your unit tests to bog down regular dev/test operations on that server.
I keep mine on the development server, which also runs Trac, Apache hosting an automatically-updated copy of the project JavaDocs, and the CI build platform. A project would have to be of fairly epic proportions to require a dedicated Subversion server.
However, keep in mind that it is very important to keep your Subversion repository backed up on another machine in another location - your repository is your most valuable asset!
Development boxes will, by definition, get trashed and fall over. It comes with the territory!
Do you really want this to happen to your source code repositories?...
At my firm we put it on a dedicated machine that provides redundant storage. I guess in our culture we put high value on the source and the time and effort it takes to create our source codes. We never put on any kind of testing machine that might become damanged or wiped clean because the configuration became unmanageable.
woops. we also keep our defect tracking on the same box but for the same reason.
We use a clean, blank slate for our repositories. Specifically, we use Slicehost for our main repository.
We started with a 256MB slice and upgraded later on to 512MB. Slicehost is great because you know you have a completely clean server to start with, and can build the things you need on your own.
Slicehosts' articles are top-notch.
Our repo server looks like this:
And that's about it. Not much overhead.
Edit: Not trying to sell Slicehost here, so if that's not kosher, let me know!
Edit again: James makes an excellent point about hosting proprietary code on a third-party server. Extra care should certainly be taken when selecting a host to do such a thing. Unfortunately, many companies simply don't have the resources to build and manage servers in house, which is where we found ourselves prior to selecting a host for our code.
It is always better to keep your repositories on a stable server where you can reliably take backups whenever needed.
Many of my colleagues use SVN in groups of 1-5 people partly working on the specific project. Half of them are inexperienced students. In fact non of us are real software developers with year-long experience. Most of them use Eclipse and subclipse to read and write their contributions to the SVN repositories.
Some of them have problems with the difference of:
They fear that the SVN might kill their work (they don't call it working branch) if they press the wrong button.
They are committing their eclipse .project files to the repository, after adding some arbitrary library dependencies to their java projects. The other colleagues get compilation errors from these comitts and find it hard to resolve these.
In general they say: I'd like to work without SVN, I don't like it. It's too complex.
Is there a e-learning project like "SVN for kids"? How can I make them like version control?
<sarcasm on>
Let them try SourceSafe for two weeks
<sarcasm off>
In my experience, one of the main reasons why so many people are "afraid" of, or don't like, version control is because they don't understand the underlying concepts and how the system works. This is, unfortunately, also true for many experienced developers. I know people who have used CVS and Subversion for years, but they never create branches or tags, because they don't understand how they work, and therefore see them as "complicated" or "unnecessary".
I think it's essential that your co-workers gain a basic understanding of the purpose of version control, the reasons for using it, and the workflow involved in doing so. Personally, I think the first two chapters of the Subversion book provide the best explanation of the involved concepts and the theory behind version control systems in general, so I recommend your co-workers to read those.
I do not recommend using an IDE integration to learn using version control. Integrations and plug-ins often hide the "details" of the system from the user, which can be very confusing, especially if you don't know what things looke like "under the hood".
I prefer tools like TortoiseSVN, where you perform most operations directly, and manually, without any "magic" behind the scenes. For example, a very common misconception is not understanding the difference between your working copy and the repository on the server. I have often seen that switching to a tool where you operate directly on the file system will help with this situation, because the user is forced to activeley think about what he is doing, and why.
As with pretty much everything else in life, using version control is also done best by personal experience—trying and failing, and trying again. This is why I recommend creating sandbox home folders for everyone. Allow them to experiment with the various functions in the system without the fear of destroying anything in the project or losing data.
First, you need to take a "software-independent" approach at looking at this problem. Don't force them to read the Red Bean book, or try telling them about all the nifty SVN commands. Instead, you should start by trying to teach the proper workflow with version control. In a nutshell, that means:
Note here that I'm excluding the initial check-out process, as you should be there to help them check out their initial view. The above steps is only what SCM-enabled developers should do every day (btw, you should also really emphasize that, or else people that have a fear of merge conflicts will only get worse over time).
The key to successful SCM adoption is twofold; first you need to get people used to working with the software doing normal, non-painful things (ie, update/commit). If you don't do this, then the developers will tend to avoid using SCM until you bother them about it and ask why they haven't committed any code in two weeks. Second, you need to teach people how to overcome the common painful scenarios which might cause them to loose their work.
It is indeed possible for an SCM system to destroy work, and it usually happens before anything gets committed to the repository with merge conflicts. You should simulate merge conflicts, walk them through resolving them, and then have them do the same on their own. You should explain:
There are many more complex things within SCM, and this should only be explained much later after the basics are well understood. Don't even bother mentioning merging or tagging or anything like that until they have a few weeks of everyday experience under their belts. Otherwise, the complexity and additional risk will make this new tool seem even more "useless" to them.
Again, the key here is to emphasize the daily SCM workflow, in a software-neutral manner, and slowly explain the quirks of the particular SCM system as they come up. Merging is the only complicated thing that needs to be explained at first, as it is likely the only painful thing encountered on a daily basis. Everything else should be explained as it comes up.
A simple "cheatsheet" on the needed procedures, given step-by-step, is the best way. SVN does have some pitfalls that aren't obvious. I've been involved with new people using it, and on occasions they do blow away whole chunks of code from the current revision, etc. Of course, you can always go back and get from previous versions, but SVN is scary and hazardous to new people. Keep that in mind and write very simple but explicit instructions for the needed operations!
"How can I make them like version control?"
Delete their working copies and they'll quickly grasp how useful version control software can be!
Seriously, using VCS is something that goes hand-in-hand with being a mature developer. If you don't know why you'd want Subversion, I wouldn't trust them as developers. They may have skill programming, but programming is only a part of the job of being a developer.
I do believe that until you've lost code, you'll truly never appreciate VCS.
The 'merging' only needed when two developers modify the same line in the same source files. It doesn't occur very often in small teams and it takes a couple of minutes to fix. All other changes merged automatically by the version control system.
If they are mostly students, one selling point is that out here in the "real world" many people take versioning very seriously.
If they are afraid of deleting something, demonstrate deleting some crucial file and demonstrate the ability to restore deleted files.
Or they might like a different kind of version control all-together suchas git or mercurial.
Give them a brief talk on svn. tell them what the benifits are and how to use it.
I managed to pick up SVN in my first job out of University with not trouble what so ever, though I was using it at a file system level using tortoise SVN. I'm not that smart so if I can pick it up anyone can.
Run through some scenarios with them on why version control is good. Even better, put them through some toy projects where time pressure makes them commit frequently. In some allow them only to share code through svn, and in others to share it only through shared directories.
After that they'll know what it's about.
You can't really make anyone like it. But if you just start using it yourself and set a good example, the benefits will become apparent. You need to update the server constantly and make sure the server is backed up. That way when there is a crazy bug in the system you will have the logs to show the change that caused the bug. You know what you need to do. Don't let the ignorance of others stop you.
Version control greatest problem is the conflict resolution. If you really want to play safe, try this workflow:
Subversion 1.5 new features are really great for this kind of workflow.
Try this. I found it on an 'SVN for dummies' search and it was described as a 'SVN for Dummies, a guide your grandma can understand' :D
Here is a decent SVN "cheatsheet" that describes basic usage: http://abbeyworkshop.com/howto/misc/svn01/
K make your friends read this. Next learning the cli first on a few pet projects clarifies this greatly. My first go at subclipse about made me hate eclipse. Partially because I had never used subversion before.
Merging is a neat feature but a bit complex at first go.
I would suggest them reading at least the basic parts of http://svnbook.red-bean.com/en/1.5/index.html, it is well written with some humor thrown in. It covers using the command line tools, but the concepts are the same no matter what interface you are using (i.e. TortoiseSVN or Subclipse)
SVN keeps track of all changes since the project start, so there's practically no way to throw away your work just by hitting the "wrong" button. I really think that all significant work should be under version control, even if there's no team (I code alone and I use it).
I never really saw the point until I read this little book, try to make them read at least the first 20 pages. There's a good analogy there between subversion and the "undo" button of any editor, that may convince them of using it (it worked with me :) )
Send them to:
Impress upon them that they will be denigrated as complete and utter fools by anyone who uses a half decent source control system (i.e. not VSS).
You need to really sell them on the concepts of version control first so that they understand how svn works.
A few things to try are
Its also worth pointing out to the students that experience with source control will be a plus for their CVs.
On your specific issue of committing .project files you can either set the svn:ignore property on a property or you can set the global-ignores value in each users subversion config file.
You might want to create aliases for the most dangerous commands (I'm thinking mostly of revert) that would require explicit confirmation before calling the svn command.
Also, if they're using Eclipse, they can set up their editor so that it will keep N work copies of the current code. I've saved myself from a couple of stupid version control mistakes with that feature.
They can always try "the poor man's CVS": have them do a ZIP of their code a moment before they check in/out anything, and store them numbered somewhere in their hard drives.
In the end, they'll have a bunch of files like:
This shall give them the piece of mind that their "work" will not get "destroyed" in case they do something stupid, and will be cumbersome enough to force them to learn how to use SVN properly (come on, it's not that difficult!).
I've personally found this poor man's approach to be far superior to Visual SourceSafe: at a former employer's I was forced to use that monstrosity... after the second time the repository completely broke down, they thanked me for this :D
If you are developing in windows machines, try to use TortoiseSVN as your subversion client. The interface is really great. I will help them to loose the version control fear.
Its all about confidence in using something new, and understanding what it is that they're using. Once you've used it, are happy it works, the 'disagreement' disappears.
Try a training overview first - here's a project that provides some powerpoint slides to help.
Give them the svn book and links to TortoiseSVN to read up on it once they have the overview.
Then try a hand-on workshop with a sandbox repo.
Then be available to assist for a week or so while they use it for real.
this approach works for everything, not just SVN.
I'm a lone developer at the moment; please share you experiences on what is a good VC setup for a lone developer.
My constraints are;
I'm currently using Subversion(just the client to a remote server), and that is working ok. I'm interested in mecurial and git DVCS, but none of their use-cases make sense to my situation.
EDIT: I've migrated my active development to Fossil http://www.fossil-scm.org/ after trialing it with a client. I really like the features to autosync my repositories(reducing accidental forks), the documentation support(both wiki and embedded/versioned) that supports my need to document the code and the project in different spaces, the easy to configure issue tracker, nice access control, skinnable web interface and helpful community.
Each person will probably tell you that their favorite DVCS is the best for you. I would tell you Mercurial is the best! ;-)
But that's crap. You definitevely need a DVCS, but try them all, or at least the mostly used ones, and make your choice by yourself. Choosing the DVCS that you know a guru for is also a sensible choice, BTW. I'd recommend trying (or reading the documentation of) at least Mercurial, Git and Bazaar. SVK may have the desirable feature that it's designed to interact with SVN, but last time I checked they had nasty performance issues. Git also has some SVN interaction plugin, AFAIK.
Working offline absolutely makes sense for Git. You can browse your entire history, make commits, do merges, create branches, essentially do everything related to your repository offline. Furthermore, you can set up a central repository which is the "master", that is you will push all your changes to that central repository. That way you always know where the latest code is, but you also get the benefit of being able to send changes from one machine to another if you ever need to.
I recently converted all my 80+ Subversion repositories to Git, and I haven't looked back.
Might I suggest a rather new version control called fossil.
This is not a me too project, it is written by Dr. Richard Hipp, same guy who did SQLite. The whole repository is a SQLite file, so it is very solid. You have a wiki and a ticket system built in. You can have many users with varying rights, so you can for example give your users right to issue tickets but not view source code.
This is pretty simple, straight forward and it works as a distributed system, meaning you can clone and checkout locally and remotely.
More info can be seen on http://www.fossil-scm.org/ and if you look closely you see that the whole site is actually fossil.
One thing that really impressed me with fossil is that it is just one file, thats it. The whole fossil program is rather small, but considering who the author is, that is not really a surprise.
And since your repository is a sqlite file, you simply copy it and you have a backup.
Bazaar: See the solo use case and Bazaar in 5 minutes.
Especially for offline usage, a distributed version control system is the way to go.
Subversion works great (especially with TortoiseSVN). I don't think any distributed VC would have an advantage in a single developer scenario.
Edit: I hadn't noticed the "sometimes I work Offline" part when I originally replied. In that case, I suppose you must weight the added complexity of a DVCS with the fact that it gives you offline history / revisions.
I always recommend darcs for this situation (here's my answer to a similar question) as its command line user interface is a joy to use and joy is what I want from my own development :)
Git comes bundled with some workable GUIs, but I've found it too unwieldy in comparison to darcs when I hit the command line to use for personal projects.
Either will satisfy your need to work offline and they're both easy to synchronise changes with.
This kind of similar question has been posted in this forum by someone else over here
Subversion requires access to a centralized repository. If you are working offline and from multiple machines, that means you cannot make revisions while offline.
A bare bones Unix solution would be to keep a history inside the working dir with RCS, and synchronize the working dir (including history) between different machines using Unison. The main caveat would be that, if you switch machines, you would first need to sync them before you start committing new revisions. If that is a problem, you best look into a real DVCS.
You have to try a DVCS (or what i call a peer2peer VCS). I'm agree with nowhereman. Don't waste time with svn and all the soft made arround it to make it sort of useful. A DVCS it's more intuitve that the old and deprecated client-server style. SVN doesn't know what is a tag, or a branch. For Svn all are just copies.
For example: it's so dificult to implement a tag as a synonymous of a revision number.
In mercurial a tag is just that. You can't keep tracking versions of a tag as you can in svn.
Read here dvcs guide to start. Then you can use svk, mercurial aka hg or git. But please don't go back in time
SourceGear Vault is free for one developer and is very good.
i recommend assembla.com - they provide free svn , wiki and trac. Cant get any better than that!
If you're comfortabel with subversion, i suggest you have a look at SVK
You may find the answers to the question I asked helpful: alternative to VSS for a one man show (army of one?):
http://stackoverflow.com/questions/31627/alternative-to-vss-for-a-one-man-show-army-of-one
I'm a big fan of distributed version control. I've played around with git, mercurial, and bzr, and I now use git for all my projects. All three of these are great for personal use because it's so simple to create a new repository on your computer. You don't have to run any servers.
Here are a couple of ideas for sharing your repository across multiple computers. 1) Use some hosted service like github. Usually these are free for open source projects and low fee for commercial projects. We're using github at work. 2) Use dropbox to create a shared internet-backed up disk that all your computers can access. It's free for less than 2 GB. (If you're on Ubuntu, Ubuntu One is another alternative.) Put your master git repository on dropbox and then put local repositories on each of your computers. (So, dropbox plays the same role as github.) It's completely free, allows you to work offline easily, allows you to share the repository with other developers later if you need to, and it's backed up automatically.
Also, if you really want to use SVN, look at a hosted solution like cvsdude (despite the name, they do run SVN) rather than running your own server. You'll be able to access your code from anywhere, and it will only cost you ~$5-10/month.
What is your favorite web-based svn client? I'd like one that supports commits via the web.
One tool per post please! Please include platform and notable features (e.g. read-write support).
I'm referring to browser-based clients that users would go to like any other website--not accessing the repo via http.
All web clients that I know of are read only, meaning that you can only browse the files, make diffs, set up RSS feeds, but you can not modify the repository in any way.
WebSVN is the PHP interface that I installed at the office and that I use everyday. It has everything I have ever needed. Trac is quite good also, but it is a complete project management suite, since it has also features like bug tracking or release planning. It is able to manage only one repository for each installation (but you can have multiple ones on the same machine). Many others are available, you can find a list on Wikipedia (look for 'web-based').
The http interface available via WebDAV can be used with a common browser, but you can see only the HEAD revision. However you can customize the page layouts, as is explained here.
Codebeamer from http://www.intland.com has a web svn repository, where you can do commits and tie your code to requirements and other nice SE artifacts. They have a free version up to 6 users (including customer and developers). I hope you find what you are looking for in this product. The software also supports CVS and other version control software.
I located a bare-bones PHP package called DoctorSVN that allows a few functions... It's been out of development for a year, though, and only ever had six revisions.
The downside is it has to be installed on a server that has the svn command available, so it's not an out-of-the-box solution; you have to have your own server to run it on.
The polarion community webclient looks decent, but I have only played with it so far, so no real world experience, but worth a try.
VisualSVN supports browsing a repository very quickly over the web, but I don't think you can do commits.
Subversion via DAV is a decent platform for subversion:
http://svnbook.red-bean.com/en/1.1/ch06s04.html
I don't know if you mean that you want a web application to manage your files, but with DAV or even a subversion command line clinet you can use the HTTP as the protocol for your svn usage.
Don't know if this is exactly what you are looking for but it's worth a try: Beanstalk
The shop I work at uses WebSVN.
It's a read-only solution, however. It does that well, but you'll still need to find a solution for write-support.
Trac has a web based repository browser, but you can not commit or change the repository in any other way with it.
I think that the best solution would be to find a Java based client, e.g. SmartSVN.
Try SVN Manager. It is for the administration of Subversion only. You can add repositories and users/groups and grant read/write access to users/groups to repositories.
I would recommend ViewVC.
We used to use WebSVN, but found ViewVC to be faster and easier to use (although harder to install).
I am migrating a client's SourceSafe repository (3 projects) to SVN and two of the projects share source files. (These projects are separate products - with different names and release versions, etc)
Has SVN resolved this shortcoming? How do people generally handle this scenario?
Of the options I know about/can think of
Use the external or extern or whatever for SVN. I hear this is not a good option for various reasons
Create a new project (maybe called shared) that contains the source. The problem with this is that we still have to get that code (it is not a library) and import it into the project somehow. It can be shown to be the same problem as the one above and it introduces the overhead of an additional product/project.
Just check in the files in both repositories and cross-update them. This requires developers to know about the sharing and to remember to check in. I suppose I could write a script that checks all known shared files and updates them when needed.
Have one repository for the two projects that share. This leaves me with the problem having to create a top level project/repository that contains the two and it is a problem for labeling. I do not really want to label the top pseudo project. (the tags, trunk and branch things are not exactly where I would want them.)
I will probably go with the last option.
Any other comments?
thanks
I don't know what exactly you heard about svn:externals, but I think that's what you should use here. You can even specify your external to point to a stable branch or release tag of you shared source, or even point to two different tags from the two other projects that use it (you might need this if you fix some bug in the shared code ASAP for project A, but you don't have enough time to test it fully with project B).
The worst thing you could do is your option 3 (cross-updating two versions of the same files).
The safe way to do it is to have a third project that builds the shared source into a library that is used by the other two. The library project has it's own SVN repository.
You can even do this with shared files that are just headers, simply leave them in the lib project directory and add it to the list of includes.
Having the same file in two projects, even with soruce control is asking for trouble sooner or later!
Use one repository, of course. There might be more shared code later on.
What exactly is the problem with tagging? So you have an extra folder in the tag, but it doesn't cost you space. If you really don't want that extra folder, here's an idea for organizing the tree:
That is, when you want to tag prj1, you create tag1, then copy prj1 and shared into it.
Just in case if someone googled this question and wonder how would you introduce external resources with TortoiseSVN then documentation is here:
In my experience it is problematic to have two independent projects referencing the same source files because i may add or change code in the shared file to meet the needs of one project only to break the other build.
It seems that the trick here is to allow each project to advance independently, so however you set up your repositories you want to stabilize the shared code such that it only changes when you want it to.
For example, if the shared code lives in two branches/folders of the same repository or if it is checked seperately into two distinct repositories, or if it lives in a third repository all by itself, you want the step of upgrading that piece of code to be a manual one that does not have side effects, that you can isolate, debug, and bugfix against.
I have factored this code out into a third repository and then i periodically migrate that code into my dependent project repositories as internal release and upgrade steps; My individual projects then have a revision that looks like "Upgraded to v4.3.345 of Shared.App.dll" which includes all changes needed to work against that version.
If the shared code is part of the same repository as the two dependent projects, then have a separate copy of it in each project and use repository merges to propagate your changes.
Using a trigger to update the files sounds like a bad idea. Somehow they are going to get out of sync. Really the solution with shared code is to extract it into a library and use that library in multiple solutions. That sounds to be outside of the scope of your project, though, so the last solution is your best bet.
Have one repository for the two projects that share. This leaves me with the problem having to create a top level project/repository that contains the two and it is a problem for labeling. I do not really want to label the top pseudo project. (the tags, trunk and branch things are not exactly where I would want them.)
Like others, I would surely do it the last way. What do you feel is wrong with having 'just' one repository? Repository is about admin rights. Other than that, I would see a single repo have any N number of projects in it.
You don't mention what language or build tool you are using, but for Java projects, Maven may be worth looking into. One of features is that is essentially extends ant to allow you to pull in external dependencies. That relieves one of your concerns about having to create, maintain and label a meta-project. It also allows you to either pull from HEAD of the external project, or pull from a given tag, which relieves one of the concerns by a previous poster about sharing common files between projects and inadvertently causing breakage, because you can control when each project uses a newer version of the shared files independently.
I am currently using TortoiseSVN to manage a couple of the projects that I have on the go at the moment. When I first moved everything into source control I wasn't really sure how everything should be laid out so I ended up putting each project into its own repository.
I was wondering would it be a good idea for me just to move them all into one big repository and have them split into project folders? What does everyone else do?
At the moment none of them share common code but they may in the future. Would it make it easier to manage if they where all together.
Thanks.
Depends to an extent what you mean by "project".
I have a general local repository containing random bits of stuff that I write (including my website, since it's small). A single-user local SVN repository is not going to suffer noticeable performance issues until you've spent a lot of years typing. By which time SVN will be faster anyway. So I've yet to regret having thrown everything in one repository, even though some of the stuff in there is completely unrelated other than that I wrote it all.
If a "project" means "an assignment from class", or "the scripts I use to drive my TiVo", or "my progress in learning a new language", then creating a repos per project seems a bit unnecessary to me. Then again, it doesn't cost anything either. So I guess I'd say don't change what you're doing. Unless you really want the experience of re-organising repositories, in which case do change what you're doing :-)
However, if by "project" you mean a 'real' software project, with public access to the repository, then I think separate repos per project is what makes sense: partly because it divides things cleanly and each project scales independently, but also because it's what people will expect to see.
Sharing code between separate repositories is less of an issue than you might think, since svn has the rather lovely "svn:externals" feature. This lets you point a directory of your repository at a directory in another repository, and check that stuff out automatically along with your stuff. See, as always, the SVN book for details.
My rule of thumb is to consolidate things that are delivered together. In other words, if you might deliver project X and project Y separately, then put them in separate repos.
Yes, sometimes this means you have a huge repo for a project that contains a huge number of components, but people can operate on sub-trees of a repo and this forces them to think of the "whole project" when they commit changes to the repo.
I would store them in the same repository. It's kind of neater. Plus why would it matter for continuous integration and such - you can always pull a specific folder from the repository.
It's also easier to administer - accounts to one repository, access logs of one repository etc.
Personally I prefer each project in it's own repository
I would absolutely keep each project in its own repository, separate from all others. This will give each project its own history of commits. Rollbacks on one project will not affect other projects.
If you're going with a separate repository for each project, you might use the External tag to refer to other repositories -thus share code.
If you work with a lot of other people you might consider whether everyone needs the same level of access to every project. I think it is easier to give access rights per person if you put each project in a separate repository. ~~~
As long as each project has /trunk /tags and /branches you're good. Proper continuous integration is the criterion here.
If your projects are independent, it's fine to keep them in separate repositories. If they share components, then put them together.
For Subversion, I'd suggest putting everything in the same repository; the administrative overhead of setting up a new repository is too high to make it a no-brainer, so you're more likely not to version something and regret it later. Subversion provides plenty of fine-grained access controls if you need to restrict access to a portion of your repository.
As I begin to migrate my projects to Mercurial, however, I've switched to creating a repository per project, because it just takes a "hg init" to create a new one in place, and I can use the hg forest extension to easily perform operations on nested repositories. Subversion has svn:externals, which are somewhat similar, but require more administrative overhead.
Yes, put everything in source control.
If you're using SVN, keep projects in their own repository - svn is slow, and gets slower.
I get this error when I do a svn update:
Working copy xxxxxxxx locked Please execute "Cleanup" command
When I run cleanup, i get
Cleanup failed to process the following paths: xxxxxx
How do i get out of this loop?
One approach would be to:
Another option would be to delete the top level folder and check out again. Hopefully it doesn't come to that though.
I´ve the same problem and find a answer that help me a lot.
Try it.
look in your .svn folder, there will be a file in it called lock, delete that file and you will be able to updated. There may be more lock files in subfolders .svn directories, they will need deleting also, this could be done as a batch quite simply from the command line.
You are manually editing files in the .svn folder, they have been put there for a reason, that reason might be a mistake, but if not you could be damaging your local copies.
A colleague at work constantly sees this message, and for him it's because he deleted a directory under SVN version control without deleting it from SVN, and then created a new directory in it's place not under version control, with the same name.
IF this is your problem...
There are different ways to fix it, depending on how/why the directory was replaced.
Either way, you will likely need to:
A) Rename the existing directory to a temporary name
B) Do an SVN revert to recover the directory deleted from the file system, but not from SVN
From there, you would either
A) Copy the relevant files into the directory that was deleted
B) If you had a significant change of contents in the directory, do an SVN delete on the original, commit, and rename your new directory back to the desired name, followed by an SVN add to get that one under version control.
For me, the trick was to run 'svn cleanup' at the top of my working copy, not in the folder where I'd been working the whole time before the problem occurred.
I had this problem because external folders do not want to be linked into an existing folder. If you add an svn:externals property line where the destination is an existing (versioned or non-versioned) folder, you will get the SVN Woring Copy locked error. Here a cleanup will also tell you that everthing is all right but still updating won't work.
Solution: Delete the troubling folder from the repository and make an update in the root folder where the svn:externals property is set. This will create the folder and all will be fine again.
This problem arose for me because svn:externals for files requires the destination folder to be version controlled. After I noticed that this doesn't work across different repositories, I swaped from external files to external folder and got into this mess.
The easiest way to do this is show hidden folders and then open the .SVN folder. You should see a zero KB file named "lock" deleting this will fix the problem
Are you using TortoiseSVN and just upgraded? I've had that problem before when moving from 1.4 to 1.5 and not rebooting. (Try a reboot).
The reason you need to reboot is because the cache file gets all funky.
Otherwise, to just move on, export that working copy into a new folder (don't copy the .svn hidden folders), re-checkout the project, and move all your code back, then proceed with your commit.
Had the same problem because I exported a folder under a version-controlled folder. Had to delete the folder from TortoiseSVN, then delete the folder from the filesystem (TortoiseSVN does not like unversioned subfolders ... why not???)
When i have this problem, i find running the cleanup command directly on the problem path generally seems to work. Then I'll run cleanup from the working root again, and it'll complain about some other directory. and i just repeat until it stops complaining.
If you're on a Windows machine, View the repository through a browser and you may well see two files with the same filename but using different cases. Subversion is case sensitive and Windows isn't so you can get a lock when Windows thinks it's pulling down the same file and Subversion doesn't. Delete the duplicate file names on the repository and try again.
In-place unversioning of the files, and a fresh checkout into the same location, has solved this problem for me.
In TortoiseSVN, to do an in-place unversioning, right-drag the root folder of the working copy from the file list onto itself in the directory tree, and choose "SVN Export versioned items here" from the pop-up menu. TortoiseSVN notices that the destination is the same as the source, and suggests unversioning the working copy.
After unversioning, do a fresh checkout into the same folder (which now contains an unversioned copy of all the files you had). TortoiseSVN will warn you that you are checking out into an existing folder, but you can go ahead.
After this, cleanups, updates and other operations worked without a hitch. Since both of the above steps preserve local modifications, there should not be any loss of information (but backing the working copy up before this may nevertheless be a good idea).
One warning: If the working copy contains mixed versions or uncommitted property changes, that information WILL be lost. For me, this is not a common occurrence, and given the choice of a corrupt working copy or losing uncommitted property changes, I tend to opt for the latter.
SVN normally updates its internal structure (.svn/prop-base) of the files in a folder before the actual files is fetched from repository. Once the files are fetched this will be cleared up. Frequently the error is thrown because the "update" failed or prematurely cancelled during the update progress.
Now the update should work.
just delete the .svn folders, then run a cleanup on the parent directory. Works perfectly!!
I had this under TortoiseSVN and the error was related to a new directory I'd created under a new project. I had just created this project, so there was no way this directory had existed before. I looked in the repository browser and the new folder was indeed already in the repository, but TortoiseSVN didn't show it as committed.
In order to get around it, since I'd just created the folder anyway, I deleted it in the repository, and then did a commit. It worked fine.
Since I did this outside of Visual Studio, I then had to restart Visual Studio for it to figure everything out again.
Start Search....Lock...Select all files listed and delete..fixed
the following should do:
svn status | grep ". L" | sed 's/.* (.*)$/\1/' | awk '{print length($1),$1}' | sort -nr | awk '{print "pushd " $2 "; svn cleanup ; popd"}' | sh
Do not delete your solution!
in the .svn folder you have a file called lock it is 0 bytes long
You can delete all these files from all the .svn folders in your solution and it will work
It worked in my case
If you're on linux, try this:
find "/the/path/to/your/directory" -name .svn -type d | xargs chmod 0777 -R
Then run the cleanup command on that directory, then try to update.
@Chuck's solution wasn't practical for me. In the first time I had the problem, it worked but also gave lots extra-work. In the second case, I changed loads of file while I was using my notebook outside the network. I couldn't see myselft going folder by folder after the changed files. Had hope on tortoise and worked. See how:
Environment Was:
Procedure:
I had a file in my root directory that was messing it up. (No lock files, svn cleanup failed, etc.) My whole checkout is > 2GB with slow network speeds, so checking everything out again wasn't a great option for me.
What worked for me:
Seemed to be back to normal for me.
I did it by just creating a new folder, checking out the project, copying the updated files to the new folder.
It was fixed with a fresh checkout.
I had this problem where the "clean up" worked, but the "update" would continue to fail. The solution that worked was to delete the folder in question via Windows Explorer, not TortoiseSVN's delete (which marks the deletion as something to commit to the repository, and then I did a "checkout" to essentially "update" the folder from the respository.
More info on the difference between an O/S delete and an SVN delete here: http://tortoisesvn.net/docs/release/TortoiseSVN_en/tsvn-dug-rename.html
Notably:
When you TortoiseSVN ? Delete a file, it is removed from your working copy immediately as well as being marked for deletion in the repository on next commit.
And:
If a file is deleted via the explorer instead of using the TortoiseSVN context menu, the commit dialog shows those files and lets you remove them from version control too before the commit. However, if you update your working copy, Subversion will spot the missing file and replace it with the latest version from the repository.
My project is currently using a svn repository which gains several hundred new revisions per day. The repository resides on a Win2k3-server and is served through Apache/mod_dav_svn.
I now fear that over time the performance will degrade due to too many revisions.
Is this fear reasonable?
We are already planning to upgrade to 1.5, so having thousands of files in one directory will not be a problem in the long term.
Subversion on stores the delta (differences), between 2 revisions, so this helps saving a LOT of space, specially if you only commit code (text) and no binaries (images and docs).
Does that mean that in order to check out the revision 10 of the file foo.baz, svn will take revision 1 and then apply the deltas 2-10?
What type of repo do you have? FSFS or BDB?
(Let's assume FSFS for now, since that's the default.)
In the case of FSFS, each revision is stored as a diff against the previous. So, you would think that yes, after many revisions, it would be very slow.
Howver, this isn't the case. FSFS uses what are called "skip deltas" to avoid having to do too many lookups on previous revs.
(So, if you are using an FSFS repo, Brad Wilson's answer is wrong.)
In the case of a BDB repo, the HEAD (latest) revision is full-text, but the earlier revisions are built as a series of diffs against the head. This means the previous revs have to be re-calculated after each commit.
For more info: http://svn.apache.org/repos/asf/subversion/trunk/notes/skip-deltas
P.S. Our repo is about 20GB, with about 35,000 revisions, and we have not noticed any performance degradation.
Subversion stores the most current version as full text, with backward-looking diffs. This means that updates to head are always fast, and what you incrementally pay for is looking farther and farther back in history.
I personally haven't dealt with Subversion repositories with codebases bigger than 80K LOC for the actual project. The biggest repository I've actually had was about 1.2 gigs, but this included all of the libraries and utilities that the project uses.
I don't think the day to day usage will be affected that much, but anything that needs to look through the different revisions might slow down a tad. It may not even be noticeable.
Now, from a sys admin point of view, there are a few things that can help you minimize performance bottlenecks. Since Subversion is mostly a file-based system, you can do this:
This may be overkill for your situation, but that's what I've usually done for other file-intensive applications.
If you ever "outgrow" Subversion, then Perforce will be your next step up. It's hands down the fastest source control app for very large projects.
Subversion only stores the delta (differences), between 2 revisions, so this helps saving a LOT of space, specially if you only commit code (text) and no binaries (images and docs).
Additionally I´ve seen a lot of very big projects using svn and never complained about performance.
Maybe you are worried about checkout times? then I guess this would really be a networking problem.
Oh, and I´ve worked on CVS repositories with 2Gb+ of stuff (code, imgs, docs) and never had an performance problem. Since svn is a great improvement on cvs I don´t think you should worry about.
Hope it helps easy your mind a little ;)
The only operations which are likely to slow down are things which read information from multiple revisions (e.g. SVN Blame).
We're running a subversion server with gigabytes worth of code and binaries, and it's up to over twenty thousand revisions. No slowdowns yet.
I am not sure..... I am using SVN with apache on Centos 5.2. Works ok. Revision number was 8230 something like that... And on all client machines Commit was so slow that we had to wait at least 2min for a file that is 1kb. I am talking about 1 file that has no big filesize.
Then I made a new repository. Started from rev. 1. Now works ok. Fast. used svnadmin create xxxxxx. did not check if it is FSFS or BDB.....
Maybe you should consider improving your workflow.
I don't know if a repos will have perf issues in these conditions, but you ability to go back to a sane revision will.
In your case, you may want to include a validation process, so a team commit in a team leader repo, and each of them commit to the team manager repo who commit to the read-only clean company repos. You have make a clean selection at it stage of what commit must go to the top.
This way, anybody can go back to a clean copy, with an easy to browse history. Merge are much easier, and dev can still commit their mess as much as they want.
Suppose I have a set of commits in a repository folder...
123 (250 new files, 137 changed files, 14 deleted files)
122 (150 changed files)
121 (renamed folder)
120 (90 changed files)
119 (115 changed files, 14 deleted files, 12 added files)
118 (113 changed files)
117 (10 changed files)
I want to get a working copy that includes all changes from revision 117 onward but does NOT include the changes for revisions 118 and 120.
EDIT: To perhaps make the problem clearer, I want to undo the changes that were made in 118 and 120 while retaining all other changes. The folder contains thousands of files in hundreds of subfolders.
What is the best way to achieve this?
The answer, thanks to Bruno and Bert, is the command
svn merge -c -120 .
Note that the revision number must be specified with a leading minus. '-120' not '120'
To undo revisions 118 and 120:
svn up -r HEAD # get latest revision
svn merge -c -120 . # undo revision 120
svn merge -c -118 . # undo revision 118
svn commit # after solving problems (if any)
Also see the description in Undoing changes.
Note the minus in the -c -120 argument. The -c (or --change) switch is supported since Subversion 1.4, older versions can use -r 120:119.
This is one of the best features of TortoiseSVN, a Windows client for Subversion. You just click to view the log in your updated work copy, select the revisions you want to undo, right click, and select "undo changes from these revisions".
I've always been a command line guy, but Tortoise changed my mind.
I suppose you could create a branch from revision 117, then merge everything except 118 and 120.
svn copy -r 117 source destination
Then checkout this branch and from there do svnmerge.py merge -r119,120-123
EDIT: This doesn't undo the revisions in the branch/trunk. Use svn merge instead.
So my favourite web tool, Subtlety, was recently discontinued, which means that I no longer have easy access to the commit logs of various SVN projects that I follow. Are there any other tools that easily pump out an RSS feed of commits for a public SVN repo?
I was going to suggest Trac as well, until I realized you probably don't have administrative control over the repositories in question. Perhaps this apparent solution will work for you?
It seems to work well for the one repository I tried it on, and it's surprisingly fast.
http://svnfeed.com looks down from here. So you can try http://svn2rss.ru instead.
I've just tried sventon with good results. It's a web based SVN viewer, reasonable in what it does, but provides a good RSS feed at whatever level you want to subscribe to.
Atlassian Fisheye ( http://www.atlassian.com/software/fisheye/ ) allows you to get commit notification on email as well as RSS (and as a bonus, you can select which directory/file to subscribe to, and only get notified of those file/dir changes).
Also check out CommitMonitor for windows, which features really slick diff support
Another tool would be http://sourceforge.net/projects/svn2rss/
Try Trac. Besides feeds you can browse the repository and it has a nice Wiki.
I like Trac, though it may be overkill for what you need. WebSVN is also a nice tool for browsing repositories over the web. Both of these provide RSS feeds for the log. You can also subscribe to the log for just a particular branch, etc.
I was using Sublety as well. It was quite a bummer when it went away. I ended up rolling my own solution. It is .NET based and requires the use of the post-commit hook script. It's free, and I've provided both binaries and source code.
There's subveRSSed, which you just drop into your post-commit action.
This is probably a really stupid newbie-sounding question to you developer type people, but I'm at a loss :( I've been trying to learn how to use Subversion for keeping the history of my code, but I'm finding it pretty confusing. I read the 'book' that comes with Subversion, but I didn't find it all that helpful. I'm using Windows, and I downloaded the TortoiseSVN GUI for it.
All I really want to know how to do is to create a new project, put a file in it (any old file), and then update that file, just so I can see how it works. I created a 'repository' (in svn_repository/test), and if anyone could tell me how I'm supposed to go about creating a new file/putting a file in it, and then updating that file I'd be really happy :) Knowing my luck it'll be something as simple as "drag and drop the file into the directory". Apologies for asking such a stupid question!
Also if anyone could tell me how to go about making it work with Zend Studio, that would be extra awesome-points. Thanks!
The recommended directory structure for a subversion repo contains three folders: "branches", "tags" and "trunk". So, create these folders somewhere convenient, in a new folder.
Right click in the parent folder of these folders, go to TortoiseSVN and select Import. Enter the url to the repository you created here (ie_ https://JUNK:8443/svn/Test/ is one I just made, on my local machine). Hit the ok button and the folders will be imported.
Now browse to where you want the repo to live on your local machine (I've gone to C:\workspace\test). Right-click and go to SVN Checkout.
Now, you want to check out from the trunk of your repo, so change the repository URL to reflect this (https://JUNK:8443/svn/Test/trunk/). Hit the ok button.
Create a new file in this directory. Right click on it and go to TortoiseSVN, then Add. Hit ok, and the file is now marked as a new file for the repo. Right click in the parent folder of the file and you should see SVN Update and SVN Commit. SVN Update will refresh the local files with files from the repository. SVN Commit will send local files that have been changed back into the repository.
Have fun :)
Have a look at this question its got some good pointers on starting with svn
I really like using AnkhSvn in conjunction with Tortoise. It works from Visual Studio. When I set up my own repository, I used VisualSVN, which took 2 secs to run, and didn't involve any apache or LAMP stuff. Just worked out of the box. As far as using it, try the free book online to get a feel for what source control is all about. Then go to a website, like http://blog.taragana.com/index.php/archive/5-minutes-guide-to-subversion/ for a quick tutorial of how to use it.
Often when I create a new project I have to refer to the SVN Quickstart guide.
It takes you through creating a new repository, the initial import, and how to check your files out and back in (on the command line).
The book is very helpful, but you'll get the best value out of it after you've been using version control for a little while and understand the concepts better.
(Note the terminology in bold below)
If you're using TortoiseSVN, you'll have to create the repository, and then import your files (if you have any) when starting up. After that you check out the project to a working folder and can just create files in the working folder and then add them easily. Once the repository is created you only interact through it via your Subversion client.
The repository is a place where Subversion itself manages the files - you will not access the files in the repository directly. If you've created a repository, then the next step is to do a Checkout from the repository to some working directory. (This working directory should not be a subdirectory of the repository.)
Once you have a checkout, drop a file in there and right click on it to Add it. The other operations should make more sense from that point.
I found TortoiseSVN to be terribly confusing, especially in conjunction with the SVN Book. But then again, I'm not a very GUI oriented person.
Work through the book using the command line SVN client, until you understand the basic concepts. Don't skip any chapters!
Then you can evaluate GUIs, if you even need one by then.
The SVN Book has an appendix called "Subversion Quick Start Guide" that goes through the very basics quickly. Here is a quick overview.
For the initial setup, I create a temporary folder on the SVN server where I'll setup the structure of my site. This is just a temp folder and I delete it once I've done the initial setup. I usually call this something like C:\tmpRepository. I then create a new folder in there for my project name. So lets say your project name is test. I would create c:\tmpRepositories\test. Inside that folder create three folders: branches, tags, trunk. Then copy your project files into the trunk directory.
Now open the command prompt and type the following to create the new repository. svnadmin create c:\AppRepositories\test. I just keep all my source code in the AppRepositories folder and then just setup each project with a new folder.
Next we need to load our new repository with the files in our temp directory. So with the command prompt open we run: svn import c:\tmpRepositories\test file:///c:/AppRepositories/test -m "initial import"
That's it! Then on your development computer you should install TortoiseSVN. You will want to setup a location on your computer where you will store the working copy of your files. I typically just create a folder on the C: drive called "WorkingCode." Open that folder, right click and choose SVN Checkout. Under URL of repository type in svn://servername/test. Make sure checkout directory is correct.
BAM! You should now see all your code files in the trunk directory (c:\workingcode\test\trunk).
You asked for a one-file project, so here it is. I'm not familiar enough with Tortoise to run you though it that way, but I'll list the commands and hopefully you can figure out for yourself how to do each step by right-clicking in File Explorer. There are only actually five things you need to be able to do: create a repository, check out, "add" a file to make it version-controlled, check in, and log. The rest will come later.
Also, someone might search on leanring subversion later who isn't using Tortoise, and they'll find this question.
# create an empty repository
svnadmin create myrepos
# check out a working copy of the empty repository
svn co file://full/path/to/myrepos workingcopy
# create an empty file in workingcopy (nothing to do with SVN - use
# File > New > Text Document if you like)
cd workingcopy
touch mycode
# place it under version control, then tell the repository what you've done.
svn add mycode
svn ci -m "My first ever checkin comment! File created."
# Now we're developing. Go edit the file. Come back when you're done.
# Check it back in
svn ci -m "First version of project"
# Go edit it again
# Check it in again
svn ci -m "Made my project better"
# See what we've done so far
svn log mycode
That's it. That's the bare minimum you have to do to version-control a single file. Now go re-read the start of the SVN book, delete myrepos, and start over, because you'll probably want to structure your first proper repository in the way it tells you to.
The prags wrote a good book on using Subversion: http://www.pragprog.com/titles/svn2/pragmatic-version-control-using-subversion
"It is not possible to check out a single file. The finest level of checkouts you can do is directory level."
Any ideas on how to get around this issue when using Subversion?
We have this folder in subversion where we keep all our images.I just want to check out one file(image) from that.This folder is really big and has ton of other stuff which I don't need now.
Thanks
The simple answer is that you svn export the file instead of checking it out.
But that might not be what you want. You might want to work on the file and check it back in, without having to download GB of junk you don't need.
If you have subversion 1.5, then do a sparse checkout:
svn checkout <url_of_big_dir> <target> --depth empty
cd <target>
svn up <file_you_want>
For older svn, you might benefit from the following:
An alternative (for instance if the directory has too much junk right from the revision in which it was created) is to do a URL->URL copy of the file you want into a new place in the repository (effectively this is a working branch of the file). Check out that directory and do your modifications.
I'm not sure whether you can then do a merge entirely in the repository without a working copy of the target - I've never needed to. If so then do that.
If not then unfortunately you may have to find someone else who does have the whole directory checked out and get them to do it. Or maybe by the time you've made your mods, the rest of it will have finished downloading...
Try 'svn export' instead of 'svn checkout', that works for single files.
Reason for that limitation is, that checkout creates a working copy, that contains meta-information about repository, revision, attributes etc. That metadata is stored in subdirectories named '.svn'. And single files don't have subdirectories.
Use 'svn cat' or 'svn export'.
For that, you don't need to fetch the working directory, but you will not be able to commit any changes you make. If you need to make changes and commit them, you need a working directory, but you don't have to fetch it completely. Checkout revision where directory was still/almost empty, and then use 'svn cat' to extract the file from HEAD.
A tortoiseSVN Equivalent solution of the accepted answer (I had written this in an internal document for my company as we are newly adopting SVN) Thought it would be helpful to share here as well:
Checking out a single file: Subversion does not support checkout of a single file, it only supports checkout of directory structures. (Reference: http://subversion.tigris.org/faq.html#single-file-checkout). *This is because with every directory that is checked out as a working copy, the metadata regarding modifications/file revisions is stored as an internal hidden folder (.svn/svn). This is not supported currently (v1.6) for single files.
Alternate Recommended Strategy: You will have to do the checkout directory part only once, following that you can directly go and checkout your single files. Do a sparse checkout of the parent folder and directory structure. A sparse checkout is basically checking out only the folder structure without populating the content files. So you checkout only the directory structures and need not checkout ALL the files as was the concern. Reference: http://tortoisesvn.net/docs/release/TortoiseSVN%5Fen/tsvn-dug-checkout.html
Step 1: Proceed to repository browser
Step 2: Right click the parent folder within the repository containing all the files that you wish to work on and Select Checkout.
Step 3: Within new popup window, ensure that the checkout directory points to the correct location on your local Pc. There will also be a dropdown menu labeled ?checkout depth?. Choose ?Only this item? or ?Immediate children, including folders? depending on your requirement. Second option is recommended as, if you want to work on nested folder, you can directly proceed the next time otherwise you will have to follow this whole procedure again for the nested folder.
Step 4: The parent folder(s) should now be available within your locally chosen folder and is now being monitored with SVN (a hidden folder ?.svn? or ?_svn? should now be present). Within repository now, right click the single file that you wish to have checked out alone and select the ?Update Item to revision? option. The single file can now be worked on and checked back into the repository.
Hope this helps.
If you want to view readme.txt in your repository without checking it out:
$ svn cat http://svn.red-bean.com/repos/test/readme.txt
This is a README file. You should read this.Tip: If your working copy is out of date (or you have local modifications) and you want to see the HEAD revision of a file in your working copy, svn cat will automatically fetch the HEAD revision when you give it a path:
$ cat foo.c
This file is in my local working copy and has changes that I've made.$ svn cat foo.c
Latest revision fresh from the repository!
I'd just browse it and export the single file. If you have http access, just use the web browser to find the file and grab it.
If you need to get it back in after editing it, that might be slightly more tedious but I'm sure there might be an svn import function...
If you just want a file without revision information use
svn export <URL>
Go to the repo-browser right-click the file and use 'Save As', I'm using TortoiseSVN though.
With Subversion 1.5, it becomes possible to check out (all) the files of a directory without checking out any subdirectories (the various --depth flags). Not quite what you asked for, but a form of "less than all."
Steve Jessops answer did not work for me. I read the help files for svn and if you just have an image you probably don't want to check it in again unless you're doing photoshop, so export is a better command then checkout as its unversioned (but that is minor). And the --depth ARG should not be empty but files to get the files in the immediate directory. So you'll get all the fiels, not just the one, but empty returns nothing from the repository.
svn co --depth files <source> <local dest>
or
svn export --depth files <source> <local dest>
as for the other answers, cat lets you read the content which is good only for text, not images of all things.
do you need to "checkout" the file or just "get" the file to display it? The second thing should be easy (see the other answers), the first thing isn't possible.
cd C:\path\dir
svn checkout https://server/path/to/trunk/dir/dir/parent_dir--depth empty
cd C:\path\dir\parent_dir
svn update filename.log
(Edit filename.log)
svn commit -m "this is a comment."
I have found it possible to do single file checkout/commits using SVN's "Update to revision" option. More information on my website @ http://rafaelbelliard.com/archives/17
Using sparse check out technique, you CAN check out a particular file that is already checked out or exists...with a simple trick:
After checkout the top level of your repo using the 'this item only'option, in Windows explorer, you MUST first right-click on the file you need to update; choose Repo Browser in context menu; find that file AGAIN in repo browser, and right-click. You should now see the "update item to revision" in context menu.
I'm not sure whether it is an undocumented feature or simply a bug. It took me an extended after-work hours to finally find this trick. I'm using TSVN 1.6.2.
-Richard Chen
This issue is covered by:
http://subversion.tigris.org/issues/show_bug.cgi?id=823
There is a script attached that lets you check out a single file from svn, make changes, and commit the changes back to the repository, but you can't run "svn up" to checkout the rest of the directory. It's been tested with svn-1.3, 1.4 and 1.6.
An update in case what you really need can be covered by having the file included in a checkout of another folder.
Since SVN 1.6 you can make file externals, a kind of svn links. It means that you can have another versioned folder that includes a single file. Committing changes to the file in a checkout of this folder is also possible.
It's very simple, checkout the folder you want to include the file, and simply add a property to the folder
svn propedit svn:externals .
with content like this:
file.txt /repos/path/to/file.txt
After you commit this, the file will appear in future checkouts of the folder. Basically it works, but there are some limitations as described in the documentation linked above.
Just started using SVN and I have a cache directory that I don't need under source control. How can I ignore the whole directory/folder with SVN?
Edit: Using Versions and TextMate on OSX and commandline
here's an example directory structure:
\project
\source
\cache
\other
when in project you see that your cache dir is not added and shows up as such
> svn st
M source
? cache
to set the ignore property
> svn propset svn:ignore cache .
where svn:ignore is the name of the property you're setting, cache is the value of the property, and . is the directory you're setting this property on. It should be the parent directory of the cache directory that needs the property.
to check what properties are set
> svn proplist
Properties on '.':
svn:ignore
to see the value of svn:ignore
> svn propget svn:ignore
cache
Set the svn:ignore property of the directory:
svn propset svn:ignore dirname .
If you have multiple things to ignore, separate by newlines in the property value. In that case it's easier to edit the property value using an external editor:
svn propedit svn:ignore .
Important to mention:
On the Commandline you can't use
svn add *
This will also add the ignored files, because the command line expands * and therefore svn add believes that you want all files to be added. Therefore use this instead:
svn add --force .
To expand slightly, if you're doing this with the svn command-line tool, you want to type:
svn propedit svn:ignore path/to/dir
which will open your text-editor of choice, then type '*' to ignore everything inside it, and save+quit - this will include the directory itself in svn, but ignore all the files inside it, to ignore the directory, use the path of the parent, and then type the name of the directory in the file. After saving, run an update ('svn up'), and then check in the appropriate path.
Since I spent a while trying to get this to work, it should be noted that if the files already exist in svn, you need to svn delete them, and then edit the svn:ignore property.
I know that seems obvious, but they kept showing up as ? in my svn status list, when I thought it would just ignore them locally.
Gilean, are you using a particular SVN client (i.e. tortoise)? In the tortoise client, on commit, you have the option of right clicking items and selecting "Add to ignore list". The answer here depends on how you access your SVN repository.
Set the svn:ignore property on the parent directory:
$ cd parentdir
$ svn ps svn:ignore . 'cachedir'
This will overwrite any current value of svn:ignore. You an edit the value with:
$ svn pe svn:ignore .
Which will open your editor. You can add multiple patterns, one per line.
You can view the current value with:
$ svn pg svn:ignore .
If you are using a GUI there should be a menu option to do this.
Jason's answer will do the trick. However, instead of setting svn:ignore to "." on the cache directory, you may want to include "cache" in the parent directory's svn:ignore property, in case the cache directory is not always present. I do this on a number of "throwaway" folders.
...and if you want to ignore more than one directory (say build/ temp/ and *.tmp files), you could either do it in two steps (ignoring the first and edit ignore properties (see other answers here) or one could write something like
svn propset svn:ignore "build
temp
*.tmp" .
on the command line.
If your project directory is named /Project, and your cache directory is named /Project/Cache, then you need to set a subversion property on /Project. The property name should be "svn:ignore" and the property value should be "Cache".
Refer to this page in the Subversion manual for more on properties.
The command to ignore multiple entries is a little tricky and involves the forward slash:
svn propset svn:ignore "cache\
tmp\
null\
and_so_on" .
This command will ignore anything named cache, tmp, null, and and_so_on in the present directory.
thanks for all the contributions above. Just share some additional information from my experiences while ignore files.
When the folders are already under revision control
After svn import and svn co the files, what we usually do for the first time.
All runtime cache, attachments folders will be under version control. so, before svn ps svn:ignore, we need to delete it from repository.
with svn version 1.5 above we can use svn del --keep-local your_folder but lower version, my solution is
when we need more than one folder to be ignored
svn pe will need to edit the text file, you can use this command if required to set your text editor using vi
export SVN_EDITOR=vi
the file look something simply like this
runtime
cache
attachments
assets
Set the svn:ignore property. Most UI svn tools have a way to do this as well as the command line discussion in the link.
If you are using a frontend for SVN like TortoiseSVN, or some sort of IDE integration, there should also be an ignore option in the same menu are as the commit/add operation.
I had problems getting nested directories to be ignored; the top directory I wanted to ignore wouldn't show with 'svn status' but all the subdirs did. This is probably self-evident to everyone else, but I thought I'd share it:
EXAMPLE:
/trunk
/trunk/cache
/trunk/cache/subdir1
/trunk/cache/subdir2
cd /trunk
svn ps svn:ignore . /cache
cd /trunk/cache
svn ps svn:ignore . *
svn ci
bash oneliner for multiple ignores :
svn propset svn:ignore ".project"$'\n'".settings"$'\n'".buildpath" "yourpath"
My development team uses source safe at a very basic level. We're moving into some more advanced and extended development cycles and I can't help but think that not using branching and merging in order to manage changes is going to be biting us very soon.
What arguments did you find most useful in order to convince your team to move to a better solution like SVN?
What programs did you use to bridge the functionality gap so that the team wouldn't miss the ide sourcesafe integration?
Or should I just accept sourcesafe and attempt to shoehorn better practices into it?
First, teach them how to use SourceSafe in an efficient way.
If they are smart enough, they will begin to love the advantages of using a version-control system, and if so, they will soon reach the limits of SourceSafe. That's where they will be the more able to listen to your arguments for switching to a better VCS, could it be a CVCS or a DVCS, depending on what's the team is ready to achieve.
If you try to force them to use another VCS when they use SourceSafe in a wrong way, like saving zip file of source code (don't laugh, that's how they were acting in my company two years ago), they will be completly reluctant to any argumentation, as good as it could be.
SVN is open and there is plenty of various tools using SVN or cooperating with it. Some examples include:
Find some excuse to start using non-ASCII characters in your C# code (Chinese and Japanese are excellent for this).
SourceSafe doesn't like Unicode (even though Visual Studio does), so if you choose the right Unicode text and check a file in and back out, your entire file will appear as corrupted gibberish. The beauty of this is that because SS uses a "diff" versioning system, this actually corrupts the file all the way back to the original check-in version, and can't be fixed automatically.
When this happens just one time (as it did to me when working on an application that had to support Japanese), you will probably find it to be a decisive argument in favor of dropping SourceSafe.
There were two features that we used to sell management and the team on SVN over VSS.
1) The ability to branch. When using VSS, when a release was scheduled to go out, the entire repository was locked until the release actually went out. This included the test and fix cycle. So, developers were unable to commit anything other than fixes for the release to the VSS repository. This resulted in long integration sessions immediately following each release. With the use of release branches in SVN, there is no longer any need to lock the entire repository.
2) The ability to rollback an entire change at once. Because SVN records all files changed in a single, atomic commit, it is trivial to revert a problematic change. In VSS, a developer had to go through the entire repository and find every file changed at about the same time and revert each change to each file individually. With SVN, this is as trivial as finding the relevant commit and hitting the "Revert Changes from this Commit" button in TortoiseSVN.
As a side note, we use TortoiseSVN and everyone loves the file overlay icons for seeing what has and has not changed.
Whatever you do, move slowly! Don't start talking to them about branching on Day 1 -- it will just put them off. I'm stereotyping VSS users with that comment, but that's what I see out there.
For the developers: sell it as a replacement for VSS that works better and faster. Use VisualSVN on Day 1 so they have a super-shallow learning curve. Sell them on it being the same except faster, more stable, and 2 people can edit the same file and they won't have problems with some guy being off sick with locks on a bunch of files.
For the admins: sell them on it being more stable and easier to administer than VSS. Show them VisualSVN server.
Good luck!
Nobody recommends using SourceSafe any more, not even Microsoft. They will now offer you an (expensive) TFS licence instead. SourceSafe is just not reliable.
I wrote about it here: Visual SourceSafe on E2. It's a bit of a rant, but that's because I had to use SourceSafe for quite a while, and the memory makes me froth at the mouth a bit.
Reliablity is the big one that will bite you. But also there are features that you may appreciate in SVN or TFS:
TFS and SVN both have atomic commits of multiple files, but Sourcesafe does not - if you check in two files "at once", it's not one operation, it's the same as checking in one of the files, then checking in the other. You can get at the state in between, where one file has been checked in, but not the other.
SourceSafe does not keep history of deleted files, file moves or renames.
Contrary to initial impressions, SourceSafe does support multiple simultaneous checkouts of the same file, if you set the right options. But TFS and especially SVN are better designed for this way of working
Unlike SourceSafe, TFS and SVN both work fine against servers on the internet (TFS just OK, SVN excellently) and SVN works well offline - e.g. if you have a laptop on a plane or train and no 'net, you can still work and compare to previous revisions or even revert, since the data to do that is held locally.
As someone else pointed out, SourceSafe, like CVS, is a "dead" product. It is not being actively developed. TFS and SVN will have next versions out some time in the future.
First, document all the problems you are having that can be traced to root causes within the source control system. Keep track of them for a month or so. Add on top of that missed opportunities resulting from not using it. (if you say "opportunity costs of not using subversion" you may impress an MBA-type manager). These numbers are actually an understimate of the opportunity cost because presumably you could have been doing work that provides more than your hourly bill rate of value if you weren't messing around with VSS.
For example, do you have problems where files are locked that need to be accessed by more than one person? Have you had problems with partial (non-atomic) check-ins? Do you have problems where it is difficult for you to keep track of releases of the software and recreate the repository as it was in the past? Do you have problems getting a copy of the code onto a server that doesn't have a sourcesafe client? Do you have problems automating your build and testing process because continuous integration tools can't monitor your version control systems for updates? I am sure you can think of many others.
If you can figure out the approximate time/money costs of problems caused by sourcesafe and benefits of things that subversion provides (using a generic number like $100/hr for labor costs or just hours) and any costs of late delivery of projects, do so. If you have collected data for a month or so, you can show the benefit using subversion per month.
Then present the approximate time/cost of moving to subversion. (About 8 hours to setup and migrate code, and 2 hours per developer to connect, checkout and move projects, something like that) The risk is low, since sourcesafe is still there to rollback to.
If the cost is more than the monthly benefit, you can divide the cost by the benefit to figure out the recovery period. You should also total it up over 3 years or so to show the long term benefit. Again, emphasize that the real opportunity cost is not directly calculable because you could have been adding value during the time you were trying to manage non-branched releases in sourcesafe.
The AnkhSVN plugin for VS is pretty good. It's got a few oddities but on the whole works well.
Convincing the team to move is hard work - I never managed it :-( Probably one of the more practical arguments though is speed - VSS is s-l-o-w when you've got a 1GB source database and several users.
edit It's been so long since I used VSS I forgot it was locking! Yes, as mentioned here the ability to move to a non-exclusive/merge changes model should help if you've got more than a handful of developers. It saves yelling "Can somebody check in the common includes" across the office!
TortoiseSvn (free) is really nice for explorer integration, giving you all the features of svn from a context menu.
VisualSvn (commercial) makes it just as easy to integrate svn into Visual Studio, with the same status indication in the solution browser as well as context menus to use all the subversion features.
Both these tools go a long way to making version control seamless. It's been a coupe of years since I dealt with VSS, but these tools are a way nicer way to use source control.
Ditto for what every one has said about VSS being poop
Subversion has good support for branching and doing merges... I don't remember VSS having any capabilities in this department at all. I do remember teams going through pain of week long merges when needing to release from VSS, pain which just doesn't exist anymore with Subversion.
Build some automation that mirrors the VSS repository into a SVN repository
It takes time to build a consensus. If your SVN mirror of the VSS repository is available at all times, it will be easier to accumulate converts. The mirror doesn't have to be perfect- it just has to be usable. There are existing tools for this purpose.
You say "What arguments did you find most useful in order to convince your team to move to a better solution like SVN?"
If you don't know that it's a better solution, then why are you making the arguments? If your mind is made up enough to go argue for a solution, you should know what those reasons are already.
What convinced you that you should move to something better? Those are your arguments right there. Anything short of those arguments will sound like it's just an issue of personal preference.
Tell them to treat the source code as if it was money and point them to the numerous examples of SourceSafe coming down in flames taking the source with it. Things like that are just not supposed to happen in a proper source control system.
The best argument against SourceSafe is that it is just isn't Safe, everything else can potentially be called "features we don't need".
First search google for the sheer quantity of pages describing how bad VSS is and share that with your coworkers.
Second, skip subversion and go straight to a proper distributed SCM like git or mercurial. Because merging is such an inherent part of distributed SCMs, they have to handle merges much better than centralized systems like svn. Subversion is still trying to retrofit itself to handle branching better, where the distributed systems were built correctly to begin with.
The clincher for us was the speed (i.e., the lack thereof) of VSS over VPN and low bandwidth hotel networks on the road and the problems of trying to tunnel through firewalls so that two teams at two different sites could quickly, securely, and reliably work from the same code repository. We were running two VSS repositories and packaging up "deliveries" that had to be merged into the other site's repository to keep them in sync.
The team grumbled for a while, but quickly got over it. TortoiseSVN is fantastic by itself and the AnkhSVN plug-in for Visual Studio really eased everyone into the changeover.
Looking back, I can't believe how many "Can you check in file SoAndSo?" e-mails we sent around, not to mention the "SourceSafe is down. We've got to restore the repository" e-mails.
Sheesh. After reading this comments and writing this response, I can't believe we put up with VSS for as long as we did.
Web page summarising problems with VSS - just point people to that URL
If you use VisualSVN the team won't miss VSS as much. 2 people being able to work on one file at the same time is a big selling point too.
The unreliability of source safe ("please fix the repository...") was enough of a sell for us. Andecdotally (I've never measured it) SVN also always seems faster. Good concurrent checkouts / merging.
I'd always figured that to a developer it was almost too obvious. SourceSafe just seems to break and die all too often to not want to replace it...
I don't remember any SourceSafe user ever liking the product. Do your colleagues actually like it?
I've got a similar issue with CVS at my current customer's usage. Since "it works" and they are mostly pleased with it, I cannot push them to change. But daily I sure wish they would!
Tell them to read this http://www.highprogrammer.com/alan/windev/sourcesafe.html
I would recommend that you go ahead and start introducing best practices to your sourcesafe usage with a view to changing to subversion further down the line. Hopefully this will make your actual subversion migration easier and give you time to sort plan out your development cycles, branching strategies et al. properly.
The other thing to consider is your development process in general. A source control management system is only ever part of the solution, to get the most out of subversion or any other product you will probably want to look at how it's usage interacts with your code review, qa and build processes.
We used to use SourceSafe. Then, when I joined the team I was in a different location and even though we have a fairly good LAN when I tried to check out the latest version it took 40 minutes. I persuaded them to convert to CVS (we now use SVN) and the checkout time dropped to a couple of minutes. SourceSafe was just too slow to be usable at a remote location.
We moved from SourceSafe to Source Gear Vault. This source control engine is very comfortable for some one used to SourceSafe. We finally decided to make the change after a couple SourceSafe corruption incidents, that came at critical times. So my advice would be to focus your sales presentation on SourceSafes unreliability.
Surely using source safe is enough reason to want to migrate to another source control system?
I used SVN and CVS at my old job and have moved to a company that uses Source safe (we are going to migrate to SVN) and just using VSS has been enough for me to take a serious dislike to it. I went in with an open mind, despite many of my colleagues from my previous job telling me horror stories about VSS I assumed that it would have gotten better since they used it.
Not being able to edit a file because somone else is/was editing it is ridiculous. I've tried to move to more distributed versioning systems like Bazzar which is made by cannonical however it's not mature enough in terms of the tools available.
Source safe gets in the way of development where SVN helps you almost every step of the way.
Plus Using tortoise Svn made code reviews a lot easier.
Only to the extend as you are able to herd a bunch of cats. I've been there twice and in both cases it took some serious problems in Source Safe before people saw the light. As a manager on the other hand I simply directed the team to use SVN and our productivity increased by 300% ( this was working with a group in India and in the US. We had code exchanges that used to take a long time before svn )
Also Trac mounts on top of Subversion. It's free and a great way to view the repository (timeline, wiki, etc)
As you're making these arguments, consider whether you need to address any policy your company may have about using open source tools. See this answer to a prior question: Switching source control
Make them use it and they will switch to something else :)
Now, being serious, tell them its not that hard to use it, many developers that I've known refused to switch because they related subversion to unix and wierd commands, show them interfaces like ToirtoiseSVN or VisualSVN, tell them that Subversion allows them to edit the same file withouth a forced locking like VSS does.
And last but not least, it is Open Source. It has lower cost than buying Team Foundation Server and if you look around you will see that small teams of developers work quite well with SVN.
I used SourceSafe on a small development team and was responsible for keeping it running.
I found the database gets corrupted pretty easily, and there isn't much recourse when that happens. The "repair" feature (as with most any Microsoft repair feature) just doesn't work 98% of the time.
Naturally, when our database became corrupt, we tried to restore from our backup archive. That was when we discovered the other bad thing about SourceSafe: its 2GB archive limit. We were making backups at our office for months before we ever realized that they couldn't be restored and were useless.
SourceSafe is just a disaster waiting to happen.
I'm planning on ditching SourceSafe in the next few weeks, after over a decade of putting up with it. Mostly I've been using it within the context of a small (< 5 person) team, and not had to do a lot of branching because there's been no call to do it.
However, the #1 problem for me, and always has been, is that the damn thing is so prone to corruption - if you have your SS database (lol, database; collection of randomly named files more accurately describes it) on a network drive, and something happens to your LAN connection partway through an add/checkin operation - 9 times out of ten you get "invalid handle" and the damn thing is corrupted in some way, and then you get to play Russian Roulette with the Analyzer tool.
I realised, a couple of months back, that for the past decade I had been making local zipped up copies of the source at every release of the software I was working on, because I didn't trust the source control system. What a waste of time.
So, it's going. I'll probably use Subversion and TortoiseSVN, because I think the team will need a UI to ease the transition.
In my previous job we started on VSS then moved to SVN and never looked back.
Just started a new job and they use VSS, fortunately the above problems are making them think about using SVN.
Not being able to add a file to a project because someone has the project file checked out is infuriating!
-- Lee
When I was at the launch for VS2005 I managed to corner a Microsofty and ask why SourceSafe was so awful to use. The reply I got was rather shocking, not just because of what he said but because he was so up front about what he'd said.
He told me that it was only really meant for one person to use and even then it wasn't very good at doing that.
My colleagues and I were a bit shocked we couldn't think of much else to do other than laugh out loud, as did the Microsofty! He then told us that it wasn't used internally.
So, we switched to subversion shortly after that. We'd pretty much decided to go for it before the launch event, but that just confirmed we'd made the right decision.
If dropping SourceSafe for another version control system I would recommend to go with Mercurial rather than with SVN
Joel Spolsky's wrote a very good introduction to Mercurial and you can use plug-in for Visual Studio as well.
Whenever i've worked in a team of 3 and they've started to increase numbers further moving away from VSS has seemed to be a natural step.
Also whenever i've shown people the benefits of Continuous Integration (specifically CruiseControl.NET); that in itself is often enough to warrant the move away from VSS to SVN (I find SVN works much better with CruiseControl.NET than VSS).
I'd suggest starting any new projects in SVN and migrate old projects across as and when necessary rather than a complete move from one to the other in a single step.
You'll be suprised how fast VSS dies off this way.
An excellent book on this topic is "Driving Technical Change."
I'm trying to setup a new computer to synchronize with my SVN repository that's hosted with cvsdude.com.
I get this error:
Here's what I did (these have worked in the past):
Downloaded and installed TortoiseSVN
Created a new folder C:\aspwebsite
Right-clicked, chose SVN Checkout...
Entered the following information, clicked OK:
Got TortoiseSVN error:
Rather than getting the error, TortoiseSVN should have asked for my username and password and then downloaded about 90MB.
Why can't I checkout from my Subversion repository?
Kent Fredric wrote:
Either their security certificate has expired, or their hosting is broken/down.
Contact CVSDude and ask them whats up.
It could also be a timeout, because for me their site is exhaustively slow..
It errors after only a couple seconds. I don't think it's a timeout.
Matt wrote:
Try visiting https://[redacted]-svn.cvsdude.com/aspwebsite and see what happens. If you can visit it in your browser, you ought to be able to get the files in your SVN client and we can work from there. If it fails, then there's your answer.
I can access the site in a web browser.
Check you proxy settings in TortoiseSVN->Settings->Network.
Maybe they are configured differently than in your web browser.
Late reaction, but I've struggled with this for a while so maybe I can save somebody some time by showing my solution.
My problem showed a bit different, but the cause might be the same.
In my situation, TortoiseSVN kept on trying to connect via a proxy server. I could access SVN via chrome, firefox and IE fine.
Turns out that there is a configuration file that has a different configuration than the GUI in TortoiseSVN shows.
Mine was located here: C:\Documents and Settings\[username]\Application Data\Subversion\, but you can also open the file via the TortoiseSVN gui.
In my file, http-proxy-exceptions was empty. After I specified it, everything worked fine.
[global]
http-proxy-exceptions = 10.1.1.11
http-proxy-host = 197.132.0.223
http-proxy-port = 8080
http-proxy-username = defaultusername
http-proxy-password = defaultpassword
http-compression = no
I realize this is an old question, but the same issue happened to me, but for a completely different reason.
It could be that cvs-dude changed certificates, so it no longer matches the certificate you have cached.
You can go to TortoiseSVN->Settings->Saved Data and click the 'Clear' button next to 'Authentication data' and then try again.
It sounds like you are almost definitely behind a proxy server.
Where this does not work for me behind my proxy:
svn checkout http://v8.googlecode.com/svn/trunk/ v8-read-only
this does:
svn --config-option servers:global:http-proxy-host=MY_PROXY_HOST --config-option servers:global:http-proxy-port=MY_PROXY_PORT checkout http://v8.googlecode.com/svn/trunk/ v8-read-only
UPDATE I forgot to quote my source :-)
http://svnbook.red-bean.com/en/1.1/ch07.html#svn-ch-7-sect-1.3.1
I just had a similar issue, but it didn't error immediately, so it may have not been the same issue.
I'm behind a firewall and changed my proxy settings (TortoiseSVN->Settings->Network) to access an open source repo yesterday. I received the error this morning trying to checkout a repo in the local domain behind the firewall. I just had to remove the proxy settting in TortoiseSVN->Settings->Network to get it work locally again.
This was driving me nuts and I solved it today. I'm posting in this old thread because I arrived here several times while searching for a solution. I hope it helps someone. For me, I checked svn-settings --> network --> Edit Subversion server file and found that there were some uncommented lines at the end:
http-proxy-host =
ssl-trust-default-ca = no
http-proxy-username =
http-proxy-password =
that differed from my co-workers. Once I comment these, it started working again.
Either their security certificate has expired, or their hosting is broken/down.
Contact CVSDude and ask them whats up.
It could also be a timeout, because for me their site is exhaustively slow..
After upgrading TortoiseSVN today, I fought this same issue. The post above about commenting out all proxy values in the server file above worked.
It is the problem with your proxy setting in TortoiseSVN. Connect using a network which doesn't use proxy or configure your proxy settings properly.
I've have the same problem like this, but using my own server. Maybe APACHE is allowing only limited connection to the same server. I'm increasing the max_connection and KeepAlive setting. So far so good.
I had a similar issue; turns out it was case-sensitivity issue. So, make sure you use the proper case.
Try pasting in the SVN URL into your browser's Address bar. You'll likely see that you cannot connect because of some issue with the URL. I had this issue just today and the problem was that I had mistyped the port number, but as others have noted it could also be a case-sensitivity issue, proxy settings, or other connection-level issues.
I did not have network settings changed in any way and thus most of the stuff presented here did not apply to me. After messing around a lot the comment about the virus scanner got me on the right track: There are some virus scanners like McAfee, that protect certain areas of the system directories and make them read-only. When you connect to a server for the first time, Tortoise SVN tries to write the certificate on one of these files which fails due to the protection. Switch off the protection briefly, start the check out and after the certificate dialog, you can switch it back on. This at least worked for me.
I got the same error today and discovered that the firewall was blocking the svn client
FYI, the KeepAlive set to On worked for me.
This can occur because of you are trying to checking out the repository by accessing it via a proxy server without enabling the proxy server in the place you need to change the settings in TortoiseSvn. So if you are using a proxy server make sure that you put a tick in "Enable Proxy Server" in Settings->Network and give your Server address and Port number in the relevant places. Now try to check out again.
Thank you to all the commenters on this page. When I first installed the latest TortoiseSVN I got this error.
I was using the latest version, so decided to downgrade to 1.5.9 (as the rest of my colleagues were using) and this got it to work. Then, once built, my machine was moved onto another subnet and the problem started again.
I went to TortoiseSVN->Settings->Saved Data and cleared the Authentication data. After this it worked fine.
make sure when you add your proxy entries to the server file, you add them under the [global] group. (That seemed to make the difference for me under ubuntu.)
I want to have my PHP Application labeled with the revision number which it uses, but don't want to use CruiseControl or update a file and upload it everytime. How should I do it?
SVN keywords is not a good solution. As others pointed out adding $Revision$ in a file only affects the specific file, which may not change for a long time.
Remembering to "edit" a file (by adding or removing a blank line) before every commit is pointless. You could as well just type the revision by hand.
One good way to do it (that I know of) is to have an automated deployment process (which is always a good thing) and using the command svnversion. Here is what I do:
Wherever I need the revision I do an include: <?php include 'version.php'; ?>. This "version.php" file only has the revision number. Moreover it is not part of the repository (it set to be ignored). Here is how I create it:
1) On projects where SVN is installed on the server, I also use it for deployment. Getting the latest version to the server I have a script that among other things does the following (it runs on the server):
cd /var/www/project
svn update
rm version.php
svnversion > version.php
2) On projects where SVN is not installed my deployment script is more complex: it creates the version.php file locally, zips the code, uploads and extracts it
Assuming your webroot is a checked-out copy of the subversion tree, you could parse the /.svn/entries file and hook out the revision number (4th line here)...
In PHP:
$svn = File('.svn/entries');
$svnrev = $svn[3];
unset($svn);
From this answer:
You can do it by adding the following anywhere in your code
$Id:$
So for example Jeff did:
<div id="svnrevision">svn revision: $Id:$</div>
and when checked in the server replaced $Id:$ with the current revision number. I also found this reference.
There is also $Date:$, $Rev:$, $Revision:$
In most cases the code on the server would actually contain an "Export" of the code, not a checkout, and therefore not contain the .svn folders. At least that's the setup I see most often. Do others actually check out their code onto the web server?
You can get close with SVN Keywords. Add $Revision$ where you want the revision to show, but that will only show the last revision that particular file was changed, so you would have to make a change to the file each time. Getting the global revision number isn't possible without some sort of external script, or a post-commit hook.
see my response to this similar question http://stackoverflow.com/questions/975083/mark-svn-export-with-revision/2373900#2373900
If you capture the revision number when you export you can
svn export /path/to/repository | grep ^Exported > revision.txt
To strip everything but the revision number, you can pipe through this sed command
svn export /path/to/repository | grep ^Exported | sed 's/^[^0-9]\+\([0-9]\+\).*/\1/' > revision.txt
The easiest way is to use the subversion "Keyword Substitution".
There is a guide here in the svnbook.
You'll basically just have to add the text $Rev$ somewhere in your file. Then enable the keyword in your repo. On checkout svn will substitute the revision number into the file.
Hope that puts you in the right direction,
Brian Gianforcaro
Another possibility to do this is to run a cron that executes the steps described in the "Deploy Process" (assuming it is a *nix/FreeBSD server).
You could also do it like this:
$status = @shell_exec('svnversion '.realpath(__FILE__));
if ( preg_match('/\d+/', $status, $match) ) {
echo 'Revision: '.$match[0];
}
If performance is an issue, then you could do:
exec('svn info /path/to/repository', $output);
$svn_ver = (int) trim(substr($output[4], strpos($output[4], ':')));
This of course depends on your having done a checkout, and the presence of the svn command.
Bit late now, but use a Subversion post-commit hook. In your repository's hooks folder, create a shell script like this one:
#!/bin/bash
REPOS="$1"
REV="$2"
cd /web/root
rm -f /web/root/templates/base.html
/usr/bin/svn update
/bin/sed -i s/REVISION/$REV/ /web/root/templates/base.html
This particular example assumes your live site is in /web/root and the development code is held elsewhere. When you commit a dev change, the script deletes the prior live template (to avoid conflict messages), runs the update and replaces occurrences of REVISION in the template with the actual revision number.
More on hooks here
This is how I got it to work. If your server is setup to allow shell_exec AND you have SVN installed just run:
$revision = `svnrevision`;
or
$revision = shell_exec('svnrevision');
duplicate: How do I sync the SVN revision number with my ASP.NET web site?
How can you automatically import the latest build/revision number in subversion?
The goal would be to have that number visible on your webpage footer like SO does.
Have your build process call the svnversion command, and embed its output into generated {source|binaries}. This will not only give the current revision (as many other examples here do), but its output string will also tell whether a build is being done in a mixed tree or a tree which doesn't exactly match the revision number in question (ie. a tree with local changes).
With a standard tree:
$ svnversion
3846
With a modified tree:
$ echo 'foo' >> project-ext.dtd
$ svnversion
3846M
With a mixed-revision, modified tree:
$ (cd doc; svn up >/dev/null 2>/dev/null)
$ svnversion
3846:4182M
Add svn:keywords to the SVN properties of the source file:
svn:keywords Revision
Then in the source file include:
private const string REVISION = "$Revision$";
The revision will be updated with the revision number at the next commit to (e.g.) "$Revision: 4455$". You can parse this string to extract just the revision number.
The svnversion command is the correct way to do this. It outputs the revision number your entire working copy is at, or a range of revisions if your working copy is mixed (e.g. some directories are up to date and some aren't). It will also indicate if the working copy has local modifications. For example, in a rather unclean working directory:
$ svnversion
662:738M
The $Revision$ keyword doesn't do what you want: it only changes when the containing file does. The Subversion book gives more detail. The "svn info" command also doesn't do what you want, as it only tells you the state of your current directory, ignoring the state of any subdirectories. In the same working tree as the previous example, I had some subdirectories which were newer than the directory I was in, but "svn info" doesn't notice:
$ svn info
... snip ...
Revision: 662
It's easy to incorporate svnversion into your build process, so that each build gets the revision number in some runtime-accessible form. For a Java project, for example, I had our makefile dump the svnversion output into a .properties file.
(Charles Duffy already pointed out svnversion, but I'm new here and don't have enough reputation to vote him up.)
svn info <Repository-URL>
or
svn info --xml <Repository-URL>
Then look at the result. For xml, parse /info/entry/@revision for the revision of the repository (151 in this example) or /info/entry/commit/@revision for the revision of the last commit against this path (133, useful when working with tags):
<?xml version="1.0"?>
<info>
<entry
kind="dir"
path="cmdtools"
revision="151">
<url>http://myserver/svn/stumde/cmdtools</url>
<repository>
<root>http://myserver/svn/stumde</root>
<uuid>a148ce7d-da11-c240-b47f-6810ff02934c</uuid>
</repository>
<commit
revision="133">
<author>mstum</author>
<date>2008-07-12T17:09:08.315246Z</date>
</commit>
</entry>
</info>
I wrote a tool (cmdnetsvnrev, source code included) for myself which replaces the Revision in my AssemblyInfo.cs files. It's limited to that purpose though, but generally svn info and then processing is the way to go.
svn info gives this information:
svn info | awk '/^Revision:/ { print $2 }'
Using c# and SharpSvn (from http://sharpsvn.net) the code would be:
//using SharpSvn;
long revision = -1;
using(SvnClient client = new SvnClient())
{
client.Info(path,
delegate(object sender, SvnInfoEventArgs e)
{
revision = e.Revision;
});
}
You don't say what programming language/framework you're using. Here's how to do it in Python using PySVN
import pysvn
repo = REPOSITORY_LOCATION
rev = pysvn.Revision( pysvn.opt_revision_kind.head )
client = pysvn.Client()
info = client.info2(repo,revision=rev,recurse=False)
revno = info[0][1].rev.number # revision number as an integer
If you have tortoise SVN you can use SubWCRev.exe
Create a file called:
RevisionInfo.tmpl
SvnRevision = $WCREV$;
Then execute this command:
SubWCRev.exe . RevisionInfo.tmpl RevisionInfo.txt
It will create a file ReivisonInfo.txt with your revision number as follows:
SvnRevision = 5000;
But instead of using the .txt you could use whatever source file you want, and have access to the reivsion number within your source code.
In Rails I use this snippet in my environment.rb which gives me a constant I can use throughout the application (like in the footer of an application layout).
SVN_VERSION = IO.popen("svn info").readlines[4].strip.split[1]
Here is a hint, how you might use Netbeans' capabilities to
create custom ant tasks which would generate scm-version.txt:
Open your build.xml file, and add following code right after
<import file="nbproject/build-impl.xml"/>
<!-- STORE SUBVERSION BUILD STRING -->
<target name="-pre-compile">
<exec executable="svnversion"
output="${src.dir}/YOUR/PACKAGE/NAME/scm-version.txt"/>
</target>
Now, Netbeans strores the Subversion version string to scm-version.txt everytime you make clean/build.
You can read the file during runtime by doing:
getClass().getResourceAsStream("scm-version.txt"); // ...
Don't forget to mark the file scm-version.txt as svn:ignore.
Well, you can run 'svn info' to determine the current revision number, and you could probably extract that pretty easily with a regex, like "Revision: ([0-9]+)".
If you are running under GNU/Linux, cd to the working copy's directory and run:
From my experience, svn info does not give reliable numbers after renaming directories.
In my latest project I solved this problem by using several tools, SVN, NAnt, and a custom NAnt task.
svn info --xml ./svnInfo.xml<xmlpeek>The version related sections of my build script look like this:
<!-- Retrieve the current revision number for the working directory -->
<exec program="svn" commandline='info --xml' output="./svnInfo.xml" failonerror="false"/>
<xmlpeek file="./svnInfo.xml" xpath="info/entry/@revision" property="build.version.revision" if="${file::exists('./svnInfo.xml')}"/>
<!-- Custom NAnt task to replace strings matching a pattern with a specific value -->
<replace file="${filename}"
pattern="AssemblyVersion(?:Attribute)?\(\s*?\"(?<version>(?<major>[0-9]+)\.(?<minor>[0-9]+)\.(?<build>[0-9]+)\.(?<revision>[0-9]+))\"\s*?\)"
value="AssemblyVersion(${build.version})"
outfile="${filename}"/>
The credit for the regular expression goes to: http://code.mattgriffith.net/UpdateVersion/. However, I found that UpdateVersion did not meet my needs as the pin feature was broken in the build I had. Hence the custom NAnt task.
If anyone is interested in the code, for the custom NAnt replace task let me know. Since this was for a work related project I will need to check with management to see if we can release it under a friendly (free) license.
You want the Subversion info subcommand, as follows:
$ svn info .
Path: .
URL: http://trac-hacks.org/svn/tracdeveloperplugin/trunk
Repository Root: http://trac-hacks.org/svn
Repository UUID: 7322e99d-02ea-0310-aa39-e9a107903beb
Revision: 4190
Node Kind: directory
Schedule: normal
Last Changed Author: coderanger
Last Changed Rev: 3397
Last Changed Date: 2008-03-19 00:49:02 -0400 (Wed, 19 Mar 2008)
In this case, there are two revision numbers: 4190 and 3397. 4190 is the last revision number for the repository, and 3397 is the revision number of the last change to the subtree that this workspace was checked out from. You can specify a path to a workspace, or a URL to a repository.
A C# fragment to extract this under Windows would look something like this:
Process process = new Process();
process.StartInfo.FileName = @"svn.exe";
process.StartInfo.Arguments = String.Format(@"info {0}", path);
process.StartInfo.UseShellExecute = false;
process.StartInfo.RedirectStandardOutput = true;
process.Start();
// Parse the svn info output for something like "Last Changed Rev: 1234"
using (StreamReader output = process.StandardOutput)
{
Regex LCR = new Regex(@"Last Changed Rev: (\d+)");
string line;
while ((line = output.ReadLine()) != null)
{
Match match = LCR.Match(line);
if (match.Success)
{
revision = match.Groups[1].Value;
}
}
}
(In my case, we use the Subversion revision as part of the version number for assemblies.)
I use the MSBuild Community Tasks project which has a tool to retrieve the SVN revision number and add it to your AssemblyInfo.vb. You can then use reflection to retrieve this string to display it in your UI.
Here's a full blog post with instructions.
if you're using svnant, you can use wcVersion, which duplicates svnveresion and returns digestible values. see: http://subclipse.tigris.org/svnant/svn.html#wcVersion
I created an SVN version plug-in for the Build Version Increment project on CodePlex. This SVN plug-in will pull the latest change revision number from your working copy and allow you to use that in your version number, which should accomplish exactly what you're trying to do. Build Version Increment is pretty flexible and will allow you to set up how the versioning is done in a number of ways.
BVI only works with Visual Studio, but since you're using Asp.Net, that won't be a problem. It doesn't require writing any code or editing xml, so yay!
Version Control with Subversion recommends the following layout for (single-project) repositories (complemented by this question):
/trunk
/tags
/rel.1 (approximately)
...
/branches
/rel1fixes
What are the relative merits of this arrangement when compared with a (perhaps) more process-oriented one?:
/development
/current
/stable
/qa (maybe)
...
/production
/stable
/Prod.2
/Prod.1
/vendor
/Rel.5.1
/Rel.5.2
Please note that I'm thinking of in-house deployment, rather than building a product.
Disclaimer: although I'm a Subversion user, I've never had to deploy with it in a real live environment.
The main difference between the recommended layout and your proposed layout is that the recommended layout is somewhat self-documenting as to where to commit things, and how it behaves.
For example, in the recommended layout, it's obvious that all new development is committed to trunk, and most branches are made from trunk. Also, it's obvious that you should never commit anything into /tags. Finally, it's safe to assume that branches are truly branches, which may contain changes specific to that particular branch purpose.
With the proposed layout, some of these things are less certain. Is /development/stable branched from /current? What's the relation between /development/stable and /production/stable? Which of these directories are tags, and which ones can I actually check stuff into?
Certainly this behavior can be documented, but by sticking to the accepted layout that everybody uses, you'll have an easier time getting new hires up to speed on how it works.
I'll try and sum up the answers so far:
I have made this a community answer; please feel free to correct or extend any deficiencies, for which I apologise.
You've described the two pretty much standard models for repository organization: dev-test-prod and trunk-branch. Eric Sink does a nice job of describing them in his Source Control HOWTO. One thing to note is that the way most people use trunk-branch is to create a branch for each version as it is released to customers, which then becomes the maintenance branch.
I would tend to prefer trunk-branch since it doesn't require migrating every single change from development to test to production. Only changes that need to be backported to maintance branches or bugfixes that migrate from the maintance branch to the trunk need to be migrated.
However, one circumstance were dev-test-prod might be preferable is in web development, where the concept of versions released to customers doesn't really exist. Prod, in this case, would be whatever's running on the server right now, while code is being worked on in dev and test and constantly migrated into the application, rather than being released in one big chunk.
I think flexibility and avoiding ambiguity is your answer.
By using version numbers you do not tie yourself to where that version is deployed.
For example you might have version 1.3 which is deployed as development, 1.2 which is in test and 1.1 which is in production. If you wanted you could easily add another staging environment for another version without having to change your subversion layout.
Nobody can argument what version 1.1 of the code is, but "production-stable" version is ambiguous.
Whenever you deal with real live environments, you would want your developers to be able to understand your repository as easily as possible. A good way to do this is by adhering to the recommended Subversion standard layout.
Although I personally use the layout recommended in the SVN book, you probably should not restrict yourself to it if your layout works better for you. I would keep the branch directory since its usage and purpose is pretty clear from the name. Apart from that, really, anything goes if it works for you.
I think your plan is pretty good, really. How will you account for branches where a programmer is wandering off on their own just trying something? Maybe like /development/jfm3-messing-around ?
I have a SVN structure like this:
/Projects
/Project1
/Project2
/someFolder
/Project3
/Project4
Now, i would like to move all the projects into the /Projects folder, which means I want to move Projects 3 and 4 from /someFolder into the /projects folder.
The caveat: I'd like to keep the full history. I assume that every client would have to check out the stuff from the new location again, which is fine, but I still wonder what the best approach is to move directories without completely destroying the History?
Subversion 1.5 if that matters.
svn help rename
Moving/renaming in subversion keeps history intact.
svn move SRC DST
$ svn move -m "Move a file" http://svn.red-bean.com/repos/foo.c http://svn.red-bean.com/repos/bar.c
svn move will keep your history.
IN order to do that, you'll have to use svn's specific move/rename functions (check TortoiseSVN help if you use this for example). If you move the files by yourself and then commit the changes i'm not sure that history will be kept.
Moving directories in Subversion doesn't destroy history, AFAIK.
You can use the svn copy command. It keeps your history. You just have to deselect the Option "Stop on copy/rename" while showing the Log (Example for Tortoise).
Take a closer look at the Subversion-Book svn copy
Drag-drop it using the repo-browser and rebind your local folder to your SVN server.
As far as I know, only Bazaar allow to keep history on directories, espacially when talking about moving directories. SVN allows you to keep history when moving files, but not directories.
How often should I commit changes to source control ? After every small feature, or only for large features ?
I'm working on a project and have a long-term feature to implement. Currently, I'm committing after every chunk of work, i.e. every sub-feature implemented and bug fixed. I even commit after I've added a new chunk of tests for some feature after discovering a bug.
However, I'm concerned about this pattern. In a productive day of work I might make 10 commits. Given that I'm using Subversion, these commits affect the whole repository, so I wonder if it indeed is a good practice to make so many ?
Anytime I complete a "full thought" of code that compiles and runs I check-in. This usually ends up being anywhere between 15-60 minutes. Sometimes it could be longer, but I always try to checkin if I have a lot of code changes that I wouldn't want to rewrite in case of failure. I also usually make sure my code compiles and I check-in at the end of the work day before I go home.
I wouldn't worry about making "too many" commits/check-ins. It really sucks when you have to rewrite something, and it's nice to be able to rollback in small increments just in case.
When you say you are concerned that your "commits affect the whole repository" --- are you referring to the fact that the whole repository's revision number increases? I don't know how many bits Subversion uses to store it, but I'm pretty sure you're not going to run out of revision numbers! Many commits are not a problem. You can commit ten times as often as the guy next door and you won't increase your carbon footprint at all.
A single function or method should be named for what it does, and if the name is too long, it is doing too much. I try to apply the same rule to check-ins: the check-in comment should describe exactly what the change accomplishes, and if the comment is too long, I'm probably changing too much at once.
I personally commit every logical group of code that is finished/stable/compiles and try not to leave the day without committing what I did that day.
I like this small article from Jeff Atwood: Check In Early, Check In Often
If you are making major changes and are concerned about affecting others working on the code, you can create a new branch, and then merge back into the trunk after your changes are complete.
Don't commit code that doesn't actually work. Don't use your repository as a backup solution.
Instead, back up your incomplete code locally in an automated way. Time Machine takes care of me, and there are plenty of free programs for other platforms.
I commit everytime I'm done with a task. That usually takes 30 mins to 1 hr.
Your current pattern makes sense. Keep in mind how you use this source control: what if you have to rollback, or if you want to do a diff? The chunks you describe seem like exactly the right differential in those cases: the diff will show you exactly what changed in implementing bug #(specified in checkin log), or exactly what the new code was for implementing a feature. The rollback, similarly, will only touch one thing at a time.
The rule of thumb, that I use, is check-in when the group of files being checked-in can be covered by a single check-in comment.
This is generally to ensure that check-ins are atomic and that the comments can be easily digested by other developers.
It is especially true when your changes affect a configuration file (such as a spring context file or a struts config file) that has application wide scope. If you make several 'groups' of changes before checking in, their impact overlaps in the configuration file, causing the 2 groups to become merged with each other.
I follow the open-source mantra (paraphrased) - commit early, commit often.
Basically whenever I think I've added useful functionality (however small) without introducing problems for other team members.
That last proviso is an important one. Breaking the build (in our shop, at least) is an offence punishable by ridicule, mocking of your IT skills and intense questioning of your parentage :-)
I don't think you should worry so much about how often. The important thing here is what, when and why. Saying that you have to commit every 3 hours or every 24 hours really makes no sense. Commit when you have something to commit, don't if you don't.
Here's an extract from my recommended best practices for version control:
[...] If you are doing many changes to a project at the same time, split them up into logical parts and commit them in multiple sessions. This makes it much easier to track the history of individual changes, which will save you a lot of time when trying to find and fix bugs later on. For example, if you are implementing feature A, B and C and fixing bug 1, 2 and 3, that should result in a total of at least six commits, one for each feature and one for each bug. If you are working on a big feature or doing extensive refactoring, consider splitting your work up into even smaller parts, and make a commit after each part is completed. Also, when implementing independent changes to multiple logical modules, commit changes to each module separately, even if they are part of a bigger change.
Ideally, you should never leave your office with uncommitted changes on your hard drive. If you are working on projects where changes will affect other people, consider using a branch to implement your changes and merge them back into the trunk when you are done. When committing changes to libraries or projects that other projects?and thus, other people?depend on, make sure you don?t break their builds by committing code that won?t compile. However, having code that doesn?t compile is not an excuse to avoid committing. Use branches instead. [...]
Depends on your source code system and what else you have in place. If you're using Git, then commit whenever you finish a step. I use SVN and I like to commit when I finish a whole feature, so, every one to five hours. If I were using CVS I'd do the same.
I also like to commit after I finish a chunk of work, which is often several times a day. I think it's easier to see what's happening in small commits than big ones. If you're worried about too many commits, you may consider creating a branch and merging it back to the trunk when the whole feature is finished.
Here's a related blog post: Coding Horror: Check In Early, Check In Often
I agree with several of the responses: do not check in code that will not compile; use a personal branch or repository if your concern is having a "backup" of the code or its changes; check in when logical units are complete.
One other thing that I would add is that depending on your environment, the check-in rate may vary with time. For example, early in a project checking in after each functional piece of a component is complete makes sense for both safety and having a revision history (I am thinking of cases where earlier bits get refactored as later ones are being developed). Later in the project, on the other hand, entirely complete functionality becomes more important, especially during integration development/testing. A half-integration or half-fix does not help anyone.
As for checking in after each bug fix: unless the fix is trivial, absolutely! Nothing is more of a pain than finding that one check in contained three fixes and one of them needs to be rolled back. More often than not it seems that in that situation the developer fixed three bugs in one area and unwinding which change goes to which bug fix is a nightmare.
As others have stated, try to commit one logical chunk that is "complete" enough that it does not get in other devs' way (e.g., it builds and passes automated tests).
Each dev team / company must define what is "complete enough" for each branch. For example, you may have feature branches that require the code only to build, a Trunk that also requires code to pass automated tests, and labels indicating something has passed QA testing... or something like that.
I'm not saying that this is a good pattern to follow; I'm only pointing out that how done is "done" depends on your team's / company's policies.
If your version control comment is longer than one or two sentences, you probably aren't committing often enough.
I like to commit changes every 30-60 minutes, as long as it compiles cleanly and there are no regressions in unit tests.
The moment you think about it.
(as long as what you check in is safe)
Well, you could have your own branch to which you can commit as often as you like, and when you are done with your feature, you could merge it to the main trunk.
On the frequency of Commits, I think of it this way, how much pain would it be to me if my hard disk crashed and I hadn't committed something - the quantum of this something for me is about 2 hours of work.
Of course, I never commit something that doesn't compile.
At least once a day.
I don't have a specific time limit per commit, I tend to commit once a test has passed and I'm happy with the code. I wouldn;t commit code that does not compile or is otherwise in a state that I would not feel good about reverting to in case of failure
You have to balance the compromise between safety and recoverability on the one hand and ease of change management for the entire project on the other.
The best scheme that I've used has had two answers to that question.
We used 2 completely separate repositories : one was the project wide repository and the other was our own personal repository (we were using rcs at the time).
We would check into our personal repository very regularly, pretty much each time you saved your open files. As such the personal repository was basically a big, long ranging, undo buffer.
Once we had a chunk of code that would compile, tested ok and was accepted as being ready for general use it was checked into the project repository.
Unfortunately this system relied on the use of different VCS technologies to be workable. I've not found any satisfactory method of achieving the same results while using two of VCS of the same type (eg. two subversion repositories)
However, I have had acceptable results by creating "personal" development branches in a subversion repository - checking into the branch regularly and then merging into the trunk upon completion.
If you're working on a branch which won't be released, a commit is always safe.
However, if you are sharing it with other developers, committing non-working code is likely to be a bit annoying (particularly if it's in an important place). Normally I only commit code which is effectively "working" - not that it's been fully tested, but that I've ascertained that it does actually compile and not fail immediately.
If you're using an integrated bug tracker, it may be helpful to do separate commits if you've fixed two bugs, so that the commit log can go against the right bugs. But then again, sometimes one code change fixes two bugs, so then you just have to choose which one to put it against (unless your system allows one commit to be associated with multiple bugs)
I still believe in the phrase 'commit often, commit early'. I prefer decentralized VCS like Mercurial and there's no problem to commit several things and push it upstream later.
This is really a common question, but the real question is: Can you commit unfinished code?
Whenever you finish some code that works and won't screw anyone else up if they get it in an update.
And please make sure you comment properly.
I also like to check in regularly. That is every time I have a completed a step towards my goal.
This is typically every couple of hours.
My difficulty is finding someone willing and able to perform so many code reviews.
Our company policy is that we need to have a code review before we can check anything in, which makes sense, but there is not always someone in the department who has time to immediately perform a code review. Possible Solutions:
Anyone have any suggestions on where to start for a newbie wanting to try out some sort of source-control along with a new journey into ASP.NET? SVN, VSS, CVS...I dont even know where to start!
just make sure you stay the hell away from visual source safe.
Eric Sink's Source Control HOWTO.
Read it, then download Subversion (free) or Vault (free for a single user) and start playing around with it.
Lots of people here have suggested introductions and comprehensive how-tos, which are all good for telling you how to do what you want.
In addition, I'd give three pieces of advice for the novice on how to know what you want:
1) Version-control EVERYTHING (that is, everything you write).
Version-control the project files. Version-control your test cases. Version-control any little scripts you use to copy things around. Version-control your todo list. Definitely version control your design notes. Once you're familiar with the commands it costs nothing, and some day you'll be glad of the history of a file you'd never imagined needing to roll back.
2) When you're happy with a change, check it in immediately. And check it all in.
If you work in sequential steps (and that doesn't always happen - you can get distracted - but it's good practice), then at the start of each new step you should have 0 modified files in your checkout. You may even want to check in unfinished non-working code, depending on what suits you.
3) When you reach a milestone, tag it.
Even your own personal goals (inch-pebbles). If you can't be bothered with tagging, just make a note of the date and time (in, you guessed it, a version-controlled file). If a particular version is memorable for some reason ("I finished the back-end", "I sent it to someone else to look at"), you want to know exactly what was in it. And diffing against the repository diagnoses some kinds of bugs faster than the debugger.
Very Subversion specific but it gives a decent understanding of version control basics.
I think the easiest way is to get a free SVN server through some free provider. I use assembla.
Then, if you are in Windows, you should download TortoiseSVN. That is by far the easiest Subversion client to use.
Start by importing a current project into the repository and then you are ready to go.
I reccomend SVN to start off with, bit easier to get the hang of than some others.
Tortoise is a good start. It's simple to install and integrates with the windows shell, meaning everything is fairly intuitive on Right-clicks on folders / files etc. Pretty good doc as well.
You will also need a SVN server / host to connet to... I can reccomend Assembla which is free to register with and gives you a SVN server to play with.
I will recommend Subversion or Visual Studio Team Foundation Systems depending on how much money you are willing to shell out.
Check out Visual SVN (Subversion for die-hard VS fans) - it integrates nicely with Visual Studio: http://www.visualsvn.com/
If you are just getting started, I would recommend reading through the free Subversion book. It is a widely-used system, free, and should be relatively easy to comprehend once you get going.
If you're 100% .NET, and you have an MSDN developer license, run TFS for Workgroups. Its pretty simple and solid.
If you don't have a license, check out Subversion. Its a nice, free source control that has plugins for Visual Studio integration.
I first got introduced to svn using tortoise svn, loved it and later a company used Visual Sourcesafe, how I missed using tortoise.
Get a copy of the book Pragmatic Version Control Using Subversion - it will help you get started.

Since nobody has mentioned this yet, I'd recommend looking at Git as well. There's even a free source hosting service: github.
Nowadays I would just start with a distributed system. They are easier to set up (you don't need to set up a server and/or find one on-line: just init some random directory and start doing your stuff) and just as easy/hard to understand as the centralized ones.
Here are a few that people should take a look when choosing a distributed revision control system:
If you're stuck in Windows, I would stay away from Git (at least for the time being). There seems to be support for Git on Windows in progress, but I haven't tried it yet.
Have to second reading the Subversion book. Plus, the software is free, runs on most environments, and is easy to get going.
The Pragmatic series has two of the best books I have read to help get your head around version control. They have versions for SVN and CVS. I really like their chapters on tags and branches.
What source control to use really depends on your environment, your corporate culture and the general situation of how projects are handled in your company. The newer "Visual Source Safe" in Team Foundation is hands down better than the piece of crud that VSS used to be. and is good in a Microsoft shop with one or few locations. I've also used Subversion very successfully, and it integrates well into Eclipse. I don't like to put down products, since all have their positive and negative points, I guess. But the two I mentioned above are really good source/version control products. If you are just getting started and want to get your feet wet and learn source control practices and general concepts, download an open source product like CVS or Subversion, load it up and try it out.
http://www.ericsink.com/scm/source_control.html has some good information to work with.
-- I am re-editing this comment to note that it looks like someone else linked to that source control link in a previous post. :) darn it, I wasn't the first to post it.
Just getting tools installed is not enough. You need to understand how the particular technology works (like SVN) and how the whole source tree supposed to work: best structure, tagging, branching, merging and so fourth. Since we use SVN I recommend Subversion Book. It has some good explanations of source control concepts.
Check out Subversion (SVN) to start. As suggested in other posts, there's an excellent free ebook that not only covers how to use SVN but is an excellent start on the concepts.
For an easy to setup server, check out the free server from VisualSVN.
If you use Visual Studio, you can use their add-in (costs) or the open source Ankh SVN addin. If you're using other IDEs, Tortoise SVN integrates with Explorer in Windows.
Start with Subversion. The documentation is online, and the Pragmatic Programmers Svn book is great.
If you're on Windows you can also get TortoiseSvn (free) for explorer integration or VisualSvn (commercial) for Visual Studio integration. For the Mac, Versions looks like a nice stand alone client, and XCode 3 has svn integration built in. Still I'd spend a bit of time in the command line using the svn client to really figure out what you're doing.
After getting comfortable with the way svn works, then you can get into distributed version control systems like Git, Bazaar, or Mercurial, but I've seen enough professional developers have problems wrapping their heads around the basics of version control (branching merging etc) that I'd get comfortable with that first before moving to distributed systems.
Stay the hell away from Visual SourceSafe (VSS). It is poop. Your code is not safe. See these many links as to why not to use VSS.
subversion ftw.
You could start browsing through this site.
In my opinion if you already have Viual Source Safe and you are a single developer doing work with VS, it is perfectly fine. Its a simple system that works well enough for small single developer projects. I have used it for years without any trouble for small projects. Easy to manage and backup as well.
I believe that strating point is with Distributed version control system (like mercurial or git). There are some advandtages of using it :
I recommended trying on of the free distributed version control systems. Most of them are very easy to setup on your personal PC and come with good documentation. Here are my favourites 1. Bazaar 2. Mercurial 3. Git (only for *nix based systems as far as I know)
See a list here:
http://en.wikipedia.org/wiki/List_of_revision_control_software
Comments on products that I've used:
VSS - Haven't used it in a while now (several years), at the time it did the basics of what we wanted but we were running into a variety of issues regularly enough that we actively sought out a better solution. If you've got free access then it wouldn't hurt to get exposure to their implementation to see what was at the time a different way of dealing with the issues (they may have come into line with the rest of the products by now).
CVS - Used this at a previous company, and worked with the original author of tortoiseCVS so I'm a little biased perhaps in thinking that it was a decent open source solution. I'd recommend starting here personally, everythings easily available and widely used.
Perforce - Our companies current source control solution and pretty much universally well regarded on the team. A couple of alternative UI's that people can choose between and good command line support too (vital for tools interaction). If you're evaluating for a company I'd certainly include this in your list to look at.
Try Unfuddle for a free hosted SVN source control.
Another vote for Subversion / TortoiseSVN but note that it doesn't play nicely with a FAT32 domestic NAS.
I've been losing faith to the whole source control community. Everyone is saying VSS is hell bad, likes those old bias, C++ is way better than C, Win Vista is terrible and XP is too old to serve the world. Yet still lots of people using them. You never know how you would like a tool before you use it. And every version control application consists of bugs and defects. And VSS is just so difficult to drop.
Visual Source Safe (VSS) is fine for a beginner, because you won't know what you're missing. When you need something more complicated, then worry about getting some other product.
When a branch is reintegrated to the trunk, is that branch effectively dead? Can you make modifications to the branch after the reintegration and merge those back into the trunk at a later date?
You can do it technically, you branch is not dead nor disabled, but it is not recommended to merge from branch to trunk after reintegration.
You can find a full discussion about the reason for that, here: Subversion merge reintegrate
Basically, it says, that it is possible to merge your changes again to the trunk, but since reintegration forces you to merge from trunk to branch prior to the reintegrate operation you'll be facing Reflective/Cyclic Merge which is very problematic in Subversion 1.5.
According to the article, it is recommended to delete your reintegrated branch immediately after reintegration and create a new one with the same (or different) name instead.
This is a known Subversion behavior which will be addressed in future version (probably in 1.6)
Actually you need to do a --record-only merge from trunk into your branch of the revision that was created by the --reintegrate commit.
$ cd trunk
$ svn merge --reintegrate ^my-branch
$ svn commit
Committed revision 555.
# this revision is ^^^^ important
And now you record it
$ cd my-branch
$ svn merge --record-only -c 555 ^trunk
$ svn commit
You are happy to keep the branch now
More info here
After you reintegrate from a branch into the trunk, you should do one of two things:
Delete your branch. This is the easiest, but it makes it harder to see the branch's history.
Tell your branch not to merge the reintegrate commit. If you reintegrate to the trunk, and commit it as revision X, you can run this command on your branch: svn merge --record-only -c X url-to-trunk. However, you shouldn't do this if you made any changes as part of the commit, other than the merge itself. Any other changes will never make it back into your branch.
Some advice on merging the changes back if someone makes changes the branch multiple times (pre 1.5): remember at which revision you did the merge! Either write the revision numbers down somewhere, or (which is easier) make a tag. (you can of course find it out later, but thats a pita)
Example:
you have a repository layout like this:
/your_project
/trunk
/branches
/tags
Lets say it is a web app and you have planned to make a release. You would create a tag, and from that (or from trunk) a branch in which you do the bugfixes
/your_project
/trunk
/branches
/1.0.0-bugfixes
/tags
/1.0.0
Doing it this way, you can integrate the new features in the trunk. All bugfixes would happen only withing the bugfix branch and before each relaese you make a tag of the current version (now from the bugfix branch).
Lets assume you did a fair amount of bugfixing and released those to the production server and you need one of those features desperately in the current trunk
/your_project
/trunk
/branches
/1.0.0-bugfixes
/tags
/1.0.0
/1.0.1
/1.0.2
You can now just integrate the changes between 1.0.0 and 1.0.2 in your trunk (assuming you are in your working copy)
svn merge http://rep/your_project/tag/1.0.0 http://rep/your_project/tag/1.0.2 .
This is what you should remember, you already merged the changes between 1.0.0 and 1.0.2 upon the trunk. Lets assume there are more changes in the current production release:
/your_project
/trunk
/branches
/1.0.0-bugfixes
/tags
/1.0.0
/1.0.1
/1.0.2
/1.0.3
/1.0.4
You are now ready to release the new version from trunk, but the last changes of your bugfixes are still missing:
svn merge http://rep/your_project/tag/1.0.2 http://rep/your_project/tag/1.0.4 .
Now you have all changes merged on your trunk, and you can make your release (don't forget to test it first).
/your_project
/trunk
/branches
/1.0.0-bugfixes
/1.1.0-bugfixes
/tags
/1.0.0
/1.0.1
/1.0.2
/1.0.3
/1.0.4
/1.1.0
As everyone has already said it here: the branch isn't dead and commits to the branch can continue just fine.
Sometimes though you want to kill the branch after the merge. The only reliably solution is to delete the branch. The downside is that then it's harder to find the branch again if you wanted to have a look at it, say, for historical reasons. So, many people leave the "important" branches lying around and having an agreement of not changing them. I wish there was a way to mark a branch dead/readonly, thus ensuring nobody can commit to it until further notice.
No the branch is still alive but, at that moment, is exactly the same as the trunk. If you keep developing on the branch, you are free to re-merge with the trunk later on.
You can merge from a branch to trunk, or trunk to a branch, as many times as you want.
You can, but you shouldn't. Creating a new branch costs nothing in terms of repository size.
When you do a merge, you specify the target. You can merge the differences of TreeA and TreeB to TreeC if you like. As Chris implies, your question doesn't really make that much sense. If you merge your branch into the trunk, the branch remains untouched. If the branch isn't needed afterwards, you could delete it.
You can keep on developing on the branch, the feature you will need is merge-tracking which is in Subversion 1.5, this means that additional merges from the branch only include new changes.
I'm one of the AnkhSVN developers, so I shall not comment on which you should choose.
But why don't you try for yourself? VisualSVN has a 30 days trial, and AnkhSVN is free.
AnkhSVN 2.0 contains more new code, than code from AnkhSVN 1.X and AnkhSVN is now a real VAPI SCC provider. When comparing the products you should look at AnkhSVN 2.0 and Visual SVN (And not at AnkhSVN 1.X, as that is a completely different beast)
The current version of AnkhSVN and VisualSVN are both built on Subversion 1.5 and you can just switch between them.
When you are evaluating AnkhSVN 2.0 I would recommend looking at the preview of the next AnkhSVN too. On http://anhsvn.net/daily you can find daily builds with the latest fixes and new features.
[Note that the SCC VAPI implemented by AnkhSVN 2.0 is a different thing than the the old style MSSCCI api of previous Visual Studio versions. MSSCCI forced its implementation to use checkout-checkin with read only files, while the new one allows providing your own workflow.]
I used AnkhSVN for a few weeks and deleted it frustrated afterward. After some research I found VisualSVN and what can I say: It's a seamless integration between Subversion/TortoiseSVN and Visual Studio. I used it about two weeks and ordered the full version afterward. I'm now quite happy with it for nearly two years and don't notice any serious bugs.
Sure, it isn't free. But for academic use or for OpenSource projects you can get a free license. And companies should spend the license costs, it's worth it!
So, what are the advantages:
Without VisualSVN I wouldn't have the leisure to make a repository for every project I code on. It's worth a try with the 30 days test period. :)
I used AnkhSVN for about a year and it worked very well. Though there were one or two times when it caused VS to hang, it didn't happen after I updated.
I haven't used VisualSVN...
Trying both or just go with AnkhSVN since it's free. If you like it great, if not try VisualSVN. You can't go wrong.
Also I typically use several SVN clients and tend to do different things with different clients. For example I like to browse the repository and diff with Tortoise, but I like doing merges by the command line client so I know exactly what's happening
AnkhSVN is free, which is a great price :-)
My only complaints with it are when a configuration setting gets messed up - good luck trying to figure out what to do. The documentation isn't very good, either. And a lot of buttons on the UI are always disabled, which is a little weird.
That being said, for the most part, it has a lot of functionality and the integration with VS is pretty nice. I like it.
I tried both and IMO AnkSVN is better. The features are almost the same in both products, but AnkhSVN just works, whereas VisualSVN could not connect to my repository.
What's even worse, the support for VisualSVN was non-exsitant. In lack of any alternatives, I posted to the VisualSVN support forum, but go no reply within the 5 days I checked. Since version 2.0 of AnkhSVN was released, it worked flawlessly on my system, so I really don't see any reason to ever give VisualSVN another try.
AnkhSVN is unbeatable IMHO.
The price is great (free), the features are superb and most important of all: it is actively developed with dailies occuring, hmmm, daily ;)
I think the main reason why I am using AnkhSVN is because it is installed as a Visual Studio Source Control plugin, rather than as an outside application that interacts with Visual Studio...
I have never used VisualSVN, but I use AnkhSVN every day, and I've never had a single problem with it yet (though, to be fair, I use TortoiseSVN for many things that I can't be bothered to figure out how to do with AnkhSVN).
I tried both but ended up going with an alternative suggestion. Here's a post that describes how to integrate TortoiseSVN with the Visual Studio toolbar.
If cost was not an issue, I would definitely prefer VisualSVN. I tried both and VisualSVN seemed less buggy (especially when renaming files and/or folders through Visual Studio). In fact, my entire team used VisualSVN and I don't recall a single problem or moment of instability.
Tried both. Sometimes free things are just too cheap. If you get my drift.
VisualSVN all the way. You could get one functional for 49$ or less.
Today I did a bake off with ankh and visualsvn on 2 machines. On my very first operation, Ankhsvn failed to create the repository for a solution. It throws up a dialog with a red circle error icon, saying something about selecting a folder, but there is no folder to pick. There were no instructions or help for this when I clicked the help button. I even tried manually creating the repository and pointing ankh to it, with the proper url format, same error.
Then with visualsvn I had it out in the weeds in about 1 minute. It created the repository for the solution, no problem. Then I explored the menus for it a bit, and tried the commit. Bunch of added files to commit, okay looks right, but the commit hung somewhere. I got tried of waiting so I hit the x button. Bad idea. Now it won't do anything with subversion, says to cleanup, but cleanup won't run due to a lock -- a subversion lock I have to research I guess. So visualsvn is better than ankh on my bake off, and I did get visualsvn to work by starting over (deleted all the .svn folders) and letting the commit finish. Dialog text is cutoff too, I use hi-res with large fonts, need to test for this.
I haven't tried either of these yet, but I'll be trying AnkhSVN first. It looks like if I have problems (other than SVN's inherent frustrations), the Ankh team is pretty responsive and interested in all the details.
Has anyone used VSTortoise?
We use Ankh+Tortoise here, and Ankh hasn't quite handled the 2.0 transition yet for our system. Trying to update or commit a project within visual studio if the project is in a working copy of the entire repository, it will try to work above the folder level of the project and update everything. That's probably an issue with how our repository is set up (the guy who did it had no clue what he was doing), but Ankh should still be able to compensate. Tortoise has been pretty solid, though.
BTW, I'm also in Madison.
ankh is free VisualSVN is not. VisualSVN worked right out of the box. Ankh had issues for me in VS2k8. Get what you pay for...
I had problems with AnkhSvn when I tried it 12 months ago. I uninstalled it and went with VisualSVN which has been trouble free since.
Same same but different. It's funny how those who never tried VisualSVN say that AnkhSvn is better. I used both. I am going back to Visual SVN for one single feature that i miss. "Revert this block only". If it saves me a few minutes a week - it's worth it.
I can't recommend using Ankh SVN. There are two problems I have with it. Firstly it only works at the level of your source code. We have various tools and libraries in folders above the source code folder which frequently get missed in commits. Secondly it's not reliable. It frequently (at least one or twice a week) randomly excludes files from commits. I've even been in a situation where a local file and a repository file have got out of sync so committed changes don't end up in the repository.
I want to be able to do a peer code review with Subversion, but what's the easiest way to do this without installing a server application or paying for an online service?
PS: This is a .Net project in Visual Studio.
You should set up trac, it has integration with subversion and has a peer review plugin on trac hacks. This will give you the ability to keep trac of code reviews easily without having to manually do diffs.
Also, if trac/peer review plugin is to much overhead for you... VMWare is developing a code review application that is completely open source here.
If you are using Eclipse, I recommend the Jupiter plugin.
I actually figured out another easier way to do this.
Creating the Diff Pack
Viewing the Diff Pack Against Local Changes
Viewing the Raw Changes
If you are using TortoiseSVN, you should open the Log from the root of the branch you are reviewing. Select the revision in the top pane, and the bottom pane will list all the files that have changed. I haven't used it for a while, but you should be able to view the diffs of the changes on the files that changed in the revision.
I would say to look at this posting. I personally like Rietveld myself.
Can the developers sit together? Can they do pair programming? If they can, you won't need a tool. :-)
Kind Regards
I'll recommend 'CodeReviewer' from SmartBear Software.
It's not free, but I think it does its job quite well for its bucks.
http://www.smartbearsoftware.com/codecollab-codereviewer.php
The code review plugin for Trac is really nice. Actually the whole source code integration piece for Trac is nice. Check it out, you won't be disappointed.
Check out my own visual stuio add-in I did for doing reviews within Visual Studio IDE
Use the TortoiseDiff, put it on a big screen with everybody sitting around the screen and start mapping changes to requirements. That will be great but if they are all together all the time, just make them (or you) do peer reviews frequently and no code review will be needed except that you want to get everybody on the same page.
Why you want to connect the review process with your IDE ?
It's sounds a little bit disconnected. Usually review system will be integrated with your source control and not IDE.
You can google for "code review tools" and will find a lot of options.
Unfortunately the one i can recommend you can't get :) it's home grown,
But i think that tools is a second stage,for the start you can do a code review in pair. Just using simple diff program before you committing your code to source control with a team leader/senior engineer will do the magic. You will see how many bugs you will prevent by simple code review without any tools.
Check out Codestriker -- it's free and open source. We've been using it for several years and it has great integration with svn.
What are the steps need to get Peer Review Icon in trac after successfully install? -- Ramesh
I'm pretty used to how to do CVS merges in Eclipse, and I'm otherwise happy with the way that both Subclipse and Subversive work with the SVN repository, but I'm not quite sure how to do merges properly.
When I do a merge, it seems to want to stick the merged files in a seperate directory in my project rather than overwriting the old files that are to be replaced in the merge, as I am used to in CVS.
The question is not particular to either Subclipse or Subversive.
Thanks for the help!
Merging an entire branch into trunk
Inspect the Branch project history to determine the version from which the branch was taken
So now I know that 82517 was the first version ID of the branch history. So all versions of the branch past 82517 have changes that I want to merge into trunk
Now go to the "trunk" project in your Eclipse workspace and select "right click - Team - Merge"
The default view is the 1 url merge
This will take you to the "Team Synchronizing" perspective (if it doesn't you should go there yourself) in order to resolve conflicts (see below)
Re-Merging more branch changes into trunk
Insepct the trunk project history to determine the last time you merged into trunk (you should have commented this)
So now I know that any version greater than 82517 in the branch needs to be merged into trunk
Now go to the "trunk" project in your Eclipse workspace and select "right click - Team - Merge"
The default view is the 1 url merge
This will take you to the "Team Synchronizing" perspective (if it doesn't you should go there yourself) in order to resolve conflicts (see below)
Resolving Conflicts
You should be at the "Team Synchronizing" perspective. This will look like any regular synchronization for commit purposes where you see files that are new and files that have conflicts.
For every file where you see a conflict choose "right click - Edit Conflicts" (do not double click the file, it will bring up the commit diff version tool, this is VERY different)
once you have resolved all the conflicts in that file, tell the file to "mark as merged"
once all the files are free of conflicts you can then synchronize your Eclipse project and commit the files to SVN
I would advise not trying to use Eclipse's plugins as your primary access to Subversion.
If you are developing on Windows, TortoiseSVN is the best program that I have seen for Subversion access. Explore to the directory of which you wish to merge, right click on it and use the Tortoise SVN merge option. Assuming a non-interactive merge, once you get conflicts, you'll have to go through each conflicted file and edit the conflicts before marking them as resolved. For this process I recommend a program called KDiff3, which shows your local repository copy (what was stored in the .svn before the merge), your local copy (including any changes), and the copy coming from the repository, and allows you to easily see (and even hand-modify if needed) the result of the merging. It also handles a bunch of minor conflicts automatically.
KDiff3 is portable, TortoiseSVN is a windows shell extension, so if you're using another environment, I would try to just use SVN to merge. But that would be much more of a pain :)
Use Eclipse integration, it works perfectly fine.
The main change from CVS, is that you only merge deltas from a branch, ie changes from one revision to another. That is to say you have to track the correct start revision somehow (unless you have svn 1.5 merge history)
If you got that right, it's only up to you to get the changes right with the compare editor.
I typically check out both branches and then use the compare to each other option which does a synchronize-like compare of the two source trees. After integrating the changes into one branch, you can recommit back to the repository.
Remember that with svn reverting a modified tree to a clean state is fairly easy. Simply have a clean workspace on the merge destination branch and run the merge command to import the modifications from the merge source branch, then synchronize your workspace and you will get your usual eclipse comparison window showing all the merge modified files and the conflicts.
If for some reason you can't solve the conflicts you can svn revert on the project and go back to a clean state, otherwise you do the merge in place and once you are done you can commit. Note that you don't have to commit, once you are done handling the conflicts you can also return to the dev view, verify that the code compiles, run your unit tests, whatever and then synchronize again and commit (once the conflict are locally resolved they won't come back)
last time I looked, when you use subclipse merge command it will overwrite the merged file (using conflict markers to show conflicting areas) and put the original left and right side of the merge in the same place. it shouldn't put anything in different directories.
As a rule of thumb, it is best to commit all merge modifications in a single commit and to only have the merge modifications in the commit so that you can rollback the merge later if needed.
Firstly, if you are seeing ">>>>>" and such in your files when you view them in Eclipse, this probably means that you are not looking at the file with the proper compare editor. Try right-clicking on the file in the Project view or Synchronize view and selecting "Edit Conflicts" to bring up a compare editor that will show you the conflicting regions graphically rather than as text. Note that the compare editor that comes up for "Edit Conflicts" is different from the one that you get when you just doubleclick on a file in the Synchronize view -- the doublieclick compare editor shows the differences between your current file and the way it existed when you last checked it out or updated it, while the Edit Conflicts compare dialog shows the differences between two sources of changes (for instance, the changes you merged versus the changes that existed in your workspace before you merged).
Secondly, you may wish to be aware of a bug in some versions of the Eclipse subversive plugin which causes all files that accepted merge changes to be incorrectly marked as having conflicts. This bug has been fixed, but a lot of people don't seem to have updated to get the fix yet. Further details here:
openCollabNet's merge tool for subclipse is pretty neat. There are many merging types available and the merging I just performed with it when seamlessly. I recommend it.
The one thing that syncrhonize view in eclipse lacks is check-in capability. In Team synchronization view I can view all my changes and resolve conflicts, so it would be rather intuitive to check-in right there instead of going back to java view and do check-in.
We want to put a number of our in-house projects under version control. Our projects are C# .NET applications and assemblies. We originally decided to go Microsoft all the way (as is the norm around here), and tried installing Visual Studio Team Foundation Server. To say the least, it was way more trouble of trying to get a successful install than it's worth, and I'm afraid we don't have a entire server to dedicate to TFS itself, as the installer seems to insist.
We also considered a generic solution like Subversion or CVS, or possibly some kind of free online hosting that doesn't make our source publicly available under some license like Google Code appears to. Does anyone have any suggestions for us that would best fit our in-house MS environment? We'd also get some benefit out of some kind of project management tools if they were nicely integrated in to the solution, but this would only be a perk.
I should also mention that we haven't entirely ruled out TFS, but it's looking like a pain, so anything you guys have to say for or against it would be helpful.
I've used Subversion in a number of cases for both .Net and Java projects and it has managed quite well. As it was designed as a replacement for CVS, the previous tool-of-choice for open-source projects, it got a great deal of traction and there are a lot of tools available to make working with it a pleasure.
For a start, it doesn't require a dedicated server and will run anywhere you decide to place it, it installs it's own file-based database system (Berkely db I think from memory) to store files so no large database server is required. For basic access to the source code for updates and commits you can use the command line (which is great for automation), but there are several tools you can use to make things easier. Personal favorite of mine is TortoiseSVN which integrates subversion commands into windows explorer, enabling you to manage source code from the directory listing. (Wonderful when combined with QTTabBar on large projects). Some of my co-workers also swear by Ankh, which is a plugin that puts subversion controls into visual studio itself. Apparently the last few versions have been quite stable and pleasant to use.
It doesn't directly integrate with project management tools that I know of, but the generic nature of it allows all sorts of information, including design documentation and project plans, to be stored in it. It can also be used as the base store for some communications intranet systems, such as confluence, which can be useful in project collaboration environments.
I hope that helps!
I now use Git with Git Extensions
It now integrates with Visual Studio 2005 and 2008:
Subversion + AnkhSVN as VS-Plugin + TortoiseSVN ist the best for me.
Subversion!
The Collab installer works well.
Another one-click solution is VisualSVN Server.
I've really liked using Vault. We actually have the web service running on one server and the database backend running on another to spread the load.
[snip from the site]
Built for Reliability
Vault was designed to ensure the reliability of data. All repository data is stored in a SQL Server database.
Atomic Checkins
You can checkin a group of logically-related operations as a changeset, and the checkin operation is atomic. The entire changeset either succeeds or fails. Your repository is never left in a half-baked state.
Familiar User Interface
SourceSafe users can begin using Vault with no learning curve. The terminology is the same. All major VSS features are present.
SourceSafe Import
Vault includes a SourceSafe import wizard that can move all your VSS data into a Vault repository. Every version of every file is imported, including change comments. Even shares and pins are properly maintained.
Remote Access
Vault was designed to work well over the Internet. All communication between client and server is done over HTTP, familiar and friendly for network administrators. Compression and binary deltas are used in both directions to minimize network traffic. Configure IIS for SSL support to keep your data secure.
Advanced Features
Vault brings smart branching and merging to your team, including our Merge Branches wizard. And check out our exclusive Line History feature (think Blame on steroids).
Clients for Linux
The Vault command-line client is fully supported and tested on Linux using Mono.
IDE Integration
Vault integrates seamlessly with both Microsoft Visual Studio and Eclipse.
[/snip from the site]
CVS is better than VSS, but still about two generations behind when it comes to version control. SVN is a perfectly fine choice, and works well for a lot of people. You may want to check out Sourcegear's Vault. It's a good choice if you're looking for a version control system that integrates nicely with the Microsoft development environment.
Git + Git Extensions + Visual Studio 2008 works very well for me.
Our team uses Subversion via VisualSVN Server, which is extremely easy to get running. We use TortoiseSVN as a client on our development machines.
When we approached the decision of which source control system to use, we initially looked at Team Foundation Server, but it was way too complicated for our current development processes (read: not formalized yet). We just wanted to get all of our source into a spot where it was versioned instead of XCOPYing to our CYA folders.
One thing to note, however, is that sometimes it gets confusing using TortoiseSVN alongside Visual Studio. A lot of our team members like to move/rename folders and files inside the IDE, which wreaks havoc the next time they commit/update. With that said, you may want to look at products that integrate into the IDE (such as VisualSVN).
At work, we use SourceGears Fortress. At home I use SVN. Both work nicely. Fortress seems to get flakey when you drop network connectivity (e.g. after a hurricane) and some other things that can be annoying, but day-to-day operations both seem to run fine.
The important thing to think about is do you want exclusive check outs or not.
Both offers different repositories.
The style of source control is different. Fortress will auto-checkout something while SVN will not -- it lets you do the merges and such.
Fortress is NOT free and is NOT cheap while SVN is free.
Personally, given a choice I would choose SVN. I have used CVS however I like how SVN handles blobs better -- since I like keeping a full db export in to the source control (in a seperate branch though) since it allows a central location for restoring mistakes.
Subversion, Tortoise and Ankh.
If you're up for taking another shot at TFS, look in to running it in a virtual machine. That should solve the dedicated server problem for both the software and your budget. Just make sure it has plenty of RAM.
The integration of TFS in VS is nice... don't give it up too easily.
I really like Subversion although it does have its quirks. An article on Rick Strahl's blog that explains in detail a Windows based install turned me on to it. Here's some linkage:
Setting up and running Subversion and Tortoise SVN with Visual Studio and .NET
I have used VSS and VisualSVN (VSVN). I have switch back to VSS due to problems with corruption of the project files by VSVN. My team has had problem with merging when more than 1 person adds new files to the project with VSVN and there has also been corruption problems with refactoring changes. At the time when I tried Ankh over a year ago it did not work well, but I hear good things about it's plugin of late...
Whatever choice you choose, make sure it integrates with Visual Studio well and that it can handle addign new files by multiple people, moving folders and files as well as refactorign a class that is used in more than 1 project. The last thing you want is for your source control system to corrupt your source!
I work on a small project and we use Subversion (via VisualSVN server) and Ankh for Visual Studio integration. It works perfectly for what we need and the price is right too :)
We also use Trac for app lifecycle management which integrates perfectly with SVN, and adding in post-commit-hooks for the repository allows us to include things like 'fixes #123' in our commit messages and the corresponding ticket is automatically updated (e.g. closed or set to a pending/assigned state).
There's some online SaaS tools such as Unfuddle which provide the same features but you dont have to worry about the management :)
Give a try to Plastic SCM.
Subversion rocks. If you don't want to run it yourself, use Google Code or Assembla (both free).
There's also a one-click install for setting up an SVN server, but I don't remember the name off the top of my head. It should be easy to find on Google.
FYI: Forrester recently rated Subversion as the best standalone source control product.
Try installing TFS on the server anyways. Just make sure that the server is backed up first! If it doesn't work the way that you would hope, you can always uninstall it. Other then that, I would recommend SVN + VisualSVN.
Side Note: At least with SVN, you can hook it up with a wiki/bug tracking system like Trac that would be total kick ass in house :)
I've been using a hosting provider, Assembla for the last few months and I've had no problems using their source control (Svn), issue management, and wiki. I would recommend this only for smaller teams because may lose some control vs. hosting it all in house. I've also used Team System and Svn in-house and I personally prefer Svn with Visual Svn as the client. Svn was a little tricky to setup in a Windows environment early on but there are plenty of how-to's out there now so you probably can't go wrong with that solution.
I too throw my vote in for Subversion.
However for the user client, I highly recommend SmartSVN. Its not integrated with Visual Studio, which may be confusing for developers use to SourceSafe or TFS, but it makes up for that with an impressive set of features.
The integration between the source control and work items (bugs, issues, requirements) is a very compelling reason to use TFS. However I'm in the lucky position of not having to administer TFS and may have a different view if I did.
TFS is actually quite easy to install and maintain imo. Our server installed fine with no issues at all. The one thing that could be a bit better is Account and Security management, but once you are used to it, its a breeze.
Besides that its really nice, as mentioned the integration, but its also very fast i find for source control. But then I was used to VSS and i think anything was faster than that. I also ind it nice that using it I can better collaborate with my customers on projects, and they can get more feedback without necassarily having to be an onsite customer. And because it is all in one, its actually easier to learn . (I use it for pretty much everything on a project, from source to docs, tasks, bug tracking, requirements, planning, etc etc etc, i am sure you all know what it does.)
My favorite source code control system is ClearCase, both as a developer and as an administrator. Since as a developer you'll only really be using snapshot views, the "LT" cheaper version is more than sufficient. The only downside is that their diff-merge tool isn't as elegant or fully featured as it ought to be. We used Araxis and integrated it directly with ClearCase so that all diffs and merges were done with Araxis.
I've also had good luck with SourceGear Vault. It's easy to administer, and their diff-merge tool works well (and it can also be used standalone). Eric Sink is their CEO, and he's a straight shooter.
On the open source front, Subversion is the easy winner. You'll want to pick a front end for it, and there are several suitable ones from which to choose (many of which have already been mentioned). You can easily set it up for single-machine use if you're doing Lone Ranger work, and it's not much more difficult to set it up server-style for team efforts (which is the preferred way).
Any of these systems mentioned have sufficient command-line ability to play nicely with any build tools you choose (ant, nant, whatever), and while the core paradigms of each are slightly different from each other, all are easily mastered with a little effort. All are also integrateable with most IDEs, but I'd verify that your chosen IDE works your chosen VCS before committing.
Definitely stay away from VSS. It's not as durable as it ought to be, and it's missing some enterprise class features. It might be ok for simple mom-and-pop work, but don't trust it for larger teams or if you decide to do any serious multi-branch work.
The first is the plugin to manage svn from visual studio but it needs the second to do all of its work, first one is not free, but its worth the $49 that costs, the latter is free.
The difference is that TortoiseSVN is a shell extension (you get your context menu options when right clicking on the desktop for exmaple) and can be used outside Visual Studio so it is not made for integration on any IDE. VisualSVN its just a wrapper for Tortoise that will let you use it from inside Visual Studio and believe me, it is really good.
I dont know if SVN is worst than commercial solutions but sure its a thousand times better than Visual Source Safe which gave us headache when we were using it.
SunStudio (now owned by Oracle) seems a good substitute for M$ VS and supports multiple versioning options, including Subversion. May also be free.
My development server (CentOS 5) is running Subversion 1.4.2, and I wish to upgrade it to 1.5. I have read in various blogs and documents scattered around the web that this may be done by using RPMForge. I have followed the instructions found on CentOS Wiki, including installing yum-priorities and setting my priorities as indicated (1 and 2 for core repo sources, and 20 for RPMForge).
However, when I attempt to run:
$ yum info subversion
the version number given to me is still 1.4.2, with a status of Installed. My other option at this point is compiling from source, but I would like to find a package-managed solution for ease of future upgrades.
Any thoughts?
What you are trying to do is to replace a "core" package (one which is contained in the CentOS repository) with a newer package from a "3rd party" repository (RPMForge), which is what the priorities plugin is designed to prevent.
The RPMForge repository contains both additional packages not found in CentOS, as well as newer versions of core packages. Unfortunately, yum is pretty stupid and will always update a package to the latest version it can find in any repository. So running "yum update" with RPMforge enabled will update half of your system with the latest (bleeding edge, possibly unstable and less well supported) packages from RPMForge.
Therefore, the recommended way to use repos like RPMForge is to use them only together with a yum plugin like "priorites", which prevents packages from "high" priority repos to overwrite those from "low" priority repos (the name of the "priority" parameter is very misleading). This way you can savely install additional packages (that are not in core) from RPMForge, which is what most people want.
Now to your original question ...
If you want to replace a core package, things get a little tricky. Basically, you have two options:
Uninstall the priority plugin, and disable the RPMForge repository by default (set enabled = 0 in /etc/yum.repos.d/rpmforge.repo). You can then selectively enable it on the command line:
yum --enablerepo=rpmforge install subversion
will install the latest subversion and dependencies from RPMForge.
The problem with this approach is that if there is an update to the subversion package in RPMForge, you will not see it when the repo is disabled. To keep subversion up to date, you have to remember to run
yum --enablerepo=rpmforge update subversion
from time to time.
The second possibility is to use the priorites plugin, but manually "mask" the core subversion package (add exclude=subversion to the [base] and [update] sections in /etc/yum.repos.d/CentOS-Base.repo).
Now yum will behave as if there is no package named "subversion" in the core repository and happily install the latest version from RPMForge. Plus, you will always get the latest subversion updates when running yum update.
Hi I solved this
1.- if you are using yum-priorities disable this in the file /etc/yum/pluginconf.d/priorities.conf
2.- check the version of subversion
$ rpm -qa|grep subversion
subversion-1.4.2-4.el5_3.1
subversion-1.4.2-4.el5_3.1
3.- search the last version of the subversion from rpmforge repository
$ yum --enablerepo=rpmforge check-update subversion
subversion.x86_64 1.6.6-0.1.el5.rf rpmforge
4.- now proced to upgrade subversion with rpmforge repository
$ yum shell
>erase mod_dav_svn-1.4.2-4.el5_3.1
>erase subversion-1.4.2-4.el5_3.1
>install mod_dav_svn-1.6.6-0.1.el5.rf
>install subversion-1.6.6-0.1.el5.rf.x86_64
>run
that's all it works for me im running centos 5.4
If you install RPMForge's repos, you should then be able to get a newer package - this isn't working for you?
You should see rpmforge.list in /etc/apt/sources.list.d with a line like:
repomd http://apt.sw.be redhat/el$(VERSION)/en/$(ARCH)/dag
I just tested on a clean CentOS 5 install, and yum check-update shows
subversion.i386 1.5.2-0.1.el5.rf rpmforge
subversion-perl.i386 1.5.2-0.1.el5.rf rpmforge
So check your sources list and run check-update again.
Edit: Whoops, lost part of my answer. Added it back above.
I'm not overly concerned about the other outdated packages at the moment, but as you can see there is no Subversion update available.
Nor any packages from rpmforge. It's your priority settings. Try disabling yum-priorities (change enabled=1 to enabled=0 in /etc/yum/pluginconf.d/priorities.conf) - then it should work.
So I guess the next question is why the priority is screwing it up.... I'm not sure on this, though.
Edit: See 8jean's answer for more about priorities.
its up to v 1.4.6 in Dag's repository.
You can try the one from Fedora's repo or have a bit of patience for the main repositories to upgrade it.
Making it from source is easy, read the INSTALL file when you download the source package, bear in mind CentOS may have moved where the files get installed. (Use "rpm -ql subversion" to see where the old files were installed to).
When v1.5.0 gets released to the repository, you can delete your built version and install using yum as before.
RPMForge is already in /etc/yum.repos.d/ as rpmforge.repo, and the contents are:
I have that exact line in in /etc/apt/sources.list.d/rpmforge.list .
When I run check-update, I get:
I'm not overly concerned about the other outdated packages at the moment, but as you can see there is no Subversion update available.
All you need to do is get this script. worked perfectly for me on CentOS 5.3
http://wandisco.com/subversion/os/downloads
No, i don't work there or have any affiliation what-so-ever ... just found it and figured I would let you guys knows.
Good luck.
Thanks Matt - we also have the only distro of SVN 1.7 on SVN.
http://wandisco.com/subversion/downloads
You may also want to try uberSVN http://www.uberSVN.com
I've got a couple large checkouts where the .svn folder has become damaged so I'm getting and error, "Cleanup failed to process the following path.." And I can no longer commit or update files in that directory.
I'd just delete and do the checkout again but the whole directory is over a gig.
Is there a tool that will restore the .svn folders for specific folders without having to download everything?
I understand that it's going to have to download all the files in that one folder so that it can determine if they've been changed..but subdirectories with valid .svn folders should be fine.
Oh.. I'm a big fan of TortoiseSVN or the command line for linux.
Thoughts?
In case you have changes to the files, and cannot delete them, you can use the Subversion 1.5 feature that allows you to 'checkout with obstructions'.
Just delete the .svn directory in this directory and:
(you don't need to delete inside directories when using --depth files, thanks Eric)
In case the broken directory was the top directory of the working copy:
svn checkout --depth files --force REPOS WC
And if the directory above the broken one is still versioned run:
svn update --depth files --force WC
in that directory.
In both samples REPOS is the url in the repository that matches the broken directory, and WC is the path to the directory.
Files that were originally modified will be in the modified state after this.
If you know which folder has the damaged .svn directory, you can just delete that one directory and run an svn update again. You may have to delete the whole directory including its current contents. Of course, if the folder with the damaged .svn directory is the one containing a gigabyte, then you're back where you started.
is there anyone with a working checkout that you could copy the .svn folder(s) from?
I've hit this in the past and found no working solution except the "nuclear option" (i.e. delete the directory and re-checkout).
Not sure if this is your problem, but my corruption was being caused by an on-access virus scanner on the same machine as SVN server.
If the subdirectories and OK and it's the subdirectories that are large, you could try a non-recursive fresh checkout.
Make a backup of the folder that has the missing .svn
Then delete the folder
If it is the root of the checkout, you will have to re-checkout
If it is not the root, just run an update from a directory above.
Then move the backup folder on top of it. (Ideally do not move back the .svn folders)
Continue working and be sure to update/commit!
I encountered the same error today. It happened when I tried to switch branches and fail to delete one of the file that is not in svn repository. After that, the folder was locked and I can't use any command to get it work again.
I basically deleted what I had and redo the checkout. It is time consuming, but I really want to make sure svn is clear before I can start working again. Thanks!
The selected solution worked for me to restore the top-level .svn folder, but it doesn't recognize the child objects, so everything seems foreign to SVN at this point, despite versioning being intact in subfolders.
I'm researching SVN repository browsers, and it's a tiresome task given how many are out there (I started here)
The "ideal" system would
Basically, I'm researching the idea of using a SVN front-end as also a delivery system for assets to other employees (think account executives, project managers, etc) who need read-only access and are not as technically minded so it needs to be easy to use/navigate. And I'd really need to be able to set read permissions on a per-folder basis - we can't have everyone with full read access to the entire repository.
Trac.( http://trac.edgewall.org/ ) Its not wonderful, but from what I've seen, for SVN its the best.
With Access control to boot.
I managed to set up a rig with even per-directory permissions for various trac users ( they just didn't appear ) .
Been a while tho.
Default Skin looks pretty good, and is highly tunable.
Comes with a wiki & bug tracker, which you can disable if you want.
Atlassian Fisheye http://www.atlassian.com/software/fisheye/ is a commercial one that I can't live without!
(full disclosure...I am employed by Atlassian, but I say without bias that Fisheye is the best one out there that I've used)
For the most beautiful web-based SVN client, I tend to think of Warehouse:
It's really, really nice on the eyes, and has great functionality to boot. It has built-in access control, but no ability to tie into external access control yet (apparently it's on their radar, according to their forums).
The trunk development version (set to become version 1.1) of ViewVC supports access control. ViewVC is featureful as a repository viewer, and intuitive to use, without any unnecessary extras.
redmine is what we're using at work. It's similar to trac, but offers multiple project capability. The browser's decent, allowing role based permissions on each project, and each project is based on a subtree of the repository.
Also lets you browse other repository types, has a file store for publishing files and a wiki - all of which can be disabled or enabled on a per-project basis.
sventon looks very interesting. It is a servlet/jsp solution written on top of the svnkit Java library. It can act as a true client, so it does not need direct access the repository (like ViewVC for example). It can use the access control of the repository itself.
I'm not employed by Atlassian and fisheye is great. I think adding in crucible makes it a real win. (in the past I have used websvn and found that to be ok). I don't really like the viewVC interface. There's somthing about it that makes it harder for me to groc the changes, I don't know what.
We used ViewVC for browsing both CVS and SVN repositories but since we switched to FishEye we finally have a really good solution for code browsing and examination.
We also use other Atlassian products (Jira and Confluence) and integration between all of them is just marvelous!
PS. I'm not an Atlassian employee :)
http://beanstalkapp.com/ will host your repository and make it navigable at the same time.
You should have a look at http://www.groowiki.com
We plan to have the access control features you miss, it is on the roadmap. We also target search, workflow support and right now you can add description to the file and directories using radeox and write plugins in Java or Groovy.
And yes, I am affiliated with Groowiki. I wrote it and plan to develop it further. And it is free AND commercial as well. Only a very few features are closed (not open) source so big companies needing those specific features support its development.
We have concurrent edits happening on Word documents and I want to make sure that Subversion can handle merging .doc files. Do you know if Subversion handles merges of Word documents well?
Use TortoiseSVN merge utility with the xdocdiff plugin to compare and merge Office documents
You can use TortoiseSVN in its default installation to view diffs and perform merges of Word documents, it just opens up Word and uses Word's own review/changes mode to do it.
Edit: By default it also has diffing capabilities for PowerPoint, Excel, OpenOffice and StarOffice formats. (Check the TortoiseSVN\Diff-Scripts directory).
I would add the svn:needs-lock property to Word documents stored in Subversion so that people are required to lock the file before editing it. This will go a long way to prevent merge conflicts.
This is what we do at work and it works great. (We don't have a choice about having to use Word documents, thus this solution rather than changing the file type.)
No: since Word uses a binary file format, svn cannot merge the files at all.
However, Word itself has a merge feature. You might try that if you have to resolve a merge conflict.
Word documents are binary, so, no. Are the editors knowledgeable enough that they can be taught how to use a plain-text format like reStructuredText or LaTeX?
You can save docx documents to a "Flat OPC" XML format using Word (Save As .. XML document).
This way you get a plain text file.
What you'll need to watch out for though, is that the relationship id's don't get corrupted.
For example:
user A adds an image (or a hyperlink, or a comment, or a footnote etc) to the document, and does an svn commit.
user B (without svn updating) adds one of those things in Word, saves as xml, then does svn update.
User B is unlikely to be able to open the document in Word at this point, so he better not commit it. If you can control for this, or are prepared to manually fix the problems, you'll be ok.
Otherwise, you could consider something like my Plutext collaboration software, which shreds the document and versions its constituent bits, in Alfresco.
You might also consider using a non binary format like Html
I'm currently working on a Word plugin that uses SharpSVN to connect to a repository. At current state it is kind of complicated to create and to select new documents but that shouldnt be a big issue.
So when you (finally) have a document in the repository it is quite simple to commit and to update from any revision. You can compare and merge those .docx files with Word's built in compare or merge features. Quite simple actually. Hope to get it done the next weeks or so.
This page http://newgeeks.blogspot.com/2006/08/word-document-management-using-svn.html gives infromation step-by-step on how to use totoiseSVN for version management of Microsoft Word Document.
I've been attempting move a directory structure from one location to another in Subversion and I've run up against a brick wall which is the Item '*' is out of date commit error.
I have the latest version checked out (so far as I can tell), svn st -u turns up no differences other than the mv commands, I have no idea where else to look.
Thanks in advance!
I sometimes get this with TortoiseSVN on windows. The solution for me is to svn update the directory, even though there are no revisions to download or update. It does something to the metadata, which magically fixes it.
I believe this problem is coming from the .svn file. It's either incorrect in the old parent, the new parent or the old one. I would try reverting back to your starting point. Use an export to get a clean copy of the folder. Move the clean copy to the new location, and use an add and delete to do the move. That's manually doing what SVN does, but it might work.
After trying all the obvious things, and some of the other suggestions here, with no luck whatsoever, a Google search led to this link - Subversion says: Your file or directory is probably out-of-date
In a nutshell, the trick is to go to the .svn directory (in the directory that contains the offending file), and delete the "all-wcprops" file.
Worked for me when nothing else did.
Are you sure you've checked out the head and not a lower revision? Also, have you done an update to make sure you've got the latest version?
There's a discussion about this on http://svn.haxx.se/users/archive-2007-01/0170.shtml.
Like @Alexander-Klyubin suggests, do the move in the repository. It's also going to be much faster, especially if you have a large amount of data to move, because you won't have to transfer all that data over the network again.
svn mv https://username@server/svn/old/ https://username@server/svn/new/
should work just fine
Perform the move directly in the repository.
Are you moving it using svn mv, or just mv? I think using just mv may cause this issue.
Tried to update the local copy, and revert the item in question, and still got the 'out of date' error. This worked for some reason:
svn update --force /path/to/dir/or/file
This happened when I updated a branch of an earlier release with files from the trunk. I used Windows Explorer to copy folders from my trunk checkout folder, and pasted them into my Eclipse view of the release branch checkout folder. Now Windows Explorer was configured not to show "hidden" files starting with ".", so I was oblivious to all the incorrect .svn files being pasted into my release branch checkout folder. Doh!
My solution was to blow away the damaged Eclipse project, check it out again, and then copy the new files in more carefully. I also changed Windows to show "hidden" files.
I moved the dir to my local machine for safe-keeping, then svn deleted the stupid directory, then committed. When I tried to add the folder from my local machine it STILL threw the error (SVN move did the same thing when I tried to rename the folder). So I reverted, then I did a mkdir DIRNAME, added, and committed. Then I added the contents in and committed, and it worked.
Thank you. That just resolved it for me. svn update --force /path to filename/
If your recent file in the local directory is the same, there are no prompts. If the file is different, it prompts for tf, mf etc... chosing mf (mine full) insures nothing is overwritten and I could commit when done.
Jay CompuMatter
Subversion has a superb client on Windows (Tortoise, of course). Everything I've tried on Linux just - well - sucks in comparison....
Disclaimer: I'm actually one of the developers for RabbitVCS (previously known as NautilusSvn).
If you use Nautilus then you might be interested in RabbitVCS (mentioned earlier by Trevor Bramble) an unadulterated clone of TortoiseSVN for Nautilus written in Python. While there's still a lot of improvement to be made (especially in the area of performance) in my opinion it's already quite usable. Feel free to help out with improving RabbitVCS, we welcome any contributions with open arms.
Generally I just use the command line for svn, it's the fastest and easiest way to do it to be honest, I'd recommend you try it.
Before you dismiss this, you should probably ask yourself if there is really any feature that you need a GUI for, and whether you would prefer to open up a GUI app and download the files, or just type "svn co svn://site-goes-here.org/trunk"
You can easily add, remove, move, commit, copy or update files with simple commands given with "svn help", so for most users it is more than enough.
kdesvn is probably the best you'll find.
http://www.alwins-world.de/wiki/programs/kdesvn
Last I checked it may hook in with konqueror, but its been a while, I've moved on to git :)
You could also look at git-svn, which is essentially a git front-end to subversion.
To begin with, I will try not to sound flamish here ;)
Sigh.. Why don't people get that file explorer integrated clients is the way to go? It is so much more efficient than opening terminals and typing. Simple math, ~two mouse clicks versus ~10+ key strokes. Though, I must point out that I love command line since I do lot's of administrative work and prefer to automate things as quickly and easy as possible.
Having been spoiled by TortoiseSVN on windows I was amazed by the lack of a tortoisesvn-like integrated client when I moved to ubuntu. For pure programmers an IDE integrated client might be enough but for general purpose use and for say graphics artists or other random office people, the client has to be integrated into the standard file explorer, else most people will not use it, at all, ever.
Some thought's on some clients:
kdesvn, The client I like the best this far, though there is one huge annoyance compared to TortoiseSVN - you have to enter the special subversion layout mode to get overlays indicating file status. Thus I would not call kdesvn integrated.
NautilusSVN, looks promising but as of 0.12 release it has performance problems with big repositories. I work with repositories where working copies can contain ~50 000 files at times, which TortoiseSVN handles but NautilusSVN does not. So I hope NautilusSVN will get a new optimized release soon.
RapidSVN is not integrated, but I gave it a try. It behaved quite weird and crashed a couple of times. It got uninstalled after ~20 minutes..
I really hope the NautilusSVN project will make a new performance optimized release soon.
NaughtySVN seems like it could shape up to be quite nice, but as of now it lacks icon overlays and has not had a release for two years... so I would say NautilusSVN is our only hope.
See my question: What is the best subversion client for Linux?
I also agree, GUI clients in linux suck.
I use subeclipse in Eclipse and RapidSVN in gnome.
IMHO there is one great svn gui client, SmartSVN. It is commercial project, but there is foundation version (100% functional) witch can be used free of charge, even for commercial purposes. It is written in java, so it is multi-platform (it requires sun-java* package) http://smartsvn.com
I guess you could have a look at
RabbitVCS is a set of graphical tools written to provide simple and straightforward access to the version control systems you use. Currently, it is integrated into the Nautilus file manager and only supports Subversion, but our goal is to incorporate other version control systems as well as other file managers. RabbitVCS is inspired by TortoiseSVN and others.
I'm just about to give it a try... seems promising...
Nobody else has mentioned it and I keep forgetting the name so I'm adding these instructions here for my future self the next time I google it...
currently pagavcs seems to be the best option
http://code.google.com/p/pagavcs/
you want one of these .deb files
sillyspamfilter://pagavcs.googlecode.com/svn/repo/pool/main/p/pagavcs/
(1.4.33 is what I have installed right now so try that one if the latest causes problems)
install then run
nautilus -q
to shutdown nautilus, then open up nautilus again and you should be good to go without having to logout/shutdown
Sadly rabbit just chokes on large repos for me so is unusable, paga doesn't slow down browsing but also doesn't seem to try and recurse into directories to see if anything has changed.
I'm very happy with kdesvn - integrates very well with konqueror, much like trortousesvn with windows explorer, and supports most of the functionality of tortoisesvn.
Of course, you'll benefit from this integration, if you use kubunto, and not ubuntu.
Take a look at SVN Work Bench, it's decent but not perfect
sudo apt-get install svn-workbench
For Ubuntu you cane make use of KDESVN integrated with Nautilus to five a Tortoise SVN Feel.
Try this ClickOffline.com : Ubuntu alternatives for Tortoise SVN
I sometimes use kdesvn for work directly against a repository.
I often use Subclipse when working on projects via Eclipse.
But most of all I use good ol' CLI. With some aliases and bash scripts to back it up, it really is the most concise, reliable method of using svn.
I have tried NautilusSVN (no relation to NaughtySVN) and svn-workbench and found them too problematic or lacking in functionality. I know I tried RapidSVN at some point but I must not have been impressed as it was quickly uninstalled, but I don't remember anything about it.
If you use it, NetBeans has superb version control management, with several clients besides SVN.
I'd recommend however that you learn how to use SVN from the command line. CLI is the spirit of Linux :)
If you use eclipse, subclipse is the best I've ever used. In my opinion, this should exist as stand-alone as well... Easy to use, linked with the code and the project you have in eclipse... Just perfect for a developer who uses eclipse and wants a gui.
Personally, I prefer the command-line client, both for linux and windows.
Edit: if you use XFCE and its file manager (called Thunar), there's a plugin which works quite well. If I don't want to open the terminal, I just use that one, it has all the functionality, is fast and easy to use. There's also one for git included, though...
As a developper, I use eclipse + subeclipse client (Assuming that you are using svn to checkout some developpement project and you will compile them).
most people don't spend much time with svn operation, and command line is the fastest way to do so.
there is also some nice gui tools :
or
Since you're using Ubuntu, and not Kubuntu, I assume you're using GNOME. You might be interested in Nautilus Subversion Integration described on that link.
Anjuta has a built in SVN plugin which is integrated with the IDE.
If TortoiseSVN is really ingrained you could try using it through WINE? Though I haven't tried it.
Failing that, I've found Eclipse with Subversive to be pretty good.
Also, how do I find files which are not under version control?
To ignore all files with the ending .jpg use:
svn propset svn:ignore "*.jpg" .
If you want to ignore multiple files or folders use:
svn propedit svn:ignore .
This will bring up your text editor so you can enter a list of files or directories to ignore.
To find files that are not under version control:
svn status | grep "^\?" | awk "{print \$2}"
See the SVN cheat sheet for more tips.
P.S. I've answered this myself for future reference.
If you are using TortoiseSVN right-click on file, select TortoiseSVN/Add to ignore list. This will add the file/wildcard to the svn:ignore property.
Svn:ignore will be checked when you are checking in files and matching files will be ignored. I have the following ignore list for a Visual Studio .NET project:
bin obj *.exe *.dll _ReSharper *.pdb *.suo
You can find this list in the context menu at TortoiseSVN/Properties.
svn status will tell you which files are not in svn, as well as what's changed.
Look at the svn properties for the ignore property.
For all things svn ,the Red Book is required reading.
You can also set a global ignore pattern in SVN's configuration file.
When using propedit make sure not have any trailing spaces as that will cause the file to be excluded from the ignore list.
These are inserted automatically if you've use tab-autocomplete on linux to create the file to begin with:
svn propset svn:ignore 'file1
file2' .
Use the command svn status on your working copy to show the status of files, files that are not yet under version control (and not ignored) will have a question mark next to them.
As for ignoring files you need to edit the svn:ignore property, read the chapter Ignoring Unversioned Items in the svnbook at http://svnbook.red-bean.com/en/1.5/svn.advanced.props.special.ignore.html. The book also describes more about using svn status.
Also, if you use Tortoise SVN you can ignore via the context menu in explorer too.
What is the best (or as good as possible) general SVN ignore pattern to use?
There are a number of different IDE, editor, compiler, plug-in, platform, etc. specific files and some file types that "overlap" (i.e. desirable for some types projects and not for others).
There are however, a large number of file types that you just never want included in source control automatically regardless the specifics of your development environment.
The answer to this question would serve as a good starting point for any project - only requiring them to add the few environment specific items they need. It could be adapted for other Version Control Systems (VCS) as well.
I'll add my own two cents to this question:
I use the following SVN ignore pattern with TortoiseSVN and Subversion CLI for native C++, C#/VB.NET, and PERL projects on both Windows and Linux platforms. It works well for me!
Formatted for copy and paste:
Formatted for readability:
Based on Burly's ignore pattern, I have added ReSharper to the ignore list
*.o *.lo .la ## .*.rej .rej .~ ~ .# .DS_Store thumbs.db Thumbs.db *.bak
*.class *.exe *.dll *.mine *.obj *.ncb *.lib *.log *.idb *.pdb *.ilk .msi .res *.pch *.suo *.exp .~ .~ ~. cvs
CVS .CVS .cvs release Release debug
Debug ignore Ignore bin Bin obj Obj
*.csproj.user *.user _ReSharper.* *.resharper.user
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My ignore pattern for Visual Studio:
*/bin */obj */Release */Debug *.suo *.err *.log *.obj *.bin *.dll *.exe *.LOG *.user *.pdb [tT]emp [tT]empPE Ankh.Load thumbs.db *.resharper *.vspscc *.vsssccc *.scc */_ReSharper* */_ReSharper.* bin obj *.resharperoptions *.db *.bak *_ReSharper* *.snk logs output TestResults *.crunchsolution.* *.crunchproject.*
Every time I come across a file I generally do not want in the repository, I update the pattern. I believe there is no "best" pattern - it always depends on the language and environment you develop in.
Moreover, you're not very likely to think of all the possible "ignorable" filetypes - you'll always encounter a filetype you simply forgot to include. Thats why updating the pattern as you go works the best.
Windows users might want to throw in desktop.ini and thumbs.db.
Visual Studio (VC++) users definitely need to exclude the .ncb files
For Eclipse, I use:
bin
.*
.* gets all the project configuration. You almost never want to check in a 'hidden' directory or file, but if it comes up, you can still svn add it.
Used for my Visual Studio projects
*/bin */obj *.user *.suo
You can expand more file types from there.
Mac users probably want to throw in .DS_Store. In addition, if there are dev's using Emacs or Vim, you probably want to add ~~ and ##.
Since you may be using third party libs and dll's as part of the project(s) then I don't see the wisdom in blocking *.lib and *.dll from the repository. These are the things that are meant to be stored in the repository.
The pattern depends on which operating system you're using.
On Linux, you'll want to block *.o, *.so, *.a, and *.la to begin with. You may also want to block *~ (backup file from editing) and #*# (emacs backup from a crash).
On Windows, you'll want *.obj, *.lib, and *.dll at the very least.
Any other files you need to block depend on your IDE, editor, and compiler.
Gotta add Resharper to the mix if you use one.
another one to look out for is Ankh*.*
Visual Studio 2010 users should add ipch (a folder which contains C++ precompiled headers) and *.sdf (huge files used by intellisense for any kind of project).
Don't forget NCrunch temporary files:
*.crunchsolution.* *.crunchproject.*
I have setup a repository using SVN and uploaded projects. There are multiple users working on these projects. But, not everyone is working on all projects and require access. I want to setup permissioning for each of the projects with users.
How to achieve this?
In your svn\repos\YourRepo\conf folder you will find 2 files authz and passwd these are the 2 you need to adjust.
In the passwd file you need to add some username and passwords. I assume you have already done this since you have people using it
[users]
User1=password1
User2=password2
Then you want to assign permissions accordingly with the authz file :
Create the conceptual groups you want, and add people to it
[groups]
allaccess = user1
someacces = user2
Then choose what access they have from both the permissions and project level
So lets give our "allaccess" guys all access from the root
[/]
@allacces = rw
But only give our "someaccess" guys only read access to some lower level project :
[/someproject]
@someaccess = r
You will also find some simple documentation in the authz and passwd files.
To complete your answer, you can also delegate the user rights to the project manager, through a plain text file in your repository.
To do that, you setup your svn database with a default authz file containing the following
###########################################################################
# The content of this file always precedes the content of the
# $REPOS/admin/acl_descriptions.txt file.
# It describes the immutable permissions on main folders.
###########################################################################
[groups]
svnadmins = xxx,yyy,....
[/]
@svnadmins = rw
* = r
[/admin]
@svnadmins = rw
@projadmins = r
* =
[/admin/acl_descriptions.txt]
@projadmins = rw
This default authz authorize the svn admins to modif a plain visible text file within your svn repo,
called '/admin/acl_descriptions.txt', in which the svn admins or project managers will modify and register the users.
Then you setup a pre-commit hook which will detect if the revision is composed of that file (and only that file)
If it is, this hook scripts will validate the content of your plain text file and check if each line is compliant with the svn right syntax.
Then a post-commit hook will update \conf\authz file with the concatenation of :
The first iteration is done by the svn admin, he adds:
[groups]
projadmins = zzzz
He commits his modification, and that updates the authz file.
Then the project manager 'zzzz' can add, remove or declare any group of users and any users he wants. He commits the file and the authz file is updated.
That way, the svn admin does not have to follow any and all users for all svn repos.
One gotcha which caught me out:
[repos:/path/to/dir/] # this won't work
but
[repos:/path/to/dir] # this is right
You need to not include a trailing slash on the directory, or you'll see 403 for the OPTIONS request.
The best way is to set up Apache and to set the access through it. Check the svn book for help. If you don't want to use Apache, you can also do minimalistic access control using svnserve.
Although I would suggest the Apache approach is better, SVN Serve works fine and is pretty straightforward.
Assuming your repository is called "my_repo" and it is stored in c:\svn_repos :
Create a file called "passwd" in "C:\svn_repos\my_repo\conf". This file should look like:
[Users] username = password john = johns_password steve = steves_password
In c:\svn_repos\my_repo\conf\svnserve.conf set
[general] password-db = passwd auth-access=read auth-access=write
This will force users to login to read or write to this repository.
Follow these steps for each repository, only including the appropriate users in the passwd file for each repository.
Cheers,
RB.
You can use svn+ssh:, and then it's based on access control to the repository at the given location.
This is how I host a project group repository at my Uni, where I can't setup anything else. Just having a directory that the group owns, and running svn-admin (or whatever it was) in there means that I didn't need to do any configuration.
With VisualSVN Server it's as simple as adding users and setting permissions...
Devote some time to reading the official SVN book. It's an exhaustive resource, covering almost everything about SVN (unless, of course, you encounter a problem, in which case deep digging into forums is usually the only option).
I read git manual, FAQ, Git - SVN crash course, etc. and they all explain this and that, but nowhere can you find a simple instruction like:
SVN repository in: svn://myserver/path/to/svn/repos Git repository in: git://myserver/path/to/git/repos
git-do-the-magic-svn-import-with-history svn://myserver/path/to/svn/repos git://myserver/path/to/git/repos
I don't expect it to be that simple, and I don't expect it to be a single command. But I do expect it not to try to explain anything - just to say what steps to take given this example.
Create a users file (i.e. users.txt) for mapping SVN users to GIT:
user1 = First Last Name <email@address.com>
user2 = First Last Name <email@address.com>
...
SVN will stop if it finds a missing SVN user not in the file. But after that you can update the file and pick-up where you left off.
Now pull the SVN data from the reop:
git svn clone --stdlayout --no-metadata -A users.txt svn://hostname/path dest_dir-tmp
This command will create a new git repo in dest_dir-tmp and start pulling the SVN repo.
If a user name is not found, update your users.txt file then:
cd dest_dir-tmp
git svn fetch
When completed, git will checkout the SVN trunk into a new branch. Any other branches are setup as remotes. You can view the other SVN branches with:
git branch -r
If you want to keep other remote branches in your repo, you want to create a local branch for each one manually. If you don't do this, the branches won't get cloned in the final step.
git checkout -b local_branch remote_branch
# it's ok if local_branch and remote_branch are the same name
Tags are imported as branches. You have to create a local branch, make a tag and delete the branch to have them as tags in git. To do it with tag "v1":
git checkout -b tag_v1 remotes/tags/v1
git checkout master
git tag v1 tag_v1
git branch -D tag_v1
Clone your GIT-SVN repo into a clean git repo:
git clone dest_dir-tmp dest_dir
rm -rf dest_dir-tmp
Finally, remove the remote from your clean git repo that points to the now deleted temp repo;
git remote rm origin
Cleanly Migrate Your Subversion Repository To a Git Repository. First you have to create a file that maps your Subversion commit author names to Git commiters, say ~/authors.txt:
jmaddox = Jon Maddox <jon@gmail.com>
bigpappa = Brian Biggs <bigpappa@gmail.com>
Then you can download the Subversion data into a Git repository:
mkdir repo && cd repo
git svn init http://subversion/repo --no-metadata
git config svn.authorsfile ~/authors.txt
git svn fetch
If you?re on a Mac, you can get git-svn from MacPorts by installing git-core +svn.
Magic:
$ git-svn clone http://svn/repo/here/trunk
Git and SVN operate very differently. You need to learn Git, and if you want to track changes from SVN upstream, you need to learn git-svn. The git-svn man page has a good examples section:
$ man git-svn
I suggest getting comfortable with Git before trying to use git-svn constantly (i.e. keeping SVN as the centralized repo and using Git locally).
However for a simple migration with all the history, here are the few simple steps:
initialize the local repo
mkdir project
cd project
git svn init http://svn.url
mark how far back you want to start importing revisions
git svn fetch -r42
(or just "git svn fetch" for all revs)
Actually fetch everything since then
git svn rebase
You can check the result of the import with Gitk (not sure if this works on Windows... works on OSX and Linux)
gitk
When you've got your svn repo cloned locally, you may want to push it to a centralized git repo for easier collaboration. First create your empty remote repo (maybe on GitHub?)
git remote add origin git@github.com:user/project-name.git
Then optionally sync your main branch so the pull operation will automatically merge the remote master with your local master, when both contain new stuff:
git config branch.master.remote origin
git config branch.master.merge refs/heads/master
After that, you may be interested in tyring out my very own git_remote_branch tool, which helps dealing with remote branches :-)
See the official git-svn manpage. In particular, look under "Basic Examples":
Tracking and contributing to an entire Subversion-managed project (complete with a trunk, tags and branches):
# Clone a repo (like git clone):
git svn clone http://svn.foo.org/project -T trunk -b branches -t tags
I used the svn2git script and works like a charm! https://github.com/nirvdrum/svn2git
GitHub now has a feature to import from an SVN repository. I never tried it, though.
Pro Git 8.2 explains it: http://progit.org/book/ch8-2.html
I highly recommend this short series of screencasts I just discovered. The author walks you through the basic operations, and showcases some more advanced usages.
As another aside, the git-stash command is a godsend when trying to git with git-svn dcommits.
A typical process:
svn-dcommitThe solution (requires git 1.5.3+):
git stash; git svn dcommit ; git stash apply
There is a new solution for smooth migration from Subversion to Git (or for using both simultaneously): SubGit (http://subgit.com/).
I'm working on this project myself. We use SubGit in our repositories - some of my teammates use Git and some Subversion and so far it works very well.
To migrate from Subversion to Git with SubGit you need to run:
$ subgit install svn_repos
...
TRANSLATION SUCCESSFUL
After that you'll get Git repository in svn_repos/.git and may clone it, or just continue to use Subversion and this new Git repository together: SubGit will make sure that both are always kept in sync.
In case your Subversion repository contains multiple projects, then multiple Git repositories will be created in svn_repos/git directory. To customize translation before running it do the following:
$ subgit configure svn_repos
$ edit svn_repos/conf/subgit.conf (change mapping, add authors mapping, etc)
$ subgit install svn_repos
With SubGit you may migrate to pure Git (not git-svn) and start using it while still keeping Subversion as long as you need it (for your already configured build tools, for instance).
Hope this helps!
Effectively using Git with Subversion is a gentle introduction to git-svn. For existing SVN repos, git-svn makes this super easy. If you're starting a new repo, it's vastly easier to first create an empty SVN repository then import using git-svn than it is going in the opposite direction. Creating a new git repository then importing into SVN can be done but it is a bit painful, especially if you're new to git and hope to preserve commit history.
What do folks here see as the relative strengths and weaknesses of Git, Mercurial, and Bazaar?
In considering each of them with one another and against version control systems like SVN and Perforce, what issues should be considered?
In planning a migration from SVN to one of these distributed version control systems, what factors would you consider?
Git is very fast, scales very well, and is very transparent about its concepts. The down side of this is that it has a relatively steep learning curve. A win32 port is available, but not quite a first-class citizen. Git exposes hashes as version numbers to users; this provides guarantees (in that a single hash always refers to the exact same content; an attacker cannot modify history without being detected), but can be cumbersome to the user. Git has a unique concept of tracking file contents, even as those contents move between files, and views files as first-level objects, but does not track directories. Another issue with git is that has many operations (such as rebase) which make it easy to modify history (in a sense -- the content referred to by a hash will never change, but references to that hash may be lost); some purists (myself included) don't like that very much.
Bazaar is reasonably fast (very fast for trees with shallow history, but presently scales poorly with history length), and is easy-to-learn to those familiar with the command-line interfaces of traditional SCMs (CVS, SVN, etc). Win32 is considered a first-class target by its development team. It has a pluggable architecture for different components, and replaces its storage format frequently; this allows them to introduce new features (such as better support for integration with revision control systems based on different concepts) and improve performance. The Bazaar team considers directory tracking and rename support first-class functionality. While globally unique revision-id identifiers are available for all revisions, tree-local revnos (standard revision numbers, more akin to those used by svn or other more conventional SCMs) are used in place of content hashes for identifying revisions. Bazaar has support for "lightweight checkouts", in which history is kept on a remote server instead of copied down to the local system and is automatically referred to over the network when needed; at present, this is unique among DSCMs.
Both have some form of SVN integration available; however, bzr-svn is considerably more capable than git-svn, largely due to backend format revisions introduced for that purpose.
I have not used Mercurial extensively, and so cannot comment on it in detail -- except to note that it, like Git, has content-hash addressing for revisions; also like Git, it does not treat directories as first-class objects (and cannot store an empty directory). It is, however, faster than any other DSCM except for Git, and has far better IDE integration (especially for Eclipse) than any of its competitors. Given its performance characteristics (which lag only slightly behind those of Git) and its superior cross-platform and IDE support, Mercurial may be compelling for teams with significant number of win32-centric or IDE-bound members.
One concern in migrating from SVN is that SVN's GUI frontends and IDE integration is more mature than that of any of the distributed SCMs. Also, if today you make heavy use of precommit script automation with SVN (ie. requiring unit tests to pass before a commit can proceed), you'll probably want to use a tool similar to PQM for automating merge requests to your shared branches.
SVK is a DSCM which uses Subversion as its backing store, and has quite good integration with SVN-centric tools. However, it has dramatically worse performance and scalability characteristics than any other major DSCM (even Darcs), and should be avoided for projects which are liable to grow large in terms of either amount of history or number of files.
[About the author: I use Git and Perforce for work, and Bazaar for my personal projects and as an embedded library; other parts of my employer's organization use Mercurial heavily. In a previous life I built a great deal of automation around SVN; before that I have experience with GNU Arch, BitKeeper, CVS and others. Git was quite off-putting at first -- it felt like GNU Arch inasmuch as being a concept-heavy environment, as opposed to toolkits built to conform to the user's choice of workflows -- but I've since come to be quite comfortable with it].
InfoQ has a nice comparison.
What do folks here see as the relative strengths and weaknesses of Git, Mercurial, and Bazaar?
In my opinion Git strength is its clean underlying design and very rich set of features. It also has I think the best support for multi-branch repositories and managing branch-heavy workflows. It is very fast and has small repository size.
It has some features which are useful but take some effort to be used to them. Those include visible intermediate staging ara (index) between working area and repository database, which allows for better merge resolution in more complicated cases, incremental comitting, and comitting with dirty tree; detecting renames and copies using similarity heuristic rather than tracking them using some kind of file-ids, which works well and which allow for blame (annotate) which can follow code movement across files and not only wholesale renames.
One of its disadvantages is that MS Windows support lags behind and is not full. Another perceived disadvantage is that it is not as well documented as for example Mercurial, and is less user friendly than competition, but it changes.
In my opinion Mercurial strength lies in its good performance and small repository size, in its good MS Windows support.
The main disadvanatge is in my opinion the fact that local branches (multiple branches in single repository) is still second-class citizen, and in strange and complicated way it implements tags. Also the way it deals with file renames was suboptimal (but this migth have changed). Mercurial doesn't support octopus merges (with more than two parents).
From what I have heard and read main Bazaar advantages are it easy support for centralized workflow (which is also disadvantage, with centralized concepts visible where it shouldn't), tracking renames of both files and directories.
Its main disadvantage are performance and repository size for large repositories with long nonlinear history (the performance improved at least for not too large repositories), the fact that default paradigm is one ranch per repository (you can set it up to share data, though), and centralized concepts (but that also from what I have heard changes).
Git is written in C, shell scripts and Perl, and is scriptable; Mercurial is written in C (core, for performance) and Python, and provides API for extensions; Bazaar is written in Python, and provides API for extensions.
In considering each of them with one another and against version control systems like SVN and Perforce, what issues should be considered?
Version control systems like Subversion (SVN), Perforce, or ClearCase are centralized version control systems. Git, Mercurial, Bazaar (and also Darcs, Monotone and BitKeeper) are distributed version control systems. Distributed version control systems allow for much wider range of workflows. They allow to use "publish when ready". They have better support for branching and merging, and for branch-heavy workflows. You don't need to trust people with commit access to be able to get contributions from them in an easy way.
In planning a migration from SVN to one of these distributed version control systems, what factors would you consider?
One of factors you might want to consider is the support for inetracting with SVN; Git has git-svn, Bazaar has bzr-svn, and Mercurial has hgsubversion extension.
Disclaimer: I am Git user and small time contributor, and watch (and participate on) git mailing list. I know Mercurial and Bazaar only from their documentation, various discussion on IRC and mailing lists, and blog posts and articles comparing various version control systems (some of which are listed on GitComparison page on Git Wiki).
Steve Streeting of the Ogre 3D project just (9/28/2009) published a blog entry on this topic where he does a great and even handed comparison of Git, Mercurial and Bazaar.
In the end he finds strengths and weaknesses with all three and no clear winner. On the plus side, he gives a great table to help you decide which to go with.
Its a short read and I highly recommend it.
Mercurial and Bazaar resemble themselves very much on the surface. They both provide basic distributed version control, as in offline commit and merging multiple branches, are both written in python and are both slower than git. There are many differences once you delve into the code, but, for your routine day-to-day tasks, they are effectively the same, although Mercurial seems to have a bit more momentum.
Git, well, is not for the uninitiated. It is much faster than both Mercurial and Bazaar, and was written to manage the Linux kernel. It is the fastest of the three and it is also the most powerful of the three, by quite a margin. Git's log and commit manipulation tools are unmatched. However, it is also the most complicated and the most dangerous to use. It is very easy to lose a commit or ruin a repository, especially if you do not understand the inner workings of git.
Take a look at the comparison made recently by the Python developers: http://wiki.python.org/moin/DvcsComparison. They chose Mercurial based on three important reasons:
The choice to go with Mercurial was made for three important reasons:
- According to a small survey, Python developers are more interested in using Mercurial than in Bazaar or Git.
- Mercurial is written in Python, which is congruent with the python-dev tendency to 'eat their own dogfood'.
- Mercurial is significantly faster than bzr (it's slower than git, though by a much smaller difference).
- Mercurial is easier to learn for SVN users than Bazaar.
Sun did an evaluation of git, Mercurial, and Bazaar as candidates to replace the Sun Teamware VCS for the Solaris code base. I found it very interesting.
Bazaar is IMHO easier to learn than git. Git has a nice support in github.com.
I think you should try to use both and decide which suits you most.
A very important missing thing in bazaar is cp. You cannot have multiple files sharing the same history, as you have in SVN, see for example here and here. If you don't plan to use cp, bzr is a great (and very easy to use) replacement for svn.
This is a big question that depends a lot on context that would take you a lot of time to type into one of these little text boxes. Also, all three of these appear substantially similar when used for the usual stuff most programmers do, so even understanding the differences requires some fairly esoteric knowledge.
You will probably get much better answers if you can break your analysis of these tools down to the point at which you have more specific questions.
What do folks here see as the relative strengths and weaknesses of Git, Mercurial, and Bazaar?
This is a very open question, bordering on flamebait.
Git is fastest, but all three are fast enough. Bazaar is the most flexible (it has transparent read-write support for SVN repositories) and cares a lot about the user experience. Mercurial is somewhere in the middle.
All three systems have lots of fanboys. I am personally a Bazaar fanboy.
In considering each of them with one another and against version control systems like SVN and Perforce, what issues should be considered?
The former are distributed systems. The latter are centralized systems. In addition, Perforce is proprietary while all the others are free as in speech.
Centralized versus decentralized is a much more momentous choice than any of the systems you mentioned within its category.
In planning a migration from SVN to one of these distributed version control systems, what factors would you consider?
First, lack of a good substitute for TortoiseSVN. Although Bazaar is working on their own Tortoise variant, but it's not there yet, as of September 2008.
Then, training the key people about how using a decentralized system is going to affect their work.
Finally, integration with the rest of the system, such as issue trackers, the nightly build system, the automated test system, etc.
ddaa.myopenid.com mentioned it in passing, but I think it's worth mentioning again: Bazaar can read and write to remote SVN repositories. That means you could use Bazaar locally as a proof-of-concept while the rest of the team is still using Subversion.
EDIT: Pretty much all the tool now have some way of interacting with SVN, but I now have personal experience that git svn works extremely well. I've been using it for months, with minimal hiccups.
Your major issue is going to be that these are Distributed SCMs, and as such require a bit of a change to the user's mindset. Once people get used to the idea the technical details and usage patterns will fall into place, but don't underestimate that initial hurdle, especially in a corporate setting. Remember, all problems are people problems.
There is good video by Linus Torvalds on git. He is creator of Git so this is what he promotes but in the video he explain what distributed SCMs are and why they are better then centralized ones. There is a good deal of comparing git (mercurial is considered to be OK) and cvs/svn/perforce. There are also questions from the audience regarding migration to distributed SCM.
I found this material enlightening and I am sold to distributed SCM. But despite Linus' efforts my choice is mercurial. The reason is bitbucket.org, I found it better (more generous) then github.
I need to say here a word of warning: Linus has quite aggressive style, I think he wants to be funny but I didn't laugh. Apart from that the video is great if you are new to distributed SCMs and think about move from SVN.
Distributed version control systems (DVCSs) solve different problems than Centralized VCSs. Comparing them is like comparing hammers and screwdrivers.
Centralized VCS systems are designed with the intent that there is One True Source that is Blessed, and therefore Good. All developers work (checkout) from that source, and then add (commit) their changes, which then become similarly Blessed. The only real difference between CVS, Subversion, ClearCase, Perforce, VisualSourceSafe and all the other CVCSes is in the workflow, performance, and integration that each product offers.
Distributed VCS systems are designed with the intent that one repository is as good as any other, and that merges from one repository to another are just another form of communication. Any semantic value as to which repository should be trusted is imposed from the outside by process, not by the software itself.
The real choice between using one type or the other is organizational -- if your project or organization wants centralized control, then a DVCS is a non-starter. If your developers are expected to work all over the country/world, without secure broadband connections to a central repository, then DVCS is probably your salvation. If you need both, you're fsck'd.
I was using Bazaar for a while which I liked a lot but it was only smaller projects and even then it was pretty slow. So easy to learn, but not super fast. It is very x-platform though.
I currently use Git which I like a lot since version 1.6 made it much more similar to other VCS in terms of the commands to use.
I think the main differences for my experience in using DVCS is this:
In summary Bzr was great when I was cutting my teeth on DVCS but I'm now very happy with Git and Github.
Given the case I made two independent changes in one file: eg. added a new method and changed another method.
I often don't want to commit both changes as one commit, but as two independent commits.
On a git repository I would use the Interactive Mode of git-add(1) to split the hunk into smaller ones:
git add --patch
What's the easiest way to do this with Subversion? (Maybe even using an Eclipse plug-in)
Update:
In The Thing About Git, Ryan calls it: ?The Tangled Working Copy Problem.?
I have done this using TortoiseSVN.
The built in merge utility allows you to show a diff between the reposotory version and your working copy.
Use the 'create backup' function of the diff utility
Step 1. Go to commit your file as if you were going to commit all your changes.
Step 2. In the commit window, double click the file to show a dif.
Step 3. In the diff settings, click the option to 'backup original file'.
Step 4. Right-click the changes you don't want, and use select 'use other text block'.
Step 5. Save the dif and commit the changes.
Step 6. Overwrite the original with the created .bak file (which will have all your original changes).
Step 7. Commit your file.
You should now have all your changes commited, using two seperate commits.
Try using svn diff > out.patch then copy the out.patch file to out.patch.add and out.patch.modify
Only when you have a working patch file revert the original file using svn revert out.c.
Edit the patch files by hand so that they only contain the hunks for adding or modifying. Apply them to the original file using the patch command, test if the addition worked, then svn commit the addition.
Wash rinse repeat for the out.patch.modify patch.
If the changes are separate in the file as your initial question stated - added a new method, changed an existing method - this will work
This is a very tedious solution - although I'm not convinced you should have any reason to separate your commits.
You also could have checked out multiple working copies of the same source to apply your work against:
svn co http://location/repository methodAdd
svn co http://location/repository methodModify
Be sure to svn up and test to make sure all is well.
With git-svn you can make a local GIT repository of the remote SVN repository, work with it using the full GIT feature set (including partial commits) and then push it all back to the SVN repository.
I use either a local darcs repo, or just merge the changes in gradually. With merging (opendiff opens FileMerge, a merge program that comes with Xcode; replace with your favorite merge tool):
cp file file.new
svn revert file
opendiff file.new file -merge file
merge the related changes, save the merge, quit the merge program
svn ci -m 'first hunk' file
mv file.new file
svn ci -m 'second hunk' file
if more than one unrelated hunk in the file, rinse and repeat (but why would you wait so long before committing?!)
Also, if you know git, you can use git-svn to maintain a local git repo and sync your commits to an svn master server; works great in my limited experience.
I used to do this:
This is a simplistic approach that assumes one set of changes is reasonably easy to undo. For more complex situations, I would give up and commit both changes without worrying about it.
Now that I use git, this is something I hope I'll never have to do again!
It's a little riskier than Spike's full suggestion but can be easier to do. Also make sure you try it on something else first as some editors will refuse to save over a file that has changed out from under them unless you reload that file (losing all your changes)
How do I tell Subversion (svn) to treat a file as a binary file?
It is possible to manually identify a file located within a repository as binary by using svn propset to set the svn:mime-type property to a binary type, such as application/octet-stream. This is generally not necessary, as Subversion will attempt to determine whether a file is binary when the file is first added. If Subversion is incorrectly tagging a certain type as "text" when it should be treated as binary, it is possible to configure Subversion's auto-props feature to automatically tag that file with a non-text MIME type. Regardless of the properties configured on the file, Subversion still stores the file in a binary format within the repository.
If Subversion identifies the MIME type as a "text" type, it enables certain features which are not available on binary files, such as svn diff and svn blame. It also allows for automatic line ending conversion, which is configurable on a client-by-client basis.
For more information, see How does Subversion handle binary files?
From page 367 of the Subversion book
In the most general sense, Subversion handles binary files more gracefully than CVS does. Because CVS uses RCS, it can only store successive full copies of a changing binary file. Subversion, however, expresses differences between files using a binary differencing algorithm, regardless of whether they contain textual or binary data. That means all files are stored differentially (compressed) in the repository.
CVS users have to mark binary files with -kb flags to prevent data from being garbled (due to keyword expansion and line-ending translations). They sometimes forget to do this.
Subversion takes the more paranoid route. First, it never performs any kind of keyword or line-ending translation unless you explicitly ask it to do so (see the section called ?Keyword Substitution? and the section called ?End-of-Line Character Sequences? for more details). By default, Subversion treats all file data as literal byte strings, and files are always stored in the repository in an untranslated state.
Second, Subversion maintains an internal notion of whether a file is ?text? or ?binary? data, but this notion is only extant in the working copy. During an svn update, Subversion will perform contextual merges on locally modified text files, but will not attempt to do so for binary files.
To determine whether a contextual merge is possible, Subversion examines the svn:mime-type property. If the file has no svn:mime-type property, or has a MIME type that is textual (e.g., text/*), Subversion assumes it is text. Otherwise, Subversion assumes the file is binary. Subversion also helps users by running a binary-detection algorithm in the svn import and svn add commands. These commands will make a good guess and then (possibly) set a binary svn:mime-type property on the file being added. (If Subversion guesses wrong, the user can always remove or hand-edit the property.)
Hand editing would be done by
svn propset svn:mime-type some/type filename.extension
I recommend to read this. Basicly, you have to set the mime type to octet-stream:
svn propset svn:mime-type application/octet-stream <filename>
For example:
svn propset svn:mime-type image/png foo.png
Although Subversion tries to automatically detect whether a file is binary or not, you can override the mime-type using svn propset. For example, svn propset svn:mime-type application/octet-stream example.txt. This will make your file act as a collection of bytes rather than a text file. See also, the svn manual on File Portability.
If using tortoise svn in Windows, right click on the file and go to properties. Click on new and add a new property of type svn:mime-type. For the value put: application/octet-stream
As per the Subversion FAQ, you can use svn propset to change the svn:mime-type property to application/octet-stream
svn looks for a mime-type property, guessing it is text if it doesn't exist. You can explicity set this property, see http://svnbook.red-bean.com/en/1.5/svn.forcvs.binary-and-trans.html
It usually does this by default for you, but if it isn't you need to look into file properties and propset.
Visual Studio solutions contain two types of hidden user files. One is the solution .suo file which is a binary file. The other is the project .user file which is a text file. Does anyone know exactly what data these files contain? I've also been wondering whether I should be adding these files to source control (Subversion in my case). If I don't add these files and another developer checks out the solution, will Visual Studio automatically create new user files?
These files contain user preference configurations that are in general specific to your machine, so it's better not to put it in SCM. Also, VS will change it almost every time you execute it, so it will allways be marked by the SCM as 'changed'. I don't include both, I'm in a project using VS for 2 years and had no problems doing that. The only minor annoyance is that the debug parameters (execution path, deployment target, etc.) are stored in one of those files (don't know which), so if you have a standard for them you won't be able o 'publish' it via SCM for other developers to have the entire development environment 'ready to use'.
You don't need to add these -- they contain per-user settings, and other developers won't want your copy.
Others have explained why adding the *.suo and *.user files to source control is not a good idea.
I'd like to suggest that you set the svn:ignore property to include those types of files, for 2 reasons:
We don't commit the binary file (*.suo), but we commit the .user file. The .user file contains for example the start options for debugging the project. You can find the start options in the properties of the project in the tab "Debug". We used NUnit in some projects and configured the nunit-gui.exe as the start option for the project. Without the .user file, each team member have to configure it separately.
Hope this helps.
No, you should not add them to source control since - as you said - they're user specific.
SUO (Solution User Options): Records all of the options that you might associate with your solution so that each time you open it, it includes customizations that you have made.
The .user file contains the user options for the project (while SUO is for the solution) and extends the project file name (e.g. anything.csproj.user contains user settings for the anything.csproj project).
Visual Studio will automatically create them. I don't recommend putting them in source control. There have been numerous times where a local developer's SOU file was causing VS to behave erratically on that developers box. Deleting the file and then letting VS recreate it always fixed the issues.
By default Microsoft's Visual SourceSafe does not include these files in the source control because they are user-specific settings files. I would follow that model if you're using SVN as source control.
These files are user-specific options, which should be independent of the solution itself. Visual Studio will create new ones as necessary, so they do not need to be checked in to source control. Indeed, it would probably be better not to as this allows individual developers to customize their environment as they see fit.
This appears to be Microsoft's opinion on the matter: http://social.msdn.microsoft.com/forums/en-US/vssourcecontrol/thread/dee90d75-d825-4c76-a30f-016eab15ef7f
you cannot source-control the .user files because that's user specific. it contains the name of remote machine and other user dependent things. it's a vcproj related file
the .suo is a sln related file and it contains the "solution user options" (startup project(s), windows position (what's docked and where, what's floating), etc )
it's a binary file, I don't know if it contains something "user related".
In our company we do not take under source control those files.
Since I found this question/answer through google in 2011, I thought I'd take a second and add the link for the *.SDF files created by Visual Studio 2010 to the list of files that probably should not be added to version control (the IDE will re-create them). Since I wasn't sure that a *.sdf file may have a legitimate use elsewhere, I only ignored the specific [projectname].sdf file from SVN.
Why does the visual studio conversion wizard 2010 create a massive SDF database file?
Sorry about the old thread resurrection, but hopefully useful to someone else.
.user is the user settings, and I think .suo is the solution user options. You don't want these files under source control; they will be re-created for each user.
Using Rational ClearCase the answer is no, only the .sln & .*proj should be registered in source code control, I can't answer for other vendors. If I recall correctly these files are "user" specific options, your environment.
I wouldn't. Anything that could change per "user" is usually not good in source control. .suo, .user, obj/bin directories
They contains the specific settings about project that are tipically assigned to a single developer (like, for example, the starting project and starting page to start when you debug your application).
So it's better not adding them to version control, leaving VS recreate them so that each developer can have the specific settings he wants.
Are there any systems out there where one can check in changes for a website and have that automatically update the website.
The website effetively runs off the latest stable build the whole time without the need to ftp the files to the server.
I would look into using a post-commit hook to update the site when changes are made. This could be something as simple as using "svn export" to export the current state of the repository to the live website location. Of course, this has performance considerations if your site has lots of content, so you may want to do something more sophisticated and only push updates for content that was changed in the commit.
You might want to use a combination of CruiseControl (or CruiseControl.NET) and Ant (or NAnt). That does the job extremely well for us.
Beanstalk is a solution that integrates ftp with subversion.
Yes, post_commit hook is what you want.
What to hook to? I'd recommend rsync (if your site instance isn't a svn working copy) or ssh with key auth calling a script which does 'cd WEBDIR && svn up' (if it is).
[Assembla][1]'s got it, with their FTP and Subversion tools
[1]: http://www.assembla.com/catalog/37-Web-Designers-Package?affiliate=Ryan Menezes
SVN's post_commit hook is ideal for things like this.
ADS (automatic deployment script looks like a solution to this, but I've never tried it - just found it with a few seconds of Googling.
Effectively what needs to happen is that changes I have marked as live or stable needs to be merged with the Live website. This effectively means I don't have to worry about accidently copying over files and if something goes wrong it could be reverted to the previous version again.
I'll investigate post_commit hook but I'll have to find a way to do a backup first so that a problem with subversiondoesn't kill the site.
You may want to take a look at Unison. I was fairly happy with it as a publishing mechanism for a site where I wanted, effectively, a smart two-way rsync. You could probably tie it to SVN without much difficulty.
svn2web, installed as a post-commit hook, will ftp or scp files from a subversion repository to one or more web servers on every commit. See the SourceForge project for details.
http://svn2ftp.com > SVN2FTP allows users to Push SVN / Subversion Commits Directly to an FTP or SFTP Server
I am using VS2008 and Resharper. Resharper creates a directory _Resharper.ProjectName. These files provide no value for source control that I am aware of and cause issues when committing changes. How can I get SVN to ignore them? I am using TortoiseSVN as my interface for SVN.
EDIT: You guys are fast.
Add the file names (or even the pattern _Resharper.*) to the svn:ignore property for its parent directory.
Gonna post an answer to my own question here as I RTFM after I typed this up. In TortoiseSVN, goto settings. Add
*ReSharper*
to the "Global ignore pattern". Adding items to the global ignore pattern means that these files will be ignored for any project you work on for the client with TortoiseSVN installed, so it might not be appropriate to use the global ignore in all cases.
You can also add specific files and directories to the ignore list for individual projects if you select this from the TortoiseSVN menu BEFORE they have been added to your repository. The "BEFORE" part is what tripped me up originally. Since this is a single developer project, I've been checking in binaries, etc. b/c it has no consequence for other developers, and the Resharper files got in there.
Short answer: the "svn:ignore" property
Long answer:
# cd /your/working/copy
# export EDITOR=vi
# svn propedit svn:ignore .
(add "_Resharper.ProjectName" on its own line and write the file out)
Edit: erg... doh, just realized you said tortoise... this is how you do it with the command-line version of SVN
Store Resharper caches in system temp folder. Check First setting page in r#. Environment -> General -> System -> Store caches ..
svn has an "ignore" property you can attach to a filename pattern or a directory. Files and directories that are ignored won't be reported in "svn st" commands and won't go into the repo.
Example: you have C source code in .c and .h files, but the compiler creates a bunch of .o files that you don't want subversion to bother telling you about. You can use Subversion's properties feature to tell it to ignore these.
For a few files in one checked-out working directory, for example myproject/mysource/
bash> svn propedit svn:ignore mysource
In the text editor that pops up (in linux, probably vi or whatever your EDITOR env var is set to), add one filename pattern per line. Do not put a trailing space after the pattern (this confuses svn).
*.o
*.bak
That's all. You may want to do a commit right away, since sometimes svn gets fussy about users making too many different kinds of changes to files between commits. (my rule is: if in doubt, commit. It's cheap)
For a type of file appearing in many places in a sprawling directory tree, edit the subversion config file kept inside the repository. This requires the repository administrator's action, unless you have direct access to the repository (not through svn: or http: or file:, but can 'cd' to the repository location and 'ls' its files). The svn books should have the details; i don't recall offhand right now.
Since i don't use Tortoise, i don't know how directly the description above translates - but that's why we have editable answers (joy!)
Look at this answer for storing the Resahrper cache in the system TEMP folder.
This way you can not even accidentally add it to any version control system - not just SVN.
This blog post provides a example on how to do what you want on via command line svn. http://sdesmedt.wordpress.com/2006/12/10/how-to-make-subversion-ignore-files-and-folders/
These change will be reflected in TortoiseSVN.
I believe there is a way to do it via tortoise however i don't have a windows vm accessible atm, sorry :(
SVN only controls what you put into it when creating your repository. Don't just import your entire project folder but import a "clean" folder BEFORE doing a build. After the build you get all the object files or your _Resharper folder etc. but they are not version controlled.
I forgot: the
What is your opinion of the various online Hosted SVN providers? How do they all compare? I'm looking for thoughts on Assembla, Unfuddle, BeanStalk, CVSDude, ProjectLocker, and any others that I forgot to mention. Thanks for your insight and input.
I've used assembla.com for the past year or so and they've been brilliant. No downtime (that I've noticed), and when it's entirely free, what's not to like?
Update: As of 17th October, Assembla doesn't offer free private hosting. You can still get publicly visible spaces for free, but a private space will cost US$3 per GB per month + US$2 per User per month. This is pretty reasonable IMO.
We are using unfuddle (the free plan) for about a year: very easy to setup and reliable.
I've been using ProjectLocker for around 6 months now and it has worked very well. I would definitely recommend it.
I've used BeanStalk pretty much since they started. They had a rough moment or two at first, but have recently moved data centers and with that move I have had zero problems with them. They have an excellent UI for web browsing. Could not be happier and the price is great.
Security/privacy is always a concern I guess, but I don't worry about it much. I'm the only developer and just use Beanstalk as a single place to store my code as I work on it.
Regardless of where you host your source control, if your code is valuable, remember to make an offsite, offline backup. Something that won't be lost to fire, theft, earthquake, lightning, or malicious deletion.
I have worked for control freaks who want all the family jewels kept in the house. A related question is: What would it take to persuade the boss to go with a hosted svn instead of in-house? There'd have to be a big advantage. For the case of svn, it's pretty easy to set up, even for a non-pro developer. Even being free (as in beer) won't cut it; the question arises of who pays their electric and internet bill?
Scientists and others with long-term archiving concerns will won't be impressed by a solution that looks good for the next year but no one knows where it'll go later on. How do we know the hosting company won't go belly up in six years?
One situation where hosted svn may make sense, is when a small working group with no permanent location, servers under their control, or cooperative institutional IT support, wants to establish a repository for a project.
Another situation: for students who want to get familiar with working with svn but don't want to monkey with setting it up, and have no long-term intentions with it.
We've been using CVSDude (Team-plan for 30 USD/month) for a year os so now. And while they never really screwed up, I also can't recommend them for numerous reasons.
On the brighter side...
Personally, I just signed up with hosted-projects.com (2 week trial), primarily because they are in my timezone and I can pay them through wire and to evaluate some other options for us. Also, their interface is rather basic but it all works so well. I like that. :)
If wire transfer wouldn't be a concern, I'd recommend unfuddle. Assembla has too many bells and whistles for my taste. :)
I had an awful experience with Asphostcentral.com They were offering hosted TFS2010 services and published following advertisement:
"Visual Studio Team System (VSTS) uses Team Foundation Server (TFS) as the data storage and collaboration backend. TFS provides a source control repository, work item tracking and reporting services. [...] ASPHostCentral.com, as the leading ASP.NET and Windows Hosting Provider, proudly announces the availability of Team Foundation Server 2010 service on all our hosting plans. You can always start from as low as $4.99/month to get this service."
After reading this advertisement I was sure, this service will completely fulfill my need to host my personal blog source code in hosted TFS database. But after purchasing hosting plan to $80 and posting question to company help desk, I was surprised, that TFS "is not remotely accessible"! So it's installed, but there is no way to use it. Maybe I understand the technology wrong, but how can use use TFS it is not remotely accessible?
Their reply was: "Yes. I understand that we provide the TFS but it will not be accessible remotely. Is there any particular activity you like to do beside source controlling? You can always build your own TFS 2010 locally and deploy the working project on our server."
My suggestion, keep away from Asphostcentral.com, I have already read couple negative comments about this "company" but decided to try myself and burned.
+1 for Assembla.
A easy to use out of the box svn with trac and other tools.
Kind Regards
I have been using Assembla for several months now and overall I am very satisfied. It is very simple to setup and get going with. I am using it on a small remote team and would definately recommend it for this type of environment. We have used the hosted svn, Trac-issue tracking, and wikis without any serious issues.
I am using assembla.com for student projects. Collaboration over assembla is great, though not using each and every feature of assembla.
I'd recommend it without a doubt, unless you need absolute privacy... then a self-hosted (SSL) solution would be my choice.
I use a self hosted SVN for personal projects, which do not need collaboration and 100% stability, because I tend to joyfully wreck my own server ;)
I've used Assembla for a while now and it's great. Once very nice thing is that your repositories are available via http AND https which helps if you are sometimes firewalled.
Edit:
I also posted an update: http://slavoingilizov.com/blog/2010/09/29/re-comparison-of-project-hosting-solutions/
I've written a post on the topic:
http://www.slavoingilizov.com/blog/2008/01/30/comparison-of-project-hosting-solutions
Only comparing three, but you may find it useful. I think Assembla is actually very good.
I have used Assembla, which is the first free svn hosting site I found that didn't force me to disclose my source code to the public.
+1 for Assembla too! I'm been using it for more than 1 year and it's great! There are new tools and features that are very usefull...
I like Beanstalk. It's cheap, much faster than it was before, has private repos with SSL, and integrates with Basecamp, Lighthouse, and Twitter.
With free accounts on shared SVN it's hard to find a private one. I'd say just setup SVN and trac on your webserver.
I'm with www.hosted-projects.com (Germany-based), and am pleased. Includes Trac, SSL and optional extra roll-your-own 3rd-party backup.
We've also been evaluating various hosted SVN providers. I'll add CodeSpaces to the list which has a pretty slick web UI and offers the usual SVN goodness.
One of the issues which has prevented us from yet adopting a single provider is the network latency we are experiencing from some providers.
+1 for Assembla, even with the new pricing. Student plans are still free though.
+1 for Assembla.
I've been using assembla for the past few months and it works great. You've got your options with them too. If you're a student you can get them to give your class free hosting, or simply place your project on public. Otherwise its cheap and def worth small price.
I am also looking for a hosted SVN solution at the moment...
I found this link useful Subversion (SVN) Hosting Comparison:
Beanstalkapp is crappy, they have problems with large repos and - the most annoying thing - they have completely unresponsive support.
If my boss wasn't happy about the basecamp integration, I would never use it.
Check out this great Subversion Hosting Comparison site:
http://subversionhosting.dbur.com/
It has (at time of writing) 62 Subversion Hosting products to compare.
My only concern about online providers is privacy. I am not saying that the hosting companies will take your code and run away with it (or sell it) but there is always the chance. Perhaps a disgruntled employee?
I am a control freak and runs my own subversion server on a DSL line. But of course, I don't have that many users.
If you're serious about the code you will be hosting I suggest invest on a decent server and put it online somewhere. That's just my opinion.
used versionshelf for a couple of months now, seems just fine.
Is open-source an option? I've used Google code for a few small projects, and I've been very pleased. I also like all the other features that come along in addition to source control. Currently, they're still on Subversion 1.4.
I've used both OpenSVN and DevjaVu for personal projects. Of the two, I prefer DevjaVu, as OpenSVN is often slow. Otherwise, both are fine.
Linode and DIY with your own linux if you run ISV. I use ssh+svn with an Ubuntu server there, stable and fast.
And of course you can just do a lot more there besides hosting SVN :)
+1 for Assembla, great tools, now with pre-configured spaces: http://www.assembla.com/preconfigured_spaces
A few clicks setup to start a real project, something like IDE project templates.
wush.net works for me.
I have only good things to say about GeekISP. CVS/SVN, Trac, database, SSH, (oh yes, and web hosting if you need it), with great user support.
We've used DreamHost for the last couple of years and would highly recommend it - you get unlimited storage, can create unlimited number of repositories and get full shell access in case if you need to install WebSVN or add some hook scripts to integrate with bug tracking software like FogBugz.
I've used both Assembla and Unfuddle, and would give Assembla an edge there. Another new possibility, still in 'beta', is http://workspace.activestate.com/.
We use Unfuddle and it's been flawless. We use both Subversion and GIT repositories. The help it gives you setting up and connecting to the services is great.
I don't have experience of the other services to compare, but I can highly recommend Unfuddle on its own merits, at least.
The fact that it's now using Amazon S3 for backup too feels reassuring (to me, at least).
If you are not working on a opensource project, the best free hosting seems to be unfuddle. It has all the tools I need, Unfortunately it's limited to two devs.
devZing just added Subversion hosting
I manage a small team (PHP/MySQL web applications) and I am testing Unfuddle (good feeling & interface, zero problems in setup), Indefero (zero problems, a little bit too basic & rough in the interface, but it's very cheap) and ProjectLocker (looks a little more complicated).
RiouxSVN is totally Free and private. You can share your repositories with an unlimited number of users. You can also make your repositories public for open source projects.
If you want to compare price-wise, you can use this table that I created recently: http://sodeve.net/commercial-git-svn-hosting-comparison/
We have a rather large svn repository. Doing svn updates are taking longer and longer the more we add code. We added svn:externals to folders that were repeated in some projects like the FCKeditor in various websites. This helped but not that much.
What is the best way to reduce update time and boost SVN speed?
If it's an older SVN repository (or even quite new, but wasn't setup optimally), it maybe using the older BDB style of repository database. http://svn.apache.org/repos/asf/subversion/trunk/notes/fsfs has notes on the new one. To change from one to another isn;t too hard - dump the entire history, re-initialise it with the new svn format of file system and re-import. It may also be useful at the same time to filter the repo-dump to remove entire checkins of useless information (I, for example, have removed 20MB+ tarball files that someone had checked in).
As far as general speed goes - a quality (speedy) hard-drive and extra memory for OS-based caching would be hard to fault in terms of increasing the speed of how SVN will work.
On the client side, if you have tortoisesvn setup through PuttyAgent for SSH access to an external repository machine, you can also enable SSH compression, which can also help.
Edit: SVN v1.5 also has the fsfs-reshard.py tool which can help split a FSFS based svn repository into a number of directories - which can themselves be linked onto different drive spindles. If you have thousands of revisions, that can also help - if for no other reason than finding one file among thousands takes time (and you tell tell if thats a problem by looking at the IOwait times)
Disable virus checking on folders that contain working copy code. This caused my updates to become twice as fast.
-- Lee
Sounds like you've got multiple projects in one repository. Splitting them up where appropriate will give you a big boost.
Supposedly Git is much faster than Subversion due to the way it stores/processes changes, but I have no first-hand experience with it.
There are some common performance tweeks. SVN is very IO heavy, so faster hard disks are an option (on both ends). Add more memory to your server. Make sure your clients have a defragmented hard disk (for Windows).
What access method you use also matters. Repositories stored on remote filesystems (using file:/// access) are going to be much slower than either svnserve or Apache with mod_svn. Consider using one of the latter if you have the repository on a simple file share.
Make sure your connection to the server is a fast as can be (gigabit ethernet). Make sure the server has fast disks in an array. And, of course, only check out what you need.
Not really an answer, but it may be interesting to know that one of the reasons svn is so I/O-heavy is the fact that it stores one extra copy of each file in the .svn/text-base directory. This makes local diff operations fast, but eats lot's of harddisk space and I/O.
http://subversion.tigris.org/issues/show_bug.cgi?id=525 has the details.
TotoiseSVN by default looks at file changes in the background and I have seen that slow down my machine. I changed the config to exclude everything and then only include the directories where I have checkouts. You can also turn off the background checks. Both of these settings are in the Icon Overlays settings node.
I've found in my own experience (ie: not through any actual tests) that, especially if the SVN repo server is remote, using externals seems to slow things down. If you've got duplicated code (like your FCK editor) in multiple places, I would tend to stick to using externals since keeping those files synchronised and manageable is more important than update speeds - though, you could look at using symbolic links to bring in duplicated code instead. (If you're using Windows XP, you can use junction points).
We've split our code base into several sibling modules and wrote the Ant scripts so that one developer can work on one module at a time without bothering too much about what's happening in the other modules.
Typically, developers will need to update their entire tree a couple times a week but it can easily be done before going to lunch/coffee break.
If you have many folders in the root of repository and your local copy reflects the repository, then try to slit monolithic local copy into many separated downloadable folders and update these folders separately too, It will be really faster than one big folder.
I would like to move a file or folder from one place to another within the same repository without having to use Repo Browser to do it, and without creating two independent add/delete operations. Using Repo Browser works fine except that your code will be hanging in a broken state until you get any supporting changes checked in afterwards (like the .csproj file for example).
Update: People have suggested "move" from the command line. Is there a TortoiseSVN equivalent?
To move a file or set of files using tortoise, right-click-and-drag the target files to their destination and release the right mouse button. The popup menu will have a 'SVN move versioned files here' option.
Note that the destination folder must have already been added to the repository for the 'SVN move versioned files here' option to appear.
svn move ? Move a file or directory.
In Windows Explorer, with the right-mouse button, click and drag the file from where it is to where you want it. Upon releasing the right-mouse button, you will see a context menu with options such as "SVN Move versioned file here".
If you want to move files around and keep the csproj files up to date, the easiest way is to use a Visual Studio plugin like AnkhSVN. That will automatically commit both the move action (as an delete + add with history, because that's how Subversion works) and a change in the .csproj
Subversion does not yet have a first-class rename operations.
There's a 6-year-old bug on the problem: http://subversion.tigris.org/issues/show_bug.cgi?id=898
It's being considered for 1.6, now that merge tracking (a higher priority) has been added (in 1.5).
Under TortoiseSVN, see the following page: http://tortoisesvn.net/docs/release/TortoiseSVN_en/tsvn-dug-copy.html
Using the 'svn move' command. I talk about it in the following tutorial: The Not-So-Boring Guide to Subversion.
Use Tortoise's RENAME command, and type in a relative path ("folder/file.ext").
From the command line, you can type svn mv path1 path2. This will create an add and a delete operation, but there's not really a way around that - as far as I know - in Subversion.
Use "svn move" command
As mentioned earlier, you'll create the add and delete commands. You can use svn move on both your working copy or the repository url. If you use your working copy, the changes won't be committed - you'll need to commit in a separate operation.
If you svn move a URL, you'll need to supply a --message, and the changes will be reflected in the repository immediately.
I recently asked about keyword expansion in Git and I'm willing to accept the design not to really support this idea in Git.
For better or worse, the project I'm working on at the moment requires SVN keyword expansion like this
svn propset svn:keywords "Id" expl3.dtx
to keep this string up-to-date:
$Id: expl3.dtx 803 2008-09-11 14:01:58Z will $
But I would quite like to use Git to do my version control. Unfortunately, git-svn doesn't support this, according to the docs:
"We ignore all SVN properties except svn:executable"
But it doesn't seem too tricky to have this keyword stuff emulated by a couple of pre/post commit hooks. But am I the first person to want this? Does anyone have some code to do this?
What's going on here: Git is optimized to switch between branches as quickly as possible. In particular, git checkout is designed to not touch any files that are identical in both branches.
Unfortunately, RCS keyword substitution breaks this. For example, using $Date$ would require git checkout to touch every file in the tree when switching branches. For a repository the size of the Linux kernel, this would bring everything to a screeching halt.
In general, your best bet is to tag at least one version:
$ git tag v0.5.whatever
...and then call the following command from your Makefile:
$ git describe --tags
v0.5.15.1-6-g61cde1d
Here, git is telling me that I'm working on an anonymous version 6 commits past v0.5.15.1, with an SHA1 hash beginning with g61cde1d. If you stick the output of this command into a *.h file somewhere, you're in business, and will have no problem linking the released software back to the source code. This is the preferred way of doing things.
If you can't possibly avoid using RCS keywords, you may want to start with this explanation by Lars Hjemli. Basically, $Id$ is pretty easy, and you if you're using git archive, you can also use $Format$.
But, if you absolutely cannot avoid RCS keywords, the following should get you started:
git config filter.rcs-keyword.clean 'perl -pe "s/\\\$Date[^\\\$]*\\\$/\\\$Date\\\$/"'
git config filter.rcs-keyword.smudge 'perl -pe "s/\\\$Date[^\\\$]*\\\$/\\\$Date: `date`\\\$/"'
echo '$Date$' > test.html
echo 'test.html filter=rcs-keyword' >> .gitattributes
git add test.html .gitattributes
git commit -m "Experimental RCS keyword support for git"
rm test.html
git checkout test.html
cat test.html
On my system, I get:
$Date: Tue Sep 16 10:15:02 EDT 2008$
If you have trouble getting the shell escapes in the smudge and clean commands to work, just write your own Perl scripts for expanding and removing RCS keywords, respectively, and use those scripts as your filter.
Note that you really don't want to do this for more files than absolutely necessary, or git will lose most of its speed.
Unfortunately, RCS keyword substitution breaks this. For example, using $Date$ would require git checkout to touch every file in the tree when switching branches.
That is not true. $Date$ etc. expand to the value which holds at checkin time. That is much more useful anyway. So it doesn't change on other revisions or branches, unless the file is actually re-checked-in. From the RCS manual:
$Date$ The date and time the revision was checked in. With -zzone a
numeric time zone offset is appended; otherwise, the date is
UTC.
This also means that the suggested answer above, with the rcs-keyword.smudge filter, is incorrect. It inserts the time/date of the checkout, or whatever it is that causes it to run.
Here is a sample project containing the configuration and filter code needed for adding RCS keyword support to a git project:
https://github.com/turon/git-rcs-keywords
It's not as simple to setup as one would like, but it seems to work. It uses a smudge/clean filter pair written in perl (similar to what emk's answer described), and yes, it will touch all files with the extensions set in .gitattributes, generally slowing things down a bit.
You could set the ident attribute on your files, but that would produce strings like
$Id: deadbeefdeadbeefdeadbeefdeadbeefdeadbeef$
where deadbeef... is the sha1 of the blob corresponding to that file. If you really need that keyword expansion, and you need it in the git repo (as opposed to an exported archive), I think you're going to have to go with the ident gitattribute with a custom script that does the expansion for you. The problem with just using a hook is then the file in the working tree wouldn't match the index, and git would think it's been modified.
Thanks Eridius. I hadn't considered the problem with not matching the index. That would be pretty annoying.
The problem I'm facing is that the actual SVN Id attribute is parsed as a sort-of "version number" in the compiled documentation. So Git's default sha1 isn't really useful at all.
But I'll take a look at the customising how Git's ident is expanded; I hadn't realised this could be done with a custom script ? that might well do the trick.
Er, regarding
I think you're going to have to go with the
identgitattribute with a custom script that does the expansion for you
Is this actually possible? The gitattribute man page is not exactly enlightening on this topic.
SVN in Eclipse is spread into 2 camps. The SVN people have developed a plugin called Subclipse. The Eclipse people have a plugin called Subversive. Broadly speaking they both do the same things. What are the advantages and disadvantages of each?
Both are very similar but Subversive is the "eclipse svn provider". I primarily use subversive because of a few convenient features.
Grouping of history. When i'm browsing the history of a branch instead of just seeing a bunch of rows for every commit it can group commits by today, week, etc.
Mapping of trunk, branches, and tags. Subversive assumes the default svn layout trunk, branches, tags (which you can change) so whenever you want to tag or branch its one click and you provide the name of the tag or branch.
Like i said these are minor differences that i just find convenient. Both work great with mylyn, but overall there really isn't a whole lot of differences with theses two extensions.
Merging with subversive is a pain though (haven't tried subclipse), I've never been able to successfully merge. The preview of the merge is great but it would never complete the merge or it will take way to long. Most of the time i complete merging thru the command line without any issues.
With every new version of Eclipse, I install Subversive because it's the standard provided by Eclipse. And every time, it has issues recognizing my pre-existing projects. So I end up uninstalling Subversive and installing Subclipse instead, which works marvelously. I also frequently use svn from the command line as well as in Eclipse, and Subclipse has no problems with this.
After reading this post, I changed to Subclipse hands down.
http://eclipsezone.com/eclipse/forums/t77149.rhtml#92035407
If you do much merging with Subversion then you will probably prefer CollabNet Desktop - Eclipse Edition. You have to register an account with CollabNet to get the download, but it is free. It is essentially Subclipse with a better merge UI.
I am not affiliated with CollabNet.
Update: CollabNet has made their improved merge client available to non-registered users of subclipse. You get it by selecting the CollabNet Merge Client feature when installing Subclipse from the update site.
I would say Subclipse, as i couldnt even get Subversive working ;)
They both have pretty heinous warts, but I couldn't get Subversive to work with a project I had checked out from the command-line, and that was a show-stopper for me.
I actually think both of them kinda suck. Using tortoiseSVN is a far better solution in my opinion. It's far more robust and tends to just work better, I've always had integration issues with subclipse and subversive.
Subclipse, because at least it works. Subversive has been a bucket of fail for me so far, wouldn't play nice with all of my old projects I had checked out with Subclipse.
Up until about May 2008 I was using Subclipse, but due to issues with some projects, I've switched over to Subversive and am using that with no issues. If you are doing something fancy like headless Buckminster builds, then Subversive is definitely the one to go with.
I tried both of them, and both Subclipse and Subversive are awful. Both are challenging to install. If you use Subversive, you cannot use an external SVN client.
However you need to have a SVN client installed in Eclipse to keep track of changes, and also to not corrupt your local repository.
I have Subclipse installed, but use TortoiseSVN to actually do comitting/tagging/branching/merging.
Just an update. I recently was reinstalling Eclipse and was faced with choice of Subclipse vs Subversive. I, also, had my share of troubles trying to get Subversive to work so I went for Subclipse. It installed perfectly on my Linux 64 bit machine and is running just fine. I mapped most common functions like Update, Commit, .. to shortcuts and its a blast. The merging is good too, although for bigger merges I still turn to TortoiseSVN. i tried it with both 3.5 and 3.6 and they both work fine. I ended up using 3.5 because for some reason key binding were not working with 3.6
Certainly both IDE plugins have their issues. But neither precludes the parallel use of other solutions like Tortoise or command-line. I use all three for my projects at work.
The important thing to remember is that all your client SVN software should use the same SVN file format--which differs between versions of SVN--or you are asking for trouble.
Another issue we found is when your client software uses a different SVN file format than the server. (By file format, I mean the way all the information is represented in all those seemingly invisible .svn files that effectively record what SVN needs to know about your project files.) That can wreak havoc. There's a documented bug between 1.5 server and 1.6 clients, but I can't find the link right now.
We had issues running the superior (IMO) Subclipse 1.6 plugin because of incompatibilities with our SVN 1.5.5 server. So we reverted to Subversive. It works fine, albeit slow and somewhat buggy (but improving). We will switch to Subclipse when our server is updated, though. And yes, we check out our projects with Tortoise and import them into Eclipse (it's faster). We found that, as other posters said here, it would NOT work if we ran newer versions of Tortoise that wrote files in 1.6.x format, but when we reverted to Tortoise 1.5.x, it worked just fine. The same was true of the command-line client (which we leverage with our Ant tasks).
For me neither is better or worse, but Subversive is the default SVN plugin in Eclipse Ganymede platform, so there's a chance that it's better integrated with Eclipse.
As an addition to Brendons answer:
We use Subversion since version 1.5.1 and used Subclipse first. But because we greatly depend on the merging feature, we switched to Subversive which is more convenient and has a seperate Reintegrate option in the merging dialog.
One bug that might hinder at merging is that if you select revisions explicitly, it doesn't take the last revision listed. E.g. "101-100" doesn't merge r100 and "100" thus doesn't merge anything at all. (version 0.7.5)
And it has uses the same indicators as the CVS plugin.
I chose to go with Subclipse since it is most closely associated with the Subversion project and so more likely to better handle the core svn functionality. If at all it fails to perform any function then I have Tortoise SVN as a backup.
While I got both working with Helios, I have a slight preference for Subclipse because of its excellent support for bugtraq properties (details here).
The History view shows a separate column (titled bugtraq:label, displaying BUGIDs), and the context menu has a dedicated action to "Open Bug URL" (linking to bugtraq:url) -- I couldn't figure out how to access any of this info with Subversive.
I've been using Subversive since I upgraded to Ganymede. I use it with Eclipse in Linux (Ubuntu and Fedora Core), Windows XP and Mac OS X.5. Aside from some issues getting Subversion 1.5.1 to use the right security libraries under Mac OS, I haven't had any problems. Given that it has been adopted as an Eclipse technology project, I am inclined to place my bets on it, in terms of long-term hopes.
If you use Tortoise SVN and regularly update the version you may find Eclipse with subversive losing all SVN info and throwing some scary errors. Reason being the new version of Tortoise SVN adds new meta data that Eclipse subversive does not understand unless you also keep your Eclipse SVN connectors up to date as well. I generally use SVNKit connector so what I have is Tortoise SVN 1.5.x will work with Eclipse SVNKit connector 1.5.x and Tortoise SVN 1.6.x will work with Eclipse SVNKit connector 1.6.x
I have not really used it, but it seems Subversive supports "Check Out As", just like the built-in CVS support does.
Like, to take a project from SVN and be able to run it as a web project, one might be able to do so in one go. But to get the same result in Subclipse, I just check out the sources and run:
I have just discovered that i cannot figure out how to view a properties diff with subclipse. In Subversive you select two revisions in history view, right-click and select compare properties from the popup. This is enough for me to stick with Subversive.
Reason for trying to switch was Subversive's strange behavior on OS X: some automatic operation called 'svn cache update' hogged cpu at abnormal levels after every 'svn update' run, always taking an annoyingly long time to complete.
I tried to install Subversive on RAD 7.5 which runs on Eclipse 3.4 and it was a real pain, I was working with SubClipse and RAD 7.0, but I decided to try Subversive, the installation gave me lots of trouble and errors, so I preferred to install SubClipse 1.6 and I loved it, it has nice features, but overall it brings me the stability that I needed
FWIW, we are using an ancient version of SVN server (1.4 something), and I seem to remember that at one point there was an update to Subclipse that broke backward compatibility, and the gist was "nobody should be on such an old version of SVN anyway". Subversive was the only one that seemed to be able to handle the older version. Can't remember the details, though, sorry.
+1 subclipse -1 subversive Subversive gets confused after even minor refactoring, has validation issues as above. env:STS 2.7.2 (based on Galileo)
I've used both, and while subclipse has been flaky for me, subversive (at least with a previous version) locked out an account of my coworker when he accidentally put in the wrong credentials (the network login is used to access the subversion repository). Subclipse tends to get disorganized over time, if Eclipse is not refreshed regularly Subclipse seems to lose its file tracking information. Honestly, though, what I do is that since I have the Easy Explorer Plugin, I use subversive (occasionally) for history and change information but I easy explore and use TortoiseSVN for commits and updates to the projects I know I've changed recently.
I've also used both. I had the problem that I have around 150 projects on my workspace, and subversive would take an awful long time when I selected all plugins and said "synchronize repository". The UI would freeze for an extremely long time. I find subclipse to be more stable.
Anyways, I combine the tools a lot. For some tasks like checking out whole branches I prefer the command line. For others I use Tortoise. Subclipse I use mostly to view history and run comparisons directly on the tool, and occasionally to compare (I prefer Beyond Compare for that, though)
I had the same problem as some others even getting subversive to work, so I can't say if it's better than subclipse. Subclipse is really lacking when it comes to integration with eclipse for tags and branches. You can do them, but it's nowhere near as seamless as it is with CVS.
If you are using svn+ssh as protocol to access your repository I strongly suggest you to choose Subclipse: Subversive is not intelligent enough to remember your credentials properly and prompts you for username and private key every single time you update your working copy and also for each svn-external you may have set up. The "remember credentials" options is broken in this context and has been since the first public release of subversive.
I didn't managed to make subversive to work in Galileo. I would go for Subversion without any doubt.
Use Tortoise SVN ! It integrates with the filesystem very well and no need for any Subclipse or SVN Eclipse Plugin. Just remember that if you use Tortoise SVN , Do not checkin or checkout with any SVN Eclipse plugin after that.
They are both equally as bad as each other. I just spent an entire evening trying to get either working, with no success..
The closest I got was this:
eclipse.buildId=M20110909-1335
java.version=1.7.0
java.vendor=Oracle Corporation
BootLoader constants: OS=win32, ARCH=x86_64, WS=win32, NL=en_US
Framework arguments: -product org.eclipse.epp.package.java.product
Command-line arguments: -os win32 -ws win32 -arch x86_64 -product org.eclipse.epp.package.java.product
Error
Sun Oct 16 23:12:31 BST 2011
Could not instantiate provider org.tigris.subversion.subclipse.core.svnnature for project rssreader.
org.eclipse.team.core.TeamException: Could not instantiate provider org.tigris.subversion.subclipse.core.svnnature for project rssreader.
at org.eclipse.team.core.RepositoryProvider.mapNewProvider (RepositoryProvider.java:165)
at org.eclipse.team.core.RepositoryProvider.mapExistingProvider(RepositoryProvider.java:235)
at org.eclipse.team.core.RepositoryProvider.getProvider(RepositoryProvider.java:507)
at org.eclipse.team.svn.core.SVNTeamPlugin$2.runInWorkspace(SVNTeamPlugin.java:166)
at org.eclipse.core.internal.resources.InternalWorkspaceJob.run(InternalWorkspaceJob.java:38)
at org.eclipse.core.internal.jobs.Worker.run(Worker.java:54)
Some people wonder why everyone hates Eclipse, I have no trouble understanding why....
I have a laptop running Ubuntu that I would like to act as a Subversion server. Both for myself to commit to locally, and for others remotely. What are the steps required to get this working? Please include steps to:
These steps can involve any mixture of command line or GUI app instructions. If you can, please note where instructions are specific to a particular distribution or version, and where a users' choice of a particular tool can be used instead (say, nano instead of vi).
Steps I've taken to make my laptop a Subversion server. Credit must go to AlephZarro for his directions here. I now have a working SVN server (which has currently only been tested locally).
Specific setup: Kubuntu 8.04 Hardy Heron
Requirements to follow this guide:
1: Install Apache HTTP server and required modules:
sudo apt-get install libapache2-svn apache2
The following extra packages will be installed:
apache2-mpm-worker apache2-utils apache2.2-common
2: Enable SSL
sudo a2enmod ssl
sudo kate /etc/apache2/ports.conf
Add or check that the following is in the file:
<IfModule mod_ssl.c>
Listen 443
</IfModule>
3: Generate an SSL certificate:
sudo apt-get install ssl-cert
sudo mkdir /etc/apache2/ssl
sudo /usr/sbin/make-ssl-cert /usr/share/ssl-cert/ssleay.cnf /etc/apache2/ssl/apache.pem
4: Create virtual host
sudo cp /etc/apache2/sites-available/default /etc/apache2/sites-available/svnserver
sudo kate /etc/apache2/sites-available/svnserver
Change:
"NameVirtualHost *" to "NameVirtualHost *:443"
and
<VirtualHost *> to <VirtualHost *:443>
Add, under ServerAdmin:
SSLEngine on
SSLCertificateFile /etc/apache2/ssl/apache.pem
SSLProtocol all
SSLCipherSuite HIGH:MEDIUM
5: Enable the site:
sudo a2ensite svnserver
sudo /etc/init.d/apache2 restart
To overcome warnings:
sudo kate /etc/apache2/apache2.conf
Add:
"ServerName $your_server_name"
6: Adding repository(ies): The following setup assumes we want to host multiple repositories.
sudo mkdir /var/svn
sudo svnadmin create /var/svn/$REPOS
sudo chown -R www-data:www-data /var/svn/$REPOS
sudo chmod -R g+ws /var/svn/$REPOS
7: Add an authenticated user
sudo htpasswd -c -m /etc/apache2/dav_svn.passwd $user_name
8: Enable and configure WebDAV and SVN:
sudo kate /etc/apache2/mods-available/dav_svn.conf
Add or uncomment:
<Location /svn>
DAV svn
SVNParentPath /var/svn/svn-repos (for multiple repositories - see comments in file)
AuthType Basic
AuthName "Subversion Repository"
AuthUserFile /etc/apache2/dav_svn.passwd
Require valid-user
SSLRequireSSL
</Location>
9: Restart apache server:
sudo /etc/init.d/apache2 restart
10: Validation:
Fired up a browser:
http://localhost/svn
https://localhost/svn
Both required a username and password. I think uncommenting:
<LimitExcept GET PROPFIND OPTIONS REPORT>
</LimitExcept>
in /etc/apache2/mods-available/dav_svn.conf, would allow anonymous browsing.
The browser shows "Revision 0: /"
Commit something:
svn import --username $user_name anyfile.txt https://localhost/svn/testdirectory/anyfile.txt -m ?Testing?
Accept the certificate and enter password. Check out what you've just committed:
svn co --username $user_name https://localhost/svn/testdirectory
Following these steps (assuming I haven't made any error copy/pasting), I had a working SVN repository on my laptop.
A very easy way to get a SVN server up is to use the site Assembla.
They provide tons of free services, including SVN hosting.
This looks like what you want, perhaps with the exception of secure communication.
for apache:
sudo apt-get -yq install apache2
for ssh
sudo apt-get -yq install openssh-server
for subversion
sudo apt-get -yq install subversion subversion-tools
If you'd like you can combine these into one command like:
sudo apt-get -yq apache2 openssh-server subversion subversion-tools
I cant help with the rest...
This article seems to give a pretty good rundown of the entire process. I would recommend following the instructions, and then posting some more specific questions about any problems you encouter which aren't addressed in the articles I and other people have linked to in these responses.
If you get 403 forbidden when you hit the webserver it may be because you used a hostname that is not what you specified in your config file (ie localhost or 127.0.0.1). Try hitting https://whateveryousetasyourhostname instead...
Afterwards, I needed to execute (within the context of the example quoted above)
$ sudo chmod g+w /var/svn/$REPOS/db/rep-cache.db
$ sudo chown www-data:www-data /var/svn/$REPOS/db/rep-cache.db
Otherwise I kept receiving a 409 error when committing local modifications (though the commitments were server side effective, I needed to follow up with local updates)
What good free online SVN repository can be recommended?
I found OpenSVN.csie.org, but the message in red is a bit scary.
I like Assembla. It has svn hosting as well as Trac for wiki documentation and bug tracking. The free workspace is good for most projects, but you can pay for more space if you need.
Update: Assembla is not free for private repositories any more. It is very cheap, but not free. They still offer free SVN hosting, but only for publicly viewable repositories.
Update: Assembla now offers free private repositories http://www.assembla.com/catalog/tag/free
I personally have no complaints with Beanstalk. Simple and free.
Unfuddle has a free plan and if you want more, you can pay ;-)
Sorry for resurrecting a seemingly dead question, but bitbucket.org is now offering unlimited public and private repositories for all its plans. And that is awesome.
XP-Dev. It looks kind of nice and a good alternative to Assembla, now that it makes your code public if you don't pay.
The guy that made it talks about it in Free Subversion Hosting.
ProjectLocker has free Subversion hosting, with unlimited repositories and a 300 MB quota. You can also use Git if you prefer, and all repositories come with Trac.
Disclaimer: I work for ProjectLocker.
I'll have to agree - RiouxSVN is a kinda awesome service. It's free but you'll want to donate cash anyway.
To stay on topic. Yes it is free, it seems to intend to always stay free and yes - free private repos.
bitbucket.org provides Mercurial hosting (the next generation of SVN). Now it provides 1 private project and many public for free (may be space limitation is present).
How about CodePlex - Open Source Project Hosting
You might want to check out origo. They offer a subversion repository, a wiki and an issue tracker.
It is free for both open source and closed source (private) projects.
I've been very happy with Unfuddle. There's also CVSDude (CVS or SVN).
I've been using the pay-level service at ProjectLocker for a year and have been very satisfied. They also offer a free level that includes SSL, up to 3 users, and 300MB of storage. Git, and Trac are also included.
I use freepository. There are 300 MB for free use. If you want more, you can pay for it ... usage is not so easy (but free :)
I tried XP-Dev.com and did not enjoy the experience. I then went through some of the aforementioned SVN hosting providers (private, and preferrably free of charge), and found that Unfuddle is now my free, private, reliable, and easy-to-use SVN hosting solution. Thank you to Johan who made the suggestion of trying www.unfuddle.com. Finally, an off-site solution to my small development team needs.
I also hear that www.svnrepository.com is a great bang for your buck, especially for more advanced and/or larger development teams.
I tried both, and I prefer Beanstalk to OpenSVN, as I experienced it as much faster.
http://www.assembla.com now offers free, privately permissioned, encryption enabled, unlimited user, full gigabyte, commercial quality subversion and git repositories. Check it out.
RiouxSVN is totally FREE and private.
Google Code has SVN support.
Of course, all code checked-in can be viewed by the world, so forget doing closed source projects.
That said, if your project is open-source, it's the business; I've found it to be a very high quality project management system.
I think Berlios has been around for a while
Good old sourceforge.net seems to have SVN (beside CVS).
I've been using http://www.hosted-projects.com/ for a while. Not free, but pricing is very reasonable (starts at $7/month), it's got a decent amount of space, and support emails are always answered very quickly. I've been very happy with them and had no problems at all.
(I'm not affiliated with them in any way, just a happy customer)
http://svn2ftp.com has a basic package for free hosting. Also does FTP uploads to your webserver on commit
If you're looking for free project hosting with integrated issue tracking I think Unfuddle is the best option. Because for private hosting Assembla only offers a one tool option. So only source control or the management tooling but not both.
I wasn't neccesarily looking for free hosting. So in the end I decided to go for Assembla's $9 Starter plan. Main reason is that I liked their agile stand up tooling and the ability to link to tickets in commits. I could not find that capabilities with Unfuddle. Their management tooling is a bit more rudimentary.
I did consider Bitbucket as one of the first though. But I could only find a premature and abandoned Mylyn connector for Bitbuckets issuetracker. After checking most of the suggestions here I signed up for trials at:
At first look I liked what XP Dev claimed. So that's where I signed up first. But the awfully slow response times of the webinterface was quite frustrating. It took seconds for pages to respond. With that I probably understand what Marty McGee means with 'the experience'. This was enough reason for me to abandon the XP Dev option as well.
Bit bucket provides free SVN and I think also Git hosting for private projects and unlimited repositories and I think 5 users. I was aslo searching for it for some days ago, was previously using unfuddle , it also have all this but 2 users only. And I personally think that for svn and git hosting for private projects for free, bitbucket is better choice. Here is URL for bit bucket: https://bitbucket.org/
Kenai.com offers unlimited private git/svn/hg repositories
http://www.devjavu.com is really nice as well.
I see nobody mentioned Sourcerepo.com (aka svnrepository.com) - a reliable SVN / Git and issue tracking hosting for small money. Some time ago I chose them because they provide all-in-one solution with Redmine - the best free alternative to JIRA. There where no any serious outage last 2 years, the support is also Ok.
All hosting plans include:
Repositories:
Issue tracking:
I'm a single developer looking to get off of Visual Source Safe and move to svn.
A quick search brings up several tools, but I don't see a clear winner and I can't afford to spend a lot of time testing different tools.
Has anyone done this successfully, and can recommend a method?
I recommend just adding your code to a new Subversion repository rather than importing from VSS. VSS has a convoluted version control model that doesn't translate well to many other systems, and just starting fresh is usually the best way to avoid taking that clutter with you.
If you need to keep the history around, make your VSS repository read-only.
We did this migration recently at work. I strongly suggest:
Slightly more detail here.
The CodePlex Version of VSStoSVN is one of the best I've found. I had pretty bad results with the PumaCode version, but this one ran smooth.
The following tool works quite well: http://www.pumacode.org/projects/vss2svn/wiki/RunningTheMigration
It takes a bit of work to clean up the imported repository, but if you really want to keep your history it could be worth it.
At my current job we just created a subversion repository, setup hook scripts to ignore all vss and generated files, and then just started importing the various projects with tortoiseSVN. Worked out pretty decent, we were up and running within a couple of hours.
We downloaded and tested several migration tools and I would recommend Polarion SVNImporter.
We used it to carry a selective migration of almost a Gb from a VSS6 repository to Subversion. As the source code is available, we were able to patch it and tailor to our specific needs (linked files detection).
I have used vss2svn with great success.
My company has developed a Source Safe to Subversion migration tool: http://www.abstrakti.com/en-US/Products/Krepost
This tool was developed after having problems with every other tool, when we had to migrate a customer's repository.
Let me know if you have any problems, I'll be glad to help you.
Eric.
While the suggestion to just start fresh, and keep SourceSafe repository around for archival purposes was decent when this question was asked, I would be nervous to do so now that VSS is being discontinued. While painful, I think it is better to go through the conversion at the time you migrate rather than later.
Also, I am very surprised at the comments about never needed to go back to the old repository history, as I use it on a daily basis. When fixing bugs, it is very common for me to look at some code and think "WTF was this idiot doing". Then I will look at the revision history to see when the changes were introduced, and at the commit notes (and if I'm luck a referenced bug #), and suddenly it makes sense what they were attempting, and why it isn't a complete solution, and I see that the problem is more nuanced than I originally thought. At that point I am ready to determine a correct solution, whereas if followed my initial path, I would have broken things even worse. As a software maintainer, properly used revision history is one of my most useful tools, even more so than a bug tracker.
I have used some script (I can't remember which one) to assist in a VSS to SVN conversion. It was a bit painful and finicky but ended up working, and kept all history. I had to keep all the history for political reasons at the time; if I had my way I probably would have thrown away the history and imported all the code into SVN.
Also for political reasons, I wrote some really hacky scripts that kept VSS updated with changes from Subversion. These worked for a while but kept breaking every week or two, until somebody renamed a directory or something and the whole thing fell apart. By that time it was okay to simply continue using Subversion.
I totally agree with Jon Galloway's answer. I have also tried using vss2svn but found that there were a lot of problems with the imported repository and in the end decided that it was not worth the effort required to clean it up. We just imported a copy of the code into subversion and have gone back to VSS on the rare occasion that an older version of the code needed to be consulted.
In my previous company we also used the same approach for migrating from ClearCase to Subversion, and I can't remember any occasion that we ever needed to go back into ClearCase to look at the history.
The biggest issue was getting everyone to switch to the new repository at the same time, but as a single developer you shouldn't have any problem there!
Is there an equivalent of svn's blame for Perforce on the command line? p4 annotate doesn't display usernames -- only changeset numbers (without ancestor history!).
I currently have to track code back through ancestors and compare against the filelog, and there just has to be an easier way -- maybe a F/OSS utility?
I'm not overly familiar with the blame command, but I assume that you are looking for who changes a particular line of code. The easiest way is to use Perforce's 'time lapse view' available from both p4win and p4v.
This tool uses annotate and some other commands to give you a view of the code line over time. You can see who modified what code, when it was inserted or removed from the codeline, etc.
It's not command line though. I checked briefly in the help and there doesnt' seem to be a way to launch the time lapse view directly from a p4win or p4v invocation. There might be though...I'll be checking further...
Edit: I checked with support, and you can launch the timelapse view through p4v as follows:
p4v.exe -cmd "annotate //<path/to/file>"
HTH.
Try taking a look at a couple of tools that I think could get you most of what you need:
1) p4pr Perl script by Bob Sidebotham and Jonathan Kamens.
2) Emacs Perforce interface has a command 'p4-print-with-rev-history' (bound to `C-x p V').
@alanw123: p4pr is close to what I'm looking for, but it doesn't cross branch boundaries:
last if $type eq 'branch';
That was the main problem I had when I tried writing my own utility -- you can't (easily) tell how the lines map back to the file that was branched from.
I recently upgraded to Subversion 1.5, and now I cannot commit my code to the repository. I get an error message: "403 Forbidden in response to MKACTIVITY". I know the upgrade worked because my fellow developers are not getting this issue. What's going on?
Answering my own question:
Apparently my SVN URL had the wrong case! A Google search turned up an article (no longer available online) that explained what was going on. My URL was of the form http://svn.foobar.com/foobar but the actual repository was called http://svn.foobar.com/fooBar.
I use TortoiseSVN, so the fix was to use the Relocate command to correct the path to the repository.
Hopefully this will help someone else.
We run into the periodically and it is very frustrating to developers. For some reason reading from the repository seems to be case insensitive but commit cares.
I understand the reason why case matters due to Subversion's roots in unix filing systems that are case sensitive, but I really wish you would get the error on the initial checkout not on the commit!
Todd is right. The stupid thing is that the repo browser accepts upper- and lowercase when checking out but the commit will fail if you used the wrong case when checking out.
I checked out from https://svn.domain.com/Company/Product/trunk but couldn't commit because the correct URL was https://svn.domain.com/company/product/trunk.
Another instance when this issue will rear its head is if you commit a file twice with the same name but with different capitalizations (e.g., foobar and FooBar). This is only possible, of course, on a windows system and may just be a special case of Todd's answer above. One of our developers accidentally did this and it similarly cost us many debugging hours.
You can also check case of your credentials username. That was my case.
I would like to start tagging my deployed binaries with the latest SVN revision number.
However, because SVN is file-based and not directory/project-based, I need to scan through all the directory's and subdirectory's files in order to determine the highest revision number.
Using svn info on the root doesn't work (it just reports the version of that directory, not files in subdirectories):
I was wondering if there is a shortcut using the svn command to do this. Otherwise, can anyone suggest a simple script that is network-efficient (I would prefer if it didn't hit the remote server at all)?
I also understand that one alternative approach is to keep a version file with the svn:keywords. This works (I've used it on other projects), but I get tired of dealing with making sure the file is dirty and dealing with the inevitable merge conflicts.
Answer I see my problem lied with not doing a proper svn up before calling svn info in the root directory:
$ svn info
Path: .
...
Last Changed Author: fak
Last Changed Rev: 713
Last Changed Date: 2008-08-29 00:40:53 +0300 (Fri, 29 Aug 2008)
$ svn up
At revision 721.
$ svn info
Path: .
...
Revision: 721
Last Changed Author: reuben
Last Changed Rev: 721
Last Changed Date: 2008-08-31 22:55:22 +0300 (Sun, 31 Aug 2008)
One way. When you check out the code, look at the last line of svn output:
$ svn up
...stuff...
Updated to revision 66593.
A more direct way:
$ svn info
Path: .
URL: https://svn.example.com/svn/myproject/trunk
Repository Root: https://svn.example.com/svn/
Repository UUID: d2a7a951-c712-0410-832a-9abccabd3052
Revision: 66593
Node Kind: directory
Schedule: normal
Last Changed Author: bnguyen
Last Changed Rev: 66591
Last Changed Date: 2008-09-11 18:25:27 +1000 (Thu, 11 Sep 2008)
svnversion seems to be the cleanest way to do this:
svnversion -c /path/to/your-projects-local-working-copy/. | sed -e 's/[MS]//g' -e 's/^[[:digit:]]*://'
The above command will clean out any M and S letters (indicating local modifications or switchedness) from the output, as well as the smaller revision number in case svnversion returns a range instead of just one revision number (see the docs for more info). If you don't want to filter the output, take out the pipe and the sed part of that command.
If you want to use svn info, you need to use the "recursive" (-R) argument to get the info from all of the subdirectories as well. Since the output then becomes a long list, you'll need to do some filtering to get the last changed revision number from all of those that is the highest:
svn info -R /path/to/your-projects-local-working-copy/. | awk '/^Last Changed Rev:/ {print $NF}' | sort -n | tail -n 1
What that command does is that it takes all of the lines that include the string "Last Changed Rev", then removes everything from each of those lines except the last field (i.e. the revision number), then sorts these lines numerically and removes everything but the last line, resulting in just the highest revision number. If you're running Windows, I'm sure you can do this quite easily in PowerShell as well, for example.
Just to be clear: the above approaches get you the recursive last changed revision number of just the path in the repo that your local working copy represents, for that local working copy, without hitting the server. So if someone has updated something in this path onto the repository server after your last svn update, it won't be reflected in this output.
If what you want is the last changed revision of this path on the server, you can do:
svn info /path/to/your-projects-local-working-copy/.@HEAD | awk '/^Last Changed Rev:/ {print $NF}'
Duplicate of this question. As I posted there, the svnversion command is your friend. No need to parse the output, no need to update first, just does the job.
I don't know if you are using MSBuild(Visual Studio) to build your binaries. But if you would: there is a connection possible between Subverion and MSBuild through MSBuild Community Tasks Project
Here's part of our build script: our (C#) application gets the svn revision number included:
<SvnVersion LocalPath="$(MSBuildProjectDirectory)" ToolPath="installationpath\of\subversion\bin">
<Output TaskParameter="Revision" PropertyName="Revision" />
</SvnVersion>
<Message Text="Version: $(Major).$(Minor).$(Build).$(Revision)"/>
...
AssemblyVersion="$(Major).$(Minor).$(Build).$(Revision)"
AssemblyFileVersion="$(Major).$(Minor).$(Build).$(Revision)"
Jan
"svn info" will show you the working copy's revision number (see the "Revision" line in the output from "svn info"). Your build system probably allows you to place the relevant part of "svn info"'s output somewhere where it will be reflected in your application. For example, you may specify that when building, a temporary (un-versioned) file should be created, containing output from "svn info"; and you then include this file when compiling.
The answers provided by @Charles Miller and @Troels Arvin are correct - you can use the output of the svn update or svn info, but as you hint, the latter only works if the repository is up to date. Then again, I'm not sure what value any revision number is going to be to you if part of your source tree is on a different revision than another part. It really sounds to me like you should be working on a homogeneous tree. I'd suggest either updating before running info (or if you've already updated for your build, you're golden) or using svn info URL-to-source.
There is a program distributed with Subversion called svnversion that does exactly what you want to do. It's how we tag our websites.
How do you store file permissions in a repository? A few files need to be read-only to stop a third party program from trashing it but after checking out of the repository they are set to read-write.
I looked on google and found a blog post from 2005 that states that Subversion doesn't store file-permissions. There are patches and hook-scripts listed (only one url still exists). Three years later does Subversion still not store file permissions and are hooks the only way to go about this? (I've never done hooks and rather use something that is native to Subversion.)
SVN does have the capability of storing metadata (properties) along with a file. The properties are basically just key/value pairs, however there are some special keys like the 'svn:executable', if this property exists for a file, Subversion will set the filesystem's executable bit for that file when checking the file out. While I know this is not exactly what you are looking for it might just be enough (was for me).
There are other properties for line ending (svn:eol-style) and mime type(svn:mime-type).
There's no native way to store file permissions in SVN.
Both asvn and the patch from that blog post seem to be up (and hosted on the official SVN repository), and that's a good thing, but I don't think they will have such metadata handling in the core version any time soon.
SVN has had the ability to handle symbolic links and executables specially for a long while, but neither work properly on Win32. I wouldn't hold my breath for another such non-portable feature (though it wouldn't be too hard to implement on top of the already existing metadata system.)
I would consider writing a shell script to manually adjust file permissions, then putting it in the repository.
One possible solution would be to write a script that you check in with the rest of your code and which is run as the first step of your build process.
This script runs through your copy of the codebase and sets read permissions on certain files.
Ideally the script would read the list of files from a simple input file. This would make it easy to maintain and easy for other developers to understand which files get marked as read-only.
This is the updated link for SVN patch which handles unix style file permissions correctly. I have tested out on fedora12 and seems to work as expected:
I just saved it /usr/bin/asvn and use asvn instead of svn command if i need permissions handled correctly.
Locking would not solve this problem. Locking stops others from editing the file. This is a third party application which gets run as part of the build process that tries to write to a file - changing it - which breaks the build process. Therefore we need to stop the program from changing the file which is simply marking the file read-only. We would like that information to be held in the repository and carried across checkins, branches, etc.
Graham, svn doesn't store permissions. Your only option is to wrap your call to svn in a script. The script should call svn with its arguments, then set the permissions afterward. Depending on your environment, you might need to call your script svn and tweak your PATH to ensure it gets called.
I quite like morechilli's idea to have the list of files and permissions checked into the repository itself.
We created a batch file to do this for us. Would prefer actual support in subversion though...
The asvn wrapper from my earlier post and the blog in the OP's post seems to do what you're suggesting. Though it stores the permissions in the corresponding files' repository properties as opposed to a single external file.
I would recommend to generate permissions map using mtree utility (FreeBSD has it by default), store the map in the repository, and, as was mentioned above, run a script that would restore proper file permissions from the map as the first step of the build process.
Many answers have stated that svn does not store file permissions. This may be true, but I was able to solve a dll file without execute permissions problem simply by these steps:
Consider using svn lock to disallow others from writing to the file.
I'm looking for any tools that can give you code churn metrics (graphs and charts would be even better) for a Subversion repository.
One tool I know of is statsvn - a Java tool that creates some HTML reports and some code churn metrics. Statsvn reports the number of lines modified (churned) by user over time, some descriptive stats on LOC per file and folder/subfolder, etc.
I would like to know code churn in order to get a better idea of the state of the project. Idea behind this inspired by the MS research: Use of Relative Code Churn Measures to Predict System Defect Density
In a nutshell, the more that source code is churning (changing, whether adding new lines, deleting, changing,etc) the higher the probability that defects are being introduced into the system. The MS research paper says that the number of defects produced can be predicted based on a number of relative code churn measures.
I wanted to know if there are any others that are maybe open source, extensible, etc.
I have written a tool called 'svnplot' (which I admit was inspired by the output of StatSVN). Its written in python and available on Google code. http://code.google.com/p/svnplot. You can see the sample output at http://thinkingcraftsman.in/projects/svnplot/index.htm
The details/output are not as elaborate as 'fisheye'. Basically it converts the Subversion log history into a 'sqlite' database and then queries sqlite database to generate graphs. You can write your own queries using the created sqlite database.
See if it works for you.
If you are willing to go the commercial route check out FishEye from Atlassian (also see their demo site ). FishEye also supports adding plugins (though this does not appear to be very well supported at this time).
The only one i've ever heard of and used is statsvn, searching google doesnt return many results.
You can probably use svn blame to get the date each line was changed and then use sed to pull out only the year and month and then use sort and uniq -c to generate a useful report.
The Power Software tool, KEPM, is pretty focused on CHURN these days. JP
try programeter.com which analyses Subversion and many other dev. tools.
I am trying to debate the point that version control is important for either one or two developers.
More specifically, I work in a department in which there are typically two PHP developers, using a shared framework. He argues that there is no value added in us having Subversion installed on our development system, whereas I argue that it is nice to occasionally be able to roll back to see previous code, especially when there are unexplainable errors occurring that are hard to pin-point in some of the classes.
I think Subversion offers the easiest way to create and track changes, for various reasons, including debugging. Would Subversion save any time?
You always, always want to have some sort of Source Control even if you are working on a project by yourself.
Having a history of changes is vital to being able to see the state of a codebase at any given time. There are a variety of reasons for looking back in a project history which range from just being able to rollback a bad change to providing support for an old release when the customer just wants a patch to fix a bug rather than upgrading to a newer version of the software.
Not having some sort of source control is pure insanity.
I'm just gonna pile on here and say YES. Like 17 of 26 said
Not having some sort of source control is pure insanity.
This is truth. I've done small projects both with and without source control (not my choice). Without, it just sucks. There is no canonical version of the project, you never know who has what and merging changes is an exercise in pain.
Really though, anything over about 5 lines of code should be under version control of some sort.
Definite yes.
Even if you are a single programmer, you need version control. The simplicity with which you can compare the code to any snapshot in time is priceless.
My advice - go for it!
[Once I was living without version control. Now I cannot anymore.]
I am ONE programmer and I find it invaluable, as I sometimes want to roll things back, or compare something to an earlier version.
Also, I version documents from users and things like that.
It's a great way to track your development.
Subversion -- absolutely not. It is centralized and merging support is not so good.
Version control -- absolutely YES! Even solo developer needs it!
And small and fast moving, mobile teams needs distributed version control, so pick one of the following:
Yes, there is a learning curve. Go distributed, you can learn it. And yes, you can thank me later.
And where those distributed repositories live? Here are some ideas:
Version control is only necessary where the number of programmers is > 0.
Use whatever system works and you're comfortable with but if you do development then you need version control (ideally set up in such a way that the source is on at least two machines even before you worry about backups).
Beyond that - look for a system that lets you commit early and commit often.
I'm almost - odd though it may sound - heading towards the view that every project, even a 1 dev one - should be looking at continuous integration i.e. having this system built and tested, from scratch, each time changes are committed or at least on a regular basis. Why? This a) gives you confidence that you have a buildable system in VCS and b) makes sure that you actually have a clean builds to test and deploy.
Version control will save your ass. A professional developer not using version control is one of the few things that inarguably falls under the category of software malpractice.
Even if you are a lone developer it will
If you are more than one developer it will keep one programmer from overwriting the changes made another programmer which will happen no matter how careful you are.
These are just the basics that should help you win any argument about whether or not to use version control.
I am a "one man band" programmer and I finally started using version control when I found myself copying whole applications and putting them into a folder called "backup" and then later naming them something like "20080122-backup". I imagine a lot of people start this way. So the question is not whether or not you should use version control but rather should you do it the right way or should you hack together some half-assed homemade facsimile?
I don't know about Subversion in particular, but I believe that every project, even one with a single developer, should use version control. I would look at a few options (CVS, SubVersion, git, Bazaar, Visual SourceSafe) and see which one(s) meet your team's desires the best.
Subversion isn't. But source control is.
Absolutely. There's really no other way to deal with rollbacks to a known good state when the coding path you ventured down turns out to be dense with wolves.
And you can back it up.
I have a project that only I work on and Version Control makes my life so much easier. For example, say I decide to implement a new feature. For whatever reason though, I decide to trash it - maybe I wrote it wrong, maybe I changed my mind about implementing it, whatever. All I have to is revert to a previous version from SVN instead of manually reverting each file involved.
Version Control can have the following advantages:
But then again it also has its downfalls if you dont choose a good one
Version Control is the most important tool that a programmer has, even more important than the actual programming languages. No matter how many users you have, source control should always be required. I don't know how many times I've made a breaking change and then needed to go back and work on old code or at least just see how the original code functioned. I work in small teams and we use SVN Notifier to let us know when things are commited. This allows us to review each others work and you don't get the dreaded "Have you checked your code in yet?" questions all the time. Using source control from the beginning will eliminate many headaches (overwrites, lost code, fights over who changed what) that you may face.
Regardless if you are a single developer, or a group of developers you must do the following before you start coding ANYTHING:
Don't code a single line of the main app until you have done these four
YES!
Sorry for yelling :-)
Version control is not only usefull for rolling back versions. It will give a lot of safety against rolling out older versions of files or accidentally overwriting newer versions with older versions etc.
One thing I'm only now getting used to that's really usefull is the ability to branch and merge different versions. If you have a deadline coming up but you're working on a new feature that's not ready for prime time you can just branch before you started adding that feature. Create a deliverable version without that feature and merge those two after the deadline passes without problems.
Of course version control is necessary even for a one man project.
The option to save contexts and not just changes in the code is the great thing that source control does, you go from "file this and that changed in line blah" to "I added a new option to do ..." which is really valuable.
Don't listen to me though there's a great article that rands wrote about this
Anyone who isn't doing version control is simply doing it wrong.
YES, but only for developer teams where size is > 0
When i shut down my IDE/text editor/whatever and come back the next day to realize i want to undo may last boneheaded mistake, Source control is there for me to fall back on, or use to branch and perform some wild experiment on my code. Without source control I cannot do these things so freely.
For teams of size > 1 you have a central backup, you have team wide undo, it's easier (possible) to work distributed, which when team size exceeds 1 is really what you're doing anyway no matter how far away your team mates are.
I strongly recommend source code control no matter what the size of the team. I have had too many late night sessions where I broke my code and did not have source code control to go to for older working versions.
Everyone who is saying that source control for 1-2 developers is a must is completely, completely right. Trust us :-)
Back in college I had a professor who made us use source control. We all kicked and screamed, because CVS seemed way too complicated and sounded like overkill for student projects. Eventually we all came around, and even for simple projects from then on I'd put them all in source control. I've continued that to this day, and have saved myself from many hours of frustration.
Simple answer YES.
Not to reiterate, but it cannot be said enough. You SHOULD HAVE source control. Subversion is ridiculously easy and almost zero overhead once it is setup. It literally shouldn't take more than 5-20 minutes to setup. You have other choices too, like GIT. So just pick one, and put your source in there - end of answer. :)
Version Control YES, you always need to perform version control.
SVN? no.. me, I use Git.
There will be some time-loss when you set up the system and instuct the other developers - especially if they are not familiar with versioncontrol (or subversion in specific).
But the benefits of being able to roll-back to a previous (working) version and the possibility to do a easy diff of checked in files will be more than worth it.
The biggest problem is that the rewards -like most things- come after the 'hard work'. :)
Note, a different, but more lightweight solution may be enabeling 'Shadow Copy' on Windows, if that's your server os (although I guess it won't be). The plus of this is that you won't be bothering your co-developers with learning subversion, but you will be able to revert to a older version when needed...
Version control should be the first thing you think about when starting a project. Second is automatic builds, third is testing, fourth is incorporating your tests with your builds.
VSS is fine but mucho dinero.
try mercurial (hg) instead of svn
Yes, if you are a professional developer then you absolutely need to be using version control!
The original 'rcs' tool is still out there and still works (on unix and windows/dos) and is possibly the simplest of these tools, which is why I'd recommend it for a two-man team working on the same system (eg same office, same fileserver or unix host). It's only worth getting into a client/server model like subversion if you're working in separate environments.
you need source control if at least ONE of the following is true:
1) there are more than ONE developer
2) the project is more than ONE mounth long
3) the project has more than 5000 lines of code
so, if you are two persons you need to use version control. Also if you are alone but your project reach a not trivial complexity... you need version control!
I would argue for git, for two primary reasons
[these are apparently true for Mercurial as well. They sure the heck aren't so easy for subversion.]
Source control will give you peace of mind. I'm a mISV, and lost my system hard drive earlier this week. My code is in several Subversion repositories. I had just finished re-organizing the code, so that I could just check out and go.
I'm waiting for the new hard drive to arrive. I have the peace of mind that when the new hard drive gets here, I will be able to continue enhancing my product where I left off.
Yes, source control is a must.
I use Sourcegear Vault which is free for a single developer.
When I wish to go to the shops, I take my car to transport the shopping home. It is not necessary to put gas in my car. I could choose to push the car instead, but why would I?
Likewise with choosing not to use version control....
I've always used some sort of version control for my private projects (#programmers == 1), in the beginning just copies with numbers, later RCS, then CVS, then subversion. The benefits to see what you changed at which point in time and why are priceless. So if version control is good for a single programmer, it cannot be worse for a team of people.
Even with a small team, version control like Subversion is important, not just to be able to compare between revisions but also to roll back to a previously working version.
But all of this comes with added complexity. Instead of just saving the code, it has to be checked into the system. Every major version control system has tools to easily check code in, and many will integrate directly with IDEs. However, this doesn't change the fact that there are additional steps that must be taken when saving code files. There is overhead in placing code in a version control system, but having working code to roll back to when a problem occurs can make up for this extra overhead.
Source control doesn't cost you anything but the time of setting it up. It's just a no-brainer.
Yes, even if you are the only person source control is a must. Of course you will not be using it to control who is working on which files, but having the ability to role back if you make a big mistake in your code is really a no-brainer.
Is Visual SourceSafe an option? I am a single programmer and have been using it as a repositry for the last while with no problems but I keep hearing about horror stories. Is it really that bad?
I'm just throwing this out there, but I believe PERFORCE is free for up to 2 developers. Don't know how easy it is to set up.
I would guess you'd want something that's easy to set up and use.
Source Control YES. Subversion NO
Subversion is appropriate for really complex stuff that needs to handle branching REALLY well. Otherwise it is not worth the effort of learning and maintaining it.
There's plenty of other more straightforward source control at a small size (I personally recommend PerForce)
BTW I would rank Creating a build system is more important than version control.
Now, with so few people it IS possible to manage source control by splitting up your work files carefully, but this does not give you version control (which is essentially automatically built into any source control you will find) At the very very least you need to be able to look back and find a version of your file from a few weeks.
Subversion is not overkill for small groups and but should not be thought of as a replacement for proper project management. Long story short- if people don't have a schedule and proper communication, use of version control is not much better not using and can cause more problems than it aims to solve. Questions you should answer while implementing version control:
Consider this common case where fixes were applied to some unstable functionality "A" over a span of some months, say. The developer(s) edited multiple files during those several attempts and although functionality "A" got fixed but another functionality "B" got broken. This is generally realized after some time and it can only be recalled that functionality "B" was working at some point of time. In the presence of version control all a developer(s) has/have to do is go through the previous revisions and reach the revision(s) which broke "B" and just undo those parts. Using a simple divide and rule to reach the error versions makes it so fast (if current revision is 2000, check for 1000 - if it works there then check 1500 ...).
In the absence of version control, developer(s) has/have to at least think fresh about how to make it work again and thus have to spend fresh time on something for which complete time was spent. Now, this may be one of the hell lot of functionalities of the project and even the single developer may forget the exact specifications. So, a spec lookup is needed and what not?
I have many a times felt like punching some fellow experienced developers in the head who didn't use version control in a project they were working and later I had to apply some fixes on the same project. One such developer used to feel lazy setting up the SVN and maintaining it and moreover he would not tell me properly when I would ask him how exactly it was working (when I was assigned to work) because he would be busy with some other project.
Laziness is a common human weakness. Anybody can feel lazy. I bet most people would feel lazy or rather more irritated in rethinking something which was already done in the other case (absence of version control). So, which one is better? Being lazy before or being smart and lazy afterwards.
I'd attempt to be the first to answer NO. It takes time to learn how to use it effectively. And it can be confusing to new users. Rolling back? Merging your changes together? being able to branch your project? or be sure that all this stuff you are deleting now is NOT going to be lost forever? Its helpful in only a few cases, and I'm not 100% sure that the 10 minutes it takes to find SVN or TortoiseSVN and download it, + the 30 min to learn a little about the use is worth it.
OTOH: Is. Your. partner. *)&%$#. crazy?
We have several possible tools for use at work. No broad support for either CVS or SVN but rather a commercial relative for most things.. I use tortoiseSVN on my pc to handle my own WORD documents and spreadsheets, and I find that the MERGE capability really helps when others edit my spreadsheets and send them back to me. (I tend to do the merge by saving the different versions as an xml spreadsheet. ) or to back up changes when I use a doc or spreadsheet on more than one PC.
However ARGUING about it doesn't work. Show her/him how to install it, and demonstrate a little editing of the same document. Or let them train themselves at software carpentry.
I like Subclipse when working within eclipse, but would like to find something better when working on files outside of Eclipse.
I'm currently using RapidSVN. Is there anything better?
Probably not what you want to hear but the command-line client is what I use and find the best outside of Eclipse. For some operations (such as branching) it is considerable faster than using Subclipse.
You may want to rephrase your question if you just want GUI clients.
Keep an eye on NautilusSvn. It integrates with nautilus, and manages to be a pretty close analog of the acclaimed TortoiseSvn on windows.
Emacs has a very good SVN mode that honestly is rather usable on its own. It can be nice as well b/c you can use it in a terminal or via a "GUI" in the sense both would be available to you.
There is also RapidSVN (http://rapidsvn.tigris.org/) although, I've never used it.
I will say, that even if it is a pain, the constraint of having to use the command line tool might be a positive experience in the end. I've primarily used the Emacs mode myself, but I've found that it turned out to be a good teacher for when I've had to use the commands myself.
If you are using KDE there is also KDESVN.
http://rabbitvcs.org/ for me.
If you want a GUI, take a look at SmartSVN.
The command line client is universal and, therefore, probably the best. For standalone GUI clients there are esvn and RapidSVN, KDESVN. All are essentially very similar with esvn not more developed, rapidsvn GTK based and coming from tigris (same as subversion itself) and KDESVN QT based. Selecting the best out of those is simply impossible. SmartSVN is not free, neither as in speech nor as in beer, so it is essentially no good. Subclipse and Subversive are Eclipse specific, which is heavy weight and not everybody's taste, not mine at least.
So, out of those options above I still use esvn as having the most convenient interface.
There are a million things one can do better using a gui. So lets not make this discussion as to why someone would want to use a gui. While command line is convenient for the basics and very complex scenarios, gui is still very useful in various situations. I'll tell you what i want to do before i felt the need for a gui and stumbled upon this page.
I want to be able to view a list of commits (its possible using svn log, but the output is horrible and useless). Then, i want to be able to see what files were changed between each commit and compare different revisions. Doing this is possible through commandline, but its a real pain you-know-where.
This is just one scenario where having the facility of a gui is imperative.
Ditto for the command line package. If I'm making quick edits in vim from a terminal, its much easier to stay in the terminal and use svn commit (or git, or bzr or whatever the project calls for) on the command line - if you take the time to set up the subversion config (~/.subversion/config), you can easily add commit messages and take advantages of hooks that you would otherwise have from within Eclipse (for me this entails more integration with VIM).
First of all, I recommend the Subversive svn package for Eclipse rather than Subclipse. Subversive has been adopted as an Eclipse technology project, and is (from my experiences) more smoothly-integrated.
I also tend to use the command-line tools when outside of Eclipse (and when I do, I sorely miss the SVN/CVS Synchronization Perspective that Eclipse has). I find GUI tools standing on their own to not be as useful. Unless they offer some decent features like improved interfacing to branch/merge operations, I'm more interested in tools that are integrated with Eclipse, XEmacs, et al.
I think Java clients would be the answer if you're looking for GUI clients. Even though they could be memory and resource hungry, there is one that fits both Windows and Linux, a situation you could find in a IT team.
So I would suggest trying SmartSVN. They also have clients for other VCS and they have been "in the market" for quite some time, so I don't expect them to end just like RabbitSVN ou to be outdated as RapidSVN. They also have a Pro version that kind of pays of the community version.
I work for a company whose primary business is not software related. Most documentation for using source control is written with a development team writing for commercial or open source projects in mind. As someone who writes in house software I can say that work is done differently then it would be in a commercial or open source setting. In addition there are stored procedures and database scripts that need to be kept in sync with the code.
In particular I am looking to get suggestions on how best to structure the repository with in house software in mind. Most documentation suggests trunk, branches, tags etc. And procedures for keeping production, test and development environments in sync with their respective sections in the repository etc.
Setting up SVN repositories can be tricky only in the sense of how you organize them. Before we setup SVN, I actually RTFM'd the online Subversion manual which discusses organizational techniques for repositories and some of the gotchas you should think about in advance, namely what you cannot do after you have created your repositories if you decide to change your mind. I suggest a pass through this manual before setup.
For us, as consultants, we do custom and in-house software development as well as some document management through SVN. It was in our interest to create one repository for each client and one for ourselves. Within each repository, we created folders for each project (software or otherwise). This allowed us to segment security access by repository and by client and even by project within a repository. Going deeper, for each software project we created 'working', 'tags' and 'branches' folders. We generally put releases in 'tags' using 'release_w.x.y.z' as the tag for a standard.
In your case, to keep sprocs, scripts, and other related documents in synch, you can create a project folder, then under that a 'working' folder, then under that 'code' and next to it 'scripts', etc. Then when you tag the working version for release, you end up tagging it all together.
\Repository
\ProjectX
\Working
\Code
\Scripts
\Notes
\Tags
\Branches
As for non-code, I would suggest a straight folder layout by project or document type (manuals, policies, etc.). Generally with documents and depending on how your company operates, just having the version history/logs is enough.
We run SVN on Windows along with WebSVN which is a great open source repository viewer. We use it to give clients web access to their code and it's all driven by the underlying Subversion security. Internally, we use TortoiseSVN to manage the repositories, commit, update, import, etc.
Another thing is that training should be considered an integral part of your deployment. Users new to version control may have a hard time understanding what is going on. We found that giving them functional instructions (do this when creating a project, do this when updating, etc.) was very helpful while they learned the concepts. We created a 'sandbox' repository where users can play all they want with documents and folders to practice, you may find this useful as well to experiment on what policies to establish.
Good luck!
For subversion, there is Assembla too which comes with Trac and other useful tools. It's free or you could pay for an account if you need more space or users per project.
You could use a service like www.unfuddle.com to set up a free SVN or GIT repository.
We use Unfuddle and it's really great. There are free and paid versions (depending on your needs).
Or, you could of course set up a local copy. There are plenty of tutorials to be found via Google for that: http://www.google.com/search?rlz=1C1GGLS_enUS291&aq=f&sourceid=chrome&ie=UTF-8&q=set+up+svn
One repository for your projects is probably sufficient. I like the typical approach that indexes the layout by project (see this section from the O'Reilly Subversion book):
/first-project/trunk
/first-project/branches
/first-project/tags
/another-project/trunk
/another-project/branches
/another-project/tags
/common-stuff/trunk
/common-stuff/branches
/common-stuff/tags
Keep in mind that you can always reorganize the repository later.
Also, for in-house stuff, I prefer FSFS for the data-store, as opposed to Berkeley DB. FSFS is more resilient and the speed of checkouts is not much concern for small teams/projects. You can compare and decide for yourself.
Other standard parts of the recipe include Trac and a minimal Linux server to host the repository on the LAN.
After posting this question I spoke with a coworker who suggested I read the article:
http://www.codinghorror.com/blog/archives/000968.html
In short, it advocates that programmers be more aware of branching. It helped me to see there is no right way to go about organizing our repository. For our team we will have a trunk and two long term branches for test and development. In addition we will make seperate branches for each task do we and merged the changes from the task branches as we promote the task up to testing and production.
For my company, I use svn+ssh and key-based authentication. You can do this with both windows clients and linux clients. This is real easy to use once you get your keys straight as you use an ssh key to login rather than typing a password.
Here's an article on setting up svn+ssh with notes on security. If you understand all of this stuff and follow these steps, you'll be off to a good start.
This article describes a number of ways to further secure your ssh logins for the svn accounts.
I recommend creating accounts specifically for svn access with no other access to that server. My guess is that you would use a daily build or automated script to update your stored procs in the db. Daily builds can have their own special accounts and their own ssh keys. I don't like for my automated tools to run with the same login as a human user (so I know which tool is broken).
If you don't understand all of the security tricks, searching google can get you some help. If you have trouble, set one up without the security tricks first. That makes it a bit simpler to troubleshoot.
Good luck, and enjoy having the benefits of source control!
I agree with using the common conventions of trunk/branches/tags. Beyond that, I think you might be looking for something like my answer at http://stackoverflow.com/questions/222827/how-do-you-organize-your-version-control-repository#304036.
As specified in this thread, distributed VCSs (git, Mercurial) are a better model than centralized ones, due to branch creation ease, branch merging ease, no need to setup a special server, no need to have network access to work and some other advantages. If you'll work alone the DVCS allows you to incorporate people to your projects if the need arises very easily.
Anyhow, answering directly your question, a way to set up SVN would be to have a repository per project and, depending on if stored procedures and scripts and libraries are shared or not, create a directory on each project tree for scripts and stored procedures, or a full repository for the shared code.
I believe in following the basic pattern with a project dir with trunk,tags,branches beneath it. I usually like to setup the top level like this
Projects holds all of the individual project or modules Releases holds release tags that involve multiple modules Users holds private user branches Admin holds my hook scripts, backup scripts etc.
The release tags are useful if you have a product that is made up of several modules that all may be a different tags for a specific release (one ring to bind them and all that). It makes it easy for source escrow and for developments to reference what made up release 1 or 2.
If I had 20 directories under trunk/ with lots of files in each and only needed 3 of those directories, would it be possible to do a Subversion checkout with only those 3 directories under trunk?
Yes, to elaborate on @zigdon's answer, you could do something like this:
svn checkout --non-recursive http://svnserver/trunk/ proj
svn update trunk/foo
svn update trunk/bar
svn update trunk/baz
Indeed, thanks to the comments to my post here, it looks like sparse directories are the way to go. I believe the following should do it:
svn checkout --depth empty http://svnserver/trunk/ proj
svn update --set-depth infinity proj/foo
svn update --set-depth infinity proj/bar
svn update --set-depth infinity proj/baz
Subversion 1.5 introduces sparse checkouts which may be something you might find useful:
http://svnbook.red-bean.com/nightly/en/svn.advanced.sparsedirs.html
Or do a non-recursive checkout of /trunk, then just do a manual update on the 3 directories you need.
Sort of. As Bobby says:
svn co file:///.../trunk/foo file:///.../trunk/bar file:///.../trunk/hum
will get the folders, but you will get separate folders from a subversion perspective. You will have to go separate commits and updates on each subfolder.
I don't believe you can checkout a partial tree and then work with the partial tree as a single entity.
I wrote a script to automate complex sparse checkouts.
#!/usr/bin/env python
'''
This script makes a sparse checkout of an SVN tree in the current working directory.
Given a list of paths in an SVN repository, it will:
1. Checkout the common root directory
2. Update with depth=empty for intermediate directories
3. Update with depth=infinity for the leaf directories
'''
import os
import getpass
import pysvn
__author__ = "Karl Ostmo"
__date__ = "July 13, 2011"
# =============================================================================
# TODO Use this function from /trunk/tools/build/UnifiedBuild/master_build/components_lib.py
# XXX The os.path.commonprefix() function does not behave as expected!
# See here: http://mail.python.org/pipermail/python-dev/2002-December/030947.html
# and here: http://nedbatchelder.com/blog/201003/whats_the_point_of_ospathcommonprefix.html
# and here (what ever happened?): http://bugs.python.org/issue400788
from itertools import takewhile
def allnamesequal(name):
return all(n==name[0] for n in name[1:])
def commonprefix(paths, sep='/'):
bydirectorylevels = zip(*[p.split(sep) for p in paths])
return sep.join(x[0] for x in takewhile(allnamesequal, bydirectorylevels))
# =============================================================================
def getSvnClient(options):
password = options.svn_password
if not password:
password = getpass.getpass('Enter SVN password for user "%s": ' % options.svn_username)
client = pysvn.Client()
client.callback_get_login = lambda realm, username, may_save: (True, options.svn_username, password, True)
return client
# =============================================================================
def sparse_update_with_feedback(client, new_update_path):
revision_list = client.update(new_update_path, depth=pysvn.depth.empty)
# =============================================================================
def sparse_checkout(options, client, repo_url, sparse_path, local_checkout_root):
path_segments = sparse_path.split(os.sep)
path_segments.reverse()
# Update the middle path segments
new_update_path = local_checkout_root
while len(path_segments) > 1:
path_segment = path_segments.pop()
new_update_path = os.path.join(new_update_path, path_segment)
sparse_update_with_feedback(client, new_update_path)
if options.verbose:
print "Added internal node:", path_segment
# Update the leaf path segment, fully-recursive
leaf_segment = path_segments.pop()
new_update_path = os.path.join(new_update_path, leaf_segment)
if options.verbose:
print "Will now update with 'recursive':", new_update_path
update_revision_list = client.update(new_update_path)
if options.verbose:
for revision in update_revision_list:
print "- Finished updating %s to revision: %d" % (new_update_path, revision.number)
# =============================================================================
def group_sparse_checkout(options, client, repo_url, sparse_path_list, local_checkout_root):
if not sparse_path_list:
print "Nothing to do!"
return
checkout_path = None
if len(sparse_path_list) > 1:
checkout_path = commonprefix(sparse_path_list)
else:
checkout_path = sparse_path_list[0].split(os.sep)[0]
root_checkout_url = os.path.join(repo_url, checkout_path).replace("\\", "/")
revision = client.checkout(root_checkout_url, local_checkout_root, depth=pysvn.depth.empty)
checkout_path_segments = checkout_path.split(os.sep)
for sparse_path in sparse_path_list:
# Remove the leading path segments
path_segments = sparse_path.split(os.sep)
start_segment_index = 0
for i, segment in enumerate(checkout_path_segments):
if segment == path_segments[i]:
start_segment_index += 1
else:
break
pruned_path = os.sep.join(path_segments[start_segment_index:])
sparse_checkout(options, client, repo_url, pruned_path, local_checkout_root)
# =============================================================================
if __name__ == "__main__":
from optparse import OptionParser
usage = """%prog [path2] [more paths...]"""
default_repo_url = "http://svn.teslamotors.com/Software"
default_checkout_path = "sparse_trunk"
parser = OptionParser(usage)
parser.add_option("-r", "--repo_url", type="str", default=default_repo_url, dest="repo_url", help='Repository URL (default: "%s")' % default_repo_url)
parser.add_option("-l", "--local_path", type="str", default=default_checkout_path, dest="local_path", help='Local checkout path (default: "%s")' % default_checkout_path)
default_username = getpass.getuser()
parser.add_option("-u", "--username", type="str", default=default_username, dest="svn_username", help='SVN login username (default: "%s")' % default_username)
parser.add_option("-p", "--password", type="str", dest="svn_password", help="SVN login password")
parser.add_option("-v", "--verbose", action="store_true", default=False, dest="verbose", help="Verbose output")
(options, args) = parser.parse_args()
client = getSvnClient(options)
group_sparse_checkout(
options,
client,
options.repo_url,
map(os.path.relpath, args),
options.local_path)
Not in any especially useful way, no. You can check out subtrees (as in Bobby Jack's suggestion), but then you lose the ability to update/commit them atomically; to do that, they need to be placed under their common parent, and as soon as you check out the common parent, you'll download everything under that parent. Non-recursive isn't a good option, because you want updates and commits to be recursive.
Is there a good external merge tool for tortoisesvn (I don't particularly like the built in Merge tool). I use WinMerge for diffs, but it doesn't work with the three way merge (maybe a better question would be is there a way to force tortoisesvn to merge like tortoisecvs?)
[Edit]
After trying all of them, for me, the SourceGear is the one I prefer. The way to specify the DiffMerge from sourcegear is:
C:\Program Files\SourceGear\DiffMerge\DiffMerge.exe /t1="My Working Version" /t2="Repository Version" /t3="Base" /r=%merged %mine %theirs %base
Even though Perforce is obviously not free the merge tool is. It's 100x better than the default TortoiseSvn one. To integrate with TortoiseSvn set the merge tool to:
C:\Path-To\P4Merge.exe %base %theirs %mine %merged
Take a look at Sourcegear DiffMerge. DiffMerge is the compare and merge tool from their Vault and Fortress products, but they make it available for free as a standalone tool.
Beyond Compare has been suggested a number of times to me.
I use KDiff3 as a 3-way merge tool. It does a decent job.
Araxis Merge is expensive, but great. Handles 3 way merges on files or folders really well. I find the way it displays diffs much more helpful than Windiff or P4's tool.
CompareIt is good, I find using the command line interface for svn, that it merges more for me, where tortoise picks up on things and asks you.
I've got a number of non-technical users that all share a set of project files. It would be ideal to have them using version control, but I think that both subversion and git are too technical for non-technical office staff.
Is there any distributed source control software that would work well for normal people?
If source control is too technical they can use Subversion with WebDav.
The less technical people will just save files normally from whatever application they use, without worrying/thinking about source control. They get the benefit of auto-versioning without doing anything.
When ever they need more functionality they can learn to use TortoiseSVN to view diffs, revert to old version that were made automatically for them etc...
From the subversion book :
Because so many operating systems already have integrated WebDAV clients, the use case for this feature borders on fantastical: imagine an office of ordinary users running Microsoft Windows or Mac OS. Each user ?mounts? the Subversion repository, which appears to be an ordinary network folder. They use the shared folder as they always do: open files, edit them, save them. Meanwhile, the server is automatically versioning everything. Any administrator (or knowledgeable user) can still use a Subversion client to search history and retrieve older versions of data.
Have you tried Tortoise SVN? I can't imagine source control getting much easier to use.
This sounds more like a use case for a collaborative tool like BaseCamp, SpiceBird, or SharePoint than "source control." Those tools have the same aim as source control but are more geared toward Word Document type stuff and the corresponding users. It's one more item for the IT folks to maintain on the server but it also removes the possibility of someone's assistant wiping out your code.
If they only need to edit Office files one user at a time infrequently, get the files on a network share with appropriate permissions and back them up nightly. Active Directory will warn them if someone already has it open.
If it's more complicated than just office consider Sharepoint. I think SVN is too complicated especially since conflicts and comparisons of binary files e.g. old word docs doesn't work really.
I would try Mercurial with TortoiseHG for Explorer integration.
It's easy enough to use that I could without problems:
And since it is fully distributed, they can't break your repository when they break theirs - you can simply decide not to pull their changes or to pull only the good changes (for example avoiding these huge binary files beginners tend to put under version control).
I since then switched to also managing all my static websites via Mercurial (and a push-upload hook which automatically uploads the website to my FTP-server, so I don't have to worry about that anymore).
I think the best solution would be to get everyone to use the version control system directly. If you are on a Windows platform, TortoiseSVN would be my recommendation.
If using TortoiseSVN directly is too difficult, I have had good experiences with setting up a Samba file share where all project documents are stored and automatically synchronizing this with Subversion. You lose the benefits of people writing comments on their commits, but in many cases automatic version history is better than no version history. This way the people involved don't even have to be aware of the version tracking, as long as they save their documents in the right place. How often you need to synchronize depends on how often documents are changed, but in my case a synchronization every 24 hours was adequate.
Note: To implement this I had to write a custom script that checked out the latest version from the repository, compared it with the local copy and issued svn (or cvs) commands to add, remove and update any changed files. I'm not sure if there exists a general (open source) solution to do this, but I don't think it should be too hard to implement yourself anyway (I wrote a simple script to do it in a few hours).
I am currently exploring the extent to which SharePoint can provide non-techie friendly yet reliable version control in a similar context. The preliminary result is "meh". Even in the case we come to a conclusion, it is already becoming clear that revision control requires quite an important shift in users' attitudes to document management.
Now if this was for teams using Apple Macs, which I presume it isn't, I'd strongly recommend Versions, which is an extremely intuitive SVN client. This is the first and only software where I've seen revision control and its paradigm shifts being adopted easily by non-programmers.
I made a howto for the subversion+webdav answer:
Have you tried Adobe's version cue? This is not open source / free but it may be easier to use for the end-user.
If Subversion with TortiseSVN is too complex - and it may be, since version control is a whole paradigm different from Open, Modify, Save - then you might start them off with a much simpler hand version control:
myDocument-20080908-beverlyd.doc
It's simple, easy to understand, and you can write a script that every night or week archives all the older versions so they really only see the latest version or two.
If someone wants to see differences, teach them diff.
"Project files" is potentially vague - if the files in question aren't primarily ASCII files and are Word documents or what have you, I'm not sure that traditional source control tools will really work.
SVN et. al. will happily support binary files, but you if that's all you're using it for then you don't really get most of the useful features and generally end up confusing the non-technical users. SVN (and git, etc.) are tools designed for programmers - if you're just looking for a good way to manage document revisions and keep a history, I'm guessing there are better tools for your particular platform (though I don't know enough to recommend a particular one).
That said, if they are mostly ASCII files, I suspect TortoiseSVN is your best bet.
It has been well established that code reviews are good, so this question is purely about the mechanics. For a dev environment centered around Visual Studio and Subversion what are the best tools for handling code reviews?
We currently use TortoiseSVN as the Subversion client. so accessing diffs, logs, etc. is fairly straight forward, but I think the process could be streamlined more by a tool that was designed for code reviews. Are there any out there?
Update: Thanks for the input. ReviewBoard looks interesting, but would be difficult to fit into our infrastructure due to the lack of Windows hosting. rietveld appears to be at a very early stage at the moment. The commercial offerings certainly look more polished and the pricing isn't bad for a tool that would be a non-trivial part of a developers time.
My company makes Code Collaborator, the first and most popular commercial tool for peer code review.
It has more users and features than any other tool, but it's also the most expensive! Here's a comparison chart.
Still, I'll agree with pilif that Review Board is the best tool amongst the open source set. Although it doesn't do very much, if what you want matches what it does, you should use it!
@Carl RE: Don't need a tool. I agree that any form of code review is better than nothing. I also agree that tools can sometimes cause less interaction, which reduces important effects like teaching and sharing. However, in-person meetings-based reviews take tons of time, so typically you cannot do those on 100% of your check-ins. Therefore, might I suggest that tool-based review is appropriate for the bulk of changes (so it can be done swiftly and without interruption), but that people should not be afraid to put down the tool and talk to one another at any time.
Hopefully other users of Code Collaborator will vote this up! :-)
Take a look at Review Board. It is a bit of a pain to install, but once you are there, it is really helpful, looks good and is easy to use for the developers.
It's a bit lacking in terms of windows-support though, but if you are not afraid of dropping to the command line to call "post-review", you'll be fine.
I'm using it here on Windows (and Linux. And MacOS X) and it works fine.
It supports git, svn, Mercurial and Perforce working copies and repositories (it even has dedicated git-svn support).
We use Crucible and it's great, but I have no idea what it costs.
Rietveld (Apache License 2.0), written by Guido van Rossum (Python creator and Google employee) based on the internal tool he created for Google Code reviews (Mondrian)
See also this Article about Rietveld
I don't think you really need fancy tools. Most of your normal dev environment is fine.
Code reviews should really be made with the two or three people sitting at the computer.
We also use ReviewBoard, but it's a lot less interactive, so we keep it for when the reviewer is super-busy, or working from home. I like direct dialog much better, and it's way more efficient.
Carl
Pair programming.
Review Board is a pretty solid open source option. It's probably worth giving it a try before paying for any pricier (e.g., $300/user) packages.
We used CodeStriker for a while. It is free and allows automatic creation of reviews when source is committed to the source control system. But, I found that it lacked some features which made it rather difficult to use. All the reviews are listed together so it is hard to separate your reviews from other developers. This is something that all of the commercial tools seem to support. It also generates a lot of email, one email per comment.
We recently had a look at CodeCollaborator and I liked that a lot, but did not have the budget for it. I am now going to take a look at Review Board.
We used Crucible/Fisheye, in conjunction with SVN for a fairly large (1 million lines of code) ~12-15 active contributors. It was a good solution for reviewing incremental changes, but we a bit cumbersome to use for a whole new project. Atlassian was nice enough to give us a 3 month trial because we were already customers for the Jira, Confluence, and Bamboo products. In the end that project was a bit of an outlier and we didn't buy Crucible/Fisheye, but we're looking into integrating it into some of our normal code review process.
I also have found Atlassian's products fairly easy to do simple customizations, and not bad for more complex stuff; and their pricing is straight forward and pretty fair.
To add to the suggestions of ReviewBoard and Rietveld, you may also want to look at Atlassian's Crucible.
You could look at other code analysis tools such as FX Cop. Free to run and you can setup specific rules, etc. to enforce.
I believe it is $300 for simultaneous user... just how many people will be doing code reviews at once?
We use Code Collaborator at work, and it is very nice... worth the $300/user, although it wouldn't shock me if there are some good Open Source tools out there.
You could checkout Reitveld which was developed by Guido van Rossum as a substantial example application for Google app engine. There's even and instance running on GAE.
Code review tools just help you to be productive with your code review work items like navigating changes quickly using stream lined differencing, identifying issues and relating it to source code location using comment threads, tracking & responding to open issues using overlaid comment threads, creating a review context by inviting needed reviewers, tracking review status, searching across reviews/comment threads etc.
You might want to try out new web based Code Review Tool which integrates with multiple different version control systems. You can download a full featured time limited trial version to install on Windows Server or you can try out the hosted version.
Note: I am associated with the company that builds the above product.
On CodePlex,, there is a nice code review plugin for Team foundation server called "TFS Team Review". If you're already working in TFS2010, it's a "free" update.
I can propose Google Code Reviews review tool (see also http://www.google.com/enterprise/marketplace/viewListing?productListingId=5143210+12982233047309328439)
In modern systems, which are based on simple components collaborating in a complex architecture, it is important to start by looking at the big picture and then drilling down to specific classes while maintaining the ability to easily understand how each class collaborates with the rest of the system. This can greatly reduce the time it takes to review the code.
nWire does just that for Java in Eclipse. It allows you to visualize and browse the system components and associations, making it a vital tool for code review.
(I'm the creator of nWire)
There's this smart bear link that usually appears at the right of this site, though I don't know how it works, it says $5 for 5 users
I've recently become aware of Malevich which is open source and works well on Windows. It doesn't appear to have great subversion support yet, but it is open source so that could be added.
the $5 for 5 promotion was 5 licenses of code reviewer for $5 and the promotion only lasted for 5 days. all the proceeds went to wikipedia- http://blog.smartbear.com/the%5Fsmartbear%5Fblog/2009/06/economic-stimulus-bear-style.html
trac has a CodeReview plugin: http://trac-hacks.org/wiki/PeerReviewPlugin
Another tool that might be useful is https://inspectify.com except that it runs on linux/php. (i work for Frondiz - creator of Inspectify).
If you are using SVN Subversion as your Source Safe, you can use built-in Diff Pack functionality. Creating the Diff Pack Make the changes that you want to have reviewed.
Viewing the Raw Changes: Just double click the patch file.
I'm just about wrapped up on a project where I was using a commercial SVN provider to store the source code. The web host the customer ultimately picked includes a repository as part of the hosting package, so, now that the project is over, I'd like to relocate the repository to their web host and discontinue the commercial account.
How would I go about doing this?
If you want to move the repository and keep history, you'll probably need filesystem access on both hosts. The simplest solution, if your backend is FSFS (the default on recent versions), is to make a filesystem copy of the entire repository folder.
If you have a Berkley DB backend, if you're not sure of what your backend is, or if you're changing SVN version numbers, you're going to want to use svnadmin to dump your old repository and load it into your new repository. Using svnadmin dump will give you a single file backup that you can copy to the new system. Then you can create the new (empty) repository and use svnadmin load, which will essentially replay all the commits along with its metadata (author, timestamp, etc).
You can read more about the dump/load process here:
http://svnbook.red-bean.com/en/1.1/ch05s03.html#svn-ch-5-sect-3.5
Also, if you do svnadmin load, make sure you use the --force-uuid option, or otherwise people are going to have problems switching to the new repository. Subversion uses a UUID to identify the repository internally, and it won't let you switch a working copy to a different repository.
If you don't have filesystem access, there may be other third party options out there (or you can write something) to help you migrate: essentially you'd have to use the svn log to replay each revision on the new repository, and then fix up the metadata afterwards. You'll need the pre-revprop-change and post-revprop-change hook scripts in place to do this, which sort of assumes filesystem access, so YMMV. Or, if you don't want to keep the history, you can use your working copy to import into the new repository. But hopefully this isn't the case.
You can also use svnsync. This only requires read-only access on the source repository
The tool to do that would be
svnadmin dump
But for this to work, you need filesystem-access to the repository. And once you have that (and provided the repository is in FSFS format), you can just copy the repository to its new location (if it's in BDB format, dump/load is strongly recommended).
If you do not have filesystem access, you would have to ask your repository provider to provide the dump for you (and make them delete their repository - and hope they comply)
Assuming you have the necessary privileges to run svnadmin, you need to use the dump and load commands.
rsvndump worked great for me migrating a repo from svnrepository.com to an ubuntu server that I control.
1. Install missing dependencies ("APR" and Subversion libs)
sudo apt-get install apache2-threaded-dev
sudo apt-get install libsvn-dev
2. Install rsvndump
wget http://prdownloads.sourceforge.net/rsvndump/rsvndump-0.5.5.tar.gz
tar xvfz rsvndump-0.5.5.tar.gz
cd rsvndump-0.5.5
./configure
make
sudo make install
3. Dump the remote SVN repository to a local file
rsvndump http://my.svnrepository.com/svn/old_repo > old_repo_dump
4. Create a new repository and load in the local dump file
sudo svnadmin create /opt/subversion/my_new_rep
sudo svnadmin load --force-uuid /opt/subversion/my_new_repo < old_repo_dump
You might find some help on migrating svn repositories here: Migrating a repository
This approach requires access to svnadmin.
You can also use the hotcopy command:
svnadmin hotcopy OLD_REPOS_PATH NEW_REPOS_PATH
It takes a full backup from repository, including all hooks, configuration files, etc.
Excerpt from my Blog-Note-to-myself
Now you can import a dump file e.g. if you are migrating between machines / subversion versions. e.g. if I had created a dump file from the source repository and load it into the new repository as shown below.
CmdShell> svnadmin dump D:\CoderZone2\svn-repos > ReposDump.dmp
CmdShell> svnadmin load D:\CoderZone\svn-repos < ReposDump.dmp
If you do not have file access to the repository, I prefer this to make the dump file: rsvndump - remote Subversion repository dump http://rsvndump.sourceforge.net/
Just wanted to see what tools for SVN people use, perhaps i can find some new cool ones. Im pretty much standard right now, ankh and tortoise.
See also http://stackoverflow.com/questions/372687/good-visual-studio-svn-tool
For Windows you can't get any better than TortoiseSVN & AnkhSVN (for MSVS). Also VisualSVN is not bad.
SVNNotifier is pretty useful tool to monitor SVN repos.
CommitMonitor is also very good for notifications
For Linux, I think RapidSVN is great and simple, I haven't found a better tool yet.
here u go ...
http://en.wikipedia.org/wiki/Comparison_of_Subversion_clients
http://subversion.tigris.org/links.html#all-clients
I like Visual SVN Server for the backend part. I go with Ankh over Visuan SVN client becuase it integrates natively with Visual Studio via the source control provider model rather than just the add-in model which means that you'll be able to use tool windows like the Pending Checkins with Ankh which is not available with Visual SVN client.
Yeah i really havent seen anything better, i do have to say that the latest update to AnkhSVN is pretty awesome.
Instead of commit monitor I am using the following tools:
I tend to use the built-in support in IDEA, or the command line. But if you want a GUI, SmartSVN is very good.
Method history is a cool little plugin for visual studio and SVN. It shows just the method you select and follows its history even if it has refactors or has been moved around. Definitely worth a look.
Captain Hook is a framework which allows you to write SVN hooks with .NET.
For you mac users out there: ZigVersion
For mac, ZigVersion is great.
For windows, I must suggest TortoiseSvn. The "recent comments" is a life saver when long comments do get added because of a conflicted commit!
CruiseControl is pretty nice for monitoring/stats aswell
For Mac users, Versions is a very good app... well-designed UI, easy access to revision logs, good diff tool integration, easy to work with numerous repositories and working copies. Its a commercial app, and having purchased it myself, I'd say it's well worth the money.
There are really no good freeware ones that I've found, but rapidSVN gets a "meh" from me. svnX is very confusing, and I'd avoid it.
For the Mac, Cornerstone is a good alternative to the previously-mentioned Versions. Both of these are beautifully designed apps that adhere to Mac UI guidelines.
I've tried SmartSVN, RapidSVN and SVNX and can't stand any of them. They're all obviously lazy ports from other platforms. ZigVersion was the best of the free apps, but to be honest before Versions and Cornerstone were released I actually preferred the commandline client over their nasty UIs.
I am not using it yet, but Subversion Edge looks very promising.
Strange that nobody mentioned it yet, but for Unix there's also such a nice tool as RabbitVCS
syncrosvnclient is one good option
I've somehow managed to get an SVN repository into a bad state. I've moved a directory and now I can't commit it in its new location.
As far as svn status is concerned, the directory is unknown (the name of the directory is type).
When I try to add the directory, the server says it already exists.
If I try to update the directory, it's gone again.
If I try to commit it, the server complains that it's old parent directory no longer exists.
To add to the mystery, the contents of the directory are marked as modified.
If I try to update from within the directory, I get this.
Committing from within the directory gives the same path not found error as above.
What's going on and how do I fix it?
EDIT: @Rob Oxspring caught me out: I got too aggressive moving things around in Eclipse.
UPDATE: I'm accepting @Rob Oxspring's answer of "don't do that/just start over" and taking his advice. I'd still be interested if anybody could tell me: (a) what the above error messages mean precisely and (b) how to actually fix the problem.
It looks to me like "type" has been created by some subversion aware copy command, then has been moved into the current directory using a subversion unaware copy. In my experience this sort of thing typically occurs when package refactoring operations have been chained together in eclipse without committing inbetween. Typically Subversion doesn't handle it well when you copy/move a locally copied/moved file or folder, although I think version 1.5 may handle it better.
To avoid this in future then commit between such steps. If you'd like to hide the intervening commits then I'd recommend doing the multi-step refactoring on a branch and then merging the changes back into the mainline in that single commit you were after.
If it's not too much work then I'd recommend getting back to a clean working copy and remake your changes committing after each step. If you're happy to lose the history, i.e. the new IntegerType.java won't be be linked at all to the old location of IntegerType.java, then you could take the approach suggested by BCS.
The easy way to fix many SVN errors is to move the whole directory away via the OS, update to get another clean copy of it and then merge in anything you changed with some other tool, WinMerge or the like.
After that, you can do whatever you were trying to do, but do it correctly :).
Did you start by just copying/moving the directory with OS commands, or did you start with SVN stuff? If you just copied the files via the OS, you would still have hidden folders containing SVN information pointing to the old location.
I'd suggest, to delete (outside subversionso with rm or similar), the directory above test, and then running svn update there.
That is, if you don't want to get a whole new working copy as others have suggested, which might be the safest approach.
My experience is that sometimes the local copy gets out of sync with the repository. I usually solve this by going up the local directory tree, starting from the directory with the problem and try to do do cleanup and update with each step.
What happened is that you made a checkout of a folder, then locally 'svn add'ed and/or modified something to/in this folder, but before you have committed your changes, the original folder was moved (or deleted) from the SVN repository.
All you need to do is to switch your current checkout to the new location in the SVN repository. So, supposing you have a checkout of the foo folder from path/to/folder1/foo, and that foo was moved to path/to/foo, you just need to run:
$ svn switch path/to/foo
That's it... ;-)
I just had this same problem. I fixed it by deleting the .svn folder from the affected folder.
I'm using TortoiseSVN against the SourceForge SVN repository. I'd like to move a file from one folder to another in order to maintain its revision history. Is this possible? If so, how do you do it?
(My current strategy has been to copy the file into the new folder and check it in and then delete the file from the current folder.)
Check out section 5.14.2. Moving files and folders (or check out "move" in the Index of the help) of the TortoiseSVN help. You do a move via right-dragging. It also mentions that you need to commit from the parent folder to make it "one" revision. This works for doing the change in a working copy.
You can also do the move via the Repo Browser (section 5.23. The Repository Browser of the help).
With TortoiseSVN I just move the file on disk.
When I come to commit my changes I select the missing file and the new one and select "Repair move" from the right click menu.
This means I can let my IDE move round files and use it refactoring tools without losing history.
Subversion has native support for moving files.
svn move SOURCE DESTINATION
See the online help (svn help move) for more information.
In TortoiseSVN right click somewhere and go TortoiseSVN > Repo Browser open the repository.
All you then have to do is drag and drop the file from one folder to the where you want it. It'll ask you to add a commit message and it defaults it to "Moved file/folder remotely"
Using TortoiseSVN I just right-click and drag the folder from one location to another. When you release the right-click you'll have the option to "SVN Move Version File." However, I believe that SVN doesn't do anything "fancy" there, but simply deletes the file in the previous location and Adds it to the new location.
For SVN Tortoise
Since you're using Tortoise you may want to check out this link on LosTechies. It should be almost exactly what you are looking for.
i think in the svn browser in tortoisesvn you can just drag it from one place to another.
If I'm not wrong starting from version 1.5 SVN can track moved files\folders. In TortoiseSVN use can move file via drag&drop.
May also be called, "rename" by tortoise, but svn move, is the command in the barebones svn client.
My current place of employment is currently in a transition, new ownership has taken over, things are finally getting standardized and proper guidelines are being enforced.
But we are still using VSS, there really isn't any reason for using it other then that's what whats initially setup. We don't use Visual Studio, or any tool really that specifically requires it.
What would be the absolute best argument I can bring up to help convince them that going to something like Subversion would be a much better solution, in the long run.
VSS totally relies on the clients to manage the database. If a client drops connection in the middle of a write over the network at just the wrong time, your file is trashed on the server. Not just the tip, but all the history. Hope you have a good backup. I've been through it. It's bad news.
VSS usage over VPN or other remote connections is abysmal. It's using SMB to transfer the data, and you have to retrieve the file and all of its deltas just to get the tip. Nasty.
I've seen VSS start to act up at 1GB of data. Database errors, etc. MS (somewhere in a FAQ or KB) says that 2GB is really the max safe limit. There are no good management tools (the clients run the asylum), so you don't really get any warning about this.
Anything with a server process to provide some level of transactions and integrity control is a superior solution.
The best argument would have to be the reason why you want them to switch to subversion. :)
I know absolutely nothing about VSS, but the phrase "if it ain't broken don't fix it" comes to mind. You have to show your managers that VSS is broken and needs fixing. Even better if you can show management how it would save them money.
@Adam Davis: Uhhh actually Adam, VSS is a horrible source control system. It has a long history of corrupting history and losing data. It is terrible at merging, doesn't handle multiple developers well and is very slow. Also the history is poor. Microsoft don't really support it any more, you'll note that they never used it for their own internal development and now they don't even sell it in favour of a more modern solution (VSTS). In short, if you have to choose between VSS and any other type of source control, go with the alternative.
By just going over the features good source control brings:
Any document that proves switching will lower costs. Failing that, multi-colored graphs and charts. Maybe a power-point presentation.
The internet is littered with well written articles on the flaws of VSS. I would collect this as a body of evidence for moving away from VSS. Find a key requirement that VSS can't support (remote working, support on other OSs, tools integration) and use it to drive your issue. You then need to find a source control system that is a good match for your organisation's requirements - are you sure Subversion is that system? Set up a demonstration of your chosen system, and use this to prove its worth.
I implemented this change at a previous employer (first to CVS, and then to SVN), and while it was successful we had to build a lot of bits around the edge and rely on a lot of (sometimes unreliable) open source projects to get all the tools we needed. With hindsight I should have considered trying to evaluate professional tools such as Perforce, Vault or even Team System. Having evaluated these, I could have made a proper value judgement on whether CVS/SVN were worth their "free" price tag.
being able to handle branching and forking is a start.
Try using subversion for a while in parallel to vss you will most likely find many arguments to convince your boss. If you don't, your boss is right, no reason to switch.
Get them to google for 'vss problem', 'source safe corruption' or simply look at the Wiki page for it. That ought to convince them that it's probably not a long-term viable thing for you to be betting such a vital part of your business on.
How big is your team? (ie, I mean how many members, not whether or not you're salad dodgers) Once you start to get more than half a dozen quite active users, VSS is going to give you headaches.
I seriously doubt that Microsoft use it (in fact, don't they use a customised Subversion or CVS variant?) and you've got to ask yourself - if the company don't eat their own dogfood, why would you eat it?
Basic answer is that you have to make the case that switching meets the needs of the business. For example:
Making the case on these things also requires something quantitative, not just "we will lower costs because this is the right way to do it!".
One thing to watch out for is that it's too easy for a developer to convince themselves that it would be beneficial to make the change without first going through the basic business filters. Once that happens, you end up with developers who are unhappy with their tools and are doubly frustrated because they think management won't listen. If you can't check off one of the things above, them you'll have no chance of persuading management of anything (unless management is incompetent, but that's for another question).
Why Subversion over VSS?
I made the proposal to my manager, and it was a pretty easy sell. I've found it to be much easier to use, especially for branching (our project took 5 hours to "share and pin" in VSS, and then each operation took extra time to complete!).
I've previously written about why VSS is not a good idea. You might be able to gain some information from that. Also this article and this one contain further information.
VSS 2005 has papered over some of the cracks in 6.0, but not in a particularly convincing way. The same brain-dead foundation remains.
Even if it ain't broke, there's a potential benefit to migrating from VSS. First and most trivially, you won't have to buy new VSS licenses. Second, there are many examples of deficiencies in the VSS product (some also acknowledged by MS). The learning curve for SVN is at least as low as for VSS, and if you have devs happier with their source control system, they're more likely to use it early and often. That will translate to lots less risk for your company, and that's a good benefit.
@Jason: VSS is broken.
I think the most powerful method for motivating a change away from VSS is to point out how critical an asset your source code is. Taking risks with its integrity is not a wise business choice.
Add that your programmers are the creators of this asset, and that making it easier for them to be productive means more value in your source code asset. Joel on Software often talks about how investing in his programmers is a big win for his company.
The other answers here all describe specific reasons that you can point to when making your case.
In addition to the technical points given in other answers, there may be non-technical reasons lurking that you should be prepared to respond to:
You should investigate whether your company has any sort of policy against (or misguided fear of) open source software. If the company or its lawyers don?t understand the ins and outs of which licenses ?infect? proprietary code and which don?t, as well as what you can do with open source code that doesn?t affect your proprietary code, you will have a hard time getting them to switch from a proprietary to an an open source tool. (And you may have a bigger education job on your hands.)
In arguing for the switch from proprietary (e.g. VSS) to open source (e.g. subversion) you?ll also need to be prepared to defend the quality of the code and the lack of any need for a warranty or other contract rights regarding the code.
Is there a way to perform a full text search of a subversion repository, including all the history?
For example, I've written a feature that I used somewhere, but then it wasn't needed, so I svn rm'd the files, but now I need to find it again to use it for something else. The svn log probably says something like "removed unused stuff", and there's loads of checkins like that.
If you are running Windows have a look at SvnQuery. It maintains a full text index of local or remote repositories. Every document ever committed to a repository gets indexed. You can do google-like queries from a simple web interface.
I'm using a small shellscript, but this only works for a single file. You can ofcourse combine this with find to include more files.
#!/bin/bash
for REV in `svn log $1 | grep ^r[0-9] | awk '{print $1}'`; do
svn cat $1 -r $REV | grep -q $2
if [ $? -eq 0 ]; then
echo "$REV"
fi
done
If you really want to search everything, use the svnadmin dump command and grep through that.
git svn clone
git grep < some regex >
I have been looking for something similar. The best I have come up with is OpenGrok. I have not tried to implement it yet, but sounds promising.
I was looking for the same thing and found this:
While not free, you might take a look at Fisheye from Atlassian, the same folks that bring you JIRA. It does full text search against SVN with many other useful features.
I don't have any experience with it, but SupoSE (open source, written in Java) is a tool designed to do exactly this.
The best way that I've found to do this is with less:
svn log --verbose | less
Once less comes up with output, you can hit / to search, like VIM.
Edit:
According to the author, he wants to search more than just the messages and the file names. In which case you will be required to ghetto-hack it together with something like:
svn diff -r0:HEAD | less
You can also substitute grep or something else to do the searching for you. If you want to use this on a sub-directory of the repository, you will need to use svn log to discern the first revision in which that directory existed, and use that revision instead of 0.
I usually do what Jack M says (use svn log --verbose) but I pipe to grep instead of less.
I just ran into this problem and
svnadmin dump <repo location> |grep -i <search term>
did the job for me. Returned the revision of the first occurrence and quoted the line I was looking for.
Handling multiple merges onto branches in Subversion or CVS is just one of those things that has to be experienced. It is inordinately easier to keep track of branches and merges in Mercurial (and probably any other distributed system) but I don't know why. Does anyone else know?
My question stems from the fact that with Mercurial you can adopt a working practice similar to that of Subversions/CVSs central repository and everything will work just fine. You can do multiple merges on the same branch and you won't need endless scraps of paper with commit numbers and tag names.
I know the latest version of Subversion has the ability to track merges to branches so you don't get quite the same degree of hassle but it was a huge and major development on their side and it still doesn't do everything the development team would like it to do.
There must be a fundamental difference in the way it all works.
In Subversion (and CVS), the repository is first and foremost. In git and mercurial there is not really the concept of a repository in the same way; here changes are the central theme.
+1
The hassle in CVS/SVN comes from the fact that these systems do not remember the parenthood of changes. In Git and Mercurial, not only can a commit have multiple children, it can also have multiple parents!
That can easily observed using one of the graphical tools, gitk or hg view. In the following example, branch #2 was forked from #1 at commit A, and has since been merged once (at M, merged with commit B):
o---A---o---B---o---C (branch #1)
\ \
o---o---M---X---? (branch #2)
Note how A and B have two children, whereas M has two parents. These relationships are recorded in the repository. Let's say the maintainer of branch #2 now wants to merge the latest changes from branch #1, they can issue a command such as:
$ git merge branch-1
and the tool will automatically know that the base is B--because it was recorded in commit M, an ancestor of the tip of #2--and that it has to merge whatever happened between B and C. CVS does not record this information, nor did SVN prior to version 1.5. In these systems, the graph would look like:
o---A---o---B---o---C (branch #1)
\
o---o---M---X---? (branch #2)
where M is just a gigantic "squashed" commit of everything that happened between A and B, applied on top of M. Note that after the deed is done, there is no trace left (except potentially in human-readable comments) of where M did originate from, nor of how many commits were collapsed together--making history much more impenetrable.
Worse still, performing a second merge becomes a nightmare: one has to figure out what the merge base was at the time of the first merge (and one has to know that there has been a merge in the first place!), then present that information to the tool so that it does not try to replay A..B on top of M. All of this is difficult enough when working in close collaboration, but is simply impossible in a distributed environment.
A (related) problem is that there is no way to answer the question: "does X contain B?" where B is a potentially important bug fix. So, why not just record that information in the commit, since it is known at merge time!
P.-S. -- I have no experience with SVN 1.5+ merge recording abilities, but the workflow seems to be much more contrived than in the distributed systems. If that is indeed the case, it's probably because--as mentioned in the above comment--the focus is put on repository organization rather than on the changes themselves.
Because Subversion (at least version 1.4 and below) doesn't keep track of what have been merged. For Subversion, merging is basically the same as any commit while on other version control like Git, what have been merged are remembered.
I suppose this might partially be because Subversion has the idea of a central server along with an absolute time line of revisions. Mercurial is truly distributed and has no such reference to an absolute time line. This does allow Mercurial projects to form more complicated hierarchies of branches for adding features and testing cycles by sub project however teams now need to much more actively keep on top of merges to stay current as they can't just hit update and be done with it.
Untouched by any of the already provided answers, Hg offered superior merge capabilities because it uses more information when merging changes (hginit.com):
For example, if I change a function a little bit, and then move it somewhere else, Subversion doesn?t really remember those steps, so when it comes time to merge, it might think that a new function just showed up out of the blue. Whereas Mercurial will remember those things separately: function changed, function moved, which means that if you also changed that function a little bit, it is much more likely that Mercurial will successfully merge our changes.
Of course, remembering what was last merged (the point addressed by most of the answers provided here) is also a huge win.
Both improvements, however, are questionable since subversion 1.5+ stores additional merge information in the form of subversion properties: that information available, there's no obvious reason why subversion merge couldn't implement merge as successfully as Hg or Git. I don't know if it does, though, but it certainly sounds like subversion developers are on their way to get around this issue.
I only have experience with Subversion but I can tell you that the merge screen in TortoiseSVN is horribly complicated. Luckily they include a dry run button so that you can see if you are doing it right. The complication is in the configuration of what you want to merge to where. Once you get that set up for the merge the merge generally goes fine. Then you need to resolve any and all conflicts and then commit your merged in working copy to the repository.
If Mercurial can make the configuration of the merge easier then I can say that would make merging 100% easier then Subversion.
In Subversion (and CVS), the repository is first and foremost. In git and mercurial there is not really the concept of a repository in the same way; here changes are the central theme.
I've not thought much about how you'd implement either but my impression (based on bitter experience and lots of reading) is that this difference is what makes merging and branching so much easier in non-repository based systems.
When I do a file search on eclipse it includes the .svn directories by default. I tried excluding them from the build path but they still appear on file search results.
spaceman is right. With Helios, choose Project -> Properties -> Resource -> Resource Filters and then add an "exclude" filter for type "Folder" with name ".svn".
Following up on Mark Ingram's excellent answer, simply installing the plugin won't get you there -- You'll still need to 'Share' your project in order for the automatic Search filtering to take hold. After you set up the SVN repository location from within the Subclipse view you may Share your project by doing the following:
If you install the subclipse plugin then it automatically excludes the .svn directories (plus provides some other cool stuff in the IDE).
If it does not work, simply restart Eclipse (sometimes it's needed on a fresh checkout)
Excluding the .svn folders by making them derived stops then appearing in the search results, see here.
You have to do it manually for each folder, if you have a lot of .svn folders then it's not ideal.
If you are gonig down the plugin route, I tend to prefer subversive over subclipse.
Doesn't eclipse only search in the build paths? So if you edit the build path selection in project properties you can exclude them there.
Ah - OK. I don't use SubVersion per se, but would this be of any use? It claims it can do what you want...
You can off course also select ALL the file name patterns to include in the file search dialog
Click on the drop-down triangle in the top-right corner of the Navigator and choose "Filters..".
By default Eclipse only offers you ".class" and ".".
If you choose ".*" you'll hide .svn files. Obviously all other .something files will also be hidden.
I just saw a really cool WPF twitter client that I think is developed by the Herding Code podcast guys HerdingCode called Witty. (or at least, I see a lot of those guys using this client). This project is currently posted up on Google Code.
Many of the projects on Google Code use Subversion as the version control system (including Witty). Having never used Subversion, I'm not sure what to do to download the code.
On the source page for this project (google code witty source) it gives the following instruction:
Non-members may check out a read-only working copy anonymously over HTTP.
svn checkout http://wittytwitter.googlecode.com/svn/trunk/ wittytwitter-read-only
I'm confused as to where I am supposed to enter the above command so that I can download the code.
I have installed SVN and Tortoise (which I know almost nothing about).
Thanks for any help or simply pointing me in the right direction.
...Ed (@emcpadden)
After you install Tortoise (separate SVN client not required), create a folder for the project somewhere and right click it. There should be an option for "SVN Checkout". Choosing that option will open a dialog box. Paste the URL you posted above in the first textbox of that dialog box and click "OK".
Create a folder where you want to keep the code, and right click on it. Choose SVN Checkout... and type http://wittytwitter.googlecode.com/svn/trunk into the URL of repository field.
You can also run
svn checkout http://wittytwitter.googlecode.com/svn/trunk
from the command line in the folder you want to keep it (svn.exe has to be in your path, of course).
right click on the folder you want to download in, and open up "tortoise-svn -> repo-browser".
Enter in the URL above in the next window.
right click on the "trunk" folder and choose either "checkout" (if you want to update from SVN later) or "export" (if you just want your own copy of that revision).
Select Tortoise SVN - > Settings - > NetWork
Fill the required proxy if any and then check.
See my answer to a very similar question here: How to download/checkout a project from Google Code in Windows?
In brief: If you don't want to install anything but do want to download an SVN or GIT repository, then you can use this: http://downloadsvn.codeplex.com
The manual explains how to checkout code:
http://tortoisesvn.net/docs/release/TortoiseSVN_en/tsvn-dug-checkout.html
If you have Tortoise SVN, like I do, take the google link, and ONLY copy the URL.
Regular- (svn checkout http://wittytwitter.googlecode.com/svn/trunk/ wittytwitter-read-only)
Modified to URL- (http://wittytwitter.googlecode.com/svn/trunk/ wittytwitter)
Create a folder, right click the empty space. You can Browse Repo or just download it all via checkout.
I don't know whether you have to be a Google member or not, but I signed up just in case. Have fun with the code.
Misanthropy
bin folder to your PATH environment variablecd to the place where you want to download (i.e checkout) the projects' code.If you are behind a firewall you will have to configure the Tortoise client to connect to it. Right click somewhere in your window, select "TortoiseSVN", select "settings", and then select "network" on the left side of the panel. Fill out all the required fields. Good luck.
I am going to be using Subversion for source control on a new J2EE web application. What directory structure will you recommend for organizing code, tests and documentation?
I usually have
In work with Visual Studio, I'm not sure if this works the same in the java world. But i usually put stuff in different project folders in src. For each source project there's a separate test project. Build files go in the main project directory. I usually put a README there too documenting how to setup the project if it needs more than just checking out.
I found some old questions here on SO that might be interesting for you:
To expand on what Mendelt Siebenga suggested, I would also add a web directory (for JSP files, WEB-INF, web.xml, etc).
Tests should go in a folder named test that is a sibling of the main src folder - this way your unit test classes can have the same package name as the source code being tested (to ease with situations where you want to test protected methods or classes, for example... see the JUnit FAQ for this, and this question also on Where should I put my test files?).
I haven't had much use for it myself, but a Maven project will also create a resources folder alongside the src folder for non-source code that you want to package/deploy along with the main source code - things such as properties files, resources bundles, etc. Your mileage may vary on this one.
Perhaps not the answer, but related... Another Stack Overflow QA session
I use Eclipse for creating J2EE web applications and this will create the following project structure:
WebAppName\
\lib
\src
\tests
etc...
I would then create an SVN folder on our trunk called WebAppNameProject. Within this folder I would create folders called WebAppNameSource, Documentation etc. Within the WebAppNameSource folder I would place the project source generated by Eclipse. Thus I would have the following folder structure in SVN:
\svn\trunk\WebAppNameProject
\WebAppNameSource
\lib
\src
\tests
etc...
\Documentation
Hope this helps.
I am ready to start using SVN, but I have NO (as in the money required for free beer) experience with source control. I have installed subversion on my server (that was easy, 'apt-get install subversion') but now I don't know what to do, how to configure it, or how to use it.
What suggestions do you have, and where can I find good resources to learn to start using it?
Update:
O.K. So the feedback has been great and I have read through a bit of it but I want to clarify my question by saying that I am looking for more information on how to actually go about setting my up my repositories, clients, server, etc. I know that I could do a quick Google search and find dozens (or more) resources but I'm hoping that someone whom has experience with subversion and a client(I have installed tortoise) could suggest a good reference that will be reliable, and have quality content.
Eric Sink has an excellent series on source code control aimed at beginners. For Subversion specifics, including setting up and administering a server, the Subversion book is a great resource, and includes a section with examples of a typical session with Subversion (checkout, commit, merging and updating basics).
Update: I forgot to mention that for beginners, I'd also recommend messing around in a graphical client, which removes the command-line hassle from the learning experience. RapidSVN is a reasonable cross-platform client. You'll also find that common IDEs either come with Subversion support, or have plugins which can be installed, which allow most version control operations to be performed within that environment.
@John Millikin: While setting up a Subversion server can be complicated, depending on one's general admin experience, don't forget that you don't need to do that just to mess about with a repository and get to grips with the basics - the client can interact with a repository in the local filesystem.
Another good Subversion book is Pragmatic Version Control with Subversion, a Pragmatic Programmer book that goes out of its way to make key concepts of version control (from checkin & checkout to branching & merging) clear.
http://blog.clickablebliss.com/2006/04/26/introduction-to-subversion-screencast/ explains how to use SVN very well.
You might also wanted to see Intro to Distributed Version Control (Illustrated) and a visual guide to version control.
It was only with this guides that I FINALLY understood a lot of things, specially the Branching and Merging part ;)
Jeff posted a good "getting started" article for Windows, including how to setup svnserve:
Where do you live that you can get free bear!?
Subversion is complicated to set up -- if you have no experience with version control at all, I'd recommend using a distributed VCS because they don't require any server configuration. Bazaar in five minutes is a good start.
For Subversion, you'll want to set up either svnserve or the mod_dav_svn Apache module. I prefer the Apache module, because it gives you basic web-based repository browsing in the bargain. You'll also need to create and configure a repository -- see the SVN red book Chapter 5 for more information on repository administration. Then read chapter 2 to learn how to use Subversion itself.
Another route you could take is not to mess around with your own repository per se, for fear of messing things up, but you could use someone else's repository or set up your own elsewhere. Point being, I learned by using SourceForge, which has both CVS and SVN... but hearing good things about SVN and weighing the differences between the two, I of course went with SVN. Getting back to SourceForge, I applied for a test project, more or less to see how SourceForge worked... but once I was in I got to playing around with their SVN for my own project listed there; experimenting with it both remotely and locally. Once I got a broad grasp of its features through testing it there, I then went on to read the go-to book for SVN, the freely distributed book by the tool's authors(the book already mentioned). It's truly a great book and at that point I began to feel comfortable setting up my own repository on critical systems. From that point all you need is a Q&A site like this for specific issues you come across and of course keep the free SVN book referenced in a bookmark for easy access.
Post your questions if you get stuck along the way and we'll be happy to help. Best of luck!
I recommend using SVN with apache on Linux, svn as a linux client, and TortioseSVN on windows (It does great MS Office diffs).
I have lots of stuff on my svn, and I would hate not using it.
I'm new to svn and I'd like to know what are common methods of backing up repositories in a windows environment?
You could use something like (Linux):
svnadmin dump repositorypath | gzip > backupname.svn.gz
Since Windows does not support GZip it is just:
svnadmin dump repositorypath > backupname.svn
We use svnadmin hotcopy, e.g.:
svnadmin hotcopy C:\svn\repo D:\backups\svn\repo
As per the book:
You can run this command at any time and make a safe copy of the repository, regardless of whether other processes are using the repository.
You can of course ZIP (preferably 7-Zip) the backup copy. IMHO It's the most straightforward of the backup options: in case of disaster there's little to do other than unzip it back into position.
There's a hotbackup.py script available on the Subversion web site that's quite handy for automating backups.
http://subversion.tigris.org/tools_contrib.html#hot_backup_py
I use svnsync, which sets up a remote server as a mirror/slave. We had a server go down two weeks ago, and I was able to switch the slave into primary position quite easily (only had to reset the UUID on the slave repository to the original).
Another benefit is that the sync can be run by a middle-man, rather than as a task on either server. I've had a client to two VPNs sync a repository between them.
Here is a Perl script that will:
The script:
my $svn_repo = "/var/svn";
my $bkup_dir = "/home/backup_user/backups";
my $bkup_file = "my_backup-";
my $tmp_dir = "/home/backup_user/tmp";
my $bkup_svr = "my.backup.com";
my $bkup_svr_login = "backup";
$bkup_file = $bkup_file . `date +%Y%m%d-%H%M`;
chomp $bkup_file;
my $youngest = `svnlook youngest $svn_repo`;
chomp $youngest;
my $dump_command = "svnadmin -q dump $svn_repo > $bkup_dir/$bkup_file ";
print "\nDumping Subversion repo $svn_repo to $bkup_file...\n";
print `$dump_command`;
print "Backing up through revision $youngest... \n";
print "\nCompressing dump file...\n";
print `gzip -9 $bkup_dir/$bkup_file\n`;
chomp $bkup_file;
my $zipped_file = $bkup_dir . "/" . $bkup_file . ".gz";
print "\nCreated $zipped_file\n";
print `scp $zipped_file $bkup_svr_login\@$bkup_svr:/home/backup/`;
print "\n$bkup_file.gz transfered to $bkup_svr\n";
#Test Backup
print "\n---------------------------------------\n";
print "Testing Backup";
print "\n---------------------------------------\n";
print "Downloading $bkup_file.gz from $bkup_svr\n";
print `scp $bkup_svr_login\@$bkup_svr:/home/backup/$bkup_file.gz $tmp_dir/`;
print "Unzipping $bkup_file.gz\n";
print `gunzip $tmp_dir/$bkup_file.gz`;
print "Creating test repository\n";
print `svnadmin create $tmp_dir/test_repo`;
print "Loading repository\n";
print `svnadmin -q load $tmp_dir/test_repo < $tmp_dir/$bkup_file`;
print "Checking out repository\n";
print `svn -q co file://$tmp_dir/test_repo $tmp_dir/test_checkout`;
print "Cleaning up\n";
print `rm -f $tmp_dir/$bkup_file`;
print `rm -rf $tmp_dir/test_checkout`;
print `rm -rf $tmp_dir/test_repo`;
Script source and more details about the rational for this type of backup.
I like to just copy the entire repo directory to my backup location. That way, if something happens, you can just copy the directory back and be ready to go immediately.
Just make sure to preserve permissions, if needed. Usually, this is only a concern on Linux machines.
svnbackup over at Google Code, a .NET console application.
If you are using the FSFS repository format (the default), then you can copy the repository itself to make a backup. With the older BerkleyDB system, the repository is not platform independent and you would generally want to use svnadmin dump.
The svnbook documentation topic for backup recommends the svnadmin hotcopy command, as it will take care of issues like files in use and such.
there are 2 main methods to backup a svn server, first is hotcopy that will create a copy of your repository files, the main problem with this approach is that it saves data about the underlying file system, so you may have some difficulties trying to repostore this kind of backup in another svn server kind or another machine. there is another type of backup called dump, this backup wont save any information of the underlying file system and its potable to any kind of SVN server based in tigiris.org subversion.
about the backup tool you can use the svnadmin tool(it is able to do hotcopy and dump) from the command prompt, this console resides in the same directory where your svn server lives or you can google for svn backup tools.
my recommendation is that you do both kinds of backups and get them out of the office to your email acount, amazon s3 service, ftp, or azure services, that way you will have a securityy backup without having to host the svn server somewhere out of your office.
as others have said, hot-backup.py from the Subversion team has some nice features over just plain svnadmin hotcopy
I run a scheduled task on a python script that spiders for all my repositories on the machine, and uses hotbackup to keep several days worth of hotcopies (paranoid of corruption) and an svnadmin svndump on a remote machine. Restoration is really easy from that - so far.
For the daily and full backup solution just use the scripts of svn backup from here
http://wandisco.com/subversion/backup/
WANdisco Subversion HA (Backup)
I automated the process of backing up multiple repositories. Get the script here.
I have compiled the steps I followed for the purpose of taking a backup of the remote SVN repository of my project.
install svk (http://svk.bestpractical.com/view/SVKWin32)
install svn (http://sourceforge.net/projects/win32svn/files/1.6.16/Setup-Subversion-1.6.16.msi/download)
svk mirror //local <remote repository URL>
svk sync //local
This takes time and says that it is fetching the logs from repository. It creates a set of files inside C:\Documents and Settings\nverma\.svk\local.
To update this local repository with the latest set of changes from the remote one, just run the previous command from time to time.
Now you can play with your local repository (/home/user/.svk/local in this example) as if it were a normal SVN repository!
The only problem with this approach is that the local repository is created with a revision increments by the actual revision in the remote repository. As someone wrote:
The svk miror command generates a commit in the just created repository. So all the commits created by the subsequent sync will have revision numbers incremented by one as compared to the remote public repository.
But, this was OK for me as I only wanted some backup of the remote repository time to time, nothing else.
Verification:
To verify, use the SVN client with the local repository like this:
svn checkout "file:///C:/Documents and Settings\nverma/.svk/local/" <local-dir-path-to-checkout-onto>
This command then goes to checkout the latest revision from the local repository. At the end it says Checked out revision N. This N was one more than the actual revision found in the remote repository (due to the problem mentioned above).
To verify that svk also brought all the history, the SVN checkout was run with various older revisions using -r with 2, 10, 50 etc. Then the files in <local-dir-path-to-checkout-onto> were confirmed to be from that revision.
At the end, zip the directory C:/Documents and Settings\nverma/.svk/local/ and store the zip somewhere. Keep doing this regularly.
It happens to me all the time. I accidentally version a file, I do not want to be versioned (i.e. developer/machine specific config-files).
If I commit this file, I will mess up the paths on all the other developer machines - they will be unhappy.
If I do delete the file from versioning, it will be deleted from the other developers machines - they will be unhappy.
I there f I choose to never commit the file, I always have a "dirty" checkout - I am unhappy.
Is a clean way to "unversion" a file from revision-control, that will result in no-one being unhappy?
edit: trying to clarify a bit: I have already commited the file to the repository and I want to only remove it from versioning - I specifically do not want it to be physically deleted from everyone doing a checkout. I initially wanted it to be ignored.
Answer: If I could accept a second answer, it would be this. It answers my question with respect to git - the accepted answer is about svn.
SVN version 1.5 supports removing/deleting a file from a repository with out losing the local file
taken from http://subversion.tigris.org/svn_1.5_releasenotes.html
New --keep-local option retains path after delete..
Delete (remove) now takes a --keep-local option to retain its targets locally, so paths will not be removed even if unmodified.
Without having tried it...
In git, if your changes haven't been propagated to another repository, you should be able to git rm the affected file(s), git rebase --interactive to reorder the deletion commit to be just after the commit in which you accidentally added the offending files, and then squash those two commits together.
Of course, this won't help if someone else has pulled your changes.
It sounds like you have already added and committed the file to subversion (I assume that you are using Subversion). If that is the case, then there are only two ways to remove that file:
svnadmin dump, filter out the revision where you accidentally committed the file and perform an svnadmin load.Trust me, you don't really want to do number 2. It will invalidate all working copies of the repository. The best is to do number 1, mark the file as ignored and apologise.
In Git, in order to delete it from the tree, but NOT from the working directory, which I think is what you want, you can use the --cached flag, that is:
git rm --cached <filename>
If you accidentally 'add' a file in svn & you haven't committed it, you can revert that file & it will remove the add.
Look up svn:ignore and .gitignore - these features allow you to have extra files in your checkout that are ignored by your RCS (when doing a "status" operation or whatever).
For machine-specific config files, a good option is to check in a file named with an extra ".sample" extension, ie. config.xml.sample. Individual developers would make a copy of this file in config.xml and tweak it for their system. With svn:ignore or .gitignore you can ensure that the unversioned config.xml file doesn't show up as dirty all the time.
In response to your edit: If you remove the file from the repository now, then your developers will get a conflict next time they do an update (assuming they have all changed the file for their system). They won't lose their local changes, they will be recoverable from somewhere. If they happen not to have made any local changes, then their config file will vanish but they can just re-get the previous one out of source control and use that.
To remove a file already in source control:
git rm <filename>
and then
git commit -m ...
You should add every file you want to ignore to the .gitignore file. I additionally always check the .gitignore file to my repository, so if someone checks out the code on his machine, and the file gets generated again, he won't 'see' it as 'dirty'.
Of course if you already committed the file and someone else got your changes on another machine, you would have to alter every local repository to modify the history. At least that's a possible solution with git. I don't think svn would let you do that.
If the file is already on the master repository (git) or in the server (svn), I don't think there is a better solution than just deleting the file in another commit.
To remove a file entirely from a git repository (Say you commited a file with a password in it, or accidently commited temporary files)
git filter-branch --index-filter 'git update-index --remove filename' HEAD
Then I think you have to commit, and push -f if it's in remote branches (remember it might annoy people if you start changing the repository's history.. and if they have pulled from you before, they could still have the file)
For SVN you can revert files you haven't committed yet. In TortoiseSVN you just right click the file in the commit window and choose Revert...
On command line use svn revert [file]
Don't know about GIT since I've never used it.
As far as I know there is no easy way to remove an added file from versioning control in svn once it is committed.
You will have to save the file somewhere else and delete it from version control. Than copy the backup back again.
It's a version control system after all... ;)
You can exclude files from subversion with the global-ignore setting
http://svnbook.red-bean.com/en/1.1/ch07.html#svn-ch-7-sect-1.3.2
check out the documentation for details
I there f I choose to never commit the file, I always have a "dirty" checkout - I am unhappy.
With regard to this particular point, you might want to .gitignore the file as other have suggested, or to use a scheme like the one described in this answer of mine.
I'm curious to hear the experiences of those who are currently running their SVN server on Windows.
Jeff Atwood has a post on how to setup SVN as a Windows service. It's a great first step, but it doesn't touch on other topics, such as:
Our company switched from SourceGear Vault to Subversion about one month ago. We've got the basics down pat, but would love to discover people's tips and tricks for running SVN in a MSFT world.
Use VisualSVN Server. It integrates with Windows authentication and it handles all the apache setup. It's as painless as SVN can be on Windows.
I have found that VisualSVN is about 50% slower than running SVN as a native service. I always assumed
that was because of accessing via http:// with Apache, which seems like it would have to be slower
than accessing via svn://, which is native TCP/IP.
In the last 30 minutes, here's what I did:
Repo 1: 652 files, 273 directories, 60.1MB
23 seconds for VisualSVN over http://
16 seconds for SVN over svn://
Repo 2: 4623 files, 964 directories, 127.9MB
2 minutes, 18 seconds for VisualSVN over http://
1 minute, 30 seconds for SVN over svn://
This is on identical hardware, with the exact same repository. I like how easy VisualSVN is, but AD integration and GUI aren't worth a 50% performance hit.
Anyone else seen this difference? Am I doing something wrong just following along with the default installation options?
I have a fairly indepth tutorials on my blog http://tv.inner-rhythm.co.uk/ on how to set SVN up with Apache and Trac which we use at my company which works for us.
VisualSVN is the way to go. The built-in Active Directory support is very easy to use.
For backing up, I wrote a combination of a batch file and a VBScript that runs once a week as a scheduled task. It:
I use a combo of VisualSVN and Tortoise. It doesn't integrate well with visual studio but you can use other plugins/apps for that.
Trac is certainly the best web based project management software I use, it integrates with subversion so you can see timelines of commits and diffs of each versions, it allows tickets and bug reports, and has a built in wiki.
http://trac.edgewall.org/wiki/TracOnWindows
A little knowledge of python and it is easy to get up and running (if your on windows though, use the tracd server: http://trac.edgewall.org/wiki/TracStandalone (this link will show you how to install it as a windows service).
I think you are seeing the difference betweeen the svn protocol and hosting the svn protocol on another.
Similar performance decreases when using svn+ssh compared to svn.
The ease of setup, has made it a no brainer for my team, we just threw it on a vm and ran.
I recommend TortoiseSVN. It adds SVN capabilities into Windows Explorer. In addition TortoiseSVN check to see if the IDE you are using has support for SVN.
Running SVN under apache really isn't that hard. And you can use mod_auth_sspi to integrate with active directory.
Rich Strahl just posted a blog entry on Running VisualSVN Server for Subversion Source Control. Worth a read:
VisualSVN Server + Trac + TortoiseSVN + Ankhsvn.
Done. Smooth as silk. What Visual SourceSafe should have been.
I currently use AnkhSVN to integrate subversion into Visual Studio. Is there any reason I should switch to VisualSVN?
AnkhSVN is free (in more than one sense of the word) while VisualSVN costs $50. So right there unless I'm missing some great feature of VisualSVN I don't see any reason to switch.
I used VisualSVN until Ankh hit 2.0, and ever since, I've abandoned VisualSVN. Ankh has surpassed VisualSVN in functionality, in my mind, and all the 1.x perf and integration issues are gone.
For me, VisualSVN is pretty, but useless. AnkhSvn on the other hand, after it came in v2 as an scc provider, it works very good. VisualSVN tries to think for you, which is not an good thing, the user should be the controller, not the software.
Here is a funny story: I managed to corrupt one SVN repository with AnkhSVN last year. All I did was moving around the files. Thanks AnkhSVN!
I've been sticking with TortoiseSVN ever since. :)
Not questioning your judgment here, just making sure you're comparing apples to apples.
So has anyone here actually tried both the 1.5 version of VisualSVN and the 2.0 version of AnkhSVN? I use VisualSVN at home and would love to use it at work, but they won't pay for it, so I'm really tempted to just buy the license myself...but if the new AnkhSVN is comparable (or better) then I'll just switch to that.
I had issues similar to Michael with AnkhSVN, but I'm using VS2008, that may be causing the problem.
I just tried Anksvn and found it good.
@Jeff, Bloody hell, what's the time out there right now? Get some sleep!
@thelsdj, I used to really miss the integration when I switched to Tortoise SVN and now when I use TFS at work, it actually gets on my nerves. Maybe try that. I used to pooh pooh anything that didn't have integration, I thought I couldn't or wouldn't live without it.
The main thing is that VisualSVN uses TortoiseSVN for nearly all of its UI. So you only really have to set up one client (preferred diff viewer, etc), and you can take advantage of things like the same "Previous messages" button on the Commit dialog, whether you're committing from Explorer or Visual Studio.
I prefer UnifiedSCC
I have a large application (~50 modules) using a structure similar to the following:
I would like to import the application to Maven and Subversion. After some research I found that two practical approaches exists for this.
One is using a tree structure just as the previous one. The drawback of this structure is that you need a ton of tweaking/hacks to get the multi-module reporting work well with Maven. Another downside is that in Subversion the standard trunk/tags/branches approach add even more complexity to the repository.
The other approach uses a flat structure, where there are only one parent project and all the modules, submodules and parts-of-the-submodules are a direct child of the parent project. This approach works well for reporting and is easier in Subversion, however I feel I lose a bit of the structure this way.
Which way would you choose in the long term and why?
We have a largish application (160+ OSGi bundles where each bundle is a Maven module) and the lesson we learned, and continue to learn, is that flat is better. The problem with encoding semantics in your hierarchy is that you lose flexibility. A module that is 100% say "communication" today may be partly "service" tomorrow and then you'll need to be moving things around in your repository and that will break all sorts of scripts, documentation, references, etc.
So I would recommend a flat structure and to encode the semantics in another place (say for example an IDE workspace or documentation).
I've answered a question about version control layout in some detail with examples at another question, it may be relevant to your situation.
I think you're better off flattening your directory structure. Perhaps you want to come up with a naming convention for the directories such that they sort nicely when viewing all of the projects, but ultimately I don't think all of that extra hierarchy is necessary.
Assuming you're using Eclipse as your IDE all of the projects are going to end up in a flat list once you import them anyway so you don't really gain anything from the additional sub directories. That in addition to the fact that the configuration is so much simpler without all the extra hierarchy makes the choice pretty clear in my mind.
You might also want to consider combining some of the modules. I know nothing about your app or domain, but it seems like a lot of those leaf level modules might be better suited as just packages or sets of packages inside another top level module. I'm all for keeping jars cohesive, but it can be taken too far sometimes.
Is it possible to look back through the history of a subversion repository for files of a certain name (even better would be for them to have a wildcard search).
I want to see if a .bat file has been committed to the repository at some point in the past but has since been removed in later updates. Even a dump of the file history at each revision would work, as I could just grep the output. I have looked through the manual but could not see a good way to do this.
The logs for each commit are descriptive, so I cannot just look through the log messages to see what modifications were done, I presume subversion does have a way of retrieving this?
TortoiseSVN can search the logs very easily, and on my system I can enter ".plg" in the search box and find all adds, modifies, and deletes for those files.
Without Tortoise, the only way I can think of doing that would be to grep the full logs or parse the logs and do your own searching for 'A' and 'D' indicators on the file you are looking for (use svn log --verbose to get file paths).
I assume you are using the SVN command line client. Give TortoiseSVN a try. Its "Show Log" dialog allows searching for comments, filenames and authors.
http://tortoisesvn.net/downloads
PS: Windows only.
Personally I'd use
svnadmin dump -r1:HEAD /path/to/repo/
Pipe it into less and search or grep with some context.
TortoiseSVN is completely sweet. I can't imagine dealing with Subversion without it.
Also, as a long shot, if you're using Eclipse I'd recommend the Subclipse plug-in.
svn log -v .bat
I'd like to implement a way of recording the version of a project within code, so that it can be used when testing and to help track bugs. It seems the best version number to use would just be the current revision number from Subversion. Is there an easy way to hook this number into a (C++ in my case) header file or something, which I can then get at in code? I guess this is a post commit hook or something?
Does anyone have any experience of implementing this (with code to share, please?), or can suggest a better alternative? Thanks.
Two ways:
Embed $Id$ or $Revision$ within the code. Then set svn:keywords="Id Revision" property on the file. This will give you the last modified revision of that source file. Good for smaller projects and scripts.
Alternatively, use a Makefile driven process and the command line tool svnversion. (Language specific - this should work for C/C++)
echo -n "#define VERSION 1.0.1-" > version.h
svnversion -n . >> version.h
Or some more complex build script with sed and version.h.in. Then just #include version.h
That will give you the repository version number, which will change with every commit / update, and is probably a more appropriate version number for most projects.
Note: I also used a human readable version string that I manually update. The example would give: Version: 1.0.1-r13445
~J
While nifty, the revision keyword trick only updates the file when it's changed in that revision - if you don't change the file, then it will continue to reflect the old revision.
If you want the software to always reflect the overall revision number, then you'll have to delve into the relevant SVN entries file and extract it, which isn't too difficult (it's an XML file).
Wikipedia does this on their version page to indicate the revision of the software that's running live; the code is here - look for the getSvnRevision() method.
You can also use SubWCRev which is part of TortoiseSVN.
SubWCRev is Windows console program which can be used to read the status of a Subversion working copy and optionally perform keyword substitution in a template file. This is often used as part of the build process as a means of incorporating working copy information into the object you are building. Typically it might be used to include the revision number in an ?About? box.
http://tortoisesvn.net/docs/release/TortoiseSVN_en/tsvn-subwcrev.html
You can use the svn:keywords property to enable the Rev keyword.
You can then use $Rev$ in your code and SVN will expand it automatically when updating to $Rev: 256 $ which can then parse...
Very similar question to this. Same answers apply
I've seen these words a lot around subversion (and I guess general repository) discussions. Myself I have been using svn for my projects the last few years, but I've never grasped the complete concept of these directories.
What do they mean?
Hmm, not sure I agree with Nick re tag being similar to a branch. A tag is just a marker
Trunk would be the main body of development, originating from the start of the project until the present.
Branch will be a copy of code derived from a certain point in the trunk that is used for applying major changes to the code while preserving the integrity of the code in the trunk. If the major changes work according to plan, they are usually merged back into the trunk.
Tag will be a point in time on the trunk or a branch that you wish to preserve. The two main reasons for preservation would be that either this is a major release of the software, whether alpha, beta, RC or RTM, or this is the most stable point of the software before major revisions on the trunk were applied.
In open source projects, major branches that are not accepted into the trunk by the project stakeholders can become the bases for forks -- e.g., totally separate projects that share a common origin with other source code.
No one here really has it right, or has stated it in a clear way. I'll describe probably the most common usage scenario of branches and tags, and give an example scenario of how they are used.
Trunk: Main development area. This is where your next major release of the code lives, and generally has all the newest features.
Branches: Every time you release a major version, it gets a branch created. This allows you to do bug fixes and make a new release without having to release the newest - possibly unfinished or untested - features.
Tags: Every time you release a version (final release, release candidates (RC), and betas) you make a tag for it. This gives you a point-in-time copy of the code as it was at that state, allowing you to go back and reproduce any bugs if necessary in a past version, or re-release a past version exactly as it was. Branches and tags in SVN are lightweight - on the server, it does not make a full copy of the files, just a marker saying "these files were copied at this revision" that only takes up a few bytes. With this in mind, you should never be concerned about creating a tag for any released code.
For example, let's say you start a new project, so you're working on what will be 1.0 in trunk. Once 1.0 is finished, you branch trunk into a new "1.0" branch, and create a "1.0" tag. Now work on what will eventually be 1.1 continues in trunk.
You come across some bugs in the code, and fix them in trunk, and then merge the fixes over to the 1.0 branch. You may also get bug reports for 1.0, and fix the bugs in the 1.0 branch, and then merge them back to trunk. Sometimes a bug can only be fixed in 1.0 because it is obsolete in 1.1. It doesn't really matter, the only thing is you want to make sure that you don't release 1.1 with the same bugs that have been fixed in 1.0. Once you find enough bugs (or maybe one critical bug), you decide to do a 1.0.1 release. So you make a tag "1.0.1" from the 1.0 branch, and release the code. At this point, trunk sill contains what will be 1.1, and the "1.0" branch contains 1.0.1 code. The next time you release an update to 1.0, it would be 1.0.2.
Eventually you are almost ready to release 1.1, but you want to do a beta first. In this case, you likely do a "1.1" branch, and a "1.1beta1" tag. Now, work on what will be 1.2 (or 2.0 maybe) continues in trunk, but work on 1.1 continues in the "1.1" branch. Once you release 1.1 final, you do a "1.1" tag from the "1.1" branch.
You can also continue to maintain 1.0 if you'd like, porting bug fixes between all 3 branches (1.0, 1.1, and trunk). The important take away is that for every main version of the software you are maintaining, you have a branch that contains the latest version of code for that version.
Another use of branches is for features. This is where you branch trunk (or one of your release branches) and work on a new feature in isolation. Once the feature is completed, you merge it back in and remove the branch. The idea of this is when you're working on something disruptive (that would hold up or interfere with other people from doing their work), something experimental (that may not even make it in), or possibly just something that takes a long time (and you're afraid if it holding up a 1.2 release when you're ready to branch 1.2 from trunk), you can do it in isolation in branch. Generally you keep it up to date with trunk by merging changes into it all the time, which makes it easier to re-integrate (merge back to trunk) when you're finished.
Also note, the versioning scheme I used here is just one of many. Some teams would do bug fix/maintenance releases as 1.1, 1.2, etc, and major changes as 1.x, 2.x, etc. The usage here is the same, but you may name the branch "1" or "1.x" instead of "1.0" or "1.0.x".
In addition to what Nick has said you can find out more at Streamed Lines: Branching Patterns for Parallel Software Development
In this figure main is the trunk, rel1-maint a branch and "1.0" a tag.
In SVN a tag and branch are really similar.
Tag = a defined slice in time, usually used for releases
Branch = also a defined slice in time that development can continue on, usually used for major version like 1.0, 1.5, 2.0, etc, then when you release you tag the branch. This allows you to continue to support a production release while moving forward with breaking changes in the trunk
Trunk = development work space, this is where all development should happen, and then changes merged back from branch releases.
I know I come after the battle, but I still would like to present my view of those concepts (under a community owned answer so I am not here for the karma ;) If you have enough rep', edit this post and make it better).
In general (tool agnostic view), a branch is the mechanism use for parallel development. An SCM can have from 0 to n branches. Subversion has 0.
Trunk is a main branch recommended by subversion, but you are in no way forced to create it. You could called it 'main' or 'releases', or not have one at all!
Branch represents a development effort. It should never be named after a resource (like 'vonc_branch') but after:
Tag is a snapshot of files in order to easily get back to that state.
The problem is that tag and branch is the same in Subversion. And I would definitively recommend the paranoid approach:
you can use one of the access control scripts provided with Subversion to prevent anyone from doing anything but creating new copies in the tags area.
A tag is final. Its content should never change. NEVER. Ever. You forgot a line in the release note ? Create a new tag. Obsolete or remove the old one.
Now, I read a lot about "merging back such and such in such and such branches, then finally in the trunk branch".
That is called merge workflow and there is nothing mandatory here. It is not because you have a trunk branch that you have to merge back anything.
By convention, the trunk branch can represent the current state of your development, but that is for a simple sequential project, that is a project which has:
Because with one (or all) of those scenario, you get yourself 4 'trunks', 4 'current developments', and no all you do in those parallel development will necessarily have to be merged back in 'trunk'.
They don't really have any formal meaning. A folder is a folder to SVN. They are a generally accepted way to organize your project. The trunk is where you keep your main line of developmemt. The branch folder is where you might create, well, branches, which are hard to explain in a short post. A branch is a copy of a subset of your project that you work on separately from the trunk. Maybe it's for experiments that might not go anywhere, maybe it's for the next release, which you will later merge back into the trunk when it becomes stable. And the tags folder is for creating tagged copies of you repository, usually at release checkpoints.
But like I said, to SVN, a folder is a folder. branch, trunk and tag are just a convention.
[Edit] I'm using the word 'copy' liberally. SVN doesn't actually make full copies of things in the repository.
The trunk is the development line that holds the latest source code and features. It should have the latest bug fixes in it as well as the latest features added to the project.
The branches are usually used to do something away from the trunk (or other development line) that would otherwise break the build. New features are often built in a branch and then merged back into the trunk. Branches often contain code that are not necessarily approved for the development line it branched from. For example, a programmer could try an optimization on something in a branch and only merge back in the development line once the optimization is satisfactory.
The tags are snapshots of the repository at a particular time. No development should occur on these. They are most often used to take a copy of what was released to a client so that you can easily have access to what a client is using.
Here's a link to a very good guide to repositories:
The articles in Wikipedia are also worth reading.
The trunk directory is the directory that you're probably most familiar with, because it is used to hold the most recent changes. You main code base should be in trunk.
The branches directory is for holding your branches, whatever they may be.
The tags directory is basically for tagging a certain set of files. You do this for things like releases, where you want "1.0" to be these files at these revision and "1.1" to be these files at these revisions. You usually don't modify tags once they're made. For more information on tags, see http://svnbook.red-bean.com/en/1.4/svn.branchmerge.tags.html
Here's a good article I ran across explaining how/when to use trunk, branch, and tags. I'd not used source control before, but this article made it pretty easy for a noob like me to understand. Day-to-day with Subversion
@Nick
Really? All development should happen in Trunk? When you're doing that how do you ensure that Trunk always contains releasable, working code? I can understand for bug fixes or very small items, but from my experience anything beyond changing a couple lines of code should probably be done in a Branch and then merged back in to Trunk once it has been tested.
I think that some of the confusion comes from the difference between the concept of a tag and the implementation in SVN. To SVN a tag is a branch which is a copy. Modifying tags is considered wrong and in fact tools like TortoiseSVN will warn you if you attempt to modify anything with ../tags/.. in the path.
Tag = a defined slice in time, usually used for releases
I think this is what one typically means by "tag". But in Subversion:
They don't really have any formal meaning. A folder is a folder to SVN.
which I find rather confusing: a revision control system that knows nothing about branches or tags. From an implementation point of view I think the subversion way of creating "copies" is very clever, but me having to know about it is what I'd call a leaky abstraction.
Or perhaps I've just been using CVS far too long.
Now that's the thing about software development, there's no consistent knowledge about anything, everybody seems to have it their own way, but that's because it is a relatively young discipline anyway.
Here's my plain simple way,
trunk - The trunk directory contains the most current, approved, and merged body of work. Contrary to what many have confessed, my trunk is only for clean, neat, approved work, and not a development area, but rather a release area.
At some given point in time when the trunk seems all ready to release, then it is tagged and released.
branches - The branches directory contains experiments and ongoing work. Work under a branch stays there until is approved to be merged into the trunk. For me, this is the area where all the work is done.
For example: I can have an iteration-5 branch for a fifth round of development on the product, maybe a prototype-9 branch for a ninth round of experimenting, and so on.
tags - The tags directory contains snapshots of approved branches and trunk releases. Whenever a branch is approved to merge into the trunk, or a release is made of the trunk, a snapshot of the approved branch or trunk release is made under tags.
I suppose with tags I can jump back and forth through time to points interest quite easily.
I'm not really sure what 'tag' is, but branch is a fairly common source control concept.
Basically, a branch is a way to work on changes to the code without affecting trunk. Say you want to add a new feature that's fairly complicated. You want to be able to check in changes as you make them, but don't want it to affect trunk until you're done with the feature.
First you'd create a branch. This is basically a copy of trunk as-of the time you made the branch. You'd then do all your work in the branch. Any changes made in the branch don't affect trunk, so trunk is still usable, allowing others to continue working there (like doing bugfixes or small enhancements). Once your feature is done you'd integrate the branch back into trunk. This would move all your changes from the branch to trunk.
There are a number of patterns people use for branches. If you have a product with multiple major versions being supported at once, usually each version would be a branch. Where I work we have a QA branch and a Production branch. Before releasing our code to QA we integrate changes to the QA branch, then deploy from there. When releasing to production we integrate from the QA branch to the Production branch, so we know the code running in production is identical to what QA tested.
Here's the (software)">Wikipedia entry on branches, since they probably explain things better than I can. :)
I have a blog post about this exact topic. http://www.sublimesvn.com/blog/2009/11/what-are-branches-tags-and-trunk-in-subversion/
One of the reasons why everyone has a slightly different definition is because Subversion implements zero support for branches and tags. Subversion basically says: We looked at full-featured branches and tags in other systems and did not found them useful, so we did not implement anything. Just make a copy into a new directory with a name convention instead. Then of course everyone is free to have slightly different conventions. To understand the difference between a real tag and a mere copy + naming convention see this wikipedia entry.
@Power-coder
Yes all development should happen in the trunk. When the trunk is feature complete to the specifications it is branched and put in to testing. During testing and production all coding is done on the branch, and new coding for the next release/specification is started on the trunk. This ensures that the production team can work separately from the new development team.
?Trunk: Main development area. This is where your next major release of the code lives, and generally has all the newest features.
?Branches: Every time you release a major version, it gets a branch created. This allows you to do bug fixes and make a new release without having to release the newest - possibly unfinished or untested - features.
?Tags: Every time you release a version (final release, release candidates (RC), and betas) you make a tag for it. This gives you a point-in-time copy of the code as it was at that state, allowing you to go back and reproduce any bugs if necessary in a past version, or re-release a past version exactly as it was. Branches and tags in SVN are lightweight - on the server, it does not make a full copy of the files, just a marker saying "these files were copied at this revision" that only takes up a few bytes. With this in mind, you should never be concerned about creating a tag for any released code.
I found this great tutorial regarding SVN when I was looking up the website of the author of the OpenCV 2 Computer Vision Application Programming Cookbook and I thought I should share.
He has a tutorial on how to use SVN and what the phrases 'trunk', 'tag' and 'branch' mean.
Cited directly from his tutorial:
*The current version of your software project, on which your team is currently working is usually located under a directory called trunk. As the project evolves, the developer updates that version fix bugs, add new features) and submit his changes under that directory.
At any given point in time, you may want to freeze a version and capture a snapshot of the software as it is at this stage of the development. This generally corresponds to the official versions of your software, for example, the ones you will deliver to your clients. These snapshots are located under the tags directory of your project.
Finally, it is often useful to create, at some point, a new line of development for your software. This happens, for example, when you wish to test an alternative implementation in which you have to modify your software but you do not want to submit these changes to the main project until you decide if you adopt the new solution. The main team can then continue to work on the project while other developer work on the prototype. You would put these new lines of development of the project under a directory called branches.*
When using Subversion (svn) for source control with multiple projects I've noticed that the revision number increases across all of my projects' directories. To illustrate my svn layout (using fictitious project names):
When I perform a commit to the trunk of the Ninja Program, let's say I get that it has been updated to revision 7. The next day let's say that I make a small change to the Stealth Application and it comes back as revision 8.
The question is this: Is it common accepted practice to, when maintaining multiple projects with one Subversion server, to have unrelated projects' revision number increase across all projects? Or am I doing it wrong and should be creating individual repositories for each project? Or is it something else entirely?
EDIT: I delayed in flagging an answer because it had become clear that there are reasons for both approaches, and even though this question came first, I'd like to point to some other questions that are ultimately asking the same question:
I am surprised no has mentioned that this is discussed in Version Control with Subversion, which is available free online, here.
I read up on the issue awhile back and it really seems like a matter of personal choice, there is a good blog post on the subject here. EDIT: Since the blog appears to be down, (archived version here), here is some of what Mark Phippard had to say on the subject.
These are some of the advantages of the single repository approach.
- Simplified administration. One set of hooks to deploy. One repository to backup. etc.
- Branch/tag flexibility. With the code all in one repository it makes it easier to create a branch or tag involving multiple projects.
- Move code easily. Perhaps you want to take a section of code from one project and use it in another, or turn it into a library for several projects. It is easy to move the code within the same repository and retain the history of the code in the process.
Here are some of the drawbacks to the single repository approach, advantages to the multiple repository approach.
- Size. It might be easier to deal with many smaller repositories than one large one. For example, if you retire a project you can just archive the repository to media and remove it from the disk and free up the storage. Maybe you need to dump/load a repository for some reason, such as to take advantage of a new Subversion feature. This is easier to do and with less impact if it is a smaller repository. Even if you eventually want to do it to all of your repositories, it will have less impact to do them one at a time, assuming there is not a pressing need to do them all at once.
- Global revision number. Even though this should not be an issue, some people perceive it to be one and do not like to see the revision number advance on the repository and for inactive projects to have large gaps in their revision history.
- Access control. While Subversion's authz mechanism allows you to restrict access as needed to parts of the repository, it is still easier to do this at the repository level. If you have a project that only a select few individuals should access, this is easier to do with a single repository for that project.
- Administrative flexibility. If you have multiple repositories, then it is easier to implement different hook scripts based on the needs of the repository/projects. If you want uniform hook scripts, then a single repository might be better, but if each project wants its own commit email style then it is easier to have those projects in separate repositories
When you really think about, the revision numbers in a multiple project repository are going to get high, but you are not going to run out. Keep in mind that you can view a history on a sub directory and quickly see all the revision numbers that pertain to a project.
I think it is highly recommended that you create separate repositories for each project. If for nothing else than to avoid the scenario you are talking about.
With version control, especially Subversion, you can easily check out pieces of a repository into another working copy and then commit them back to their respective repositories. That allows you to keep them clearly separate and distinct while giving you a great deal of flexibility. Once you get into SVN a little more (I'm assuming you are new.) you can start using hooks and I might see where that could get difficult with you setup. If permission are important to you, a single repository might prove more difficult than necessary.
Also, if you are concerned that it will take a lot of time to setup each repository look into the SVNParentPath variable for the Apache configuration file. (Again, I'm assuming you are using Apache.)
This is due to how subversion works. Each revision is really a snapshot of the repository identified by that revision number. If all your projects share a repository then it is unavoidable. Typically, in my experience, however you would setup separate repositories for completely unrelated projects. So short answer is no you are doing nothing wrong it is a common question surrounding subversion but it makes sense when you think about how it stores repository information.
The revision number should really only be an identifier for a particular version. Whether it's sequential for a project or not shouldn't matter. That being said, I can understand that it's less than ideal.
Most projects I've encountered have been setup in a single repository and the revision ids behave in this way. I don't know any SVN configuration option to change this behavior, and IMHO, maintaining multiple repositories seems like an unnecessary overhead.
Recommended to use separate repository per project. In my Apache conf.d directory I have subversion.conf that contains:
<Location /svn>
DAV svn
SVNParentPath /var/www/svn
AuthType Basic
AuthName "Subversion Repository"
AuthUserFile /var/www/svn/password
Require valid-user
</Location>
Then whenever I start a new project I just run:
svnadmin create /var/www/svn/myproject
Hm, where I work we have all our projects in the same repository. I really don't see the benefit of separating them, doesn't that just create a lot of extra work -creating new repositories, granting access to people, etc? I guess separate repositories makes sense if the projects are completely unrelated, and you have, say, external customers that needs to have access to the repo.
At my workplace, we have two repositories. One with public read access, and one for everything else. I'd use just one for everything, but we need different access rights for public/private projects.
That said, I personally don't see the problem with the revision numbers incrementing on every update. The revision numbers could skip prime and even numbers and still do what its supposed to do. Make it easy to get to a specific revision.
We just have one repository with everything in it, pretty much exactly like your example.
I can't see anything wrong with this - the only requirement for the revision number is that it is
It doesn't matter if it increases by 1 or 50 with each commit as far as I'm concerned.
@grom:
Then whenever I start a new project I just run:
svnadmin create /var/www/svn/myproject
I can see this working fine if you've only got 1 or 2 devs, but what happens if the people who are creating new projects don't have shell access on the SVN server to be able to create directories under /var/www ?
If having the revision numbers change based on other projects bothers you, then put the projects in separate repositories. That is the only way to make the revision numbers independent.
To me, the big reason to use different repositories is to provide separate access control for users and/or using different hook scripts.
I store one project per repository, and like a previous commenter on this subversion question, I mark shared projects as external, so that they are only in source control once.
I'm just starting to add a CI build server (CruiseControl.NET), so I'll have to see how that all works out, but if my build scripts are right it should not be a problem.
Other than appearance though, it is really a matter of preference (in my opinion).
One repository per project.
Steven Murawski's comment about CC.NET is an interesting one. I would be interested to hear how it works if you need to specify several source control repositories.
@Daniel Fone: The SVN docs recommend one project per repository, so that is definitely the way the creators intended it to go. As you can have one server (apache or svnserve) maintain multiple repositories, I've never run into a problem of too much overhead. With VisualSVN Server, installing an apache server and configuring multiple repositories is a snap.
I'm not sure the SVN docs actually recommend one project per repository. Mostly they talk about the upsides and downsides of each path. I happen to use three different repositories, one for 7 or 8 projects that are all related, making it very nice to be able to send out compatible copies of all the projects just by building from one revision (or verifying they're compatible by looking at the revision numbers on each). The second repository has another group of related projects and documents, while the third is a much smaller one. That lets us take advantage of the fact that the related projects can be managed by a single revision number, but that unrelated projects don't affect their repository.
The revision-numbers have no semantic use. The only thing is, that they are in sequential order. If you dump your project and import it in another repository, your versions can get new revision-numbers. So NEVER use the revision-numbers to mark your releases or similar stuff. Make tags for releases (copies of the relevant revision).
Had the same problem in my previous company, They use to have like 50 projects running in one repository and it was a nightmare to work on the same projects because of when doing svn updates others would curse....lol...
One thing I have learned that always works out best, One project One Repo....you will never regret it.
What are some good resources and tips for migrating from SVN to GIT?
I think that the most important thing to understand about Git is the index (especially when used with add -i). I also found this page to be very helpful in understanding the importance of using the index and how it can allow for a very dynamic workflow.
Of course, there is also the Git SVN crash course (as mentioned by mk) and the Git Tutorial for some more general info.
I thought that the git svn crash course was pretty helpful.
I highly, highly, highly recommend the Git Internals PDF and podcasts from PeepCode. It costs $9 but it does an excellent job of describing how Git works from a fundamental level. Once you understand that, a lot of all the other pieces will make a lot more sense. Whether your moving to Git from SVN, some other VCS, or starting from scratch it's really useful to "get" how Git works under the hood.
Easy Git is a really nice wrapper to git that makes git behave a little more like svn -- or, at least, it minimizes unexpected behavior. He's got a page that helps you make the transition here. Lastly, you can add --debug or --translate and eg will show you the actual git commands being run. I highly recommend it.
The PeepCode book "Git Internals" is a $9 PDF download that really helped me turn the corning in "getting" how Git worked.
The Git Casts website looks very useful too.
I find that using new tools on real work is the most effective way to learn:
After reading through some guides on Git and git-svn, clone an active SVN project with the git-svn bridge:
$ git svn clone <repo url>
Then, you can play around with the various git and git-svn commands while you're doing your regular work. Since you'll already be familiar with the source code (it's your project, after all), it will be easier to learn the suite of Git commands without getting distracted by contrived examples. Play around with checking out, committing, branching, merging, and tagging to really get a feel for Git's capabilities.
If you've done some productive work under Git, commit the updates back to SVN through git-svn:
$ git svn dcommit
For multi-user repositories, you can decide to stick with SVN as the central repository format, or replace SVN altogether with a "bare clone" of your local Git repository.
I've found git stash to be my friend, as it basically allows you to rapidly compare before and after your current work in progress, eg.
...code code code...
run-tests > new-results
git stash # store current WIP
run-tests > old-results
...compare results :D...
git stash apply # restore WIP
I find this primarily useful for performance improvement/testing, but also for cases when i find a bug and want to verify that my current WIP isn't responsible.
Also if you're like me and use the git-svn bridge, then git stash && git-svn rebase && git-stash apply will update your working branch to svn HEAD, and bring reapply your WIP.
Since branching is so easy and fluid in Git, I've found the GUI tools especially useful. Even the basic gitk tool (hint: use gitk --all). It can help you keep all the various branch and merge points straight. For what it's worth, I've never found tools like that useful for CVS or SVN... not until I switched to Git.
I've found SVN to be extremely useful for documentation, personal files, among other non-source code uses. What other practical uses have you found to version control systems in general?
I've seen version control being used for other non-source code purposes, like,
In both the cases we notice that it's basically verbose files, primary reasons to have these files in source control as opposed to "text records in database", is that
During my final semester in school I took two classes that each had a large, time-consuming project due at the end of the semester. They both also required several long-ish papers throughout the semester. I made heavy use of SVN for both classes to track every change I made to every paper and project.
I'm more of a "write it all at once" kind of guy when it comes to writing, and tend to lose my train of thought if I try to spread the process over multiple sessions. Being able to diff the latest revisions of my papers made it much easier for me to get back on track.
At one of my early jobs, we used CVS for DNS revision control. It was mainly a cheap and dirty way to back up the zone files.
I've also heard of people using a version control system for their home directories.
I edit a lot of documents in LaTeX, so I use SVN to store the tex files and images and so on. Handy for doing Diffs, and hopefully will save me if I have a disaster.
I have a folder in the path called bin with useful utilities like those from sysinternals and others. I use svn to keep these up to date on different machines. Also, things like powershell scripts, vimrc files, etc. are great to keep centralized.
Generally anything that the build process needs I put in to source control. The only issue that comes up is if you have resoruces prepared by other departments e.g. Marketing, that go in your install for example.
Most documentation that will be viewed by more than one pair of human eyes. It is incredibly useful, for instance, during project planning phases when the analyst updates the requirements document and you'd like to see what changed since the last time you saw it. Wikis also have this functionality, natch. We use SharePoint for these purposes, but pick your vendor.
I use version control a lot for common files, because I have one laptop, a desktop machine at work and a home desktop on which I do a lot of work too (I work from home two days a week).
A new session at any of them starts with a script called 'start' that updates a bunch of checkouts, and ends with a script called 'stop' that commits some things to VCS, or shows me at least the modifications.
I use it for:
In addition, I've written something on top of Subversion to manage configuration files for both systems and my user accounts. I have so many accounts on so many machines, and I was tired of always relearning how to configure my shell/vim/... so I now store most of those things in version control too. That includes email signature files, a bunch of shell scripts in $HOME/bin, ...
I never even thought to use it for personal stuff, but on software projects, I check in pretty much everything that can't be regenerated at a later date (examples of this include executables and code-generated docs). Documentation always gets checked in. Presentations to customers gets checked in and tagged along with the code base used to demo, if there was a demo.
I'm thinking SVN and CVS aren't "friendly" enough to non-technical users, but I'm curious now as to the possibly uses for version control for non-engineering projects...
I use revision control for just about all of my documents for any purpose.
I'm using Mercurial, so setting up a new repository in a given directory is a matter of a simple "hg init", which I found much less of a hassle than setting up a new Subversion repository.
I've also found that RCS is great in any situation where you need to sync files - I'm using that now instead of rsync for all of my syncing needs. It's also easier to make backups - cloning a repository to another location/machine/disk means I can just push the changes to that location, which is even easier with a default push repository. If you don't modify in the remote repo, then you don't even need to worry too much about setting that up other than the default.
One of the nicest things for me is that I can have syncing, backups or whatever on any system that I have SSH access to. (Well, if they'd install mercurial for me at Uni, then I could!)
Yes, I have a doc directory in git. I contains a todo list, a calendar and a few other documents.
I use SVN to check in changes to Asterisk VOIP Server config files. I have one repository with a folder corresponding to each of several servers. That folder contains the entire contents of /etc/asterisk.
I've used Subversion for everything from source control, build environments, installer scripts, and all that developmenty goodness. I've also set up a repository for non technical users for binary files, in this case old Excel and Word documents. It worked alright considering we lost any merge functionality. But it let all our users get a whole ton of information that was mostly edited by two or three people pretty easily. And with simple instructions on how to update before you do any editing (locking if necessary), and then dealing with conflicts (check what you updated and then delete your copy and perform an update) they were able to handle the repository thing pretty well, though I'm not sure they ever actually grew to like it. :)
In my company, the development group aims to use Subversion for pretty much every electronic document. This depends on being able to "lock" files that can't be merged, such as Excel documents. SVN provides the "requires-lock" feature, and the get-lock, modify, commit workflow is reasonably straight-forward.
The software engineers are on-board, but there is some resistance from mechanical engineers. They want to use the simultaneous collaborative editing features of Excel for example. They haven't adapted to the get-lock, modify, commit workflow.
TortoiseSVN lets you diff Word docs, which I find extremely useful. It also supports merging apparently, although I've been too chicken to try that feature...
I'd like to seriously consider a DVCS such as git or Mercurial. But unless it can lock binary file format (i.e. unmergable) files (thus becoming more like a centralised model for such files), and/or merge the binary file formats we use, it won't fit into my company's usage.
I just wish all software companies provided good diff and merge tools for their proprietary doc formats. That would increase the value of version control systems for proprietary doc formats.
I've been using Subversion for code control with TortoiseSVN to interface with the server for the past few months, and in general it's been going great! However, occasionally my FoxPro IDE will change the case of a file extension without warning where "program.prg" becomes "program.PRG") TortoiseSVN apparently takes this to mean the first file was removed, becoming flagged as "missing" and the second name comes up as "non-versioned", wreaking havoc on my ability to track changes to the file. I understand that Subversion has it origins in the case-sensitive world of *nix but, is there any way to control this behavior in either Subversion or TortoiseSVN to be file name case-insensitive when used with Windows?
Unfortunately, Subversion is case-sensitive. This is due to the fact that files from Subversion can be checked out on both case-sensitive file systems (e.g., *nix) and case-insensitive file systems (e.g., Windows, Mac).
This script may help you avoid problems when you check in files. If it doesn't solve your problem, my best suggestion is to write a little script to make sure that all extensions are lowercase and run it every time before you check in/check out. It'll be a PITA, but maybe your best bet.
I use TortoiseSVN with VFP, and it mostly-seamlessly handles the case flipping. The only time it doesn't is if I have the file open in the IDE when I try to do the commit: the file lock VFP holds confuses it. Is this where your problem comes in, or are there other issues?
I did a presentation at FoxForward last year about using VFP with Subversion: most of the presentation dealt with the command line, but there are a couple of slides at the end that have links to tools that help you work with Subversion in VFP. http://docs.google.com/Presentation?id=dfxkh6x4_3ghnqc4
I believe the random upper and lower case on the extensions isn't random at all. I remember testing on this. If you modify a program from the project manager. By clicking on the modify button let's say. And then save the changes the extension is lower case. If you do a modify command from the command window and save the changes the extension is upper case. Apparently the coders at Microsoft didn't worry about the extension case being the same.
Kit, you comment above that VFP's binary-based source files are tough to work with in Subversion. The link I gave above mentions a couple of tools to make it easier, but the one I work with is Christof Wollenhaupt's TwoFox utility -- it converts a VFP project to text-only. You have to run it manually, but I don't have a problem with that.
Windows does support case sensitivity, but you must send it the correct POSIX flags on CreateFile from the Windows API! A registry key may need changed (SFU/Tools for Unix and Ultimate Windows 7 has this registry entry already set so windows supports case sensitive file names).
Windows is designed off of Unix, but things such as Explorer.exe and other programs are designed to disallow case sensitivity for backwards compatibility and security (mostly when dealing with dos executing notepad.exe vs. NOTEPAD.EXE, where all caps is a virus or malware).
But Vista+ has security attributes which makes this obsolete.
TortiousSVN just doesn't support passing this posix flag while making and renaming files.
Why can't you just rename all those files to .PRG then once and for all? Or will FoxPro randomly change it to lowercase as well?
Nope you sure can't. SVN is Case-Sensative unless you were to rewrite the code somehow...it is open-source. lol gl
Why does TortoiseSVN 1.4.5 not have a problem with case while newer versions do? I have an svn repository where a driver file is named configs.php and the corresponding class file is named Configs.php, in the same directory. Checks out just fine in 1.4.5 but in 1.6.10 it balks when it gets to that file and won't continue.
Real strange.
I cannot find a tool that enables one to display a SVN repository in graphical form.
I would like the ability to see changes in revision / time , branch / time graphs.
Does anyone know of one. Ideally it would be platform neutral or even better web based.
Solutions offered so far in brief:
Fisheye, from Atlassian, looks at an SVN repository and can show you a few graphs. Also provides a handy web interface for blame, diff, etc.
for example, some sample images at one of the demo servers:
And if you like some pretty code metrics, here are some samples.
You might also give StatSVN a try.
It's written in Java (meets your platform-neutral requirement) and generates a static html tree with your revision history and commit graphs. You can use Ant or a batch file to automate the process of calling it.
I've also heard good things about Trac.
for simplicity, tortoise svn gives a basic revision graph
The only tool that I've ever encountered is the svn-graph.pl perl script from the svn tools. It spits out a graphviz dot file which can be rendered in a variety of image formats. This could be wrapped up in a cgi script to form a basic web graph tool.
I am writing subverion statistics graph generation utility named SVNPlot. It is inspired by the graphs generated by StatSVN. However, the SVNPlot graph generation is in two steps (a) first it creates a sqlite3 database from the subversion log information (b) actual graphs are then generated by extracting the database sqlite database (using simple sql queries).
I think using sql to extract the graph data from the log information is resulting in greater flexibility and good performance. Right now the SVNPlot only generates graphs but it very easy to extract any other stats from the generated sqlite database.
SVNPlot is written in python and it uses excellent Matplotlib package to generate the graphs. The code is available on SVNPlot page on google code (license is New BSD license). The sample graphs generated for Rietveld repository are available at http://thinkingcraftsman.in/projects/svnplot/index.htm
Trac includes a source code browser and limited statistics analysis. It's web-based, of course.
Trac is a wiki and issue tracking tool, which happens to include an SVN browser. The RevtreePlugin, for Trac will allow you to display your repo in a graphical form. Trac is still a very young application(latest version is 0.11.1), but we use it at work for our software development and it's proved very useful so far.
Maybe you could elaborate a little on what "visual display" and "pretty charts" you are after?
A roundabout way would be to clone the svn repository with git-svn, then you can use the graphical gitk or giggle tools on it to visualize branches and merging as well as browsing the specifics.
(You would then get the distributed thing, that git does so well, as a nice side effect.)
You could also try MPY SVN STATS. Here is an example graph for Zope.
There is also nice application Smart SVN with nice graph: http://www.syntevo.com/smartsvn/features.html#revision-graph but version with graph is not free.
Invest a little time and make one yourself. It would be a fun project.
I would like to gauge what solutions other people put in place to get Team System functionality. We all know that Team System can be pricey for some of us. I know they offer a small team edition with five licenses with a MSDN subscription, but what if your team is bigger than five or you don't want to use Team System?
I'm stunned that nobody has mentioned the free and excellent TeamCity product from JetBrains. It includes:
For project management / bug tracking / Git or Subversion repository I also use Unfuddle (free for small personal projects!)
I'll second Trac + Subversion. While nothing is perfect, this combination works quite well for me, and the price is right.
Even for projects I work solo on, it's nice to have both of these integrated.
I've had a lot of success with the nice integration between SourceGear vault and FogBugz.
MS Build for build automation meets my needs.
Sourcegear's suite of products are a very nice alternative. Vault + Dragnet + Fortress are nice, however if you can't afford all of those, Vault + FogBugz is a pretty decent alternative.
It seems targeted for Open Source / Community type projects but it's working just find as an internal Developer intranet. It integrates a Wiki, Bug tracker and SVN Source browser into one nice package and it's very easy to configure.
I use SourceGear's Fortress on my home computer for personal development. Its free for a single user.
I use VisualSVN Server for source control, Mingle for project management and bug tracking, and Team City for continous integration. I'm still getting used to it, but it's working great so far. This is a good free setup for small teams. Licensing Mingle and Team City will cost money for larger teams.
Seapine CM - Cross platform issue management and version control
Here's a post about poor man's TFS
http://analystdeveloper.com/blogs/gurkaneng/archive/2005/09/20/1465.aspx
Subversion
CruiseControl.NET
BugTracker.NET
Took my answer out of the question and posted it as one of the answers per the StackOverflow FAQ.
Here is the solution that I use and it works great:
For a lightweight & completely free option, you can use Springloops integrated with Basecamp (+ an SVN client).
Note: SpringLoops integration with Basecamp is not available in their free setup.
I develop on Linux also, which is one reason I came up with the solution I have. I was wondering how the SourceGear options work in this respect? I have used Vault before, which in my experience wasn't too bad, but I know it is mostly Windows based. I think I read at one point that they have a client that can work on Linux, but I have never used it. I just want to open the conversation up a little more, so people who come to this question can hopefully find the best answer for them, based on their wants.
If the Vault client can run on Linux and Mac and run well, then using Vault and Fortress will definitely be the accepted answer as a good low cost alternative to Team System.
SVN with the TortoiseSVN add-on makes for a solid and easy to use interface. WinMerge is a great tool to thrown in that mix as well.
Are you aware of any tool that creates diagrams showing the branch/merge activity in a SVN repository?
We've all seen these diagrams in various tutorials. Some good, some not so good. Can they be created automatically (or maybe with a little prodding -- you might have to tell it what if your branching philosophy is dev-test-prod, branch-per-release, etc.)
I'm looking at the TortoiseSVN Revision Graph right now, but it has more detail than I want and the wrong layout. I'm looking for something more like the images in this article.
Orion, thanks for the response. I guess since branching and merging are more a convention for managing files in a repository than a "built in feature of SVN, it would be pretty tough. I'll stick with the poorly-drawn diagram at the top of the whiteboard in our team's office.
Check this out: http://svnmapper.tigris.org/
Well, you can use git and git-svn. First, clone your SVN repository into a Git repository, like this:
git svn init "http://host/repo/location/trunk"
Then, use the command:
gitk --all
From there, you'll see a nice graph of the revision history. Of course, this assumes you have git and git-svn set up correctly and are comfortable on the command line.
One of the benefits of tracking source through Git is that the merging history is tracked through content modification, not chronological order or branch name. Therefore, it doesn't matter if your SVN repository has no merging history.
If the gitk revision graph isn't sufficient, you may be able to pull the repo history from Git directly and make your own graph.
Have a look at this : http://subclipse.tigris.org/graph.html
prior to SVN 1.5 (which has been out all of a month or so), it didn't track merges at all, so the bits where branches 'reconnect' to the trunk are impossible for it to do anyway
Where should I start learning about version control systems? I've used SVN, Team Foundation, and Sourcesafe in the past but I don't really feel like I grasp it completely, and my team doesn't seem to grasp it either.
Which points are the most important to master? I realise this differs from VCS to VCS, but for the sake of this question we can assume that Subversion is the VCS I'm the most interested in learning about.
Also, if you could, please recommend any books on the subject that you find useful.
I found this useful Source Control HOWTO by Eric sink
The wikipedia article on Revision Control is a great place to start
http://en.wikipedia.org/wiki/Revision_control
When trying to teach my colleagues, I found getting him to understand the vocabulary at the end was a great way to start to introduce him to source code control techniques.
Don't know what a branch is? Go find out and how they work :)
There's a free online subversion book at http://svnbook.red-bean.com/ which provides an invaluable reference.
I think the most important points one has to learn regarding source control systems are the following:
If you've got these major concepts covered, that's pretty much most of the things you'll ever need to know for source control :)
There are a couple of free ebooks on the subject. Try:
Version Control With Subversion: http://svnbook.red-bean.com/
Subversion Version Control (PDF): http://www.informit.com/content/images/0131855182/downloads/Nagel_book.pdf
I have read and would recommend the former. Haven't read "Subversion Version Control", but it looks pretty in-depth.
To answer your question re: Which are the most important points to master I would suggest that after you get through the whole checking in and out process, rolling back to old versions and performing diffs you should take a look at branching. Branching can help you deal with the pain of being in the middle of a large change and suddenly needing to perform a bug fix and deploy it to production without the mixing in the half done stuff you are working on.
I also, like you, never really felt a 100% comfortable with SVN or SourceSafe.
Check out Mercurial. Quickstart and Cheatsheets
also a great cheat sheet from DongWoo Lee (his site seems down so I scanned it and uploaded onto mine)
With Mercurial everything seemed a lot more smooth and easy not sure why because it's not that different in commands to others.
I think the Subversion documentation is a good place to start. I found that Wikipedia doesn't really help, since it only covers a 'fundamental' point of view.
In the Subversion Book that alex mentioned, I'd especially recommend Chapter 1, although that might be on a level that's too low if you already have some experience with Svn. Chapter 4 covers branching and merging in detail, but it's quite technical.
What helped me a lot is the Daily Use Guide in the TortoiseSVN documentation; it covers the most important operations in a tutorial style.
I guess the most important things you need to grasp are branching, merging and tagging. Understanding those takes time and practice, so I'd strongly recommend a small pet project in a local repository, so you can experiment. I think it's important to realize is that the whole system is diff-based: a merge is nothing more than automatically applying the changes that have been made in one branch to the code in another branch, instead of correcting the code yourself. Stuff like conflicts (which took me quite a lot of time to understand) are just consequences of that.
But of course, I'm still learning as well :)
I am not sure how much experience you have with version control systems, but for someone who has no prior knowledge about the concept I recommend reading the first few chapters of the Subversion book. Some of the things described there are specific to Subversion, but many of the concepts are "universal" for version control systems and how to work with them.
I think it's very important that people make an effort in trying to understand the main concepts and rationales behind version control systems before starting to use them. All too often I see developers only using a small subset of their system's features because they don't understand the underlying concepts and therefore either don't see the point in using what they consider "advanced" or "unnecessary" features, or they are simply afraid to do so in fear of breaking something or causing problems for the project.
Having experienced this phenomenon with many developers in the past, I recently wrote up a summary of what I consider best practices for version control on my blog.
IMHO, the best network resource for Configuration Management would be The ACME Project by Brad Appleton
You should read about all SCM patterns and Anti patterns. All SCM technical terms are well defined on this site and there are many articles on branching techniques, agile SCM and other important stuff.
This, probably, will give you enough theoretical background to handle any specific version tool.
As to a Subversion book, it is probably will be the Official Subversion book which was mentioned above. It is available online for free or you can purchase a hard copy.
IMHO, this is THE book: Berczuk's book on SCM patterns
I've moved from TFS to SVN (TortoiseSVN) with my current company. I really miss the "Shelve" feature of TFS. I've read various articles on how to "Shelve" with SVN, but I've read nothing that gives a very simple experience to "shelve" work.
Ideally, I'd like extra items added to the TortoiseSVN context menu - "Shelve" & "Unshelve". "Shelve" would remove the current shelve-set, and upload the working directory under a suitable path defined by user options. "Unshelve" would merge the set with the working copy.
Does something like this exist? Can anyone suggest any ways to "hack" this feature in the GUI?
Note: The following links don't really achieve the user experience I was looking for:
http://geekswithblogs.net/flanakin/archive/2005/12/02/61929.aspx
http://mikemason.ca/2005/03/30/
One of the greatest things about TFS Shelve is how easy it is to use...
I don't believe that SVN has this feature built into the server product. I also don't believe anything like this emulated in any clients that I have used, including TortoiseSVN.
To get around this problem, I have resorted to using a DVCS such as git or mercurial, to allow me to branch/merge/shelve locally before pushing the content back to SVN. It's arguably a bit of a kludge, but it works really well.
I hope that helps. Good luck!
Have a look at this post for details on how you can mimic shelving behaviour in Subversion.
About to try this myself to see if it works
You can use a DVCS but in a way this is a kludge. 'Shelving' in a DVCS stores your changes locally only. Its useful only if you want to checkpoint your work to rollback if you break it with further work, but preferably you'd want to save your work on the server.
One way to do this in SVN without an explicit shelve command is to switch your working copy to a different svn location and commit there instead of on your main repo. This is effectively like creating a temporary branch and working on that for the duration of your work. I don't think you'll even have to merge as SVN will do it for you when you switch, as your local modifications will be kept.
Unfortunately, you cannot switch to a non-existent location, so the first time you do this, you'll have to create the 'branch' to shelve to. I guess the whole thing could be automated.
If you understand how SVN branches work, emulating Shelve in SVN is a no-brainer:
When you are ready to get back to your shelved changes ("unshelve"), simply merge the shelf branch back to your local copy.
If you don't know command-line SVN nor Tortoise SVN well enough to do the above, here's a super detailed step-by-step instruction on how to do the above in Tortoise SVN:
See this link for even more details and the command-line equivalent of the above: http://markphip.blogspot.com/2007/01/shelves-in-subversion.html
Here's an article that gives examples of creating a shelf in svn and merging between your shelf and the trunk. http://wiki.littlebluefroglabs.com/index.php?title=Subversion_and_Shelving
Nopes, Shelve doesn't exist in SVN. Anything will be a cumbersome workaround. You would be better off unlearning the use of Shelve.
I've always found checkin mails to be very useful for keeping track of what work other people are doing in the codebase. How do I set up SVN to email a distribution list on each checkin?
Edit: I'm running clients on Windows and the server on Linux. The answers below for various platforms will likely be useful to other people though.
You use the post-commit hooks. Here's a guide: http://builddeploy.blogspot.com/2008/01/implementing-subversion-post-commit.html
Here's a sample script that sends an email after each commit: commit-email.rb
Have a look at Subversion Notify (Windows only)
http://sourceforge.net/projects/svn-notify/
http://www.subversionnotify.com/
It can do emailing on commit and also much more!
You'll want to familiarize yourself with repository hooks, particularly the post-commit hook
What platform?
On Mac OS X I have installed msmtp and created a post-commit script under hooks in the repository. A .msmtprc file needs to be setup for the svn (or www) user.
REPOS="`echo $1 | sed 's/\/{root of repository}//g'` "
REV="$2"
MSG=`/usr/local/bin/svn log -v -r HEAD https://localhost$REPOS`
/usr/local/bin/msmtp {list of recipents} <<EOF
Subject: SVN-Commit $REPOS#$REV
MIME-Version: 1.0
Content-Type: text/plain; charset=utf-8
Content-Transfer-Encoding: 8Bit
$MSG
EOF
Make {root of repository} and {list of recipents} specific for your needs. Note I have used UTF8 because we have some special characters here in sweden (åäö)
There's a related question here on post-commit hooks. Personally, I prefer to send a message to something I can get an RSS feed from, as an email-per-commit would overload my inbox pretty quickly.
Seconding @Matt Miller on RSS feeds.
There's a useful tool called WebSVN that offers RSS feeds of every repository and individual branches/tags/folders with full commit messages. It's also a great web interface for quickly looking at file histories and commits/diffs without having to run an update and open your editor of choice.
As someone else said, 'what platform'. On Windows I've used 'blat', which is a freebie command line SMTP mailer to do this, along with a post-commit and another batch file.
The post commit looks like this: (Just calls another batch file)
call d:\subversion\repos\rts\hooks\mail %1 %2
And mail.bat looked like this:
copy d:\subversion\repos\RTS\hooks\Commitmsg.txt %temp%\commit.txt
copy d:\subversion\repos\RTS\hooks\subjbase.txt %temp%\subject.txt
svnlook info -r %2 %1 >> %temp%\commit.txt
echo Revision %2 >> %temp%\commit.txt
svnlook changed -r %2 %1 >> %temp%\commit.txt
svnlook author -r %2 %1 >> %temp%\subject.txt
c:\utils\blat %temp%\commit.txt -t <me@my.email.com> -sf %temp%\subject.txt -server ServerName -f "SVN Admin <svn@my.email.com>" -noh2
The biggest gotcha in writing SVN hooks is that you might have basically NO environment set-up - no exe path, no temp path, etc. Though maybe that's improved in more recent SVN builds.
I use a post-commit script similar to this one
It's sends a nice HTML email. I updated it some where it highlights code that was removed in red and highlights code that was added in blue.
You could use buildbot. It's a tool that can take arbitrary action whenever a check-in occurs. It's a full featured continuous integration system but if you just want emails it can certainly handle that. It has plug-ins for a variety of SCMs including SVN.
There is a (large) example written in Perl included in the Subversion source (it can be viewed here).
In the "hooks" directory of your specific subversion branch there are 9 template files to get you started.
Key point: subversion will not execute any of the files until they are renamed. To get post-commit.tmpl to execute under unix, rename it "post-commit". Under Windows, rename it to "post-commit.bat" or "post-commit.exe". Subversion will not execute the file if it is named "post-commit.tmpl" or "post-commit.sh" or the like.
Also, make sure that the file is executable by the same user that runs subversion.
I've had a hard time trying to find good examples of how to manage database schemas and data between development, test, and production servers.
Here's our setup. Each developer has a virtual machine running our app and the MySQL database. It is their personal sandbox to do whatever they want. Currently, developers will make a change to the SQL schema and do a dump of the database to a text file that they commit into SVN.
We're wanting to deploy a continuous integration development server that will always be running the latest committed code. If we do that now, it will reload the database from SVN for each build.
We have a test (virtual) server that runs "release candidates." Deploying to the test server is currently a very manual process, and usually involves me loading the latest SQL from SVN and tweaking it. Also, the data on the test server is inconsistent. You end up with whatever test data the last developer to commit had on his sandbox server.
Where everything breaks down is the deployment to production. Since we can't overwrite the live data with test data, this involves manually re-creating all the schema changes. If there were a large number of schema changes or conversion scripts to manipulate the data, this can get really hairy.
If the problem was just the schema, It'd be an easier problem, but there is "base" data in the database that is updated during development as well, such as meta-data in security and permissions tables.
This is the biggest barrier I see in moving toward continuous integration and one-step-builds. How do you solve it?
A follow-up question: how do you track database versions so you know which scripts to run to upgrade a given database instance? Is a version table like Lance mentions below the standard procedure?
Thanks for the reference to Tarantino. I'm not in a .NET environment, but I found their DataBaseChangeMangement wiki page to be very helpful. Especially this Powerpoint Presentation (.ppt)
I'm going to write a Python script that checks the names of *.sql scripts in a given directory against a table in the database and runs the ones that aren't there in order based on a integer that forms the first part of the filename. If it is a pretty simple solution, as I suspect it will be, then I'll post it here.
I've got a working script for this. It handles initializing the DB if it doesn't exist and running upgrade scripts as necessary. There are also switches for wiping an existing database and importing test data from a file. It's about 200 lines, so I won't post it (though I might put it on pastebin if there's interest).
There are a couple of good options. I wouldn't use the "restore a backup" strategy.
Script all your schema changes, and have your CI server run those scripts on the database. Have a version table to keep track of the current database version, and only execute the scripts if they are for a newer version.
Use a migration solution. These solutions vary by language, but for .NET I use Migrator.NET. This allows you to version your database and move up and down between versions. Your schema is specified in C# code.
Your developers need to write change scripts (schema and data change) for each bug/feature they work on, not just simply dump the entire database into source control. These scripts will upgrade the current production database to the new version in development.
Your build process can restore a copy of the production database into an appropriate environment and run all the scripts from source control on it, which will update the database to the current version. We do this on a daily basis to make sure all the scripts run correctly.
Have a look at how Ruby on Rails does this.
First there are so called migration files, that basically transform database schema and data from version N to version N+1 (or in case of downgrading from version N+1 to N). Database has table which tells current version.
Test databases are always wiped clean before unit-tests and populated with fixed data from files.
The book Refactoring Databases: Evolutionary Database Design might give you some ideas on how to manage the database. A short version is readable also at http://martinfowler.com/articles/evodb.html
In one PHP+MySQL project I've had the database revision number stored in the database, and when the program connects to the database, it will first check the revision. If the program requires a different revision, it will open a page for upgrading the database. Each upgrade is specified in PHP code, which will change the database schema and migrate all existing data.
This is something that I'm constantly unsatisfied with - our solution to this problem that is. For several years we maintained a separate change script for each release. This script would contain the deltas from the last production release. With each release of the application, the version number would increment, giving something like the following:
This worked well enough until we started maintaining two lines of development: Trunk/Mainline for new development, and a maintenance branch for bug fixes, short term enhancements, etc. Inevitably, the need arose to make changes to the schema in the branch. At this point, we already had dbChanges_n+1.sql in the Trunk, so we ended up going with a scheme like the following:
Again, this worked well enough, until we one day we looked up and saw 42 delta scripts in the mainline and 10 in the branch. ARGH!
These days we simply maintain one delta script and let SVN version it - i.e. we overwrite the script with each release. And we shy away from making schema changes in branches.
So, I'm not satisfied with this either. I really like the concept of migrations from Rails. I've become quite fascinated with LiquiBase. It supports the concept of incremental database refactorings. It's worth a look and I'll be looking at it in detail soon. Anybody have experience with it? I'd be very curious to hear about your results.
You could also look at using a tool like SQL Compare to script the difference between various versions of a database, allowing you to quickly migrate between versions
If you are in the .NET environment then the solution is Tarantino. It handles all of this (including which sql scripts to install) in a NANT build.
Check out the dbdeploy, there are Java and .net tools already available, you could follow their standards for the SQL file layouts and schema version table and write your python version.
We have a very similar setup to the OP.
Developers develop in VM's with private DB's.
[Developers will soon be committing into private branches]
Testing is run on different machines ( actually in in VM's hosted on a server) [Will soon be run by Hudson CI server]
Test by loading the reference dump into the db. Apply the developers schema patches then apply the developers data patches
Then run unit and system tests.
Production is deployed to customers as installers.
What we do:
We take a schema dump of our sandbox DB. Then a sql data dump. We diff that to the previous baseline. that pair of deltas is to upgrade n-1 to n.
we configure the dumps and deltas.
So to install version N CLEAN we run the dump into an empty db. To patch, apply the intervening patches.
( Juha mentioned Rail's idea of having a table recording the current DB version is a good one and should make installing updates less fraught. )
Deltas and dumps have to be reviewed before beta test. I can't see any way around this as I've seen developers insert test accounts into the DB for themselves.
I'm afraid I'm in agreement with other posters. Developers need to script their changes.
In many cases a simple ALTER TABLE won't work, you need to modify existing data too - developers need to thing about what migrations are required and make sure they're scripted correctly (of course you need to test this carefully at some point in the release cycle).
Moreover, if you have any sense, you'll get your developers to script rollbacks for their changes as well so they can be reverted if need be. This should be tested as well, to ensure that their rollback not only executes without error, but leaves the DB in the same state as it was in previously (this is not always possible or desirable, but is a good rule most of the time).
How you hook that into a CI server, I don't know. Perhaps your CI server needs to have a known build snapshot on, which it reverts to each night and then applies all the changes since then. That's probably best, otherwise a broken migration script will break not just that night's build, but all subsequent ones.
I've written a tool which (by hooking into Open DBDiff) compares database schemas, and will suggest migration scripts to you. If you make a change that deletes or modifies data, it will throw an error, but provide a suggestion for the script (e.g. when a column in missing in the new schema, it will check if the column has been renamed and create xx - generated script.sql.suggestion containing a rename statement).
http://code.google.com/p/migrationscriptgenerator/ SQL Server only I'm afraid :( It's also pretty alpha, but it is VERY low friction (particularly if you combine it with Tarantino or http://code.google.com/p/simplescriptrunner/)
The way I use it is to have a SQL scripts project in your .sln. You also have a db_next database locally which you make your changes to (using Management Studio or NHibernate Schema Export or LinqToSql CreateDatabase or something). Then you execute migrationscriptgenerator with the _dev and _next DBs, which creates. the SQL update scripts for migrating across.
We are using command-line mysql-diff: it outputs a difference between two database schemas (from live DB or script) as ALTER script. mysql-diff is executed at application start, and if schema changed, it reports to developer. So developers do not need to write ALTERs manually, schema updates happen semi-automatically.
For oracle database we use oracle-ddl2svn tools.
This tool automated next process
changes between instances resolved manually
What kinds of hook scripts are people using for Subversion? Just general ideas but code would be great too!
I am using the pre-revprop-change hook that allows to actually go back and edit comments and such information after the commit has been performed. This is very useful if there is missing/errorneous information in the commit comments.
Here I post a pre-revprop-change.bat batch file for Windows NT or later... You can certainly enhance it with more modifications. You can also derive a post-revprop-change.cmd from it to backup the old snv:log somewhere or just to append it to the new log...
The only tricky part was to be able to actually parse the stdin from the batch file... This is done here with the FIND.EXE command.
The other this is that I have had reports from other users of issues with the use of the /b with the exit command. You may need just to remove that /b in your specific application if error cases do not behave well.
@ECHO OFF
set repos=%1
set rev=%2
set user=%3
set propname=%4
set action=%5
::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::
:: Only allow changes to svn:log. The author, date and other revision
:: properties cannot be changed
::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::
if /I not '%propname%'=='svn:log' goto ERROR_PROPNAME
::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::
:: Only allow modifications to svn:log (no addition/overwrite or deletion)
::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::
if /I not '%action%'=='M' goto ERROR_ACTION
::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::
:: Make sure that the new svn:log message contains some text.
::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::
set bIsEmpty=true
for /f "tokens=*" %%g in ('find /V ""') do (
set bIsEmpty=false
)
if '%bIsEmpty%'=='true' goto ERROR_EMPTY
goto :eof
:ERROR_EMPTY
echo Empty svn:log properties are not allowed. >&2
goto ERROR_EXIT
:ERROR_PROPNAME
echo Only changes to svn:log revision properties are allowed. >&2
goto ERROR_EXIT
:ERROR_ACTION
echo Only modifications to svn:log revision properties are allowed. >&2
goto ERROR_EXIT
:ERROR_EXIT
exit /b 1
If you have a mix of unix and Windows users working with the repository, I urge you to use the case-insensitive.py pre-commit hook-script as a precautionary measure. It prevents hard-to-sort-out situations where svn updates fail for Windows users because of a file rename which only changed the case of the file name. Believe me, there is a good chance it will save you trouble.
We use FogBugz for bug tracking, it provides subversion commit scripts that allow you to include a case number in your check in comments and then associates the bug with the check in that fixed it. It does require a WebSVN instance to be set up so that you have a web based viewer for your repository.
In my work place we've set up a post-commit hook that generates RSS feeds that are displayed in various dash boards and are used for code reviewers to know when it is time to review and for us to see that new employees are committing enough.
several things we use them for:
I'm using post-commit hooks (I think it's this one) to post a message to a forum on Basecamp for each commit. Two advantages:
As the lead developer, I get a roll-up of commits every morning (via the RSS feed from that basecamp forum) and can see what my team has been up to pretty quickly.
Our Trac/SVN install is behind our firewall, so this gives my higher-ups in other locations a window into what we're doing. They might not understand it, but to a manager a lot of activity looks like, well, a lot of activity ;)
I guess the end result of this is similar to what @Aviv is doing.
I'm looking into solutions for building the latest commit on a separate server for continuous integration, but I'm going to have to change the way we make changes to our database schema before that will work.
This was discussed on the subversion users mailing list a while ago. This post in particular has some useful ideas.
The most common one I think is to allow people to change revision comments after comitting.
You need to enable the 'pre-revprop-change' hook script to allow that. The example provided, if enabled allows editing only the comment property and only be the original comitter. Great for correcting typos.
A hook to notify the bug/issue management system of changes to repository. Ie. the commit message has issue:546 or similar tag in it that is parsed and fed to the bug management system.
We check the following with our hook scripts:
We still want to implement the following:
We use a commit hook script to trigger our release robot. Writing new release information to a file named changes.txt in our different products will trigger the creation of a tag and the relevant artifacts.
I have one setup using the Ruby Tinder library that I send to a campfire room, if anyone wants the script I can post or send the code to you.
Other common ones I've seen are posts to bug tracking systems and email notifications.
Windows pre-commit hook to check that log contains something.
@ECHO OFF
setlocal
:::::::::::::::::::::::::::::::::::::::::::::::::::::::::
:: Get subversion arguments
set repos=%~1
set txn=%2
:::::::::::::::::::::::::::::::::::::::::::::::::::::::::
:: Set some variables
set svnlookparam="%repos%" -t %txn%
::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::::
:: Make sure that the new svn:log message contains some text.
set bIsEmpty=true
for /f "tokens=* usebackq" %%g in (`svnlook log %svnlookparam%`) do (
set bIsEmpty=false
)
if '%bIsEmpty%'=='true' goto ERROR_EMPTY
echo Allowed. >&2
goto :END
:ERROR_EMPTY
echo Empty log messages are not allowed. >&2
goto ERROR_EXIT
:ERROR_EXIT
:: You may require to remove the /b below if your hook is called directly by subversion
exit /b 1
:END
endlocal
post-commit hook to send email notification that something changed in the repository to a list of emails. You need sendmail.exe in the same folder than your hook file, along with sendmail.ini.
You also need a file post-commit.tos.txt next to your post-commit.cmd to list the mail recipients. The file should contain:
user1@example.com,user2@example.com,user3@example.com
Here is the hook code:
@ECHO OFF
setlocal
:::::::::::::::::::::::::::::::::::::::::::::::::::::::::
:: Get subversion arguments
set repos=%~1
set rev=%2
:::::::::::::::::::::::::::::::::::::::::::::::::::::::::
:: Set some variables
set tos=%repos%\hooks\%~n0.tos.txt
set reposname=%~nx1
set svnlookparam="%repos%" --revision %rev%
if not exist "%tos%" goto :END
:::::::::::::::::::::::::::::::::::::::::::::::::::::::::
:: Prepare sendmail email file
set author=
for /f "tokens=* usebackq" %%g in (`svnlook author %svnlookparam%`) do (
set author=%%g
)
for /f "tokens=* usebackq delims=" %%g in ("%tos%") do (
set EmailNotificationTo=%%g
)
set SendMailFile=%~n0_%reposname%_%rev%.sm
echo To: %EmailNotificationTo% >> "%SendMailFile%"
echo From: %reposname%.svn.technologie@gsmprjct.com >> "%SendMailFile%"
echo Subject: [%reposname%] Revision %rev% - Subversion Commit Notification >> "%SendMailFile%"
echo --- log [%author%] --- >> "%SendMailFile%"
svnlook log %svnlookparam% >> "%SendMailFile%" 2>&1
echo --- changed --- >> "%SendMailFile%"
svnlook changed %svnlookparam% --copy-info >> "%SendMailFile%" 2>&1
echo .>> "%SendMailFile%"
:::::::::::::::::::::::::::::::::::::::::::::::::::::::::
:: Send email
type "%SendMailFile%" | "%~dp0sendmail.exe" -t
:::::::::::::::::::::::::::::::::::::::::::::::::::::::::
:: Clean-up
if exist "%SendMailFile%" del "%SendMailFile%"
:END
endlocal
I forgot to enter a comment while committing. Didn't have time to figure out why my pre-revprop-change hook wasn't working. So the following svnadmin command worked for me to enter a commit message: svnadmin setlog <filesystem path to my repository> --bypass-hooks -r 117 junk, where "junk" is the file containing the text which I wanted to be the comment. svn setlog help has more usage info...
I'm using subclipse in Flex Builder 3, and recently received this error when trying to commit:
svn: Checksum mismatch for '/Users/redacted/Documents/Flex Builder 3/path/to/my/file.mxml'; expected: 'f8cb275de72776657406154dd3c10348', actual: 'null'
I worked around it by:
It worked, but I can't help but think there's a better way. What's actaully happening to cause the svn:checksum error, and what's the best fix.
Maybe more important -- is this a symptom of a greater problem?
The file in the .svn directory that keeps track of what you have checked out, when, what revision, and from where, has gotten corrupted somehow, for that particular file.
This is no more dangerous or critical than the normal odd file problem, and can be because of various problems, like a subversion program dying mid-change, power-disruption, etc.
Unless it happens more I wouldn't make much out of it.
It can be fixed by doing what you did, make a copy of your work-files, check out a fresh copy, and add the modified files back in.
Note that this might cause problems if you have a busy project where you would normally have to merge in changes.
For instance, you and a collegue both check out a fresh copy, and start working on the same file. At some point, your collegue checks in his modifications. When you attempt to do the same, you get the checksum problem you have. If you now make copies of your changed files, do a fresh checkout, then subversion will lose track of how your changes should be merged back in.
If you didn't get the problem in this case, when you got around to checkin in your modifications, you would need to update your working copy first, and possibly handle a conflict with your file.
However, if you do a fresh checkout, complete with your collegues changes, it now looks like you removed his changes and substituted with your own. No conflicts, and no indications from subversion that something is amiss.
SVN keeps pristine copies of all the files you checkout buried in the .svn directories. This is called the text-base. This allows for speedy diffs and reverts. During various operations, SVN will do checksums on these text-base files to catch file corruption issues.
In general, an SVN checksum mismatch means a file that shouldn't have been altered was changed somehow. What does that mean?
All of these are bad.
HOWEVER, I think your problem is different. Look at the error message. Note that it expected some MD5 hashes, but instead got back 'null'. If this were a simple file corruption issue, I would expect that you would have two different MD5 hashes for the expected/got. The fact that you have a 'null' implies that something else is wrong.
I have two theories:
In the case of #1, try upgrading to the latest SVN version. Maybe also post this on the svn-devel mailing list (http://svn.haxx.se), so the developers can see it.
In the case of #2, check to see if anything has the file locked. You can download a copy of Process Explorer to check. Note that you probably want to see who has a lock on the text-base file, not the actual file you were trying to commit.
There's also a simpler cause for this than just bugs, or disk corruption etc. I think it the most likely cause for this to happen is when someone writes a recursive text replacement on the working copy, without excluding .svn files.
This means the pristine copies of the files (basically the BASE version of the files, that's stored inside the .svn administrative area) get modified, and that invalidates the MD5 sum.
@Andrew Hedges: that also explains why your solution fixes this.
try: svn up --force file.c
This worked for me without having to do anything extra
I occasionally get similar things, usually with files that nobody has been near in weeks. Generally, if you know you haven't been working in the directory in question, you can just delete the directory with the problem and run
svn update
to recreate it.
If you have live changes in the directory then as lassevk and you yourself suggested, a more careful approach is required.
Generally speaking I would say it's a good idea not to leave edited files uncommitted, and keep the working copy tidy - don't add a whole bunch of extra files into the working copy that you aren't going to use. Commit regularly, and then if the working copy goes tits up, you can just delete the whole thing and start over without worrying about what you might or might not be losing, and without the pain of trying to figure out what files to save.
Just today, I managed to recover from this error by checking out a copy of the corrupted directory to /tmp and replacing the files in .svn/text-base with the just co'ed ones. I wrote up the procedure in some detail here on my blog. I'd be interested to hear from more experienced SVN users what are the advantages and disadvantages of each approach.
Had this issue, our dev VM's are all *nix our workstations win32. some fool(s) created files of the same name (different case) on the *nix box all of a sudden checkouts on Win32 blows up... because win doesn't know which of the 2 files of the same name to MD5 against, checkouts on *nix were fine... leaving us to scratch our heads for a bit
I was able to update the repo on the win box by copying the ".svn" folders over from a *nix box with a good working copy. have yet to see if the repo can be cleaned to the point where we can do a full checkout again
another, possibly even scarier, workaround for checksum conflicts i found is as follows:
CAVEAT: Make sure your local copy is the best known version, AND that anyone else on your project knows what you're doing! (in case this wasn't obvious already).
if you know your local copy of the file is "the good one" you can directly delete the file from the SVN server and then force commit your local copy.
syntax for direct deletion:
svn delete -m "deleting corrupted file XXXX" svn+ssh://username@svnserver/path/to/XXXX
good luck!
J
here's how i fixed the issue - v simple, but as per jsh above, need to be sure your copy is the best one.
simply
suspect this probably kills all sorts of revision history on that file, so it's a pretty ugly way to go about it...
I've observed a lot of solutions from patching .svn/entries file to fresh checkout.
It can be a new way (thank to my collegue):
- go to work directory where recorder/expected checksum issue occured
- call "svn diff" and make sure that there isnt any local modifications
- cd ..
- remove trouble file's directory with "rm -rf"
- issue "svn up" command, svn client will restore new fresh files copies
Matt, there is easier way than you described - modifying checksum in .svn/entries file. Here is full description: http://maymay.net/blog/2008/06/17/fix-subversion-checksum-mismatch-error-by-editing-svnentries-file/
I'm looking for good suggestions on how to implement version and source control for web projects.
I've looked into subversion, but it seems to only take care of code. I'm really looking for something that can do good version-ing, branching, archival, etc. with not only source code, but other web assets like art files, movie clips, and even database backups.
We work in a mixed mac/pc environment, so Visual Source Safe or anything purely PC based would be a no go. Any help?
All the source control systems I've used (CVS, subversion, git) will handle binary files as well as text. If you're working with designers with limited version control experience, right now subversion has a better choice of GUIs. On the PC, there's no substitute for TortoiseSVN, and for the Mac I've heard good things about Versions.
What makes you think you can't version, branch, archive, etc... graphic files with Subversion?
I've used Subversion for my programs, which include graphics, and it seems to handle them just fine. (Well, diffing is a problem, but I haven't heard of a good image-diffing program.)
You can add any type of file to subversion. If they are binary files, it the saved version is simply a copy whereas text files only differences are saved; however, saving those other types of files in subversion is perfectly fine.
Using shell add-ins (Tortoise on Windows) makes this fairly easy. I have no experience with Mac clients, but I would imagine there are choices out there.
The others have pointed out that Subversion and its kin have no trouble dealing with binary files (although not nearly as space-efficiently as text). The database backup requirement is more interesting though, and one that I've come up against more than once.
Ideally, I would want a text representation of the diff between two versions of a database (schema and data). Applying such a diff would take you from one version to the next. The source control engine could just store that with each commit. Rails migrations is a nifty way of handling schema diffs, but I haven't seen anything that can handle full schema and data diffs in a simple text format.
Failing that, I suppose you could check in a text database dump like the type the mysqldump command for MySQL generates. The source control tool's diff algorithm probably won't handle it efficiently, but it's likely to require less space than checking in an opaque binary database file.
Take a peek at SourceGear's Vault or TortoiseSVN. Hope that helps.
I've been using git for several weeks and have become quite fond of it. It's cross-platform, manages conflicts exceptionally well, and gives everyone their own complete version repository so that they can check in changes even when they're not connected to a network.
A lot of high-profile projects are now using git, including Ruby on Rails.
I still use Subversion, and on Windows I use TortoiseSVN which includes the TortoiseIDiff specifically for looking at the diffs between image files.
Subversion has pre-compiled binaries for Mac OS X. It's also available through MacPorts and Fink. There are a couple great interfaces (aside from the command-line). svnX is an open source client that has been around for a while, and as mentioned Versions is very nice looking closed source client that's currently in beta. You should still get familiar with the command-line, as you will run into issues that these GUI clients can't solve.
Subversion handles binary files very well. I've used it for web projects in the past, and successfully versioned image and Flash files with the code that used them.
Mac has something called "Version" that is a subversion UI like "Tortoise SVN" I have found it user friendly and effective.
I work in a Mac/PC environment as well (dang artsy kids) and subversion really is the way to go. I keep all texts, images, queries, and code in there.
My non-techie coworkers found it easy to use once I explained the concept.
I would definitely give subversion another look. I know it may be boring, but reading the SVN Book will help out tons.
I personally use Versions for the Mac. It has a really great UI for interacting with a subversion repo.
What I do is checkout the /Trunk directory of a project in to the site's root. That way I can test and run the working copy as my actual dev setup. Once I am ready to go live I can export the files from the repo sans .svn folders and upload it to a production or staging server. Hope this gives you an idea of what kind of workflow you can have using subversion.
I think svn is a great choice, some users can even use git to do local branching. I run eclipse on my mac so i use a combo of git, svn command line, and subversive (an eclipse plugin for svn). Here is a list of mac svn clients (most are cross platform)
http://scplugin.tigris.org/ like TortoiseSVN but not as feature rich)
http://subcommander.tigris.org/
http://rapidsvn.tigris.org/
http://www.versionsapp.com/
http://www.syncrosvnclient.com/ (not free $59)
http://www.lachoseinteractive.net/en/community/subversion/svnx/features/
To use source control with a database, you will probably need to produce a text-based representation of the schema and of the data. You should have this run automatically once a day and commit the changes to your repository.
Note that a DBMS may change the order of rows in a database to make some operations more efficient. This could lead to two dumps looking different without actually having different data. Ensure that whatever creates the dump of your data sorts it by the primary key of each table, and that the set of tables are in a defined order, so that the changes you see when you diff 2 dumps are just the important changes.
maybe you are looking for something like continuous integration? you have some resources in the link.
Let's say you have a typical web app and with a file configuration.whatever. Every developer working on the project will have one version for their dev boxes, there will be a dev, prod and stage versions. How do you deal with this in source control? Not check in this file at all, check it with different names or do something fancy altogether?
What I've done in the past is to have a default config file which is checked in to source control. Then, each developer has their own override config file which is excluded from source control. The app first loads the default, and then if the override file is present, loads that and uses any settings from the override in preference to the default file.
In general, the smaller the override file the better, but it can always contain more settings for a developer with a very non-standard environment.
Don't version that file. Version a template or something.
My team keeps separate versions of the config files for each environment (web.config.dev, web.config.test, web.config.prod). Our deployment scripts copy out the correct version, renaming it to web.config. This way, we have full version control on the config files for each environment, can easily perform a diff, etc.
Currently I have the "template" config file with an added extension for example:
web.config.rename
However, I can see an issue with this method if critical changes have changed.
The solution we use is to have only the single configuration file (web.config/app.config), but we add a special section to the file that contains settings for all environments.
There is a LOCAL, DEV, QA, PRODUCTION sections each containing the configuration keys relevant to that environment in our config file(s).
What make this all work is an assembly named xxx.Environment which is referenced in all of our applications (winforms and webforms) which tells the application which environment it is operating on.
The xxx.Environment assembly reads a single line of information from the machine.config of the given machine which tells it that it is on DEV, QA, etc. This entry is present on all of our workstations and servers.
Hope this helps.
+1 on the template approach.
But since this question has tag Git, the distributed alternative springs to mind, in which customizations are kept on a private testing branch:
A---B---C---D--- <- mainline (public)
\ \
B'------D'--- <- testing (private)
In this scheme, the mainline contains a generic, "template" config file requiring the minimal amount of adjustments to become functional.
Now, developers/testers can tweak the config file to their heart's content, and only commit these changes locally on one a private testing branch (e.g. B' = B + customizations). Each time mainline advances, they effortlessly merge it into testing, which results in merge commits such as D' (= D + merged version of B's customizations).
This scheme really shines when the "template" config file is updated: the changes from both sides get merged, and are extremely likely to result into conflicts (or test failures) if they are incompatible!
I've used the template before, i.e. web.dev.config, web.prod.config, etc, but now prefer the 'override file' technique. The web.config file contains the majority of the settings, but an external file contains environment-specific values such as db connections. Good explanation on Paul Wilson's blog.
I think this reduces the amount to duplication between the config files which can cause pain when adding new values / attributes.
@Grant is right.
I'm on a team with close to 100 other developers, and our config files are not checked into source control. We have versions of the files in the repository that are pulled with each check out but they don't change.
It's worked out pretty well for us.
We use a template config file that is checked in to version control and then a step in our automated build to replace specific entries in the template file with environment-specific settings. The environment-specific settings are stored in a separate XML file that is also under version control.
We're using MSBuild in our automated build, so we use the XmlUpdate task from MSBuild Community Tasks to update the values.
For a long time, I have done exactly what bcwood has done. I keep copies of web.dev.config, web.test.config, web.prod.config, etc. under source control, and then my build/deploy system renames them automatically as it deploys to various environments. You get a certain amount of redundancy between the files (especially with all of the asp.net stuff in there), but generally it works really well. You also have to make sure that everyone on the team remembers to update all the files when they make a change.
By the way, I like to keep ".config" at the end as the extension so that file associations do not get broken.
As far as local developer versions of the config file, I always try my best to encourage people to use the same local settings as much as possible so that there is no need to have your own version. It doesn't always work for everyone, in which case people usually just replace it locally as needed and go from there. It's not too painful or anything.
Configuration is code, and you should version it. We base our configuration files on usernames; in both UNIX/Mac and Windows you can access the user's login name, and as long as these are unique to the project, you are fine. You can even override this in the environment, but you should version control everything.
This also allows you to examine others' configurations, which can help diagnose build and platform issues.
I version control it, but never push it to the other servers. If the production server requires a change, I make that change directly to the config file.
It may not be pretty, but it works just fine.
The checked-in, plain-vanilla version of app/web.config should be generic enough to work on all developer machines, and be kept up to date with any new setting changes, etc. If you require a specific set of settings for dev/test/production settings, check in separate files with those settings, as GateKiller stated, with some sort of naming convention, though I usually go with "web.prod.config", as not to change the file extension.
On our project we have configuration stored in files with a prefix then our build system pulls in the appropriate configuration based on the current system's hostname. This works well for us on a relatively small team, allowing us to apply config changes to other people's files if/when we add a new configuration item. Obviously this definitely doesn't scale to open source projects with an unbounded number of developers.
I have always kept all versions of the config files in source control, in the same folder as the web.config file.
For example
web.config
web.qa.config
web.staging.config
web.production.config
I prefer this naming convention (as opposed to web.config.production or production.web.config) because
The default config file should be configured such that you can run the application locally on your own machine.
Most importantly, these files should be almost 100% identical in every aspect, even formatting. You shouldn't use tabs in one version and spaces in another for indenting. You should be able to run a diff tool against the files to see exactly what is different between them. I prefer to use WinMerge for diffing the files.
When your build process creates the binaries, there should be a task that overwrites the web.config with the config file appropriate for that environment. If the files are zipped up, then the non relevant files should be deleted from that build.
We just keep the production config file checked in. It's the developer's responsibility to change the file when they pull it out of source safe for staging or development. This has burnt us in the past so I wouldn't suggest it.
We have two problems here.
Firstly we have to control the configuration file that is shipped with the software.
It is all two easy for a developer to check in an unwanted to change to the master config file, if they are using the same file in the devolvement environment.
On the other side, if you have a separate configuration file that is included by the installer, it is very easy to forget to add a new setting to it, or to let the comments in it get out of sync with the comments in the devolvement configuring file.
Then we have the problem that developers have to keep there copy of the configuration file up-to-date as other developers add new configuration settings. However some settings like database connection strings are different for each developer.
There is a 3rd problem the question/answers do not cover. How do you merge in the changes a customer have make to your configuration file when you install a new version of your software?
I have yet to see a good solutions that works well in all cases, however I have seen some partial solutions (that can be combined in different combinations as needed) that reduces the problem a lot.
Firstly reduce the number of configuration items you have in your main configuration file.
If you don?t have a need to let your customers change your mappings, use Fluent NHibernate (or otherwise) to move the configuration into code.
Likewise for depency injection setup.
Split up the configuration file when possible, e.g. use a separate file to configure what Log4Net logs.
Don?t repeat items between lots of configuration files, e.g. if you have 4 web applications that are all installed on the same machine, have a overall configuration file that the web.config file in each application points to.
(Use a relative path by default, so it is rare to have to change the web.config file)
Process the development configuration file to get the shipping configuration file.
The could be done by have default values in the Xml comments that are then set in the configuration file when a build is done. Or having sections that are deleted as part of the process of creating the installer.
Instead of just having one database connection strings, have one per developers.
E.g first look for ?database_ianr? (where ianr is my username or machine name) in the configuration file at run time, if it is not found, then look for ?database?
Have a 2nd level "e.g. -oracle or -sqlserver" make it quicker for developers to get to both database systems.
This can of course also be done for any other configuration value.
Then all values that end in ?_userName? can be striped out before shipping the configuration file.
However in the end what is you is a ?owner of configuration file? that takes the responsibly of managing the configuration file(s) as above or otherwise. He/She should also do a diff on the customer facings configuration file before each shipment.
You can?t remove the need for a caring person some this short of problem.
What is the best approach to write hooks for Subversion in Windows? As far as I know, only executable files can be used. So what is the best choice?
Take a look at Subversion Notify for Windows
I?ve just spent several days procrastinating about exactly this question. There are third party products available and plenty of PERL and Python scripts but I wanted something simple and a language I was familiar with so ended up just writing hooks in a C# console app. It?s very straight forward:
public void Main(string[] args)
{
string repositories = args[0];
string transaction = args[1];
var processStartInfo = new ProcessStartInfo
{
FileName = "svnlook.exe",
UseShellExecute = false,
CreateNoWindow = true,
RedirectStandardOutput = true,
RedirectStandardError = true,
Arguments = String.Format("log -t \"{0}\" \"{1}\"", transaction, repositories)
};
var p = Process.Start(processStartInfo);
var s = p.StandardOutput.ReadToEnd();
p.WaitForExit();
if (s == string.Empty)
{
Console.Error.WriteLine("Message must be provided");
Environment.Exit(1);
}
Environment.Exit(0);
}
You can then invoke this on pre commit by adding a pre-commit.cmd file to the hooks folder of the repo with the following line:
[path]\PreCommit.exe %1 %2
You may consider this overkill but ultimately it?s only a few minutes of coding. What?s more, you get the advantage of the .NET language suite which IMHO is far preferable to the alternatives. I?ll expand my hooks out significantly and write appropriate tests against them as well ? bit hard to do this with a DOS batch file!
BTW, the code has been adapted from this post.
We've got complex requirements like:
#5 is huge for us, there's no better way to know you're not gonna break commits moving forward than to be able to push all previous commits through your new hook. Making the hook understand that 1234 was a revision and 1234-1 was a transaction and making the appropriate argument changes when calling svnlook, etc. was the best decision we made during the process.
For us the nut got big enough that a fully unit testable, regression testable, C# console exe made the most sense. We have config files that feed the directory restrictions, parse the existing httpd_authz file to get "privileged" users, etc. Had we not been running on Windows with a .NET development work force, I would have probably written it all in Python, but since others might need to support it in the future I went .NET over .BAT, .VBS, Powershell silliness.
Personally I think Powershell is different enough from .NET to be mostly useless as a "scripting" language. It's good if the only cmd line support for a product comes via PS (Exchange, Windows 2k8), etc. but if all you want to do is parse some text or access regular .NET objects PS just adds a crazy syntax and stupid Security Iron Curtain to what could be a quick and easy little .NET app.
Check CaptainHook, "a simple plugin framework for writing Subversion hooks using .NET".
Depending on the complexity, each situation is different, If I am just simply moving files around, I'll write a quick batch file. If I want to do something more complex Ill normally just skip the scripting part and write a quick c# program that can handle it.
The question then is do you put that c# program in svn and have it versioned :)
edit: The benefits of a dedicated c# application is that I can reuse code fragments to create new hooks later, including a simple log output I created to handle hook logging.
I've written hooks in Python on Windows since there are a lot of examples on the net (usually for Linux but the differences are small). We also use Trac integrated with SVN and there is a Trac API accessible via Python which lets us automatically create/modify Trac tickets from SVN hook scripts.
If you have a php executable with a help of simple php class you may write hook script in php like it is shown here http://www.devhands.com/2010/01/subversion-hook-php-framework-in/
Is there a good way to check database structure into a SVN? Perhaps checking in a DDL file when changed?
Any ideas?
http://stackoverflow.com/questions/1607/mechanisms-for-tracking-db-schema-changes
http://stackoverflow.com/questions/173/how-do-i-version-my-ms-sql-database-in-svn
I've never done it, but one of those might answer your question (not sure, haven't read them thoroughly)
Sure, but unless it's strictly a development database you'll probably also include some data-migration routines between versions. You'll want to be able to have complete freedom to drop columns, which means you'll want to be able to bring everything back later if design requirements require them. For a better illustration of what I mean, check out how Rails handles migrations.
Maintaining a DDL script that can create the database from scratch, including default data is working for me right now. It makes it pretty easy to generate smaller upgrade scripts from revision to revision when necessary with a simple diff.
I started a little project a while back to help maintain database updates in a very simple file which could then be maintained a long side out source code. It allows easy updates to developers as well as UAT and Production. The tool works on but Sql Server and MySql.
Some project features:
The code is hosted on google code. Please check out Google code for some more information
You can manage your DDL scripts in SVN, however you never be sure that the DDL scripts in SVN repository are representing the accurate picture of your database schema. This is because your developer can update the SVN repository without changing the database or vice verse, update the database without update SVN repository.
I recommend you take a look on dbMaestro TeamWork for Oracle. This product is the only Database Version Control which enforce change policy in the database level. It forces your developers to perform check-out and check-in to object in order to change them in the database.
Their web site is: http://www.dbmaestro.com
For oracle database we use oracle-ddl2svn tools.
This tool automated next process
Provide a lot of configurations via basic command line options or advanced XML configuartion
We have a php project that we would like to version control. Right now there are three of us working on a "Dev" version of the project that all have our Eclipse linked to it with just an external folder, and thus no version control.
What is the right way, and what is the best way, to version control this (not necessarily the same I dont think)
We have a SVN set up but just need to find a good way to check in and check out that lets us test on the dev server. Any ideas?
We were in a similar situation, and here's what we ended up doing:
You can also set up individual development servers for each of the team members, on their workstations. I find that it speeds things up a bit, although you do have some more setup time.
We had to use a single development server, because we were using a proprietary CMS and ran into licensing issues. So our post-commit hook was a simple FTP bot.
Here is what we do:
At the beginning of a project, the user makes a branch and checks it out on their personal VM as well as grabs a clean copy of the database. They do their work, committing as they go.
Once they have finished everything in their own personal space they log into the integration server and check out their branch, run their tests, etc. When all that passes their branch is merged into Trunk.
Trunk is rebuilt, the full suite of tests are run, and if all is good it gets the big ol' stamp of approval, tagged in SVN, and promoted to Production at the end of the night.
If at any point a commit by someone else is made, we get an e-mail and can merge those changes into our individual branches.
Beanstalk has built-in post-commit hooks for deploying to development, staging, and production servers.
One way to use subversion for PHP development is too setup a repository for one or all three developers, and use this repository, more as a syncing tool, than true version control.
You could,
Make a repo
Add your entire PHP document structure of your project
Checkout a copy of this repo into the correct spot on your dev server
Use an svn hook, that activates on commit
This hook, will automatically update the contents of the dev sever, whenever anybody on the team checks in any code.
Hook resides in:
svn_dir/repo_name/hooks/post-commit
And could look like:
/usr/bin/svn up /path_to/webroot --username svn_user --password svn_pass
That will update your working copy on the dev server to the latest check in.
Each of you could run it locally, or on your own dev server (or even the same one with a different port...).
One possible way (there are probably better ways):
Each of you should have your own checked out version of the project.
Have a local copy of the server on your computer and test it there throughout the day. Then at the end of each day (or whenever), you merge together whatever you are ready to test, and you check it out onto the dev server and test it.
Another tool you can use for the builds is TeamCity which is free for 20 build configurations (enough for most small companies/projects.) This way you can run your tests as well as schedule builds.
What about something distributed? You can start for example with Mercurial, try different workflows, and see which one fits you the best.
A few months back my team switched our source control over to Subversion from Visual SourceSafe, and we haven't been happier. Recently I've been looking at Team Foundation Server, and at least on the surface, it seems very impressive. There is some great integration with Visual Studio, and lots of great tools for DBA's, testers, project managers, etc.
The most obvious difference between these two products is price. It's hard to beat Subversion (free). Team Foundation Server is quite expensive, so the extra features would really have to kick Subversion in the pants.
My question is: does anyone have practical experience with both? How do they compare, and is Team Foundation Server actually worth all the money?
Here are the biggest differences between the two for me, and I've used both:
1) TFS is rather tightly coupled to the "Visual Studio way" of doing development. That's not to say that TFS is tightly coupled to the VS IDE, it means that TFS struggles to keep the familiar "check in"/"check out" paradigm of Visual SourceSafe, even when it really isn't an appropriate model anymore. Subversion's concept of "commit"/"update" is a lot more realistic when you have developers which might spend time disconnected from the network. TFS expects developers to always be connected to the server. That's a big minus. I personally find TFS to be less than transparent about how files are organized on the server and on your local disk because of the tight Visual Studio integration. Even TFS's bigger proponents concede that its connected check-in/check-out model is not a compelling option for developers who work disconnected. In a climate where people are starting to look at DVCS options like git and Mercurial over SVN, TFS's "check out" model seems a bit like a dinosaur.
2) Cost. Those who say that TFS isn't expensive are either probably very small shops, or are not in compliance with TFS's licensing terms. You need a Client Access License for darn near everything you do. Are you a manager who just manages the bugs? You need a ~$250 CAL (There are 5 included with a retail TFS License). A business user who just wants to report on their issues? A $250 CAL. A developer? $250 (Unless they have MSDN in which case it is included). The server? $500 (Included if you have MSDN). Of course, someone selling you a copy of TFS will tell you that work item tracking is free for additional users, but these additional users can only see the work items which they themselves create, and not the whole team's work items, which isn't too useful in an team-oriented, agile environment. All of this adds up when you have a mid-sized organization, and becomes tough to justify when so many best-of-breed products like SVN and CruiseControl.net's incremental cost is $0. (In fairness to TFS, though, I'm still waiting for a really good OSS issue tracker)
3) Project structure. In large teams with a smaller number of projects, TFS will probably work well. If you're a number of small, unconnected or loosely connected line-of-business apps in-house, TFS's structure can start to become overbearing. For one thing, it's not possible to define a taxonomy of projects themselves -- you can set up "Areas" within a project, but all issues and documents are tracked together within the basic context of a "project". Creating new "projects" is often time consuming, and is overkill for small efforts. Of course, SVN has nothing of the sort since it focuses only on source code control, but if you need good small-project flexibility, SVN and another issue tracking tool might be a better choice.
My opinion, for what it's worth:
For large teams with big, well-budgeted projects, in a Microsoft shop where developers work almost exclusively within the IDE, TFS is the winner. TFS also wins when you need to centrally enforce policy with your projects.
For a number of small teams, with many varied, smaller projects, or shops where cost is an issue, or teams who have developers who work disconnected from source control, go with SVN.
I'm surprised that someone who has used Subversion in the past would even have a want/need for TFS source control.
My experience with TFS (2005) has been pretty horrible. I've read all kinds of whitepapers & guidance as to how to properly structure your source for various development needs.
Our simple situation, where we have a trunk with mainline development, and integration branch where we integrate changes & deploy from, and a releases branch to keep track of past releases is very common and straightforward, but we are continually running into problems.
My main issues with TFS:
...the list goes on. I think even with all of the integration, there are free alternatives that are far superior.
I joined an Open Source project over at CodePlex, recently. They use TFS for their source control and I have to say that it's absolutely magnificent. I'm incredibly impressed with it, so far. I'm a huge fan of the IDE integration and how easy it is to branch and tag your code. Adding a solution to source control is something like two clicks, if you've already got everything configured properly.
Now. Is it worth the hefty price tag? I don't think so. The benefit to working on projects at CodePlex is it lets me get the experience with TFS that I need, in the event that I have to use it somewhere later. If you want good IDE integration for your Source Control, go grab VisualSVN. It's a much, much cheaper investment to get a lot of the same features.
We're a VS.NET shop, and we implemented:
Cost: $0 Benefits: Priceless
If you're a small team, or not ready to buy into the who TFS process, SVN and open source tools are the way to go.
As others have pointed out, TFS gives you a lot more features then SVN does in the form of project management and such. Having used both, and worked with very large companies in implementing TFS, here's my two cents.
1) If you are using TFS 2005, upgrade to TFS 2008. You'll thank me. There are a ton of improvements in TFS 2008 that make it workable.
2) If you live in Visual Studio and you want the IDE integration, go with TFS. I've used SVN integration and almost always drop back to using TortoiseSVN.
3) If you like the idea of accounts being integrated with Windows Authentication, go with TFS. The manageability from that end is nice. There may be hooks for SVN - I'm not positive, but if you like the GUI driven management, TFS is hard to beat.
4) If you need to track metrics or have easier ways of implementing things like check-in policies, go with TFS.
5) If you have people who won't implement it if it isn't MSFT, go with TFS.
6) If you do more than just .NET (Java work, Eclipse, etc) go with SVN. Yes there are very good products out there (like Teamprise) that work well with TFS. But unless the other languages are a small part of your shop, just stick with SVN.
Outside of that, the SCM features of both are about equivalent. They both do branching and merging, the both do atomic check-ins, they both support renames and moves. I think for people just getting started with the branching and merging concept, having the branches be visible in Source Control Explorer is nice.
TFS really isn't that expensive ($1200 maybe?). Compared to SVN it is, perhaps. The integration to reporting services and SharePoint is nice, but again, if you aren't using that, then it doesn't matter.
What I'd say is to download the 180-day trial of TFS and give it a go. Run a trial side-by-side. I think you'll be happy no matter which way you go.
As Ubiguchi points out TFS is not a version control product. Buying TFS with the intention of only using it for Version Control would clearly be a waste of money. TFS is an integrated suite of tools to automate all aspects of Application Lifecycle Management (and pretty much geared to "The Enterprise".
Also per Ben S's post - I don't understand your comment about locks. Locks aren't required in TFS at all. Administrators can configure TFS to work like VSS (features demanded by some "unwise" customers) to "Get-Latest on Checkout" which I believe also does a check-out lock.
But through "normal" use of TFS a "check-out" prompts a user for the lock type - and the default should be "none". A user CAN select a check-out (or a check-in lock) - but it is not required. If you don't want locks, don't use them.
TFS does track which users have check-outs on the server for various both performance reasons (make get-latest faster) and project management (I like to see what developers have files checked out and how long their check-outs are).
I'm not real familiar with SVN (I've never used it) - so I can't comment that "mergeing is worse with TFS" - and haven't hit the merge bug Ben S reported - but I've had great success with branching and merging using TFS.
One use case I know TFS is still pretty weak at is for users who are regularly "offline". TFS is a "Server Product" that assumes the users are connected the majority of the time. The offline experience improved in the 2008 release (it was dismal in 2005) but still has a long way to go. If you have developers who need (or want) to often be disconnected from the network for long periods of time - you are likely better off with SVN.
Another feature to consider for SVN fans who are using TFS is the SVN Bridge a codeplex which allows users to use TortiseSVN to connect to TFS. I good friend and colleague of mine uses it extensively and loves it.
Also the comment about a lack of command line surprises me - the command line tools are extensive (although many require a seperate download of TFS Power Tools
I suspect Ben's comments are based on an eval of the 2005 release which was clearly a "Microsoft V1.0" product. The product is currently in 2.1 with Version 3 coming in the near future.
My recommendation, Team System isn't worth the money. I have used both and after using Team System, I tried to find a similar replacement. Basically what you are paying for is the integration and you could argue the customization support, but I have been able to create a Team System replacement with a little bit of time and integrating tools together.
I recently asked a question on what others have done to come up with a Team System alternative. I also list the development tools that I used to create the replacement. Hopefully with this answer and the question that I asked, you can find what works for you.
I am not a Team System hater, I just don't think it's worth the money. It is a very nice tool and if you don't mind paying the price for it, then by all means use it. It was the whole reason I created the replacement I came up with. I wanted the functionality Team System provided.
TFS is heinous. At this point I version control locally using SVN (w/ Live Mesh for backups) because I have some many issues with TFS. The main problem is TFS uses time stamps to record if you have the latest version, and stores these time stamps on the server. You can delete your local copy, get latest from TFS, and it will say all files are up to date. It's a silly system that gives you no guarantee that you have the correct version of files. This results in numerous annoyances:
While TFS supports merging, it's really a checkin/checkout system. If you edit a file you will often find that it is locked to other developers. There are ways around it, but the system is so convoluted you will always run into the issue. For instance, our developers found that they can get around all files being set to readonly in NTFS by checking out an entire solution, which sets an exclusive lock on all files. I did this a few times because subversion has the same syntax for checkout, which does not acquire a lock.
Finally Team Explorer (the client) is a whopping 400 MB, TFS server requires SharePoint and two days to install. The subversion one click installer is roughly 30 MB and it will install the server for you in under a minute. TFS has many features, but its foundation is so shaky you will never use or care about them. TFS is expensive in terms of the license, and in the time developers will waste ranting on stackoverflow instead of writing code :P
Here is a open source version of VisualSVN called Ankhsvn. Its much better now that collabnet has taken it over.
If all you need is source control, TFS is overkill. One of my previous employers had TFS, VSS, and Subversion in their enterprise. We didn't have Active Directory or Exchange Server 2003 in our enterprise, so we ended up creating separate users on the TFS server so developers could use it. We had the same sorts of problems with merging that Ben Schierman mentioned, along with other buggy behavior that pushed us toward Subversion.
Whether TFS is the right call for you will depend in part on your budget, the size of your development team, and the amount of time and personnel available for configuration/maintenance of your solution. If you want the additional issue tracking, work item, and project statistics capabilities that TFS provides, it may be worth your while to look at other alternatives. Products like JIRA (from Atlassian Systems) or Trac integrate well with Subversion and provide the sort of oversight a project or program manager might at a lower price.
In an ideal environment, with Active Directory, Exchange Server 2003 or higher, and dedicated staff for the repository, TFS is more likely to be a good choice.
I have used both at work and at home. They are both very cool in their own right. The only time i would recommend using TFS though is if you will be using more of the features than just the source control. If all you need is source control you cant go wrong with SVN and this is why.
VisualSVN Server That is a full SVN server with a nice plugin to manage it with. It lets you use windows authentication right through the UI. Easy.
Tortoise Its tortoise, enough said.
ankhsvn It is a great SCC plugin. For those that want full VS IDE integration the latest version is a full SCC plugin. So you now get full integration for free.
The above set up is 100% free and will get you through anything you need for source control.
I'd say it really depends on your needs. TFS is very nice, I've used it extensively, but it's very much aimed at the enterprise level, if you don't need all of those features it might not be necessary. If you do need those features (especially branching, scalability, work item tracking, etc.) they are worth every penny. Keep in mind that TFS includes bug tracking, work item tracking and other features beyond source control. If you have multiple branches or if you find yourself struggling against some lack of feature or other in Subversion then it might be a good idea to switch. But barring a good reason to switch you should probably avoid the cost and productivity hit of switching source control systems.
Having used both extensively, I think Wedge was on the money in noting "TFS includes bug tracking, work item tracking and other features beyond source control".
However, I can honestly say that SVN and TFS seem pretty equal in regards to scalability, and if anything SVN's source control has the edge on TFS due to its inherent simplicity.
If you want work-item and bug tracking alongside your source control then you either go for TFS or you go with SVN and some other, possibly free, tools such as bugzilla. While TFS does integrate both source control and work-item tracking together I honestly think MS should have given it away free as an apology for abusing so many developers with VSS over the years.
TFS isn't just about Source Control. If you use the whole package that TFS offers, bug tracking, builds, reports, etc then TFS is a pretty solid choice (certainly better than Rational). TFS also integrates well with Active Directory.
Though if you are just talking about SCM, then I prefer SubVersion. I don't really like IDE integration. I also like SVN's convention of Trunk/Tags/Branches structure, and relative ease of switching between branches. Merging seemed easier in TFS though. Tortoise's UI beats TFS's hands down though, especially in regards to adding a file to a repo.
I have used both SVN and TFS. Main advantage of using TFS is its tight integration with Visual Studio. Bug Tracking, Task Tracking will all go in one place. And the reports generated for these items will help the stake holders keep informed of the project status.
I am currently leading the effort to evaluate TFS at my company against the Rational Suite which is what we currently use. So far TFS 2008 is pwning clearcase + clearquest. The dev environment integration is where it really shines.
I am working on a project with 5 people and we recently switched from SVN to TFS. The entire process has been a nightmare. We have auto generated code from XMLSpy, and TFS does not recognize files modified outside of VS2008. The TFS Power Tools can scan your checkout and fix this problem but it is a pain to have to remember to use these tools. Another problem we constantly run into is the default merging tool in TFS. It is by far the worst merging tool I have ever used. One would think that TFS would be able to handle basic solution merges but so far that has not been the case.
The built in user interface is very useful, but it also has flaws. If I checkout from my solution explorer, sometimes files are that have been added are not checked out. If I do it from the Team Source Control window it works perfectly. Why is that? I look forward to TFS in VS2010 as I have heard great things about it, and SVN is far from perfect, but I would have expected some of these features to function a little more intuitively.
Adam
My 10 cents:
TFS2005 was a joke - hard to install and even harder to maintain TFS2008 was stable - easier to installer, simpler maintenance, and automated builds that work. TFS2010 is EPIC! - installation is dog eassssyyy. Management is very easy; it's all a nicely laid out UI. Integrating it with VS2008 isn't so easy since you can't create projects in vs2008 you have to use vs2010 (which is stupid). TFS2010 also allows you to change the sharepoint project location instead of having those awful subfolders of TFS2008. TFS2010 also has tools like a burndown chart that is really useful for project management. It's like TFS2010 is for the whole production team including the clients! It still costs way too much though :(
Also take in mind that TFS requires a LOT of more horsepowers from the server hardware. And at minimum one windows server licenses ofcourse.
Best practice, as our company followed, is to use 2 servers: front-end (with integrated sharepoint), and a dedicated sql server in the back-end (we use an enterprise cluster). TFS can be installed on 1 machine, but should not.
In comparation, our svn server is installed on a virtual linux server with 256mb ram and 1 cpu, and is still several magnitudes faster when doing common tasks like checkout-all. The virtual hardware was the lowest vshpere could assign! Disk is fast though (SAN).
I whould suggest that TFS requires dedicated hardware for atleast $5000, while svn server (on linux) can run with any hardware which is obsolete for current windows based os.
In my opinion it depends on the situation and environment in which the project is done. If you have just a simple, small project, then SVN is great. As already some wrote, VisualSVN integrates nicely into Visual Studio s.t. you don't have to do the checkin/checkout over the native file system.
TFS is great for version control, but even better if you really use all of it's capabilities. In my eyes it really becomes worth if you use - for instance - the work items as your integrated repository for handling customer bug reports, new feature requests and for tracking the progress of your project by managing tasks and the according estimated time, used time and remaining time indications.
What is also really interesting is to use the feature of associating work items with source code checkins. See here for more infos about that.
We are a small team in the process of migrating from SVN to TFS2010. Our biggest reason to do so is the integration in Visual Studio and the WebAccess for bugtracking, that is now part of the TFS.
@Adam: Hopefully we will have a better experience. Can not tell yet...
TFS is great for project management and tracking, however I feel the source control is not as good as SVN. Here are my beefs with TFS:
Check-in/Check-out model
This is a huge con for TFS source control. Unfortunately, VS automatically checks out items for you, even if you don't want to. I've been in a situation where someone checked out some files and then went on vacation. I was in charge of restructuring the directory structure, but was unable to because a bunch of files were checked out to that person. There is no way in the GUI to undo the checkout, which meant it had to be done one by one in the command line. Or I had to figure out how to write a power shell script for this.
VS is required to do everything
Sometimes I want to edit a text file and check it in. This requires me to startup VS 2010, which is a huge beast, just to edit a file and check it in. Something that took a few seconds with SVN now takes me a minute.
As some others pointed out, files are marked read only if they are not checked out. If you make it writable and edit it outside of VS, TFS won't recognize this. This makes editing something outside of VS annoying. This means, firing up VS, checking out the file, editing it another editor, checking in in VS.
Some operations that were easy in SVN are now a pain
Maybe I haven't figured it out yet, but I found that rolling back a changeset was very tedious with TFS.
Adding files to source control, which are not part of a solution, is a huge pain. The TFS source control explorer only shows which files are in source control, not which ones are not (maybe there's a setting somewhere for this, I don't know). With Tortoise SVN, I could simply press Commit on a folder and select which files to add.
TFS is great, if you don't need non-developers, to get to pm stuff.
Our helpdesk needs to be involved in the process, and it just wasn't cutting it.
Also the build management in tfs 2005 at least, is attrotious, and it can't even build vs 2008 slns. I really don't like that my source control choice, affects my deployment choices, this is why my team is not an svn shop.
TFS by a mile.
I inadvertently cause too many problems for myself with SVNs file-based approach. Source control problems ive experienced: TFS ? 0 problems over 2 years SVN ? lost count...
Yes I know the price of TFS factors it out for most companies which is such a shame. MS might have a lot more marketshare (and profit) if they had a reasonable pricing model.
If it just based on source control, I'd go with SVN. The AnkhSVN free add-in for Visual Studio has been greatly improved in its new release. Also, you get the source code for SVN and the documentation is great! They changed some arcane things in TFS 2010 Source Control, and without the source code it can be very daunting to troubleshoot. Plus, you are dependent on the MSDN team for pumping out the doc's and they do it on their own schedule and at their own depth.
That being said, TFS obviously offers much more than source control. It is an ALM tool. Combining it with work items, reporting, automated builds, gated check-in, automated testing, etc. can provide some very rich value that you can only get with connecting disparate tools with SVN. And of course, having the source for SVN is not a failsafe. I've gotten into scenarios with SVN where it would have still taken weeks to totally figure out what was going on.
So, I recommend you look at it from an ALM perspective and see if your company is going to use all of the TFS features or is going to with a best-of-breed strategy (e.g. JIRA).
We are currently using a somewhat complicated deployment setup that involves a remote SVN server, 3 SVN branches for DEV, STAGE, and PROD, promoting code between them through patches, etc. I wonder what do you use for deployment in a small dev team situation?
trunk for development, and a branch (production) for the production stuff.
On my local machine, I have a VirtualHost that points to the trunk branch, to test my changes.
Any commit to trunk triggers a commit hook that does an svn export and sync to the online server's dev URL - so if the site is stackoverflow.com then this hook automatically updates dev.stackoverflow.com
Then I use svnmerge to merge selected patches from trunk to production in my local checkouts. I have a VirtualHost again on my local machine pointing to the production branch.
When I commit the merged changes to the production branch, again an SVN export hook updates the production (live) export and the site is live!
Three branches just sounds like extra work.
Environmental differences can be handled by having different versions of the relevant files in the trunk. i.e. database.yml & database.yml.prod. The deployment process should be environmentally aware and simply copy the per-environment files over the default ones.
Capistrano is one of the best deployment tools around.
A simple trunk branch contains the most current code, then cut a branch whenever we go live. This seems to work pretty effectively. You can easily go to the previous branch whenever the current branch that you cut for the live system fails. Also, it is easy to fix bugs on the branch that is currently live, and since the branch effectively dies when you cut a new one, there is only ever 1 real branch you need to work on (and then merge fixes from there to the live branch).
When i worked in a small dev team (small meaning me, another programmer and the boss), it was quite the chaotic mess. However we found that Assigning a "gatekeeper" type of process worked for us.
The gatekeeper was the person who had done the most work on the app (in this case, i had 2 projects i developed from the ground up, he had like 4).
Basically, whenever he had to work on my projects, he'd notify me that he was doing work, i'd make sure the repository was up-to-date and buildable, then he would pull down, make his changes, then commit. He would inform me that it was done, i would pull down, build and deploy. If there were DB changes we had a DB Change folder with all the scripts that would correct the DB.
It's obviously got a lot of holes in it, but the process worked for us, and kept us from building over each other.
I haven't had any trouble with the common tags/branches/trunk organization.
General ongoing development happens in trunk.
Maintenance of a release in production happens in the appropriate release branch.
Changes to release branch which are still relevant to trunk are merged.
When a new version is ready for deployment it is tagged from trunk, then a branch is created from that tag. The new release branch is checked out to the server, parallel to the current release. When it's time to switch, the paths are juggled ("mv appdir appdir.old && mv appdir.new appdir").
Developers supporting the production release then svn switch their working copy to the new branch, or do a fresh checkout from it.
We don't use branches for staging web-related stuff; only for testing experimental things that will take a long time (read: more than a day) to merge back into trunk. The trunk, in 'continuous integration' style, represents a (hopefully) working, current state.
Thus, most changes get committed straight to trunk. A CruiseControl.NET server will automatically update on a machine that also runs IIS and has up-to-date copies of all the extra site's resources available, so the site can be fully, cleanly tested in-house. After testing, the files are uploaded to the public server.
I wouldn't say it's the perfect approach, but it's simple (and thus suitable for our relatively small staff) and relatively safe, and works just fine.
Trunk contains the current "primary" development codebase.
A developer will often create an individual branch for any medium to long-term project that could hose the trunk codebase and get in the way of the other devs. When he's complete he'll merge back into trunk.
We create a tagged-release every time we push code to production. The folder in /tags is simply the version number.
To deploy to production we're doing an SVN Export to Staging. When that's satisfactory we use a simple rsync to roll out to the production clusters.
I highly recommend the book (currently in rough cuts) Continuous Delivery, which describes a full process for managing software delivery, based on continuous integration principles (among others).
I strongly dislike the branch and merge approach, as it can get very messy, and is pretty wasteful since you end up spending time on activities which don't actually deliver any new value. You've already developed, tested, and fixed your code once, why create a situation (copying the code to another branch) which requires you to redo this work?
Anyway, the way to avoid branching and merging is to build your deployable artefacts from trunk, and promote the built artefacts (rather than source) as it passes test, staging, etc. This way you are 100% sure that the thing you're putting into production is the same thing you've tested.
If you've got different features which may need to be released on different schedules, changing your approach to how you implement (make functionality configurable, or better yet modular) can help you keep a single development trunk.
We use release branching - this seems to be more efficient for us than the feature branching we were doing.
Don't make different branches for the different environments.
I personally work locally (development), adding/fixing features and when I think it's ready I commit to trunk (production). On production server I just do an svn update.
I work with a similar situation to that which you currently have. I was tasked with finding a ?better? solution and it ran something along the lines of the following.
The live branch represents the servers in their current state.
Any development work should be done in a branch that is taken from live. This could be a one person half hour job or a year long multi team project. As often as is liked changes to live can be merged into these development branches.
Before a piece of work goes live, changes from live are merged again and it is tagged as a potential release. This release is tested on the staging environment and if it passes testing the new live is taken from the tag.
It is possible to merge several pieces of work into one release if that works better.
This means that it is fairly simple to keep development branches up to date with live and if a piece of work in development is dropped there is minimal tidying up to do.
To change from working on one project to another a developer can simply svn switch their local working environment to a different branch.
One of the problems we have had with the system as you describe is that DEV can get out of date with PROD fairly quickly, so you are not developing against the live and it is not easy to spot cross dependencies until stage. The above solution solves these issues while still remaining fairly lightweight.
I've got TotroiseSVN installed and have a majority of my repositories checking in and out from C:\subversion\ and a couple checking in and out from a network share (I forgot about this when I originally posted this question).
This means that I don't have a "subversion" server per-se.
How do I integrate TortoiseSVN and Fogbugz?
Edit: inserted italics
I've been investigating this issue and have managed to get it working. There are a couple of minor problems but they can be worked-around.
There are 3 distinct parts to this problem, as follows:
The TortoiseSVN part - getting TortoiseSVN to insert the Bugid and hyperlink in the svn log
The FogBugz part - getting FogBugz to insert the SVN info and corresponding links
The WebSVN part - ensuring the links from FogBugz actually work
Instructions for part 1 are in another answer, although it actually does more than required. The stuff about the hooks is actually for part 2, and as is pointed out - it doesn't work "out of the box"
Just to confirm, we are looking at using TortoiseSVN WITHOUT an SVN server (ie. file-based repositories)
I'm accessing the repositories using UNC paths, but it also works for local drives or mapped drives.
All of this works with TortoiseSVN v1.5.3 and SVN Server v1.5.2 (You need to install SVN Server because part 2 needs svnlook.exe which is in the server package. You don't actually configure it to work as an SVN Server) It may even be possible to just copy svnlook.exe from another computer and put it somewhere in your path.
Creating the TortoiseSVN properties is all that is required in order to get the links in the SVN log.
Previous instructions work fine, I'll quote them here for convenience:
Configure the Properties
Right click on the root directory of the checked out project you want to work with.
Select "TortoiseSVN -> Properties"
Add five property value pairs by clicking "New..." and inserting the following in "Property Name" and "Property Value" respectively: (make sure you tick "Apply property recursively" for each one)
bugtraq:label BugzID:
bugtraq:message BugzID: %BUGID%
bugtraq:number true
bugtraq:url http://[your fogbugz URL here]/default.asp?%BUGID%
bugtraq:warnifnoissue falseClick "OK"
As Jeff says, you'll need to do that for each working copy, so follow his instructions for migrating the properties.
That's it. TortoiseSVN will now add a link to the corresponding FogBugz bugID when you commit. If that's all you want, you can stop here.
For this to work we need to set up the hook scripts. Basically the batch file is called after each commit, and this in turn calls the VBS script which does the submission to FogBugz. The VBS script actually works fine in this situation so we don't need to modify it.
The problem is that the batch file is written to work as a server hook, but we need a client hook.
SVN server calls the post-commit hook with these parameters:
<repository-path> <revision>
TortoiseSVN calls the post-commit hook with these parameters:
<affected-files> <depth> <messagefile> <revision> <error> <working-copy-path>
So that's why it doesn't work - the parameters are wrong. We need to amend the batch file so it passes the correct parameters to the VBS script.
You'll notice that TSVN doesn't pass the repository path, which is a problem, but it does work in the following circumstances:
I'm going to see if I can fix this problem and will post back here if I do.
Here's my amended batch file which does work (please excuse the excessive comments...)
You'll need to set the hook and repository directories to match your setup.
rem @echo off
rem SubVersion -> FogBugz post-commit hook file
rem Put this into the Hooks directory in your subversion repository
rem along with the logBugDataSVN.vbs file
rem TSVN calls this with args <PATH> <DEPTH> <MESSAGEFILE> <REVISION> <ERROR> <CWD>
rem The ones we're interested in are <REVISION> and <CWD> which are %4 and %6
rem YOU NEED TO EDIT THE LINE WHICH SETS RepoRoot TO POINT AT THE DIRECTORY
rem THAT CONTAINS YOUR REPOSITORIES AND ALSO YOU MUST SET THE HOOKS DIRECTORY
setlocal
rem debugging
rem echo %1 %2 %3 %4 %5 %6 > c:\temp\test.txt
rem Set Hooks directory location (no trailing slash)
set HooksDir=\\myserver\svn\hooks
rem Set Repo Root location (ie. the directory containing all the repos)
rem (no trailing slash)
set RepoRoot=\\myserver\svn
rem Build full repo location
set Repo=%RepoRoot%\%~n6
rem debugging
rem echo %Repo% >> c:\temp\test.txt
rem Grab the last two digits of the revision number
rem and append them to the log of svn changes
rem to avoid simultaneous commit scenarios causing overwrites
set ChangeFileSuffix=%~4
set LogSvnChangeFile=svn%ChangeFileSuffix:~-2,2%.txt
set LogBugDataScript=logBugDataSVN.vbs
set ScriptCommand=cscript
rem Could remove the need for svnlook on the client since TSVN
rem provides as parameters the info we need to call the script.
rem However, it's in a slightly different format than the script is expecting
rem for parsing, therefore we would have to amend the script too, so I won't bother.
rem @echo on
svnlook changed -r %4 %Repo% > %temp%\%LogSvnChangeFile%
svnlook log -r %4 %Repo% | %ScriptCommand% %HooksDir%\%LogBugDataScript% %4 %temp%\%LogSvnChangeFile% %~n6
del %temp%\%LogSvnChangeFile%
endlocal
I'm going to assume the repositories are at \\myserver\svn\ and working copies are all under `C:\Projects\
Go into your FogBugz account and click Extras -> Configure Source Control Integration
Download the VBScript file for Subversion (don't bother with the batch file)
Create a folder to store the hook scripts. I put it in the same folder as my repositories. eg. \\myserver\svn\hooks\
Rename VBscript to remove the .safe at the end of the filename.
Save my version of the batch file in your hooks directory, as post-commit-tsvn.bat
Right click on any directory.
Select "TortoiseSVN > Settings" (in the right click menu from the last step)
Select "Hook Scripts"
Click "Add" and set the properties as follows:
Hook Type: Post-Commit Hook
Working Copy Path: C:\Projects (or whatever your root directory for all of your projects is.)
Command Line To Execute: \\myserver\svn\hooks\post-commit-tsvn.bat (this needs to point to wherever you put your hooks directory in step 3)
Tick "Wait for the script to finish"
Click OK twice.
Next time you commit and enter a Bugid, it will be submitted to FogBugz. The links won't work but at least the revision info is there and you can manually look up the log in TortoiseSVN.
NOTE: You'll notice that the repository root is hard-coded into the batch file. As a result, if you check out from repositories that don't have the same root (eg. one on local drive and one on network) then you'll need to use 2 batch files and 2 corresponding entries under Hook Scripts in the TSVN settings. The way to do this would be to have 2 separate Working Copy trees - one for each repository root.
Errr, I haven't done this :-)
From reading the WebSVN docs, it seems that WebSVN doesn't actually integrate with the SVN server, it just behaves like any other SVN client but presents a web interface. In theory then it should work fine with a file-based repository. I haven't tried it though.
This answer is incomplete and flawed! It only works from TortoisSVN to Fogbugz, but not the other way around. I still need to know how to get it to work backwards from Fogbugz (like it's designed to) so that I can see the Revision number a bug is addressed in from Fogbugz while looking at a bug.
http://tortoisesvn.net/docs/release/TortoiseSVN_en/tsvn-dug-propertypage.html
http://tortoisesvn.net/issuetracker_integration
Go into your fogbugz account and click Extras > Configure Source Control Integration
Download "post-commit.bat" and the VBScript file for Subversion
Create a "hooks" directory in a common easily accessed location (preferably with no spaces in the file path)
Place a copy of the files in the hooks directories
Rename the files without the ".safe" extension
Right click on any directory.
Select "TortoiseSVN > Settings" (in the right click menu from the last step)
Select "Hook Scripts"
Click "Add"
Set the properties thus:
Hook Type: Post-Commit Hook
Working Copy Path: C:\\Projects (or whatever your root directory for all of your projects is. If you have multiple you will need to do this step for each one.)
Command Line To Execute: C:\\subversion\\hooks\\post-commit.bat (this needs to point to wherever you put your hooks directory from step 3)
I also selected the checkbox to Wait for the script to finish...
WARNING: Don't forget the double back-slash! "\\"
Click OK...
Note: the screenshot is different, follow the text for the file paths, NOT the screenshot...
At this point it would seem you could click "Issue Tracker Integration" and select Fogbugz. nope. It just returns "There are no issue-tracker providers available".
Once again, Right click on the root directory of the checked out project you want to work with (you need to do this "configure the properties" step for each project -- See "Migrating Properties Between Projects" below)
Select "TortoiseSVN > Properties" (in the right click menu from the last step)
Add five property value pairs by clicking "New..." and inserting the following in "Property Name" and "Property Value" respectively:
bugtraq:label BugzID:
bugtraq:message BugzID: %%BUGID%%bugtraq:number true
bugtraq:url http://[your fogbugz URL here]/default.asp?%BUGID%
bugtraq:warnifnoissue false
Now when you are commiting, you can specify one bug that the commit addresses. This kind of forces you to commit after fixing each bug...
When you view the log (Right click root of project, TortoiseSVN > show log) you can see the bug id that each checking corresponds to (1), and you can click the bug id number to be taken to fogbugz to view that bug automatically if you are looking at the actual log message. Pretty nifty!
Right click on a project that already has the proper Properties configuration
Select "TortoiseSVN > Properties" (from the right-click menu from step 1)
Highlight all of the desired properties
Click "Export"
Name the file after the property, and place in an easily accessible directory (I placed mine with the hooks files)
Right click on the root directory of the checked out project needing properties set for.
Click "Import"
Select the file you exported in step 4 above
Click Open
Why can't you simply install a subversion server? If you download VisualSVN Server, which is free, you get a http server for your source code and can thus use the FogBugz scripts for integrating the two.
The reason I'm asking is because all scripts and documentation so far assumes you have the server, client-side scripts are too new for FogBugz to have templates for them so you're pretty much left to your own devices on that.
Does this url help ?
http://www.fogcreek.com/FogBugz/docs/40/Articles/SourceControl/TortoiseSVN.html
The problem is that FogBugz will link to a web page, and file:///etc is not a web page. To get integration two ways, you need a web server for your subversion repository. Either set up Apache or something else that can host those things the proper way.
I am not sure I follow you. Do you have the repositories on the network or on your C:\ drive? According to two of your posts, you have both, or neither, or one of them or...
You can not get VisualSVN or Apache to safely serve repositories from a network share. Since you originally said you had the repositories on your C:\ drive, that's what you get advice for. If you have a different setup, you need to tell us about that.
If you have the repositories on your local harddisk, I would install VisualSVN, or integrate it into Apache. VisualSVN can run fine alongside Apache so if you go that route you only have to install it. Your existing repositories can also just be copied into the repository root directory of VisualSVN and you're up and running.
I am unsure why that big post here is labelled as incomplete, as it details the steps necessary to set up a hook script to inform FogBugz about the new revisions linked to the cases, which should be what the incomplete message says it doesn't do. Is that not working?
Does this url help ?
http://www.fogcreek.com/FogBugz/docs/40/Articles/SourceControl/TortoiseSVN.htmlThat requires you to have a subversion server, which I do not.
I am assuming fogzbugs and subversion are on the same machine. Right ?
Did you try using the file:///path/to/subversion whenever you need to enter the url in that document ?
So I know I need to implement version control, even for just the developing I do at home. My issue is I have read about how great Subversion is for the past couple years. I was about to dedicate myself to learning this on the side. But now I am starting to read about Git being the up and coming version control system.
So should I hold of and see which one comes out on top? Are they both winners in certain areas?
One issue I noticed with Git, is there is not much for a GUI, which is important to me.
Also, wouldn't mind suggestions on how to get started with one or the other. (tutorials, etc.)
The most important thing about version control is:
JUST START USING IT
Not using version control is a horrible idea. If you are not using version control, stop reading right now and start using it.
It is very easy to convert from
cvs<->svn<->git<->hg
It doesn't matter which one you choose. Just pick the easiest one for you to use and start recording the history of your code. You can always migrate to another (D)VCS later.
If you are looking for a easy to use GUI look at TortoiseSVN (Windows) and Versions (Mac) (Suggested by codingwithoutcomments)
Edit:
Git has some nice features, but you won't be able to appreciate them unless you've already used something more standard like CVS or Subversion.
This. Using git is pointless if you don't know what version control can do for you.
Edit 2:
Just saw this link on reddit: Subversion Cheat Sheet. Good quick reference for the svn command line.
Use subversion, it's easy to setup, easy to use, and has plenty of tools. Any future revision system will have an import from SVN feature, so it isn't like you can't change down the road if your needs grow.
The Subversion Book is your best bet for learning the tool. There may be other quick-start tutorials out there, but the Book is the best single reference you'll find.
Git has some nice features, but you won't be able to appreciate them unless you've already used something more standard like CVS or Subversion. I'd definitely agree with the previous posters and start with Subversion.
If you are new to versioncontrol read this:
http://www.ericsink.com/scm/source_control.html
Go for SVN. If you have never used source control before, it won't matter to you one way or the other.
Also, there is not a large amount of learning involved in using a Source Control system. If you learn one, you can easily switch over to another at a later date.
SVN is a great tool, and it should take care of most of your needs. And since it's been around, it has a fair sharer of GUI tools (TortoiseSVN, for example).
Go for SVN.
For a friendly explanation of most of the basic concepts, see A Visual Guide to Version Control. The article is very SVN-friendly.
I've used RCS, CVS, SCCS, SourceSafe, Vault, perforce, subversion, and git.
I've evaluated BitKeeper, Dimensions, arch, bazaar, svk, ClearCase, PVCS, and Synergy.
If I had to start a new repository today, I'd choose git. Hands down.
It's free, fast, and under active development.
And you can use it as a client of any subversion repository using git-svn.
It rocks.
@superjoe30
What about using source control on your own computer, if you're the sole programmer? Is this good practice? Are there related tips or tricks?
I find git is actually easier for this as you don't need a server or worry about entering URL's and so on. Your version-control stuff just lives in the .git directory inside your project and you just go ahead and use it.
5 second intro (assuming you have installed it)
cd myproject
git init
git add * # add all the files
git commit
Next time you do some changes
git add newfile1 newfile2 # if you've made any new files since last time
git commit -a
As long as you're doing that, git has your back. If you mess up, your code is safe in the nice git repository. It's awesome
At my current job, my predecessor did not use any kind of version control. There are just mountains of folders in at least 3 different places where he kept all of his projects. Any random project folder can be expected to find at least one folder name "project (OLD)" and one named "project"
With version control, you never have to make copies of "safe" builds. You don't really have to worry about your IDE corrupting the file you're working on (I'm looking at you, REALBasic 5.5) because is so easy to commit (Read: Save) your work every day.
Needless to say, I installed version control the day after I found out it existed.
Also, TortoiseSVN makes committing to the database as easy as right clicking a folder.
Git is superior to subversion, but it's a little bit out on the bleeding edge.
I'd say, if you're just getting started, jump on the edge; setup a free account @ http://github.com
They have educational material on site for setting up & using git.
From my own experience with it, I wouldn't recommend git as an introduction to version control. I've been using it for a couple of months now, and my impression is that it's very powerful and - now that I've partially got my head around it - reasonably intuitive. However, the learning curve is very steep, even though I've been using version control for years. It also suffers from being too expressive - it supports many different workflows and development models, but the only guidance on "the best" way to use it is a few pages deep in a Google search, which also makes it tricky for a newcomer to pick up.
That said, it's possible that starting from a blank slate with git might actually be easier - my VCS experience is all with centralised version control (CVS, SVN, Perforce...) and part of my (ongoing!) difficulty with git has been understanding the implications of the distributed model. I did glance briefly at other DVCSes like Bazaar and Mercurial and they seemed to be somewhat more newbie-friendly.
Anyway, as others have said, Subversion is probably the easiest way to get used to the version control mindset and get practical experience of the benefits of VCS (rollback, branches, collaborative development, easier code review, etc).
Oh, and don't start with CVS. It's still in practical use, and has advantages, but IMHO it has too many historical quirks and implementation problems (non-atomic commits!) to be a good way to learn.
My vote goes to Subversion. It's very powerful, yet easy to use, and has some great tools like TortoiseSVN.
But as others have said before me, JUST START USING IT. Source control is such an important part of the software development process. No "serious" software project should be without it.
If you are on Mac OSX, I found Versions to be an incredible (free) GUI front-end to SVN.
Also try out visual svn for your server if you want to avoid any command line work.
Don't wait. Pick one, and go with it. All systems will have their pluses and minuses. Your power could go out, you computer gets stolen, or you forget to undo a major change and all your code gets fried while you're waiting to see who emerges victorious.
Check out my Not-So-Boring Guide to Subversion (Part One)!
Use TortoiseSVN (version.app if on mac). Just install and go. If you need a place to host your code look at http://beanstalkapp.com/
When I decided I must use a code versioning system, I looked around for any good tutorials on how to get started but didn't find any that could help me.
So I simplely installed the SVN Server and Tortoise SVN for the client and dived into the deepend and i learn't how to use it along the way.
Start using SVN for your actual work, but try to make time for fiddling around with Git and/or Mercurial. SVN is reasonably stable for production, but eventually you'll face a scenario where you'll need a distributed SCM, by which time you'll be properly armed and the new systems will be mature enough.
Related question (perhaps answers can be edited to answer this question as well):
What about using source control on your own computer, if you're the sole programmer? Is this good practice? Are there related tips or tricks?
Yup, SVN for preference unless you really need git's particular features. SVN is hard enough; It sounds like git is more complicated to live with. You can get hosted svn from people like Beanstalk - unless you have in-house Linux people, I'd really recommend it. Things can go wrong horribly easily and it's nice to have someone else whose job it is to fix it.
There's an excellent tutorial on revision control from Eric Sink which is worth reading no matter which system you use.
Related question (perhaps answers can be edited to answer this question as well):
What about using source control on your own computer, if you're the sole programmer? Is >>this good practice? Are there related tips or tricks?
I use SVN for all of my personal projects. I started off with running svn on my home machine but eventually migrated over to Dreamhost. Their hosting packages that include Subversion are pretty reasonable.
It's not that difficult to switch between version control systems. As others have mentioned the important thing is to start using anything as soon as possible. The benefits of using source control over not using source control vastly outweigh the differential benefits between different types of source control.
Remember that no matter what version of source control you are using you will always be able to do a brute force conversion to another system by laying down the files from your old system onto disk and then importing those raw files into the new system.
Moreover, being familiar with source control fundamentals is a very, very important skill to have as a software developer.
RapidSVN is a good graphical front end for subversion, available for Windows, Mac, and Linux.
If on a windows box a quick and dirty slution is CVSNT. Easy to use just set it up and works very well.
I myself prefer SVN but this is a good one for quick use.
I would definitely choose SVN over CVS, if only because people who learned source control using CVS, tend to use "svn delete" then "svn add" instead of "svn move". Which makes it harder to find all of the previous revisions of a specific file. And you can always upgrade to using git-svn. I personally think it is easier to learn than hg, but really the main reason to use SVN is it has largely become the de-facto version control system of Open Source Software.
If you ever plan on learning / using D it is almost mandatory to access the third party repositories, like DSource.
@superjoe30 Yes, absoluteley. Once you start using version control you never go back. I use it for everything, even my "home" folder.
@Orion Edwards Subversion does not require a server. You can access a local repository directly (via a client, of course), and there is no server process involved.
Just use TortoiseSVN, and you can live even without knowing actual Subversion commands... But that's bad. Luckily there will always be a ?great opportunity? to learn them by heart ? when your priceless repository first gets corrupted.
Yes, it happens.
As mentioned many times elsewhere, Just Do It. I was able to get started from scratch with Subversion under Windows in no time by reading the quick-start guide in the Red Book. Once I pointed TortoiseSVN at the repository, I was in business. It took me a while to get the finer points down, but they were minor humps to get over.
I'd suggest installing the Subversion Service instead of using file:// URLs, but that's mostly personal preference. For a repository stored on your development machine, file:// works fine.
From personal experience, svn would be my recommendation. You can even use a service like Beanstalk that offers free accounts (with limits obviously, but sufficient for any smallish project) to test the waters. But as others have said, git is superior and is likely worth looking into.
Short answer: Subversion if you're the only one coding it or you're on site with everyone you work with. GIT if you're working with people in different sites and your code base is huge.
Subversion is really, really easy to setup and get using. It is also nice because you can do relatively complicated things with it too, like hook it up to Apache and use SSL or plug it into Trac for project management. There's so many tools available for Subversion that it's really a good choice.
GIT is much more useful for people who are on large teams working in a distributed environment. Linus T. developed it for the Linux team because he was unsatisfied with the capabilities of traditional repositories. Well worth learning if you ever plan to be working with people on open source projects.
Coding Horror has a great post about how to set up Subversion on Windows.
Following the tutorial, I was able to get Subervsion and TortoiseSVN running locally, and I got the education I needed out of it.
As far as Git goes, it's probably a good idea to do a hands on experiment with both of them, to understand which fits your specific development practice.
One major tip to ease the setup of an SVN server right now is to use a Virtual Appliance. That is, a virtual machine that has subversion pre-installed and (mostly) pre-configured on it - pretty much a plug & play thing. You can try here, here and here, or just try searching Google on "subversion virtual appliance".
I started to use subversion after reading Wil Shipleys blog.
So I started checking in code, one machine and dreamhost account. Then after I accidentally deleted a function and saved my project I knew I was in deep "dudu", but with subversion I just checked out the latest version of that file and it was like nothing happened.
I use version control for everything now. I am planning on moving over to git because it is faster, works offline, takes less space and oh boy is it faster.
Don't be paralyzed waiting for the next best thing (which there will be). Get your hands dirty and dive into SVN.
SubVersion is the best Choice for you , As Karl Seguin pointed out Moving to Another Versioning System would not be a problem. also SVN has very goof Easy to use GUIs in the Client Side (TortoiseSVN).
http://www.snee.com/bobdc.blog/2007/08/getting_started_with_subversio.html http://dojo.jot.com/WikiHome/Getting%20Started%20With%20Subversion
If you choose to go with subversion and you want to host your own svn server, then there is a very nice and easy windows based server called VisualSVN server. It hides the complexity of setting up an apache server, you basically just go next next next. User configuration is handled with a webUI, instead of a config
http://www.visualsvn.com/server/
using a public serve rlike beanstalk is probably easier, but some people like to have their own repositories, either for speed or security
An important reason to use svn rather than cvs is svn supports binary diffs. That may not matter to many programmers but if you are making a series of minor changes in a 10Mb image, having a unique copy each time in your repository can chew up space remarkably quickly.
I use TortoiseSVN on Windows but on the Mac have gone for the commercial CornerStone client over the (now commercial) Versions client. I found the range of free Mac clients, including RapidSVN, had enough pain points to bug me into shelling out real dollars. The safety-net that CornerStone provides for catching files I forgot to add to repository is worth the dollars to me. I spend a lot of time collaborating with a US client who is in an opposite time zone so can't afford screwups forgetting to add files!
How do I create a branch in SVN?
Subversion makes it easy (some think too easy) to create a new branch using the svn copy command.
$ svn copy svn+ssh://host.example.com/repos/project/trunk \
svn+ssh://host.example.com/repos/project/branches/NAME_OF_BRANCH \
-m "Creating a branch of project"
Subversion doesn't really support branches or tags. What it allows instead is a very very light and efficient copying facility.
Branching and Tagging are, effectively the same. Just copy a whole folder in the repository to somewhere else in the repository.
Basically this means that it is by convention what copying a folder means - whether it be a backup, tag, branch or whater. Depending upon how you want to think about things (normally depending upon which SCM tool you have used in the past) you need to set up a folder structure within your repository to support your style.
Common styles are to have a bunch of folders at the top of your repository called 'tags', 'branches' and 'trunk' etc. - that allows you to copy your whole 'trunk' (or sub-sets) into the tags and/or branches folders. If you have more than one project you might want to replicate this kind of structure under each project:
It can take a while to get used to the concept - but it works - just make sure you (and your team) are clear on the conventions that you are going to use. It is also a good idea to have a good naming convention - something that tells you why the branch/tag was made and whether it is still apropriate - consider ways of archiving branches that are obsolete.
Normally you'd copy it to svn+ssh://host.example.com/repos/project/branches/mybranch so that you can keep several branches in the repository, but your syntax is valid.
Here's some advice on how to set up your repository layout.
If you even plan on merging your branch, I highly suggest you look at this:
http://www.orcaware.com/svn/wiki/Svnmerge.py
I hear Subversion 1.5 builds more of the merge tracking in, I have no experience with that. My project is on 1.4.x and svnmerge.py is a life saver!
If you use a tool like TortoiseSVN, it gives you a simple, visual mechanism for doing branching/tagging.
if you want to create branches frequently, consider switching to Git. SVN branching support is crude at best.
What do the result codes in SVN mean? I need a quick reference.
U: Working file was updated
G: Changes on the repo were automatically merged into the working copy
M: Working copy is modified
C: This file conflicts with the version in the repo
?: This file is not under version control
!: This file is under version control but is missing or incomplete
A: This file will be added to version control (after commit)
A+: This file will be moved (after commit)
D: This file will be deleted (after commit)
S: This signifies that the file or directory has been switched from the path of the rest of the working copy (using svn switch) to a branch
I: Ignored
X: External definition
~: Type changed
Also note that a result code in the second column refers to the properties of the file. For example:
U filename.1
U filename.2
UU filename.3
filename.1: the file was updated
filename.2: a property or properties on the file (such as svn:keywords) was updated
filename.3: both the file and its properties were updated
I usually use svn through a gui, either my IDE or a client. Because of that, I can never remember the codes when I do have to resort to the command line.
I find this cheat sheet a great help: http://www.addedbytes.com/cheat-sheets/subversion-cheat-sheet/
Take a look in the Subversion Book:
http://svnbook.red-bean.com/en/1.4/svn.ref.svn.c.status.html
Highly recommended for anyone doing pretty much anything with SVN.
You can always get a list by running:
svn status --help
Something like Google Code or SourceForge, but for closed source projects and better access management.
Found links to these 3 on a forum:
Anyone had any experience with them?
Edit: Assembla no longer provides free, private accounts.
I have moved my project to Unfuddle, which provides free private SVN hosting.
As was mentioned earlier, Assembla provides SVN hosting, as well as project management tools (bug tracking/feature requests, etc). The project I am hosting it for was a good fit for 3 reasons:
Dreamhost provides fairly cheap hosting and includes SVN support (and I think CVS) with every account. You can create the repository as public or private so it should suit your needs. Also, as you would have a full linux host, you would also be able to host other things like your bug management, etc there.
If you're looking for a free, private repository, go with Unfuddle.
Assembla is no longer a solution for a private or closed source project.
if you are just doing it within your own team and are not within a dispersed team, then would it be possible to set up your own Subversion or CVS server (I would recommend Subversion out of these two). They are both free, and all it would take is a small amount of time to install them. There is plenty of help around too.
I was not too sure exactly what you meant by project hosting website, but following in the fashion of the above answers, if you are looking for source code control, then something local may suit you better for learning as you will have full control over it, and can wipe it whenever you need as you 'play' to learn how to use it.
Good luck
You can try BeanStalk which is a hosted SVN and can be integrated into Lighthouse which is a project management/bug tracking tool.
Both are web based so can be used anywhere in the world and BeanStalk can be used with you favourite SVN client such as Tortoise Svn.
I recommend Assembla. It has several tools for use including repository controls and browsers for SVN, Mercurial, and Git. It has a wiki tool, persistant chat, milestone and ticket that can be assigned to members of the team. It also has 200MB of storage for free. Upgrades for more storage and tools are available.
Assembla is no longer supporting free spaces for closed source projects. As an alternative, I recommend Unfuddle, which has 200MB of storage for free, bug tracking, milestones, and a private repository, but with the restriction that only two people can work on the project.
However, Assembla and Unfuddle both support private repositories for those that are willing to pay, if you are interested in going that route.
Use a Project Management Solution.
You could use http://www.comindwork.com/ or http://www.project.net or http://goplan.info/.
The best thing would be Better Control of your Code, using a Project Management tool.
Then install a Project Management tool.
I would surely recommend GForge and CollabNet (for teams smaller than a person count of 15).
Another good tool which I have seen being used is Redmine.
Project Locker has free private projects up to 500MB and 5 users with SVN or git and Trac.
I gave a list of hosting-sites in this answer. From this list Origo allows closed-source, is a free and works fine for me.
Unfuddle is quite good and straight-forward.
Incidentally, we work on a number of projects at work which have distributed teams. We always host our own Code Repository and distributed members simply VPN in.
We have had success with TFS and SVN both (and even VSS, but with tools such as Source Offsite).
I use Code Spaces. It has subverion hosting and project management features such as work items, milestones, documents, forums and a wiki.
Here's an update: bitbucket.org is offering unlimited private repositories for free. All repositories also get a wiki and an issue tracker!
You should also consier RiouxSVN, which is totally free and offers private repositories.
What are the best methods for tracking and/or automating DB schema changes? Our team uses Subversion for version control and we've been able to automate some of our tasks this way (pushing builds up to a staging server, deploying tested code to a production server) but we're still doing database updates manually. I would like to find or create a solution that allows us to work efficiently across servers with different environments while continuing to use Subversion as a backend through which code and DB updates are pushed around to various servers.
Many popular software packages include auto-update scripts which detect DB version and apply the necessary changes. Is this the best way to do this even on a larger scale (across multiple projects and sometimes multiple environments and languages)? If so, is there any existing code out there that simplifies the process or is it best just to roll our own solution? Has anyone implemented something similar before and integrated it into Subversion post-commit hooks, or is this a bad idea?
While a solution that supports multiple platforms would be preferable, we definitely need to support the Linux/Apache/MySQL/PHP stack as the majority of our work is on that platform.
In the Rails world, there's the concept of migrations, scripts in which changes to the database are made in Ruby rather than a database-specific flavour of SQL. Your Ruby migration code ends up being converted into the DDL specific to your current database; this makes switching database platforms very easy.
For every change you make to the database, you write a new migration. Migrations typically have two methods: an "up" method in which the changes are applied and a "down" method in which the changes are undone. A single command brings the database up to date, and can also be used to bring the database to a specific version of the schema. In Rails, migrations are kept in their own directory in the project directory and get checked into version control just like any other project code.
This Oracle guide to Rails migrations covers migrations quite well.
Developers using other languages have looked at migrations and have implemented their own language-specific versions. I know of Ruckusing, a PHP migrations system that is modelled after Rails' migrations; it might be what you're looking for.
We use something similar to bcwoord to keep our database schemata synchronized across 5 different installations (production, staging and a few development installations), and backed up in version control, and it works pretty well. I'll elaborate a bit:
To synchronize the database structure, we have a single script, update.php, and a number of files numbered 1.sql, 2.sql, 3.sql, etc. The script uses one extra table to store the current version number of the database. The N.sql files are crafted by hand, to go from version (N-1) to version N of the database.
They can be used to add tables, add columns, migrate data from an old to a new column format then drop the column, insert "master" data rows such as user types, etc. Basically, it can do anything, and with proper data migration scripts you'll never lose data.
The update script works like this:
- Connect to the database.
- Make a backup of the current database (because stuff will go wrong) [mysqldump].
- Create bookkeeping table (called _meta) if it doesn't exist.
- Read current VERSION from _meta table. Assume 0 if not found.
- For all .sql files numbered higher than VERSION, execute them in order
- If one of the files produced an error: roll back to the backup
- Otherwise, update the version in the bookkeeping table to the highest .sql file executed.
Everything goes into source control, and every installation has a script to update to the latest version with a single script execution (calling update.php with the proper database password etc.). We SVN update staging and production environments via a script that automatically calls the database update script, so a code update comes with the necessary database updates.
We can also use the same script to recreate the entire database from scratch; we just drop and recreate the database, then run the script which will completely repopulate the datase. We can also use the script to populate an empty database for automated testing.
It took only a few hours to set up this system, it's conceptually simple and everyone gets the version numbering scheme, and it has been invaluable in having the ability to move forward and evolving the database design, without having to communicate or manually execute the modifications on all databases.
Beware when pasting queries from phpMyAdmin though! Those generated queries usually include the database name, which you definitely don't want since it will break your scripts! Something like CREATE TABLE mydb.newtable(...) will fail if the database on the system is not called mydb. We created a pre-comment SVN hook that will disallow .sql files containing the mydb string, which is a sure sign that someone copy/pasted from phpMyAdmin without proper checking.
My team scripts out all database changes, and commits those scripts to SVN, along with each release of the application. This allows for incremental changes of the database, without losing any data.
To go from one release to the next, you just need to run the set of change scripts, and your database is up-to-date, and you've still got all your data. It may not be the easiest method, but it definitely is effective.
Dump your schema into a file and add it to source control. Then a simple diff will show you what changed.
The issue here is really making it easy for developers to script their own local changes into source control to share with the team. I've faced this problem for many years, and was inspired by the functionality of Visual Studio for Database professionals. If you want an open-source tool with the same features, try this: http://dbsourcetools.codeplex.com/ Have fun, - Nathan.
If you are still looking for solutions : we are proposing a tool called neXtep designer. It is a database development environment with which you can put your whole database under version control. You work on a version controlled repository where every change can be tracked.
When you need to release an update, you can commit your components and the product will automatically generate the SQL upgrade script from the previous version. Of course, you can generate this SQL from any 2 versions.
Then you have many options : you can take those scripts and put them in your SVN with your app code so that it'll be deployed by your existing mechanism. Another option is to use the delivery mechanism of neXtep : scripts are exported in something called a "delivery package" (SQL scripts + XML descriptor), and an installer can understand this package and deploy it to a target server while ensuring strcutural consistency, dependency check, registering installed version, etc.
The product is GPL and is based on Eclipse so it runs on Linux, Mac and windows. It also support Oracle, Mysql and Postgresql at the moment (DB2 support is on the way). Have a look at the wiki where you will find more detailed information : http://www.nextep-softwares.com/wiki
It's kinda low tech, and there might be a better solution out there, but you could just store your schema in an SQL script which can be run to create the database. I think you can execute a command to generate this script, but I don't know the command unfortunately.
Then, commit the script into source control along with the code that works on it. When you need to change the schema along with the code, the script can be checked in along with the code that requires the changed schema. Then, diffs on the script will indicate diffs on schema changes.
With this script, you could integrate it with DBUnit or some kind of build script, so it seems it could fit in with your already automated processes.
If you are using C#, have a look at Subsonic, a very useful ORM tool, but is also generates sql script to recreated your scheme and\or data. These scripts can then be put into source control.
I create folders named after the build versions and put upgrade and downgrade scripts in there. For example, you could have the following folders: 1.0.0, 1.0.1 and 1.0.2. Each one contains the script that allows you to upgrade or downgrade your database between versions.
Should a client or customer call you with a problem with version 1.0.1 and you are using 1.0.2, bringing the database back to his version will not be a problem.
In your database, create a table called "schema" where you put in the current version of the database. Then writing a program that can upgrade or downgrade your database for you is easy.
Just like Joey said, if you are in a Rails world, use Migrations. :)
We use a very simple but yet effective solution.
For new installs, we have a metadata.sql file in the repository which holds all the DB schema, then in the build process we use this file to generate the database.
For updates, we add the updates in the software hardcoded. We keep it hardcoded because we don't like solving problems before it really IS a problem, and this kind of thing didn't prove to be a problem so far.
So in our software we have something like this:
RegisterUpgrade(1, 'ALTER TABLE XX ADD XY CHAR(1) NOT NULL;');
This code will check if the database is in version 1 (which is stored in a table created automatically), if it is outdated, then the command is executed.
To update the metadata.sql in the repository, we run this upgrades locally and then extract the full database metadata.
The only thing that happens every so often, is to forget commiting the metadata.sql, but this isn't a major problem because its easy to test on the build process and also the only thing that could happen is to make a new install with an outdated database and upgraded it on the first use.
Also we don't support downgrades, but it is by design, if something breaks on an update, we restored the previous version and fix the update before trying again.
Scott Ambler produces a great series of articles (and co-authored a book) on database refactoring, with the idea that you should essentially apply TDD principles and practices to maintaining your schema. You set up a series of structure and seed data unit tests for the database. Then, before you change anything, you modify/write tests to reflect that change.
We have been doing this for a while now and it seems to work. We wrote code to generate basic column name and datatype checks in a unit testing suite. We can rerun those tests anytime to verify that the database in the SVN checkout matches the live db the application is actually running.
As it turns out, developers also sometimes tweak their sandbox database and neglect to update the schema file in SVN. The code then depends on a db change that hasn't been checked in. That sort of bug can be maddeningly hard to pin down, but the test suite will pick it up right away. This is particularly nice if you have it built into a larger Continuous Integration plan.
K. Scott Allen has a decent article or two on schema versioning, which uses the incremental update scripts/migrations concept referenced in other answers here; see http://odetocode.com/Blogs/scott/archive/2008/01/31/11710.aspx.
IMHO migrations do have a huge problem:
Upgrading from one version to another works fine, but doing a fresh install of a given version might take forever if you have hundreds of tables and a long history of changes (like we do).
Running the whole history of deltas since the baseline up to the current version (for hundreds of customers databases) might take a very long time.
I've used the following database project structure in Visual Studio for several projects and it's worked pretty well:
Database
Change Scripts
0.PreDeploy.sql
1.SchemaChanges.sql
2.DataChanges.sql
3.Permissions.sql
Create Scripts
Sprocs
Functions
Views
Our build system then updates the database from one version to the next by executing the scripts in the following order:
1.PreDeploy.sql
2.SchemaChanges.sql
Contents of Create Scripts folder
2.DataChanges.sql
3.Permissions.sql
Each developer checks in their changes for a particular bug/feature by appending their code onto the end of each file. Once a major version is complete and branched in source control, the contents of the .sql files in the Change Scripts folder are deleted.
I would recommend using Ant (cross platform) for the "scripting" side (since it can practically talk to any db out there via jdbc) and Subversion for the source repository. Ant will alow you to "back up" your db to local files, before making changes. 1. backup existing db schema to file via Ant 2. version control to Subversion repository via Ant 3. send new sql statements to db via Ant
For my current PHP project we use the idea of rails migrations and we have a migrations directory in which we keep files title "migration_XX.sql" where XX is the number of the migration. Currently these files are created by hand as updates are made, but their creation could be easily modified.
Then we have a script called "Migrationwatcher" which, as we are in pre-alpha, currently runs on every page load and checks whether there is a new migrationXX.sql file where XX is larger than the current migration version. If so it runs all migration_XX.sql files up to the largest number against the database and voila! schema changes are automated.
If you require the ability to revert the system would require a lot of tweaking, but it's simple and has been working very well for our fairly small team thus far.
There is a command-line mysql-diff tool that compares database schemas, where schema can be a live database or SQL script on disk. It is good for the most schema migration tasks.
Toad for MySQL has a function called schema compare that allows you to synchronise 2 databases. It is the best tool I have used so far.
I like the way how Yii handles database migrations. A migration is basically a PHP script implementing CDbMigration. CDbMigration defines an up method that contains the migration logic. It is also possible to implement a down method to support reversal of the migration. Alternatively, safeUp or safeDown can be used to make sure that the migration is done in the context of a transaction.
Yii's command-line tool yiic contains support to create and execute migrations. Migrations can be applied or reversed, either one by one or in a batch. Creating a migration results in code for a PHP class implementing CDbMigration, uniquely named based on a timestamp and a migration name specified by the user. All migrations that have been previously applied to the database are stored in a migration table.
For more information see the Database Migration article from the manual.
My company currently uses CVS as our defacto standard for source control. I've heard many people say SVN is better, and I know that it's newer, but other than that am not sure of the benefits. I should note we use primarily java and eclipse if that matters. I guess what I'm looking for is a good, succinct comparison of the 2 noting advantages and disadvantes of using both in a java eclipse development environment?
One of the many comparisons:
http://wiki.scummvm.org/index.php/CVS_vs_SVN
Now this is very specific to that project, but a lot of stuff apllies in general.
Pro Subversion:
- Support for versioned renames/moves (impossible with CVS): Fingolfin, Ender
- Supports directories natively: It's possible to remove them, and they are versioned: Fingolfin, Ender
- File properties are versioned; no more "executable bit" hell: Fingolfin
- Overall revision number makes build versioning and regression testing much easier: Ender, Fingolfin
- Atomic commits: Fingolfin
- Intuitive (directory-based) branching and tagging: Fingolfin
- Easier hook scripts (pre/post commit, etc): SumthinWicked (I use it for Doxygen after commits)
- Prevents accidental committing of conflicted files: Salty-horse, Fingolfin
- Support for custom 'diff' command: Fingolfin
- Offline diffs, and they're instant: sev
CVS only tracks modification on a file-by-file basis, while SVN tracks a whole commit as a new revision, which means that it is easier to follow the history of your project. Add the fact that all modern source control software use the concept of revision so it is far easier to migrate from SVN than it is from CVS.
There is also the atomic commit problem. While I only encountered it once, it is possible that 2 people committing together in CVS can conflict each other, losing some data and putting your client in an inconsistent state. When detected early, these problems are not major because your data is still out there somewhere, but it can be a pain in a stressful environment.
And finally, not many tools are developed around CVS anymore. While the new and shiny-new tools like Git or Mercurial definitely lack tools yet, SVN has a pretty large application base on any system.
The Subversion book has an appendix that details important differences from CVS, which may help you make your decision. The two approaches are more or less the same idea but SVN was specifically designed to fix long standing flaws in CVS so, in theory at least, SVN will always be the better choice.
SVN has 3 main advantages over CVS
One thing not to overlook is ecosystem. I was working at a CVSNT shop, and I was finding more and more open source tools supported SubVersion by default.
I'll second Eridius' suggestion of Git, but I'd expand it to the other DRCS (Distributed Revision Control System) such as Mercurial and bazaar.
These products are fairly recent and the level of tooling and integration with them seems low at the moment (based on my initial research). I'd say they were best suited to the power-developers out there (and on here ;-)).
On the other hand, what doesn't CVS currently do for you? From your initial question, you don't really have any, "CVS sucks at this, what could I use instead?"
You've gotta weigh up the costs of any potential migration against the benefits. For an existing project, I think that it would be hard to justify.
You should take a look at Git instead of SVN. It's a DVCS that's blazing-fast and very powerful. It's not as user-friendly as SVN, but it's improving in that regard, and it's not that hard to learn.
btw: CVSNT supports atomic commits
As someone who is in the middle of switching between CVS and SVN (initially we switched all of our projects with cvs2svn and then decided that we would transition by only using svn on new projects), here are some of the problems we have had.
you might also choose to migrate only the latest code from CVS into SVN and freeze your current CVS repo. this will make migration easier and you might also build your legacy releases in the old CVS repo.
I am using CCNET on a sample project with SVN as my source control. CCNET is configured to create a build on every check in. CCNET uses MSBuild to build the source code.
I would like to use the latest revision number to generate AssemblyInfo.cs while compiling. How can I retrieve the latest revision from subversion and use the value in CCNET?
Edit: I'm not using NAnt - only MSBuild.
CruiseControl.Net 1.4.4 has now an Assembly Version Labeller, which generates version numbers compatible with .Net assembly properties.
In my project I have it configured as:
<labeller type="assemblyVersionLabeller" incrementOnFailure="true" major="1" minor="2"/>
(Caveat: assemblyVersionLabeller won't start generating svn revision based labels until an actual commit-triggered build occurs.)
and then consume this from my MSBuild projects with MSBuildCommunityTasks.AssemblyInfo :
<Import Project="$(MSBuildExtensionsPath)\MSBuildCommunityTasks\MSBuild.Community.Tasks.Targets"/>
<Target Name="BeforeBuild">
<AssemblyInfo Condition="'$(CCNetLabel)' != ''" CodeLanguage="CS" OutputFile="Properties\AssemblyInfo.cs"
AssemblyTitle="MyTitle" AssemblyCompany="MyCompany" AssemblyProduct="MyProduct"
AssemblyCopyright="Copyright © 2009" ComVisible="false" Guid="some-random-guid"
AssemblyVersion="$(CCNetLabel)" AssemblyFileVersion="$(CCNetLabel)"/>
</Target>
For sake of completness, it's just as easy for projects using NAnt instead of MSBuild:
<target name="setversion" description="Sets the version number to CruiseControl.Net label.">
<script language="C#">
<references>
<include name="System.dll" />
</references>
<imports>
<import namespace="System.Text.RegularExpressions" />
</imports>
<code><![CDATA[
[TaskName("setversion-task")]
public class SetVersionTask : Task
{
protected override void ExecuteTask()
{
StreamReader reader = new StreamReader(Project.Properties["filename"]);
string contents = reader.ReadToEnd();
reader.Close();
string replacement = "[assembly: AssemblyVersion(\"" + Project.Properties["CCNetLabel"] + "\")]";
string newText = Regex.Replace(contents, @"\[assembly: AssemblyVersion\("".*""\)\]", replacement);
StreamWriter writer = new StreamWriter(Project.Properties["filename"], false);
writer.Write(newText);
writer.Close();
}
}
]]>
</code>
</script>
<foreach item="File" property="filename">
<in>
<items basedir="..">
<include name="**\AssemblyInfo.cs"></include>
</items>
</in>
<do>
<setversion-task />
</do>
</foreach>
</target>
You have basically two options. Either you write a simple script that will start and parse output from
svn.exe info --revision HEAD
to obtain revision number (then generating AssemblyInfo.cs is pretty much straight forward) or just use plugin for CCNET. Here it is:
SVN Revision Labeller is a plugin for CruiseControl.NET that allows you to generate CruiseControl labels for your builds, based upon the revision number of your Subversion working copy. This can be customised with a prefix and/or major/minor version numbers.
I prefer the first option because it's only roughly 20 lines of code:
using System;
using System.Diagnostics;
namespace SvnRevisionNumberParserSample
{
class Program
{
static void Main()
{
Process p = Process.Start(new ProcessStartInfo()
{
FileName = @"C:\Program Files\SlikSvn\bin\svn.exe", // path to your svn.exe
UseShellExecute = false,
RedirectStandardOutput = true,
Arguments = "info --revision HEAD",
WorkingDirectory = @"C:\MyProject" // path to your svn working copy
});
// command "svn.exe info --revision HEAD" will produce a few lines of output
p.WaitForExit();
// our line starts with "Revision: "
while (!p.StandardOutput.EndOfStream)
{
string line = p.StandardOutput.ReadLine();
if (line.StartsWith("Revision: "))
{
string revision = line.Substring("Revision: ".Length);
Console.WriteLine(revision); // show revision number on screen
break;
}
}
Console.Read();
}
}
}
I found this project on google code: http://code.google.com/p/svnrevisionlabeller/. This is CCNET plugin to generate the label in CCNET.
The DLL is tested with CCNET 1.3 but it works with CCNET 1.4 for me. I'm successfully using this plugin to label my build.
Now onto passing it to MSBuild...
If you prefer doing it on the MSBuild side over the CCNet config, looks like the MSBuild Community Tasks extension's (http://msbuildtasks.tigris.org/) SvnVersion task might do the trick.
I have written a NAnt build file that handles parsing SVN information and creating properties. I then use those property values for a variety of build tasks, including setting the label on the build. I use this target combined with the SVN Revision Labeller mentioned by lubos hasko with great results.
<target name="svninfo" description="get the svn checkout information">
<property name="svn.infotempfile" value="${build.directory}\svninfo.txt" />
<exec program="${svn.executable}" output="${svn.infotempfile}">
<arg value="info" />
</exec>
<loadfile file="${svn.infotempfile}" property="svn.info" />
<delete file="${svn.infotempfile}" />
<property name="match" value="" />
<regex pattern="URL: (?'match'.*)" input="${svn.info}" />
<property name="svn.info.url" value="${match}"/>
<regex pattern="Repository Root: (?'match'.*)" input="${svn.info}" />
<property name="svn.info.repositoryroot" value="${match}"/>
<regex pattern="Revision: (?'match'\d+)" input="${svn.info}" />
<property name="svn.info.revision" value="${match}"/>
<regex pattern="Last Changed Author: (?'match'\w+)" input="${svn.info}" />
<property name="svn.info.lastchangedauthor" value="${match}"/>
<echo message="URL: ${svn.info.url}" />
<echo message="Repository Root: ${svn.info.repositoryroot}" />
<echo message="Revision: ${svn.info.revision}" />
<echo message="Last Changed Author: ${svn.info.lastchangedauthor}" />
</target>
I am currently "manually" doing it through a prebuild-exec Task, using my cmdnetsvnrev tool, but if someone knows a better ccnet-integrated way of doing it, i'd be happy to hear :-)
I'm not sure if this work with CCNET or not, but I've created an SVN version plug-in for the Build Version Increment project on CodePlex. This tool is pretty flexible and can be set to automatically create a version number for you using the svn revision. It doesn't require writing any code or editing xml, so yay!
I hope this is helps!
Customizing csproj files to autogenerate AssemblyInfo.cs
http://www.codeproject.com/KB/dotnet/Customizing_csproj_files.aspxEvery time we create a new C# project, Visual Studio puts there the AssemblyInfo.cs file for us. The file defines the assembly meta-data like its version, configuration, or producer.
Found the above technique to auto-gen AssemblyInfo.cs using MSBuild. Will post sample shortly.
Be careful. The structure used for build numbers is only a short so you have a ceiling on how high your revision can go.
In our case, we've already exceeded the limit.
If you attempt to put in the build number 99.99.99.599999, the file version property will actually come out as 99.99.99.10175.
Based on skolimas solution I updated the NAnt script to also update the AssemblyFileVersion. Thanks to skolima for the code!
<target name="setversion" description="Sets the version number to current label.">
<script language="C#">
<references>
<include name="System.dll" />
</references>
<imports>
<import namespace="System.Text.RegularExpressions" />
</imports>
<code><![CDATA[
[TaskName("setversion-task")]
public class SetVersionTask : Task
{
protected override void ExecuteTask()
{
StreamReader reader = new StreamReader(Project.Properties["filename"]);
string contents = reader.ReadToEnd();
reader.Close();
// replace assembly version
string replacement = "[assembly: AssemblyVersion(\"" + Project.Properties["label"] + "\")]";
contents = Regex.Replace(contents, @"\[assembly: AssemblyVersion\("".*""\)\]", replacement);
// replace assembly file version
replacement = "[assembly: AssemblyFileVersion(\"" + Project.Properties["label"] + "\")]";
contents = Regex.Replace(contents, @"\[assembly: AssemblyFileVersion\("".*""\)\]", replacement);
StreamWriter writer = new StreamWriter(Project.Properties["filename"], false);
writer.Write(contents);
writer.Close();
}
}
]]>
</code>
</script>
<foreach item="File" property="filename">
<in>
<items basedir="${srcDir}">
<include name="**\AssemblyInfo.cs"></include>
</items>
</in>
<do>
<setversion-task />
</do>
</foreach>
</target>
My approach is to use the aforementioned plugin for ccnet and a nant echo task to generate a VersionInfo.cs file containing nothing but the version attributes. I only have to include the VersionInfo.cs file into the build
The echo task simply outputs the string I give it to a file.
If there is a similar MSBuild task, you can use the same approach. Here's the small nant task I use:
<target name="version" description="outputs version number to VersionInfo.cs">
<echo file="${projectdir}/Properties/VersionInfo.cs">
[assembly: System.Reflection.AssemblyVersion("$(CCNetLabel)")]
[assembly: System.Reflection.AssemblyFileVersion("$(CCNetLabel)")]
</echo>
</target>
Try this:
<ItemGroup>
<VersionInfoFile Include="VersionInfo.cs"/>
<VersionAttributes>
[assembly: System.Reflection.AssemblyVersion("${CCNetLabel}")]
[assembly: System.Reflection.AssemblyFileVersion("${CCNetLabel}")]
</VersionAttributes>
</ItemGroup>
<Target Name="WriteToFile">
<WriteLinesToFile
File="@(VersionInfoFile)"
Lines="@(VersionAttributes)"
Overwrite="true"/>
</Target>
Please note that I'm not very intimate with MSBuild, so my script will probably not work out-of-the-box and need corrections...
On Windows, Tortoise SVN is the daddy, no question. On the Mac there is nothing as simple and integrated, but there is a fair choice of tools. Which GUI clients are worth checking out and why?
Having been disappointed with them all for one reason or another (mainly because they're horrible to use), I settled on the command line tools for ages. I was therefore delighted to find one that didn't make me want to stick pins in my eyes. Versions is a new svn client now in Beta and is the first one to offer proper Mac OS X look and feel.
WARNING - Beta 5 converts your working copies to 1.5 format, and earlier versions of the svn command line client tools cannot work with them after 1.5 has touched them. But it is easy to update the client tools to 1.5. As of 20080811, Beta 6 now supports both 1.4 and 1.5.
[I have no connection with the company or product]
EDIT - Cornerstone does look good... I am happy with Versions for now, and will probably pay for it when it launches. The main loss for me is the built in diff-window in Cornerstone - that's nice - but the clunky management of working copies separately from repositories is something I found really bad with things like svnX and I think that's a clear win for Versions.
Diffing is so important that every developer should have a good tool. On Windows we settled on the free WinMerge, but on the Mac I rely totally on the awesome and free TextWrangler; Versions automatically selected it to use for doing comparisons, so I am happy as a hog with them working together.
The Ohlhauser review is really useful - thanks for linking that. He's also posted a follow-up which is also worth reading.
I'm really glad there are now two really good tools available; SmartSVN, svnX and ZigVersion were all good efforts but all far short of the excellent standard set by TortoiseSVN on Windows.
UPDATE, JUNE 2011: Following the purchase of the Sofa team by Facebook, the future of VersionsApp is a little unclear - it will continue but I'm not sure who will be maintaining it now. In other news, it still lacks built-in support for merging, still the biggest headache for many svn users, I believe. But Cornerstone 2 supports merging and branching in the GUI now, so am currently downloading that to evaluate it.
Jade Ohlhauser recently did a comparison of Cornerstone and Versions, plus a follow-up.
I wrote the comparison that John Siracusa linked to in his answer. I've since updated it and added my thoughts on other Mac SVN clients.
Cornerstone vs. Versions, Again
I choose Cornerstone over Versions, SmartSVN, Diffly, svnX, and the SVN functionality in the editors I use, Aptana, Coda, and Textmate. That comparison has all the details, but here's the summary:
I choose Cornerstone for its inline content viewer, superior commit, and better ability to manage multiple working copies.
As well as Versions (mentioned previously) there is also another commercial offering called Cornerstone.
I've used Versions (beta) a bit, and had a look at Cornerstone. Both of them offer a much more "Mac-like" experience than the others, like svnX and so on.
SCPlugin is probably the closest to TortoiseSVN in terms of integration with the OSX Finder. Everything is managed via context menus from the Finder.
I tried SCPlugin, and it was tantalizingly close to useable. The file badging was just too buggy.
Now I use Versions. For most of my work, it is perfect. But for doing file merges I use TextWrangler. One complaint I have after using a superior tool on Windows is how some features that should be integrated aren't. For example, I select a file, right-click to Show History, and see the first line of the Log Message. But there is no command to open the change list and see the rest of the log message from here. To see that, I need to go to the Timeline tab and find the change. Nevertheless, for the normal things I do, it is great.
BBEdit has good Subversion integration. Of course, it works better if you're already using it as your code editor. What makes it especially nice is the file comparison tool. In my opinion BBEdit is much better than FileMerge or TextMate for diffing files.
If I'm in Xcode, I tend to just use its built-in support. It's not spectacular, but it works fine for normal updates/commits/reverts. The same is true for TextMate's SVN bundle.
For more involved things I tend to use the command line, although I have been playing with Versions for the last few days. I think I like it (especially since it can use the BBEdit file comparison tool automatically). I'm reluctant to commit to it, though, until they decide how much it's going to cost.
If you use git-svn (you should), you can then use git-gui and gitk or the other popular Git GUI tools.
If you use Eclipse for programming, Subclipse is a great addition for it. Otherwise, I myself always find the GUI programs lacking and fall back to the command line version.
Reading this now in 2011 (!) ... I enjoyed using Tortoise in the days when the company I work for did not have a proper Mac for me to use for my dev work. I loved using Tortoise, still do, and the version for Mac is far from comparable (can someone with lots of time on their hands update that code?). I suffered through subversive on Eclipse, which I didn't mind but why use it when the CLI is so much better to begin with? It wasn't much of an alternative for me. Regardless, I did (ultimately) find a great SVN client and a great DIFF/Merge tool to use for Mac OSX:
For SVN: SmartSVN (free basic edition) was the answer for me, intuitive.
For Diff: DiffMerge (free) is a great and easy to use solution.
svnx is nice, although I prefer to use the command line.
I use the svn command, and the TextMate SVN bundle.
I chose Versions and use it daily.
I like Subclipse as it provides a nice abstraction on top of SVN. I like the constantly updated view of what is 'out of sync' and also the 1-step commit of new files (rather than add then commit).
Neither Cornerstne not Versions can handle SVN Tags. I know, that's hard to swallow. I'm not talking about branching and merging, just tags.
But then, I couldn't get SmartSVN or Versions to connect to my HTTPS SVN repositories on Unfuddle. The Google group for Versions refer to this as a bug actually.
So as of now, I use a mix of Cornerstone and command line.
There is another option I didn't look into: use Eclipse with its SVN plugin or (if you're a Java developer), use IntelliJ IDEA's SVN integrated tools.
Hope this helps,
Rollo
I use RapidSVN since it runs on Windows, Mac, and Linux. It's still in it's infancy, though, IMO. It has some quirks you have to work around, but it does most of what I want. It made support easier, too, since I only had to train developers to use one program no matter what they were doing.
SCPlugin was annoying as hell. It works great on SVN working directories and slows down the Finder for everything else, especially network mounts. I couldn't stand how slow Finder had become and uninstalled it. If there were a way to make SCPlugin behave better, I might have kept it around. However, on a mac, I find that I use the command line tools primarily and only use the GUI tools when I want to do a large check-in and need the larger view and graphical diffs.
+1 for Versions:
I used ZigVersion for a year or so and had a few "wow" moments moving to Versions just now. So easy...
I also tried RapidSVN (which was too broken to use) and the SVN client in XCode (horrible) and BBEdit (worse). ZigVersion has some frustrating bugs (eg a crash if you browse diffs before committing) and mysterious error messages.
Maybe you are interested in my article about svn clients for Mac OS X:
http://cloudobjects.blogspot.com/2010/10/using-subversion-on-mac-os.html
This article compares several free subversion clients for mac os.
There are 12 interesting softwares on this page that you might want to check: http://gigaom.com/apple/12-subversion-apps-for-os-x/
If you are using an Eclipse, there is a more 'Eclipse-Approved' plugin which is Subversive. Subversive aim to be the CSV equivalent for the Eclipse Platform in regard to SVN. I've been using it for more than 6 months now and it's very stable, very easy to use (As easy as CVS at least) from within Eclipse.
For XCode, I know that there is a built-in integration with Subversion, but I never used it myself... I am not working on Macs currently professionnally (Although I'd love to).
I agree with Dan, SVNX is pretty good, it gets the job done. Have not yet tried versions, but I am certainly interested in it's native OSX philosophy.
Also, SCPlugin just updated a little bit ago, so if you tried it before you might want to give it another shot.
It supports both 1.4 and 1.5 repos, as well.
Command line all the way for me, everything else just feels wrong.
I'm a big fan of the command-line svn tool. The switches are very obvious and you know exactly what is going on at all times.
Although saying that - Cornerstone does look good - I've been using it to manage reorganization of a large project (drag & drop vs dozens of svn mv commands).
Prior to Cornerstone I often find myself using BBEdit's SVN menu to do things like diff files or view logs
I (and others) have been so burnt by SCM support in Xcode that I'd never touch it again.
I heard Diffly is pretty good. ... I am currently enamored with Versions.App
I haven't found any good programs with a GUI. (I like tortoisesvn on Windows)
For me, usual svn usage goes around update-diff-commit cycle. Update and commit are easy to do from command line, but for diff I want a program that can display my changes for each file side-by-side before I commit, so that I don't make a mess. (I consider viewing the plain diff unfeasible :] )
There are two things I use:
With Emacs: SvnStatusMode (you get a diff like this: ediff )
When working outside Emacs: Using FileMerge as a diff command
command line is tedious alone. but good with aliases! for instance, I use
alias svn-unversioned='svn status --no-ignore | grep "^[I?]" | sed s/^[I?]//'
(that I inserted in my .bashrc) to display unversioned files. more radical, I use
alias svn-clean-wc='svn-unversioned |xargs rm -rf'
to wipe out all unversioned backup and intermediate data files that pollute the view on a local copy (use at your own risk!)
It's been a while so you've probably discovered these already, but by now there are a couple of good GUI clients for Mac OS.
I prefer the TortiseSVN using a virtual machine.
Since Eclipse has been mentioned a couple of times, I thought I would note that MonoDevelop has excellent Subversion support on the Mac. It is built right in so you do not need an external client. There is Git support built-in as well.
The behaviour is the same on all platforms (Windows, Linux, and Mac) so it is great if you move back and forth between platforms on the same project (as I do).
In our team, we are using syncroSVN and quite happy. Its not like TortoiseSVN, but when we compare all the mac clients (snvx, versions etc.) one year ago, it was the winner. It is not free. Sometimes, I take resort to the powerful shell commands too.
I use AnkhSVN and Visual Studio 2005 and 2008. Now, one thing that bugs me is that Ankh does not really work with ASP.NET sites. I cannot add them properly to a repository and it won't detect changes, especially because the site is on a remote server accessed through Frontpage Extensions (File => Open Site).
What are the alternatives? Does a better plug-in exist? Manually downloading the files through FTP and using TortoiseSVN or svn.exe is not really the level of integration I want :) I want to stay within the Visual Studio IDE when possible. Also, I do not control the remote Server, so I can not install anything on it, which means the whole change tracking/comparison to repository has to be done on my machine.
Here on the Stack Overflow project we use VisualSVN. It really does a pretty decent job of integrating with Tortoise to provide menu selections that abstract away the pains of dealing with SVN at the file system level. It is highly recommended:
Working with remote site is not possible with Subversion as far as I know. Other nuances of web development with VisualSVN are described here.
Have you tried VisualSVN?
I don't have any recent experience using anything against the Frontpage Extensions, but VisualSVN does seem generally a lot more polished than Ankh.
Michael, do you control the remote server? If you do, you could install a continuous integration server or a similar process that watches for changes and checks them out to the web server.
I use two pieces of very inexpensive software to solve this problem: Visual SVN and DispatchFTP.
The former is to log to my Subversion Repository hosted in Dreamhost, the later is an extremely flexible ftp plugin for Visual Studio. It allows you to create different deployment configurations, such as test and production, and automatically synchronizes your local folders with your remote server.
I've been managing several websites this way and the deployment process couldn't be any simpler, it's just a keyboard shortcut away!
I'm not entirely sure if this would help with your VS integration issues, but, Subversion has a special mode for Visual Studio that uses _svn directories instead of .svn.
In the past, this has been an unsupported hack for the benefit of web projects in VS. Apparently, the hack is now officially supported. See: asp dot net hack
I've also had great success with VisualSVN. I mostly use TortoiseSVN, but VisualSVN comes in really handy when you add, delete, rename and move files in the ASP.NET project. For example, if you just use TortoiseSVN and you want to delete a file from the project, then you start by deleting the file from the project in Visual Studio and then you have to flip over to the explorer window to delete the files from the Subversion repository. With VisualSVN, you just delete the file in Visual Studio and VisualSVN takes care of the rest. In my opinion, the product is useful enough to justify the $49 cost.
Thanks! I completely forgot about Web Application Projects - mainly because they were not initially part of Visual Studio 2005 and had to be manually downloaded. In Visual Studio 2005 SP1 and Visual Studio 2008, they are back.
As it is pretty much impossible to do it otherwise, I'll use a WAP from now on.
Another vote here for VisualSVN. I've also tried Ankh, and I have to say the VisualSVN is a much better product, and well worth the money. It integrates very nicely with TortoiseSVN, and gives you all the same commands within Visual Studio that you are used to seeing inside Windows Explorer.
May I ask why you wouldn't just develop on your local machine and then upload as necessary to the remote server? Years and years ago I had to develop on a remote machine via frontpage, and I wonder why anyone would willingly continue on that route as opposed to using frontpage to simply deploy after development.
Moving it locally now allows for easy debugging, use of Subversion with VisualSVN, and the list of benefits goes on.
One thing I don't think anyone has mentioned is VisualSVN doesn't use the source code bindings that AnkhSVN uses (a built in Visual Studio provider). Everything appears committed/out of date inside Visual Studio via icons and tortoise. It takes getting use to but works very well. The only issue is the strange way SVN insists on using .svn folders everywhere instead of just one database file.
It definitely is a lot more stable than ANKHSVN, which I've had a lot of problems adding and moving folders, and it generally getting itself into a mess over trivial operations that TFS finds easy.
With all these VisualSVN recommandations above I'm sure I'm redundant but could I recommend...
VisualSVN? :D
It really works great and it must be very popular since there is even a crack available for it. Not that I would encourage such practices but it can still be (the existence of at least a crack) a measurement of software success.
Stack Overflow has a subversion version number at the bottom: "svn revision: 679"
I want to use such automatic versioning with my .NET web, win forms, wpf projects/solutions. How do I implement this?
You can do it by adding the following anywhere in your code
$Id:$
So for example Jeff did:
<div id="svnrevision">svn revision: $Id:$</div>
and when checked in the server replaced $Id:$ with the current revision number. I also found this reference.
There is also $Date:$, $Rev:$, $Revision:$
We do this with xUnit.net for our automated builds. We use CruiseControl.net (and are trying out TeamCity). The MSBuild task that we run for continuous integration automatically changes the build number for us, so the resulting build ZIP file contains a properly versioned set of DLLs and EXEs.
Our MSBuild file contains a UsingTask reference for a DLL which does regular expression replacements: (you're welcome to use this DLL, as it's covered by the MS-PL license as well)
Next, we extract the build number, which is provided automatically by the CI system. You could also get your source control provider to provide the source revision number if you want, but we found the build # in the CI system was more useful, because not only can see the integration results by the CI build number, that also provides a link back to the changeset(s) which were included in the build.
(We try BUILD_NUMBER, which is from TeamCity, then ccnetlabel, which is from CC.net, and if neither is present, we default to 0, so that we can test the automated build script manually.)
Next, we have a task which sets the build number into a GlobalAssemblyInfo.cs file that we link into all of our projects:
This find the AssemblyVersion attribute, and replaces the a.b.c.d version number with a.b.c.BuildNumber. We will usually leave the source checked into the tree with the first three parts of the builder number fixed, and the fourth at zero (f.e., today it's 1.0.2.0).
In your build process, make sure the SetVersionNumber task precedes your build task. At the end, we use our Zip task to zip up the build results so that we have a history of the binaries for every automated build.
Looks like Jeff is using CruiseControl.NET based on some leafing through the podcast transcripts. This seems to have automated deployment capabilities from source control to production. Might this be where the insertion is happening?
As a reply to Nick: You need to make sure that the Files are having the svn:keywords Attribute set as well, otherwise $Id$ etc. are not auto-replaced.
See this page.
(Scroll down to svn:keywords)
I've just tried this by using $Rev$ and it works - to an extent.
The problem is that it appears to only update the keyword when the file it appears in is changed.
This means that if changes are made to the project which don't affect the file with the $Rev$ in it (in my case, my ASP.NET master page), the project will have a higher revision than gets displayed to the user.
Does anybody have any thoughts on this? Is there a way to get SVN to always update the keywords in the file?
Thanks, - Chris
If you're using ASP.Net MVC (as StackOverflow does), I've written an easy to follow 3-step guide on how to automatically get and display the latest SVN revision. The guide was inspired by thinking to myself about this very question! :o)
@Balloon
$rev and others like it are revisions for the individual files, so they won't change unless the file changes. The number on the webpage is (most likely, I'm assuming here) the svn revision number for the whole project. That is different than the file revisions, which others have been pointing to.
In this case I assume that CCNET is pulling the revision number of the project and rewriting a part of the webpage with that number. Any CI solution should be able to do this, set this up myself with CCNET and Teamcity (although not webpages, but automatic versioning of deployment/assembly versions).
In order for you to do this, use a CI solution that supports it, or use your build process (MSbuild/Nant) to store that version and write it to the files before "deploying" it.
James Pogran
@Balloon If you are using TortoiseSVN, you can use the packaged SubWCRev program. It queries a working copy and tells you just the highest revision number. Admittedly, this seems to be a client-side approach to a server-side problem, but since it's a nice command line program, you should be able to capture its output for use fairly easily.
Baloon raises a very good point which I am interested to know the answer to.
If you're not using TortoiseSVN for SubWCRev like I said here, you can use svnversion which does the same thing.
To add to Brad Wilson's answer: "You could also get your source control provider to provide the source revision number if you want"
To connect Subversion and MSBuild: MSBuild Community Tasks Project
Jan
See this related question:
I've been using TortoiseSVN in a Windows environment for quite some time. It seems very feature-complete and nicely integrated into the Windows shell, and more importantly, it's fairly painless to teach to colleagues with little or no experience with source control. However, since we have moved to Windows Vista 64bit, Tortoise has been very buggy and has seemed to cause lots of explorer.exe abnormalities and crashes. This has happened both with older versions of the software and the latest version (1.5.1 build 13563).
I was curious if anyone has suggestions for other Subversion clients that will run on Windows (specifically Vista 64bit). Developers here use a variety of text editors so using Visual Studio or Dreamweaver for SVN is not ideal.
I have heard great things about Cornerstone, and would love something similar for Windows if it exists.
I'm correlating the Vista/explorer problems with Tortoise because they normally occur when I'm using the functionality in Tortoise. Sometimes bringing up the "merge" screen will cause the GUI to start acting very strange and eventually hang or crash.
I did not see 1.5.2 -- I'm installing now, maybe that will fix some of my issues.
I have been using the 64Bit version of TortoiseSVN for ages and I have never had issues with it on Windows 64Bit or Vista 64Bit. I am currently not aware of any other similiar SVN clients that do work on Vista. Is it possible the problem could lie within the configuration of TortoiseSVN or even the installation of Vista? Is the problem occurring on Vista native or SP 1?
TortoiseSVN in combination with VisualSVN for VS.
I'll second Diago's answer. I use TortoiseSVN on Vista x64 pretty heavily.
I did upgrade directly from an older version to 1.5.2 though, and never used 1.5.1. Have you tried 1.5.2?
I used to have lots of Explorer crashes (on 32-bit) caused by Tortoise. They seem to have gone away since I used the Include/Exclude path settings in the "Icon Overlays" configuration of TSVN. Constraining icon overlays to specific directories where I keep my source made this much more stable.
Tortoise SVN with Ankhsvn for VS 2005
24-03-2011 edited to correct URL (migrated from twiki to foswiki)
Run both 32 and 64 bit clients.... otherwise explorer instances launched from 32bit processes ( including load and save dialogs) will have no Tortoise menus.
Also upgrade to latest 1.5.3 at time of answer.
TortoiseSVN in combination with VisualSVN for VS.
I too get explorer crashes in Vista (I'm not in the 64Bit version though). I'm using Vista Super Saijen (or whatever they are calling the most expensive version). I'm not having any bugs with Tortoise.
My explorer does, however, crash about every other day (sometimes multiple times a day if it's having an "off" day). I'm not positive it's being caused by TortoiseSVN though. From what I hear, the explorer just crashes a lot in Vista...
Have you tried uninstalling Tortoise and using Windows for a day or two and seeing if it still crashes? Do you restart your computer at least once a day (It seems the longer I go between restarts, the worse the crashes get)?
I've only used TortoiseSVN.
I'll third Diago and Dave's response. I've been using TotoiseSVN on Vista x64 for over 8 months with no problems at all. I'm actually a little behind and still on 1.4.8. (Note to self... upgrade)
I have Tortoise installed but rarely use it over SmartSVN. It is a Java-based application and so does not look like a native Windows application, but performs very well. There is a free version with reduced functionality, but the paid-for version is not very expensive ($79) and well worth the money. The biggest benefit I find is a real-time view similar to the "check for modifications" feature in Tortoise, which auto-refreshes every time the UI gets focus. You can easily see what you've changed across your whole source tree. It also has shell integration, although I can't comment on that feature as I haven't installed it because I already had Tortoise installed.
TortoiseSVN can't compare to Cornerstone. Cornerstone tells you who wrote what line of code in the most intuitive way I've ever seen. Instead of having to go commit by commit looking at who wrote what (imagine a file with 100+ commits), cornerstone lets you see the whole history of the file in one run using it's annotations functionality.
Anyone know of any really good tutorials explaining branching and merging with Subversion? All the better if it's specific to Tortoise SVN
Some links from my del.icio.us:
Eric Sink's blog series is good, but not specific to SVN.
Version Control with Subversion
A very good resource for source control in general. Not really TortoiseSVN specific, though.
Here are my easy click-by-click instructions (specific to Tortoise SVN)